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Abstract
Ali Abdul Khaliq (2018): From Ants to Service Robots: an Exploration in
Stigmergy-Based Navigation Algorithms.
Örebro Studies in Technology 79.
Navigation is a core functionality of mobile robots. To navigate autonomously, a
mobile robot typically relies on internal maps, self-localization, and path planning. Reliable navigation usually comes at the cost of expensive sensors and often
requires significant computational overhead.
Many insects in nature perform robust, close-to-optimal goal directed navigation without having the luxury of sophisticated sensors, powerful computational
resources, or even an internally stored map. They do so by exploiting a simple but
powerful principle called stigmergy: they use their environment as an external
memory to store, read and share information. In this thesis, we explore the use of
stigmergy as an alternative route to realize autonomous navigation in practical
robotic systems.
In our approach, we realize a stigmergic medium using RFID (Radio Frequency
Identification) technology by embedding a grid of read-write RFID tags in the
floor. A set of mobile robots, then, build and store maps used for navigation in
the stigmergic medium itself. These maps are of three types: (1) goal maps which
guide robots to known locations; (2) clearance maps which help robots avoid
obstacles; (3) feature maps which can be used to store observable properties, such
as light intensity or gas concentration. We show how these maps can be built both
in static and in dynamic environments and used for navigation of heterogeneous
robots. We also show that goal maps can be used for navigation to previously
unknown and/or dynamic locations, and that feature maps can be used to navigate towards specific features, e.g., places with high gas concentration that are
beyond the sensor’s range. We address the issue of perceptual errors (e.g., broken
tags) during navigation. We further study the use of the built navigation maps to
enable different types of human-aware robot navigation on the RFID floor.
We define several stigmergic algorithms for building maps and navigating on
these maps. We formally analyse the properties of the main algorithms, and empirically evaluate all the algorithms both in simulation and with multiple physical
robots. Results collected from tens of hours of real experiments and thousands of
simulated runs demonstrate the effectiveness of our approach.
Keywords: Stigmergy, Minimalistic Robots, Mobile robot navigation, RFID
technology, Multi-robot system, Path planning, Localization, Map building.
Ali Abdul Khaliq, School of Science and Technology
Örebro University, SE-70182 Örebro, Sweden,
ali-abdul.khaliq@aass.oru.se
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Chapter 1

Introduction
One of the key factors behind the success of present industrial robots is the
nature of the tasks they perform: robots are stationary and mostly designed
to operate in highly constrained environments. On the other hand, operating
robots in uncontrolled environments is a complex task. Existing solutions to
these problems rely on expensive sensors and complex computations, making
robots more complex, and therefore more fragile and less affordable, in particular for domestic usage. In this thesis, we focus on indoor mobile robot
navigation. Speciﬁcally, we use stigmergic mechanisms inspired by nature to
enable navigation in robots. We show how cost and computationally effective
solutions can be achieved using this stigmergic approach.

1.1

Stigmergy in nature

Stigmergy is a powerful mechanism in nature, used for communication and
coordination between agents. The word stigmergy means “incite to work”, and
was introduced by Grassé [48]. He deﬁned stigmergy as “the stimulation of the
workers by the very performance they have achieved” [25].
A classic example of stigmergy is illustrated in Figure 1.1 (a). Ants perform
a foraging task, searching for food and move randomly in the environment.
When the ants have found food, they leave behind traces of pheromones in
the medium on their way back to the nest. Pheromone is a chemical substance
that is released and sensed by an ant. Since the ants initially move in random
directions, they follow different paths of different lengths between nest and
food. The nest-food-nest movement of ants continues for many iterations and
reinforces the pheromones on the path they follow. These pheromone trails represent the recent history of the collective behaviour of the foraging ants. Ants
taking the shorter path to the food require less time to move back and forth
between the food and nest, resulting in more frequent passes by the ants on this
path. Hence, pheromone density is higher on the path that is traversed more
frequently, allowing more ants to follow this path since ants tend to follow the
1
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(a)

(b)

Figure 1.1: Illustration of stigmergic mechanism and the use of stigmergy in our
approach. (a) example of stigmergy in nature: ants laying down and sensing back
pheromones. (b) realization of stigmergy with robots: RFID tags embedded into the
ﬂoor, robots equipped with RFID reader read/write information from/to tags.

paths with stronger pheromones. As a result, ants have found the shorter path
to the food without any global knowledge about their environment, relying
only on sensing and reinforcing pheromones in the local vicinity.
The above example highlights several aspects that characterize stigmergy in
general. Communication is indirect, that is, mediated through a medium: agents
leave traces in the medium, which then bias the same or different agents to organize their individual work. Similarly, the agents coordinate indirectly through
the medium. The coordination of actions does not require explicit planning,
rather, it relies on the state of the medium. The agents do not use global information of the environment to perform their tasks; they only perform simple actions depending on the immediate environment. Using a stigmergic mechanism,
the agents perform local actions using only local perception and the emerging
solutions have properties on a global scale: in our example, by smelling and
depositing pheromones locally, the ants move on a path which is the globally
shortest path between two locations beyond their sensory horizon. Therefore
we can roughly divide the stigmergic components into two categories. First, the
local ingredients: medium, agent, and algorithms. Second, the emerging solutions: stigmergic tasks and stigmergic maps. Let us now discuss in detail each
of these components to understand stigmergy in general and our approach of
using stigmergy in robotics in particular.

1.1.1

Stigmergic medium

The medium is one of the most important components of the stigmergic mechanism. The medium is a part of the environment whose state is perceivable and
controllable. The state of the medium can be perceived to perform certain actions and it can also be altered, that affects the future actions. To qualify as a
stigmergy, agents must interact indirectly and the role of the medium is to allow
such interaction. In social insects like ants in the example in Figure 1.1 (a), the
pheromones in the environment provide the medium for communication. The
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pheromones are secreted outside the body of releasing agents and, in turn, it
alters the behaviour of the sensing agent. The pheromones can be seen as an
external memory, whose contents are written by an agent and then read by a
different agent, or by the same agent at a later time, to decide its behaviour.
Some of the behaviours that are triggered by pheromones are attraction, territorial marking and alarm propagation [55, 97].

1.1.2

Stigmergic agents

The individual agents, in the context of social insects and stigmergy, typically
exhibit little intelligence individually. In the example Figure 1.1 (a), the ants
are the agents. They neither have global information nor an explicit model of
their environment to guide them where to go. The agents are unaware of each
others’ activities and can only interact via medium by releasing pheromones in
the environment which, later on time, sensed by the same or a different agent.
This property of agents makes medium an important entity which accumulates
the information and provides simple agents the awareness about the ongoing
activities of the overall society.

1.1.3

Stigmergic algorithms

Since the agents are capable of perceiving their local vicinity only, the algorithms used by these agents are simple and strongly rely on the medium. The
stigmergic algorithms take as an input the information coming from the medium
and process it. The resulting outputs of the algorithms have a direct impact on
the medium: the new information produced by the algorithm is stored in the
medium, for example, reinforcement of the pheromones. The output of the
algorithm may also alter the behaviour of the agent: it may stimulate the movement of the agent, for example, move towards the high pheromone concentration in the local area.
Interestingly, these non-intelligent individual agents using simple algorithms
can exhibit collective intelligence. The repeated simple actions of the agents
over time enrich the medium with information and make collective behaviour
emerge that accomplishes complex tasks cooperatively.

1.1.4

Stigmergic tasks

The execution of a stigmergic algorithm on the stigmergic medium by one or
several agents results in the perfomance of a stigmergic task. The collective
behaviour of agents, from a bird’s-eye view, appears that they are performing complex routines to achieve their objective. However, a closer look reveals
that agents actually perform straightforward actions, even though the objective task is complex. In social insects, the collective behaviour occurs in different forms. One of the example in ant colonies is the cooperative foraging
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strategies, where the foragers perform actions like putting and sensing back the
pheromones in the environment. By using these simple rules, ants skilfully perform foraging task. This can be seen as interaction and cooperation of foragers
via medium to jointly solve tasks that are beyond their own individual capabilities. Other examples of stigmergic tasks in social insects include clustering
of corpses [60], constructing structures using soil pellets [75], forming piles of
items like grains [113], and etc.

1.1.5

Stigmergic maps

The agents performing stigmergic tasks enrich the environment with information, for example, the foraging ants produce pheromone trails. The distribution
of the pheromone traces in the environment represents the memory of the recent history of the collective agents. This ﬁeld of pheromones can be sensed
and further reinforced by an individual agent. Since the agents do not have the
global information of their environment and their knowledge is restricted to
the local vicinity, this ﬁled of pheromones acts as a “road map” for the agents
to achieve a global solution. In the case of ant foraging, the pheromones ﬁelds
would lead them to the food source. We call this distribution of information
in the environment by the agents a stigmegric map which allows simple agents
to exhibit complex behavior without the need for internal representations, for
planning or for direct communication.

1.2

Realization of stigmergy in robots

Several people have realized some form of stigmergy in robotics systems in several ways depending on the available hardware technologies. We survey many
of these in Chapter 3. The study of stigmergy for robot navigation reported in
this thesis relies on the ingredients depicted in Figure 1.1 (b). These ingredients
are described below.

1.2.1

The stigmergic medium: RFID ﬂoor

As described above, stigmergic approaches require to store information in the
environment and require a medium to communicate and coordinate. We use
readable and writeable RFID (Radio Frequency Identiﬁcation) tags buried under the ﬂoor in the form of a grid which acts as a stigmergic medium. We call
this medium “the RFID ﬂoor”. The layout of the grid is chosen to be a hexagonal lattice. This choice is motivated by the isotropic property of a hexagon: the
distance between a tag and all its neighbors (the tags that are one step away)
is constant and equal to the side length. The isotropic layout allows us to approximate geometrical distance by topological distance (number of arcs), and
to focus on the topological level. That facilitates building navigation maps, as
we will show in the next chapters. Figure 1.2 shows a grid of RFID tags placed
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under the wooden ﬂoor. Note that using RFID technology is not a requirement
of our approach. Any technique, that is capable of storing and retrieving information in situ, can be used as a stigmergic medium.

Figure 1.2: A grid of RFID tags placed under the wooden ﬂoor.

1.2.2

Robotic agents

To access the stigmergic medium, we install one or more RFID readers on the
robots. Each reader exploits an antenna attached to the base of the robot to
read and write information from/to the tags. As mentioned above, the stigmergic agents, with limited sensing capabilities, do not require global information
about their environment. Although the robots we use are not “minimalistic”,
they were chosen here for the possibility to customize them to different experiments by selecting only a subset of their features. For the experiments reported
in the thesis, only the motors, IR sensors, and a tiny part of the processor capabilities were used — hence, the conﬁguration was minimalistic.

1.2.3

Human agents

Similar to robotic agents, humans have been equipped with an RFID reader and
an antenna in the form of a special slipper (see Chapter 9). Human agents are
stigmergic in such a way that they can move on the RFID ﬂoor, read information and put back information into the RFID ﬂoor. This information can then
be used by the same or a different human agent and/or by different robotic
agents. Equipping humans with RFID reader can be used to enable humanaware navigation on the RFID ﬂoor.
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Objectives of this thesis

Navigation is considered a core functionality of a mobile robot. A wide variety
of approaches have been explored in the literature to address the navigation
problem. The majority of indoor mobile robots need to answer three fundamental questions: where am I going? where am I? and how will I go there? [84]
Answering these questions typically consists of four processes. The ﬁrst one is
map-learning, the process of memorizing an internal representation of the environment. Goals are speciﬁed with respect to this map. The second one is selfLocalization, the process of assessing the position and orientation of the robot
within the map. The third is path planning, the process of ﬁnding a suitable
path to a given goal. The fourth is path following, the process of controlling
the robot’s motion in order to track the planned path.
Although widely accepted, these processes entail a number of serious difﬁculties that make robot navigation still challenging. Map learning and selflocalization are complex not only for robots but also for humans [43], and they
remain one the most common causes of failure. Reliable self-localization typically comes at the cost of expensive sensors and/or complex processing. Path
planning and following are also computationally expensive, and their effectiveness critically depends on map learning, i.e., the availability of an accurate map
connecting the current position and the goal position, and on self-localization,
i.e., the ability to correctly estimate the position of the robot along the planned
path. All in all, autonomous navigation is still caught in the dilemma of either using expensive sensing and computational resources, or being exposed to
(possibly catastrophic) failures.
In this thesis, we explore an alternative route for navigation. We use a stigmergic approach to answers the above mentioned ﬁrst and third question: to
specify a goal and to plan a path to this goal. We bypass the second question,
since our approach does not rely on localization. We state the following two
objectives of this thesis.
Objective 1. To build and store the stigmergic maps into the stigmergic medium
using minimal computation and minimal sensing, without requiring global knowledge of the environment or self-localization, and to enable multiple robot
cooperation in the map building process.
The stigmergic map is a navigation map: informally, this is a potential ﬁeld
whose values at every point are proportional to the free-space navigation distance to some interesting location, for example, a goal, or the nearest obstacle. We call the navigation map stigmergic since it is stored in the environment
through the stigmergic medium, rather than being stored in the memory of each
individual robot.
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Objective 2. To use these stigmergic maps to perform navigation towards interesting locations (i.e., goals) without using internal maps, self-localization, and
path planning or other complex computations.
The navigation maps stored in the stigmergic medium can then be used
to perform goal-directed navigation with minimal computation and minimal
sensing. In particular, the built navigation maps can be used by robots different from the ones that have built them. An internal map (i.e., representation
of the environment), on the contrary, is stored in a robot’s memory, and it
requires the robot to compute the correspondence between the map and the
environment through self-localization in order to be used. It requires the robot
to perform path-planning. In a multi-robot system, an internal map needs to be
somehow shared and registered among different robots. By dispensing with the
above mechanisms, our stigmergic approach allows robots to navigate using
only simple sensors and algorithms.

1.3.1

Research questions

The objectives mentioned above open several research questions which are formulated as follows:
Question 1. How can robots with minimal sensing capabilities collectively
build a navigation map to a given goal location in static environments?
Question 2. How to use such a navigation map to enable navigation of robots
with different types or sizes to speciﬁc goal locations?
Question 3. How to build a navigation map in dynamic environments?
Question 4. Can a robot use a navigation map built for a given target location
to navigate to other, arbitrary locations?
Question 5. If we can provide solutions to the above questions, can we prove
formal properties of these solutions? Speciﬁcally, the convergence of the navigation map both in static and in dynamic environments or the optimality of the
paths followed by a robot navigating towards both predeﬁned and arbitrary
locations using a navigation map.
Question 6. How to deploy a stigmergic medium? What is the installation cost
considering the area of the given environment in realistic scenarios? How can
the cost be reduced?
Question 7. What is the effect of perceptual errors on the system and how to
cope with them? Speciﬁcally, what happens if the robot misses reading/writing
information from/to the stigmatic medium, and how should it cope with these
situations?
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Question 8. Can we use the stigmergic medium to store and process information different from distances, e.g., sensed features?
Question 9. Can we use the stigmergic medium to enable, or improve, human
robot interaction?
In this thesis, we present a series of stigmergic algorithms to address the
research questions.

1.3.2

Contributions

The approach has taken several paths, each considered as contributions of the
thesis, outlined in the next section, and summarized as follows:
• Design and implementation of an algorithm that builds navigation maps
for multiple predeﬁned goal locations and validation of this algorithm in
the case of multi-robot systems (Algorithm 1, Question 1).
• Extension of the above mentioned navigation map building algorithm to
the case of dynamic environments, where obstacles can be added or removed at any time during the map building process (Algorithm 2, Question 3).
• Design and implementation of an algorithm that allows robots to navigate not only to a set of predeﬁned goal locations but to arbitrary locations in the environment by using the built distance maps (Algorithm 5,
Question 4).
• A study of the formal properties of the above mentioned algorithms (Question 5).
• Design and development of RFID tag strips to reduce the installation cost
of the RFID ﬂoor (Question 6).
• Design and implementation of a navigation algorithm that copes with the
uncertainties of reading tag values i.e., missing a tag, broken tags, and
perceptual errors (Algorithm 6, Question 7).
• Design and implementation of an algorithm that builds a clearance map
(Algorithm 3, Question 2).
• Extension of the navigation algorithm to the case of heterogeneous robots
navigation, where different type/sized robots, using a combination of goal
map and clearance map, navigate on the RFID ﬂoor (Algorithm 7, Question 2).
• Design and development of an algorithm for the task of artiﬁcial gradient
building on the sensed features in the environment (Algorithm 9, Question 8)
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• Design and implementation of an algorithm that enables human-aware
navigation on the RFID ﬂoor using the built navigation maps (Algorithm 10, Question 9).

1.3.3

Outline

The remaining chapters of this thesis are organized as follows:
Chapter 2 provides preliminaries of this thesis, including an overview of the
approach, the notations used, as well as the evaluation metrics to measure
the quality of the results.
Chapter 3 presents a survey of the work relevant to the use of stigmergy in
computer science and in robotics, as well as a brief overview of some
relevant studies in the ﬁeld of human-robot interaction.
Chapter 4 describes and evaluates the algorithms for building two navigation
maps: goal maps building in static and dynamic environments, and a
clearance map building.
Chapter 5 explains how the navigation maps built in Chapter 4 can be used
for navigation and provides a basic navigation algorithm.
Chapter 6 describes the algorithms for navigation on the built maps in realistic scenarios by addressing some important issues that can occur while
navigation with real robots.
Chapter 7 provides a study of formal properties of the algorithms provided in
Chapter 4, 5 and 6.
Chapter 8 empirically evaluates the algorithms provided in Chapter 6 in realistic scenarios.
Chapter 9 provides a study of the proposed approach in the direction of human
robot interaction.
Chapter 10 concludes this thesis with ﬁnal remarks, summarizes the contributions, and discusses the future research directions.
Appendices provide supplementary material related to this thesis.

1.4

Publications

Most of the contributions of this thesis are either published or under review at
the time of writing1 .
1 Publications

of this thesis are available at http://aass.oru.se/~aakq/
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1. Ali Abdul Khaliq, Maurizio Di Rocco, Alessandro Safﬁotti, Stigmergic
Algorithms for Multiple Minimalistic Robots on an RFID Floor. Swarm
Intelligence, 2014. DOI:10.1007/s11721-014-0096-0
Part of Chapter 4, 6 and 8
2. Ali Abdul Khaliq, Maurizio Di Rocco, Alessandro Safﬁotti, Stigmergic
Algorithms for Simple Robotic Devices. In Proc. of the ICRA Workshop
on Unconventional Approaches to Robotics, Automation and Control
Inspired by Nature, 2013.
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3. Ali Abdul Khaliq, Maurizio Di Rocco, Alessandro Safﬁotti, Stigmergic Algorithms for Multiple Minimalistic Robots. In Proc. of the ECAL Workshop on Collective Behaviours and Social Dynamics, 2013.
Part of Chapter 4
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ECAI Workshop on Multi-Agent Coordination in Robotic Exploration,
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In all the above mentioned articles, I was the main contributor. I performed
the relevant implementation work, formal and experimental evaluation, as well
as the major part of the analysing and reporting the results. Maurizio Di Rocco
helped me in formulating the algorithms for sensed feature map building, which
is a part of article 1 and mentioned in Chapter 6 and 8. Article 6 includes a
description of the RFID strips, which have been designed by Federico Pecora,
and are explained in Chapter 6. Moreover, the material presented in Section 6.5
is based on previous work by Di Rocco et al. [29], which is extended and
generalized as described in that section.

Chapter 2

Method Overview
2.1

Introduction

In this chapter, we provide preliminaries of the technical contributions of this
thesis. We start by explaining the scope of the thesis. We then introduce the
notions used throughout the thesis to explain our algorithms. The performance
of these algorithms will be evaluated using performance metrics, introduced in
the last section of this chapter.

2.2

Scope of the thesis

The goal of this thesis work is to provide algorithms for implementing a navigation system using a stigmergic approach. More speciﬁcally, the aim of the
thesis is threefold. First, building navigation maps into the environment. Second, the use of the navigation maps to perform goal-directed navigation. Third,
to enable human-aware navigation using stored maps.
We adopt a stigmergic approach to robot navigation. The approach builds
on the preliminary work by Johansson and Safﬁotti reported in [59]; this thesis provides fundamental and wide-ranging extensions to that original idea,
including new algorithms for mapping and navigation, a study of key formal
properties, several extensive experimental evaluations, and several original use
cases.
To build and maintain the maps into the environment itself, we enrich the
environment with a grid of read-write RFID tags embedded in the ﬂoor — Figure 1.2. We provide stigmergic algorithms by which a robot or a set of robots
can build navigation maps directly into these tags and use these maps for goaldirected navigation and human-aware navigation. Note that the result of executing a stigmergic algorithm depends on the full system (agents plus medium),
not just on the robots. In general, stigmergic algorithms have the ability to
leverage the spatial memory provided by the stigmergic medium to compute
solutions that have global properties (e.g., optimal path planning) using com-
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putationally simple units (robots) only capable of local sensing. A stigmergic
system can overcome the limitation of the individual robotic devices inside it,
like the limited onboard memory, the limited sensor horizon, and the lack of
mechanisms for explicit communication and coordination. Although some of
the robots used in our experiments are relatively sophisticated, the conﬁguration used in our experiments is minimalistic: we only rely on the motors for
simple forward and rotational movements, the IR sensors and bumpers for
obstacle detection, and the RFID transceiver. The algorithms themselves only
require a few bytes of memory and very few operations.
The algorithms for building navigation maps have the following features:
(1) the only required sensors on the robot are an RFID tag reader and an
obstacle sensor; (2) they can be run cooperatively by multiple robots; (3) the
algorithms use minimal computational resources; (4) the maps are stored permanently in the environment and can be used by any robot; (5) we do not
assume that the robot is able to assess its position or orientation; (6) under certain assumptions, the resulting navigation paths are optimal. The algorithms
for goal-directed navigation using the built maps require a robot neither to
have an internal map nor the ability to self-localize. Equipped only with an
RFID reader, a robot can effectively navigate to any point on the RFID ﬂoor.
Similarly, the algorithm for human-aware navigation relies only on RFID technology and requires human to wear a pair of RFID slipper (see Section 2.4.4
below). The robot does not need to assess the position of human and does not
require to have any laser sensor or vision based sensory equipment.

2.3

System overview

Navigation maps are of three types: goal maps, a clearance map, and a sensed
feature map. In a goal map each tag stores the distance from that tag to the
given goal location along the shortest collision-free path. The goal map can be
built in two conditions: in static environments and in dynamic environments.
The clearance map computes and stores the distances to the closest obstacle.
The sensed feature map stores the sensed features (e.g., light intensity or gas
concentration) in the environment and builds an artiﬁcial gradient towards the
source.
Figure 2.1 illustrates different methods and algorithms for stigmergic navigation developed in this thesis. The ﬁgure shows that these algorithms build
different types of maps and the use of these maps to activate different types
of navigations. We call them stigmergic navigation use cases. The navigation
maps are stored into the stigmergic medium and further accessed through the
medium to enable navigation use cases. The goal maps are the basic ingredient for all the use cases. Speciﬁcally, in the ﬁrst use case, navigation to a ﬁxed
goal is activated using goal maps. The same use case allows navigation in a
dynamic environment. To enable navigation to an arbitrary location, in the
second use case, the goal maps are processed to estimate distances to the arbi-
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Figure 2.1: Overview of our approach. Robots build in RFID ﬂoor navigation maps i,e,
a set of goal maps, goal map in a dynamic environment, a clearance map, and a sensed
feature map. These maps are further used by different navigation algorithms allowing
robots to navigate on the RFID ﬂoor.

trary location. In the third use case, for reliable navigation, a robot maintains a
short-term memory of previously read goal map values from the environment.
Goal maps, together with clearance map, in the fourth use case, are used to
allow navigation of different sized robots. The estimated distances to arbitrary
locations are also used to implement human-aware navigation in the ﬁfth use
case. Finally, the sixth use case, using gradient map over sensed features allow
navigation towards high concentration areas.
All the algorithms in the system rely only on the robot’s ability to access the
contents of the cell it is on, and disregard metric localization. This is coherent
with our minimalistic stance, since metric localization typically requires the use
of sophisticated sensors and complex computation, while the contents of the
cell can be read directly from the RFID tag in the cell by means of an RFID tag
reader.
Each algorithm in the system has been tested by performing experiments
in physical set up. The real experiments have been complemented with experiments run in simulation in order to allow for more extensive or controlled
evaluation. Both types of experiments were extensive: the experiments with real
robots included trials of a duration of up to 90 hours, while the experiments in
simulation involved thousands of trials with up to 900 simulated robots.
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2.4

System components

In our system, hardware components are the environments, robots and RFID
slippers that exploit RFID technology. The software consists of the above mentioned navigation algorithms and a simulator.

2.4.1

The RFID technology

The RFID tags (Tag-it HF-I1 ) are low-power transponders IC, designed to operate with a 13.56MHz carrier frequency. Each tag has 2-kbits of nonvolatile
user-accessible memory that is further divided into 64 equal sized memory
blocks (32 bits each). This block division allows users to program each block
individually and protect the data from modiﬁcation. In addition to user memory, each tag also has a UID (unique identiﬁer address) that is stored in two
blocks that are factory-programmed. This UID allows addressing each tag individually for a one-to-one exchange of data between tag and reader.
For exchanging data, a reader with an antenna is required to send commands to the tag and receive a response from it. The tags are passive and do
not transmit data until the reader sends a command. The RFID reader is capable of executing several commands. We use three of them to access the tag
underneath it: SELECT_TAG searches for tags and selects the one that is in the
range of the antenna, READ_TAG reads the contents from a selected tag, and
WRITE_TAG writes the data onto the tag that is selected. The reader waits to
ﬁnish executing a command before sending another command. The execution
time for selecting a tag is about 45ms, reading one block of memory (4 bytes)
takes 15ms, and writing a block of memory to a tag requires 30ms [123].

2.4.2

The environments

We have installed the RFID ﬂoors in three different environments, called Ängen2 , Peis-Home1, and Peis-Home2. Physical experiments were conducted in
two of these three environments, Ängen and Peis-Home2. Snapshots of the environment are shown in Figure 2.2. Ängen is an apartment in a large residential
facility for senior citizens and has an area of about 11m × 10m. Peis-Home2
is an apartment-like test-bed facility with an area of about 6m × 9m. These
environments contain a hexagonal grid of read-write Texas Instruments Tagit® RFID tags. Ängen contains a grid of 1, 900 tags and Peis-Home2 contains
about 1, 500 tags under the parquet ﬂoor. Each tag has 64 writable memory
blocks and each block consists of 4 bytes.
1

See www.skyetek.com.

2 http://www.angeninnovation.se/.
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Figure 2.2: Testbed environments where RFID tags are placed under the wooden ﬂoor.
The upper row is the snapshots of three environments and lower row is the map of these
environments which shows the position of RFID tags and obstacles. (a) Ängen senior
living facility in Örebro; (b) Peis-Home2 testbed environment at the Örebro University
(c) Peis-Home1 (not used in our experiments) testbed at the Örebro University.

2.4.3

The robots

The experiments were carried out by using ten different robots, including a
set of seven minimalistic robots, a small research robot, a large service robot,
and an omni-directional robot. All the robots were equipped with one or more
RFID readers. Each reader is further connected with an antenna to read the
contents of the currently detected RFID tag — See Figure 2.4 (a).
Minimalistic robots: e-pucks
The minimalistic robots used in this thesis are e-pucks3 , shown in Figure 2.3.
The e-puck is an open source, and open hardware robot designed for educational purposes at EPFL, with a diameter of 7 cm. Its basic structure consists of
a microcontroller (Microchip dsPIC 30F614), bluetooth, two stepper motors,
a set of LEDs, an accelerometer, eight infra-red sensors, three microphones, a
speaker and a color camera [100]. Note that the e-puck is not minimalistic, but
it has been used with a minimalistic set of features in this thesis. It was chosen
3 http://www.e-puck.org/.
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Figure 2.3: Hardware components of the system: robots used in our experiments.

here for the possibility to customize it to different experiments by selecting only
a subset of its features. For the experiments reported in this thesis, only the motors, IR sensors and a tiny part of the processor capabilities were used — hence,
the conﬁguration was minimalistic. We have added reﬂective tape around the
robots, visible in the ﬁgure, in order to facilitate inter-robot collisions based on
IR detection.
To access the stigmergic medium, we have installed a small RFID reader4
that is interfaced with the robot’s micro-controller via a UART port. The reader
exploits a custom built circular antenna of about 8 cm diameter attached to the
base of the robot to access the tags. This conﬁguration allows us to access all
tags in the range of the antenna from a height of up to 2 cm with a unique
search command; that is, all tags whose centers fall inside the projection of the
antenna on the ground. With each search operation, the RFID reader returns a
list of all tags in range. If multiple tags are returned, we just select the ﬁrst one.
Small research robot: Turtlebot2
The small research robot is a low-cost, open source Turtlebot25 developed by
Clearpath robotics for education and research. The Turtlebot2 uses a differen4 SkyeTex

SkyeModule® M1 (www.skyetek.com).

5 http://www.turtlebot.com/.
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tial drive with a diameter of 35.4 cm. The basic structure consists of a Kobuki
base, kinect, odometry, gyro, bumpers, and ROS compatible Netbook. In our
experiments, we do not use the provided kinect and gyro. We only use odometry and bumpers together with RFID readers. Three readers are connected with
the robot through a USB port. Each reader is further connected to an RFID antenna. These antennas are attached to the base of the robot. The three antennas
are attached in such a way that they can detect three neighboring tags in the
hexagonal grid. The robot with RFID reader-antenna conﬁguration is shown in
Figure 2.3.
Large service robot: Scitos G5
The large service robot, Scitos G56 , is a MetraLab mobile platform, which has
been customized for use in a European project Robot-Era [115] to provide
services to elderly people in a domestic environment. G5 is a differential drive
with the size of 73.5 cm × 61 cm (L x W). We do not use any onboard sensors,
that include cameras, lasers, and kinect. We used instead, as explained above,
the RFID technology. The robots carry the same conﬁguration as above: three
readers are connected with the robot through a USB port. Each reader is further
connected to an RFID antenna. These antennas are attached to the base of the
robot. The G5 robot is shown in Figure 2.3.
Omni-directional robot: mBot
The omni-directional robot is a four-wheel omni-directional mecanum drive,
custom-built within the European project MONARCH [99]. The project focuses on social robotics where robots interact and engage with children, visitors, and staff in edutainment activities. The size of the robot is 64 cm × 57 cm
(L x W) with the basic sensory equipment includes cameras, lasers and sonars.
Similar to above mentioned robot conﬁgurations, we do not use these sensors,
instead, we use RFID readers with antennas. In the robot, six RFID readers are
connected and each reader is further attached to an RFID antenna to detect the
tags in six different directions for onmi-directional movement. The robot with
RFID six readers and antennas is shown in Figure 2.3.

2.4.4

RFID slipper

For human-aware navigation in Chapter 9, we designed a pair of slippers that
enables communication between a robot and a human on an RFID ﬂoor. One of
the slippers is equipped with an RFID reader connected to an antenna attached
under the sole, so the reader can read the data from that tag that is currently
under the person who wears the slipper. The RFID reader is interfaced with a
XBee PRO module to communicate with the robot. An RFID slipper is shown
6 http://www.metralabs.com/.
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(a)

(b)

Figure 2.4: (a) RFID sensory equipment; (b) RFID slipper.

in Figure 2.4 (b). Wearable technology is appealing for our purpose as it allows
to directly extract relevant information from the tag under the ﬂoor without
requiring sophisticated localization systems.

2.4.5

The simulator

In this thesis, some of the experiments with physical robots involve tens of
hours of execution time. We required a simulator to allow a systematic exploration of the parameter space beyond what can be reasonably tested on a
physical system. Therefore, in addition to the physical setup, a 2-D simulator has been developed for quick and extensive systematic testing of our algorithms. The simulator is written in C using the GTK library to provide a
simple graphical interface. The simulator simulates a hexagonal grid of RFID
tags and circular robots. The robots are simulated with the capabilities of basic
movement with certain speed and obstacles detection. A number of simulated
RFID readers can be installed onto the robots to read/write data from/to the
simulated tags. Different environments are created by using different shape/size
obstacles on the simulated RFID ﬂoor to generate different navigation paths.
Some experiments are performed with ideal conditions in the simulator. In some
experiments, we included an artiﬁcial perceptual limitation by decreasing the
range of the RFID readers. A number of broken tags are also included in the
simulated RFID ﬂoor in some experiments.
To test our approach for human-robot interaction, a number of humans are
simulated as moving obstacles. We simulated two simple motion behaviours
namely, (1) random movement: the simulated human walks straight and turns
in a random direction when it encounters an obstacle; (2) straight line movement: the simulated human walks in a straight path and turns 180 degrees
when encountering an obstacle. Humans cannot detect the robot and run over
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the robot if it does not avoid them. The speed of humans is adjustable and we
used different speeds in different experiments. Of course, the simulated time
is accelerated: 18 h in simulation typically require less than one minute of real
CPU time.

2.5

Notation used in the thesis

The structure of the RFID ﬂoor can be seen as a graph G = (C, E) where nodes
C = {c1 , . . . , ck } are memory cells, and the arcs E connect adjacent neighbour
cells. The graph G represents free-space connectivity: cells occupied by an obstacle are not connected. Given two nodes c1 , c2 , we denote by dist(c1 , c2 ) the
minimum distance (number of arcs) between c1 and c2 . Each cell c has N read/write ﬁelds which can be addressed individually. The value stored in ﬁeld i of
cell c is denoted by vi (c).
The map building system can be denoted as Σ = G, Q, where G is a graph
and Q = {q1 , . . . , qj } is a set of robots. Each robot q is equipped with a set of R
RFID readers, R = {r1 . . . rk }. Each reader r is capable of reading the contents
of in-range tag or cell c.
Let us see Figure 2.1 and deﬁne notations for each navigation map. At
the start of the goal map building process, a set of user-deﬁned seeds, S =
{s1 , . . . , sn } ∈ C is marked manually. A set of robots Q then moves on the RFID
ﬂoor G. Whenever a robot is over a cell c ∈ C, it performs read/write operations
on c and stores the values in cell c. Particularity, {v1 (c), . . . , vn (c)} are used to
store n goal maps corresponding to n distinct seeds. In the case of map building
in the dynamic environments, a time stamp is stored in {vt1 (c), . . . , vtn (c)} that
is used to implement the evaporation mechanism for each seed. The clearance
map is stored in vβ (c). The gradient map of sensed features in the environment
is stored in the tag using vϕ (c). vμ (c) stores a counter related to the sensed
features map.
Different navigation use cases can be activated by reading values stored into
cell c. For example, a robot can navigate to a seed si ∈ S using its corresponding goal map by reading the values vi (·). A graphic representation of a tag’s
memory usage and notations are shown in Figure 2.5.

2.6

Performance metrics

To measure the quality of the results three metrics are used. The ﬁrst one considers the root mean squared error (RMS) between the built navigation map
and the ground truth, and is given by:

1 
ERRi =
(vi (c) − vi (c)  )2 ,
(2.1)
|C|
c∈C
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Figure 2.5: Visualization of the notations used in the algorithms. c is any tag on the RFID
ﬂoor C. The ith seed is denoted by si , i = {1, . . . , n}, where n is the number of distinct
seeds. Each tag c stores N values: one value for each goal map vi (c), i = {1, . . . , n};
one evaporation time value for each goal map vti (c); the value vβ (c) for the clearance
map; the values vϕ (c) and vμ (c) for the map of sensed features in the environment.
These values are physically stored in the N memory ﬁelds of the RFID tag, which can
be addressed individually. The robot q, attached with RFID reader r, stores n counters,
denoted by counti , i = {1, . . . , n}, used to build the n goal maps and one counter
countβ for the clearance map.

where vi (c) is the value of the navigation map that is stored in the i-th ﬁeld of

the tag and vi (c) is the ground truth value.
The ERRi tells us how far the built map is from the ground truth map. In
practice, navigation using a goal map for seed si may still be effective even if the
values vi (c) are not quite the same as their respective ground truth distances —
i.e., dist(c, si ). What really matters in order to correctly navigate to the goal is
to compute the lowest value among the values of the neighbouring cells, which
should steer the robot towards si . Therefore, we deﬁne a second indicator, EFF,
that assess the efﬁciency of the navigation algorithms.
We compare the length of the path traversed using the values stored into
the tags during the map building process with the length of the optimal path.
More speciﬁcally, given a target tag si , a starting tag c, and distance values vi (·)
along the path, we denote by L(vi (·), c, si ) the length of the path obtained by
following the gradient of vi (·) from c to si . We deﬁne the efﬁciency of followed
path as:
L(vi (·), c, si )
EFF(c, si ) =
.
(2.2)
dist(c, si )
Equation 2.2 is for a single starting tag. In some experiments, we generated
efﬁciencies for a set C of starting tag (∀c ∈ C : c is a starting tag and c = si ).
These efﬁciencies are deﬁned as:
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MEFF(si ) =

1 
EFF(c, si ) .
|C|

(2.3)

c∈C

Efﬁciency is considered best when it is 1, greater then 1 indicates deviation from
the shortest path.
In addition to the above performance measures, we assess the quality of the
map by checking the existence of local minima. We deﬁne a third indicator,
NAV, that estimates the navigation performance in terms of local minima.
Let sink(c) ∈ C be the ﬁnal tag reached starting at c and following the
steepest negative gradient of the values vi (·) stored in the map. This ﬁnal tag
could be the target tag si , or a local minimum from where further navigation
is not possible. Let pos(α) ∈ R2 be the metric position of the center of tag α.
Then, to compute the navigation accuracy, we consider the Euclidean distance
||pos(si ) − pos(sink(c))|| between the metric position of tag si and the one of
tag sink(c), and we average this over all the starting tags:
NAV(si ) =

1 
||pos(si ) − pos(sink(c))||.
|C|

(2.4)

c∈C

2.7

Conclusions

In this chapter, we provided an overview of the methodology used in this thesis
as well as the core ingredients used to realize the stigmergy and the experimental
setup, namely, the RFID technology, the RFID ﬂoors, and the robots. We have
further provided the notations used in this thesis and deﬁned the performances
metrics used to measure the quality of the experimental results in this thesis.
The full set of notations is given in Appendix A.
Although the robots are not minimalistic, only the minimalistic set of features are used. As we shall see in the next chapters that our approach requires
the robots to have a minimal set of capabilities. One of the key sensors in our
robots is RFID reader. We have brieﬂy discussed how to read and write data
to/from the RFID reader. The details about the RFID technology can be found
in Appendix D.

Chapter 3

Related Work
3.1

Introduction

The concept of stigmergy has attracted much attention from researchers in computer science and robotics. This chapter discusses the use of stigmergy in computer science in general and in robotics in particular. The use of RFID infrastructures is also discussed that are similar to the one used in this thesis but for
different purposes. The chapter further provides a review of some studies in
the ﬁeld of human-robot interaction, speciﬁcally, close proximity interaction.
These studies are relevant to the work that we will present in Chapter 9.

3.2

Stigmergy in computer science

From a computational point of view, the concept of stigmergy has two peculiar aspects: information is externalized, and it is spatialized. Externalization
means that part of the state of the computation is stored in a common medium
outside the computing agents, which can be accessed by all agents possibly at
a later time. This reduces the need to store complex state inside each agent
and allows agents to coordinate without explicit communication. Early examples of externalization in computer science, which did not explicitly refer to the
concept of stigmergy, include blackboard architectures introduced by Erman
et al. [40] and tuple-space systems introduced by Gelernter [47]. Distributed
Shared Memory (DSM) can also be seen as an example of externalization. The
work in this thesis is not limited to multi-agent or distributed settings, but it
also applies to single agent settings. Spatialization means that the information
is stored in the environment at the location which it refers to. One common
example of spatialization includes the safety systems in buildings and hospitals
where only authorized personnel and patients have access to speciﬁc areas and
devices (Augusto and McCullagh [6]).
The above properties have been leveraged to address many problems in
computers science. The best known example is probably the work by Dorigo
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et al. [32] on Ant Colony Optimization (ACO), which is based on the manipulation, by multiple agents, of virtual “pheromone” stored in shared data
structures. ACO has been shown to lead to efﬁcient algorithms for distributed
optimization and control in many different domains Dorigo et al. [34]. One
of these domains is routing in network communication: so-called pheromone
tables are maintained locally at each node and play a key role in deciding the
routing of packets. The original method was deﬁned for the wired network by
Di Caro and Dorigo [28], but many extensions have been proposed for wireless networks and wireless sensor networks (WSNs) (Saleem et al. [118], and
Ducatelle et al. [35]).
The other two most common swarm intelligence techniques are Particle
Swarm Optimization (PSO), and Artiﬁcial Bee Colony (ABC). PSO has been
used in various areas including classiﬁcation and data mining by Martens et
al. [93], solving the travelling salesman problem (TSP) by Shi et al. [120],
solving (SPT) the shortest-paths tree problem by Mohemmed et al. [98], and
ﬁnding patterns by Lei and Ruan [83], etc. Researchers applied Artiﬁcial Bee
Colony techniques to a variety of problems including software testing by Mala
et al. [89], for constrained optimization problems by Karaboga and Basturk
[64], clustering by Marinakis et al. [92], and image analysis by Chidambaram
and Lopes [18] etc. Both PSO and ABC are non-stigmergic, since the agents
communicate directly to exchange information.
The concepts of externalization and spatialization of information are also at
the basis of the emerging ﬁelds of spatial computing (Zambonelli and Mamei
[153]), ambient computation (Zecca et al. [154]) and environment-mediated
multi-agent systems (Omicini et al. [107]). In the case of spatial computing, the
link with stigmergy is made explicit by the existence of computational models
based on virtual pheromone by Viroli et al. [142].

3.3

Stigmergy in robotics

The idea of externalization in robotics was ﬁrst suggested in the early 1990’s.
Brooks [16] famously argued that “the world is its own best model”. Dudek
et al. [38] and Donald [30] proposed a similar idea to externalize the state in
robotic systems. Since then, the concept of stigmergy has been widely explored
in robotics research. Externalization in robotics means that, instead of internal
memory, a part of the state of the computation in moved into an external space.
The external space is shared between multiple robotic agents allowing: (1) to
achieve complex behavior using only simple robotic agents; (2) to enable cooperation by indirect communication. Spatialization, in the case of mobile robots,
means that a robot does not need to be globally localized in order to associate
its internal representations to places in the environment. Eliminating the need
for accurate self-localization greatly reduces the sensor and computational requirements of a robot. The work presented in this thesis addresses both of these
aspects.
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In the remaining of the section, ﬁrst we discuss the works that mimic the
actual stigmergic mechanism (using physical markers). We then mention works
which do not rely on the physical markers. Finally, we discuss some of the
works which consider RFID technology in their approach.

3.3.1

Stigmergy in robotics using physical markers

Scientists used robots to mark physical trails in different ways, such as:
Visual trails
Mayet et al. [94] used paint based pheromone trails as a stigmergic medium to
model the foraging behavior of ants. The robot’s environment is painted with
phosphorescent paint that glows in the dark when exposed to ultraviolet light.
The robot uses a UV-LED for trail-laying and a camera to detect and follow
the trail. Arvin et al. [5] used an LCD screen and an external camera to implement the stigmergic medium for micro robots. Pheromones are displayed
on the LCD screen in grayscale pixels which are followed by the robots. The
pheromone releasing process, instead of local sensing, depends on the external camera which provides the global position of the robot. Garnier et al. [45]
projects pheromone trails on the ground from a video projector mounted on
the ceiling. Svennebring and Koenig [131] modelled the ant robot’s coverage
behavior. In real experiments, the robot uses a black pen to draw lines on the
ﬂoor to mimic the pheromone laying mechanism. Infrared proximeters are used
to measure the reﬂection to avoid and/or follow the marked pheromones. Pen
marks detection in this approach requires having a well deﬁned contrast between background ﬂoor and pen color and good lighting conditions. Russell
et al. [116] used mobile sensor motes for swarm robot navigation. Robots deploy and optimize the location of the sensor motes as well as put and sense
back pheromones to/from the motes to build a gradient towards target positions. Most of the above mentioned approaches do not cover the pheromone
evaporation mechanism.
Alcohol trails
Purnamadjaja and Russell [112] used multiple robots equipped with metaloxide gas sensors to detect an alcohol-based chemical. Each robot is also capable of releasing chemical pulses into the environment. The robots release and
sense chemical to form and detect a quorum. Similarly, Sharpe and Webb [119]
installed chemical sensors on the robot to follow alcohol-based pheromone
trails. However, the turbulent nature of the air makes chemical trail following non-trivial and unreliable. Furthermore, alcohol-based chemical makes a
non-ventilated and closed environment saturated if exposed for a long period
of time, thus obscuring where the actual trial was.
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Heat trails
Russell [117] used a heat trail laying and detection technique for mobile robot
navigation. A robot lays heat trials by using a quartz-halogen lamp and another
robot follows these trials by using a pyroelectric sensor. This technique requires
high power consumption to produce heat on a mobile robot that may reduce
the mobility time of the robot. Moreover, the background or ambient heat may
affect the heat trail following.
Summary The above mentioned approaches, although interesting from a theoretical point of view, incur practical difﬁculties inherent in dealing with special sensors and actuators. Moreover, use of physical markers can alter the
environment and the use of volatile chemicals as artiﬁcial pheromones can be
hazardous. The work in this thesis has the ambition to lead to practical, deployable robotic systems. Therefore, we have decided not to use physical markers
as a stigmergic medium.

3.3.2

Stigmergy in robotics without physical markers

Some researchers have proposed alternative approaches, that do not require
putting physical markings in the environment. For instance:
Robotic chains
Werger and Matarić [146, 145] describe a multi-robot system which exploits
the embodied nature of the robots to reduce computational and sensory requirements. Inspired by the ant pheromone trail formation, they present a
robotic “chain” used for foraging. Robotic agents with only local sensing,
namely contact sensing, act as active markers and form a physical pathway
that some members of the group can use to randomly explore the environment
and efﬁciently return home. The effect of obstacles on chain formation and
on chain following is not discussed. Nouyan et al. [105] presented a swarm
robot chain formation capable of coping with obstacles. The swarm of robots
performs the task of forming a path between two target points.
Virtual pheromones
Payton et al. [109] described the coordination of a large number of small-scale
robots to achieve useful tasks such as surveillance and path ﬁnding. The system
can be seen as a collective sensor network where each robot is equipped with an
array of IR sensors for direct communication to transmit virtual pheromones.
Thus, the robots perform distributed computing embedded within the environment. The pheromone receiver robot estimates the distance from the transmitter
by measuring the received IR intensity. Direct communications can become an
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issue when the number of robots increases, affecting the reliability of the system. In a similar vein, Hoff et al. [53] proposed foraging algorithms for robots
that communicate directly with each other instead of marking the environment.
Susnea et al. [130] proposed the use of virtual pheromones for controlling autonomous mobile robots. In their approach, virtual pheromones are stored and
maintained in an external module called pheromone server which acts like a
shared memory for all robots. The robustness of this centralized approach is
limited because it relies on odometry and because it is prone to failures of the
external pheromone server. To overcome the latter issue the authors suggest to
use a backup server. The work presented in this thesis is not subjected to these
sources of brittleness, since it does not rely on robot’s self-localization, and it
uses the RFID ﬂoor rather than an external server as stigmergic medium.
Search, exploration and path ﬁnding
Ducatelle et al. [36, 37] described self-organized cooperation in a heterogeneous swarm robotic system to solve a navigation task in a distributed way,
consisting of two sub-swarms: eye-bots and foot-bots, where eye-bots act as
stigmergic markers for the foot-bots. The experiments in simulation showed
that the approach can ﬁnd shortest paths and paths in a cluttered environment. Dorigo et al. [31] extended the above mentioned work the experiments
were performed with physical robots. Beside eye-bots and foot-bots, they also
included hand-bots in the system. Hand-bots are robots that are capable of
manipulating objects and climbing vertically. Digital pheromones are stored in
active markers (the eye-bots) for the duration of the task. In contrast, in our
approach, we store pheromones in passive RFID tags which require no maintenance and can be used by different robots and for different tasks over the
life of the RFID ﬂoor. Vaughan et al. [141] proposed a model for cooperation
of multi-robot group using a stigmergic approach. In a simulation, an interesting example of real-world implementation is described where robots cooperate
to transport resources between two areas in an environment. The robots communicate through a common localization space to announce feasible paths.
This approach was further tested with physical robots by Vaughan et al. [140].
The proposed model shows robustness against signiﬁcant localization errors.
The approach is however centralized therefore it suffers from the same limitations as Susnea et al. [130] discussed above. Similarly, Simonin et al. [121]
performed experiments in simulation where agents collectively forage in an unknown environment and mark the environment with pheromones (integers) in
search of resource and build paths between home and resources. Zedadra et
al. [155] proposed foraging model using the stigmergic mechanism in classical
Army Ant Raid model. The results are demonstrated in simulation, both in obstacle and in obstacle-free environments. Kuyucu et al. [80] proposed a simple
stigmergic algorithm for multi robot exploration. In a simulation, the robot
moves straight and deposits pheromones in the environment. The robot turns
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towards the lowest pheromone concentration when the sensed pheromone concentration is less than a threshold. Cimino et al. [23] used a net of drones as a
stigmergic medium to perform target search. When a drone senses a potential
target, it releases digital pheromones which are propagated to its neighborhood, creating an attractive potential ﬁeld coordinating a swarm of drones to
visit a potential target. A similar approach is used by Cimino et al. [24] for
target detection using swarm of drones. Both of these approaches are tested in
simulation and rely on the assumption that the drones can self-localize. Stirling
et al. [128] presented indoor search by a swarm of ﬂying robots that do not
require localization and relies on the local sensors of nearby beacons to directly
control the ﬂying explorer. The beacons are robots attached to the ceiling and
explorers are the actively ﬂying robots.
Clustering
Beckers et al. [9] describe a stigmergic approach for multi robot coordination.
A group of real robots, equipped with two IR sensors for obstacle avoidance
and a gripper to collect objects, gather randomly distributed objects to form
a cluster. This approach is modiﬁed by Melhuish [95] to form clusters of objects against the arena wall. Lan et al. [82] performed experiments of clustering
in simulation. Their multi-robot system consists of robots which are equipped
with bumpers and radar-like sensors. The robots wander in the environment,
identify the objects by using the sensors, pickup and drop them to form a cluster. The authors showed that the robots with only local sensing capabilities
can perform a complex clustering task. The experiments were performed in
obstacle-free environments. Holland and Melhuish [54] study the stigmergic
mechanism to the case of self-organization in homogeneous physical robots.
They performed experiments of sorting and clustering of different objects to
demonstrate self-organization in robots. Theraulaz and Bonabeau [134] presented a formal model of distributed building. A swarm of simulated agents
move randomly on a 3-D lattice and perform construction using a limited number of building blocks i.e., bricks of different types, and deposit these blocks
according to a speciﬁed set of rules. The agents can neither communicate nor
have the global view of the environment. Inspired by this approach, Allwright
et al. [3, 4] presented a multi-robot system for constructions and performed
experiments with physical robots. Autonomous robots using decentralized control strategy, based on social insect behavior, build 3-D structures.
Sensor networks
O’Hara et al. [106] use a dense network of devices with simple communication
and computing capabilities, called Gnats, which compute a navigation graph
that can be exploited by a resource-poor robot. Similarly, Li and Rus [85] also
use motes to compute a potential ﬁeld for navigation by spreading information
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between neighboring nodes; Yao and Gupta [151] describe an algorithm in
which a set of WSN build local roadmaps and then combine them together; and
Batalin and Sukhatme [8] use WSN deployed by the mobile robots themselves
to aid in navigation and coverage.
Strictly speaking, the above proposals are not really stigmergic, since the
robots only use the information stored in a network of active devices in the
environment but do not participate in its creation. In the approach proposed in
this thesis, we rely on a network of passive read-write devices (RFID tags) in
the environment to provide robots with a cheap, reliable and ﬂexible stigmergic
medium in which they can store and read persistent information.
Summary Some of the approaches discussed above do not really exploit externalization (e.g., they used direct local communication) [109, 53] or spatialization (e.g., they use an external server) [130, 130, 141]. Moreover, some require
active elements for the stigmergic medium [146, 36, 37], and some rely on the
direct ability of robots to self-localize [23, 24]. By contrast, the approach proposed in this thesis uses both externalization and spatialization. By exploiting
externalization the robots communicate indirectly and the information is stored
outside the robots. Similarly, using spatialization the information is stored into
the RFID tag at the location that it refers to and robots do not need the ability
to self-localize.

3.3.3

Stigmergy in robotics using RFID technology

The technical performance of RFID tags is increasing while cost is decreasing.
This opens a wide area of research and applications for scientists. Several approaches propose the use of the RFID tags in the environment as storage for
artiﬁcial pheromones.
Herianto et al. [50, 51] store pheromone-based potential ﬁelds in RFID tags
and use a kernel method to create a navigation gradient. Kim and Kurabayashi
[76] provide a comprehensive analysis on the stability of the pheromone potential ﬁeld aiming at the implementation on a real robotic environment. In
a similar vein, Susnea et al. [129] simulated a simple experiment to demonstrate that an RFID based stigmergic approach can be used to deﬁne dynamic
paths for guiding mobile robots. Tang et al. [133] proposed a method to update
pheromone concentration in a grid of RFID tags using a swarm of robots which
is used to guide the robots for navigation without localization. Brandoff and
Sayama [15] used RFID cards in the environment as a stigmergic medium to
exchange information between robotic agents. They demonstrated in their experiment that their approach can be used for exploration of an open space. The
robots interact with RFID cards to determine its exploration strategy. Mamei
and Zambonelli [91], and Mamei and Zambonelli [90] used RFID tags sparsely
distributed in the environments to allow humans and robots to track objects
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that leave pheromone trails. Zecca et al. [154] proposed a coordination approach of multi-robots that work in the same environment that may require
cooperation among them. The robots wander randomly, ﬁnd a tag, propagate
the information to other team-mates, synchronize and execute a task, pushing
furniture for example. The work by Johansson and Safﬁotti [59] provided the
initial inspiration for this thesis which proposed the use of RFID ﬂoor to build
and store a navigation map that leads a robot to a given goal position in a static
environment.
Summary All of the above mentioned works used a grid of RFID tags under the ﬂoor to exploit stigmergy. Some of the approaches mentioned above
do not exploit externalization and rely on inter-robot communication [154].
Some of the works are tested only in simulation [129, 133]. Works presented
in [51, 50, 76] discuss how the built potential ﬁelds can be used for mobile
robot navigation but lack the demonstration of robot navigation using the built
potential ﬁelds. The work presented in this thesis not only creates navigation
gradient but also empirically evaluates the navigation of real robots on built
navigation maps.

3.4

Other uses of RFID technology in robotics

The use of RFID tags in robot navigation is becoming increasingly popular.
In most applications, RFID tags are used as a way to simplify perception by
storing local data that can be read by the robot. These applications share with
stigmergic robotics the principle of using an external and spatialized memory,
although they do not qualify as stigmergic approaches. One of the most common uses of RFID tags is helping robots to perform localization and SLAM. Lin
et al. [87] used active RFID system together with a laser scanner; Jia et al. [58]
used an RFID system is coupled with stereo vision; Kamol et al. [61] used a
ceiling camera and an RFID system; and Choi and Lee [20] used the fusion of
RFID, ultrasonic sensors and wheel encoders for localization. Son et al. [124]
proposed an RFID based localization that estimates the position of RFID tags
using the movement of an RFID reader. Some other examples include ( Kubitz
et al. [79], Zhao et al. [156], Choi et al. [19]). Murakami et al. [104], in the
RoboTown project, deployed more than 3,000 tags in a house for localization.
Several works reported the used of RFID technology in the context of RFID
ﬂoors (grid of RFID tags under the ﬂoor). Hvizdoš et al. [57] proposed a smart
ﬂoor that consists of RFID tags to localize and identify objects in an obstaclefree environment. Two smart ﬂoors were compared with respect to the structure
of the grid and density of tags. The experiments were performed with different
conﬁgurations of RFID technology. A similar smart ﬂoor is used for mobile
robot navigation by Vaščák and Hvizdoš [138]. In this approach RFID tags in
the smart ﬂoor are used for localization and a sonar sensor is used for obstacle
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detection. Enriquez et al. [39] fused Wireless Sensor Networks and RFID technology for mobile robot navigation. Other examples that used RFID grid for
localization include Park et al. [108] and Kodaka et al. [77].
Some work addresses search and identiﬁcation of objects. Deyle et al. [27]
attached an RFID reader to the gripper of a mobile manipulator to identify the
tagged objects when grasped by the robot. Similarly, Deyle et al. [26] proposed
an approach for ﬁnding and navigating to an object by attaching an RFID
reader to the robot and an ultra-high frequency radio-frequency identiﬁcation
(UHF RFID) tag with an object. Some other uses of RFID technology in robotics
include moisture monitoring by using UAVs, UGVs and RFID technology as
proposed by Wang et al. [144].
Some researchers used RFID technology for navigation aided for visually
impaired people. Although these works are not categorized as robotics, they
are worth mentioning here since they address localization and navigation problems. Ganz et al. [44] used RFID and Bluetooth technology for indoor location
tracking and navigation to help visually impaired people. In a similar vein,
Chumkamon et al. [22] used an RFID-based navigation system for blind people. Alghamdi et al. [1] spread a net of tags in the corners, inside a building,
at entrances, in front of lifts and so on. They used the fusion of QR code and
active RFID to help people (blind and sighted) navigate. Murad et al. [103]
proposed a navigation and object recognition system for visually impaired people. A grid of RFID tags was used for navigation, and tags attached to objects
for identiﬁcation. Willis et al. [149] used a grid of RFID tags for localization
and path ﬁnding for blind people.
Summary The above mentioned works can be divided into the following categorise: RFID technology fused with other sensors for localization; a grid of
RFID tags for localization; object search and identiﬁcation; environment monitoring; use of RFID tags for visually impaired people. In the above approaches,
except [144], the information in the RFID tags is hand-coded prior to their use,
and the robots simply read this information. In particular, the global metric position of the tags is typically known. The approach that we present in this thesis
does not require the storage of a-priori information in the tags. Moreover, our
approach does not rely on the position or orientation of neither the tags nor
the robots.

3.5

A landscape of stigmergy in robotics

The work described in the last two sections can be summarized in the twodimensional structure shown in Table 3.1. The columns indicate the different
mechanisms used to realize the cooperation: in the cases that properly qualify
as “stigmergic”, these correspond to the stigmergic medium used. The rows
indicate the task performed by the overall system. The summary in the table
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is based on some characteristics that are relevant to the core of this thesis
such as stigmergy in robots and the used of RFID technology in general and
in stigmergy in particular. The studies are categorized according to the tasks
performed by the robots using different mechanisms. Most of the studies, in
general, focus on navigation tasks such as trail following, foraging and path
ﬁnding, gradient ﬁled formation and localization. Some of the works discuss
clustering and structure building tasks. These tasks are achieved by using variants of the stigmergic mechanism.
Many works mimic actual pheromones laying phenomenon by using physical markers (ﬁrst column) such as pen marks, alcohol and heat trails etc. Some
works used active physical markers such as robots themselves to form robotic
chains to achieve different tasks. Several works exploit the cemetery building
mechanism of ants. Some ant species gather their corpses at a place without any
prior information about the ﬁnal location of the cemetery. Ants collaborate indirectly in the process, without knowing the state of each other. Researchers
mimic this mechanism where robots gather “stigmergic blocks” at one place to
build clusters and structures.
Some works explore the use of the stigmergic medium which does not lay
on the ground (second column). For example, some researchers use drones in
the air to store pheromones and guide robots moving on the ground. Some
approaches place the medium to a centralized space (third column). Some use
direct communication between robots. These approaches are not stigmergic,
since they do not exploit the externalization and spatialization. Some of the
works are categorized in “Others” column (fourth column), since these works
are conducted in simulations and the realization of the stigmergic medium is
not covered. Many works deﬁne “RFID ﬂoor” as a stigmergy medium where a
grid of RFID tags is placed on the ﬂoor (ﬁfth column). Robots equipped with
RFID reader store and retrieve information in the tags which act as digital
pheromones. This thesis lies in this category. The grey color cells in Table 3.1
indicate the work presented in this thesis. Besides mimicking stigmergy, RFID
technology has been widely used for localization of robots and localization of
visually impaired humans. Some works use a grid of RFID tags on the ﬂoor
(sixth column), others perform the localization task without using a well deﬁned grid of tags on the ﬂoor (seventh column). Some works use a network of
devices to perform navigation and exploration tasks (eighth column).

3.6

Human robot interaction

Human-robot interaction (HRI) is a very active area of research in the academic
community. Researchers are focusing on HRI in several application areas, some
of them related to the work that we will present in Chapter 9 of this thesis,
namely, human tracking, human following, and assistive robotics. We cannot
discuss the whole ﬁeld of HRI here, but we shall brieﬂy review those three
areas in order to provide some context to the work in Chapter 9. In the case of
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assistive robotics, we focus in particular on educational applications as well as
interaction with children.

3.6.1

Navigation in the presence of humans

Some researchers used various human motion prediction methods to ensure
safe navigation, e.g., Trautman et al. [136] proposed a navigation algorithm
for avoiding collisions in human-dense environments using interacting Gaussian processes approach. Mosberger [102] developed a vision based system to
detect, localize and track humans wearing retro-reﬂective markers. In a similar
vein, Unhelkar et al. [137] study the biomechanical turn indicators of human
walking to predict the human motion trajectories. The concept of potential
ﬁelds has been notably used by the researchers for robot navigation in the presence of humans. Svenstrup et al. [132] used Rapidly-exploring Random Tree
(RRT) with a potential ﬁeld in their algorithm of trajectory planning for a mobile robot operating in the presence of humans. Similarly, Pradhan et al. [111]
proposed a potential function based path planner for a robot to navigate in
a human crowded environment. Sisbot et al. [122] proposed a human aware
robot navigation planner using potential ﬁelds. To ensure the safety and comfort, three grids of potential ﬁled are introduced in the planner, namely, safety,
visibility, and hidden zones. These ﬁelds are combined and used by the robot to
search for a minimum cost path. Lam et al. [81] proposed a human safe navigation method HCSN (human-centered sensitive navigation) which considers
various sensitive ﬁelds around humans and robots. These spatial sensitive zones
are combined with a number of interaction rules to enable human safe navigation.

3.6.2

Human following

Human-following is an essential part of HRI. The conventional method for
realizing human-following robots, the non-contact method (Chu et al. [21]),
typically consists of algorithms for tracking a speciﬁc person.
Gupta et al. [49] used a camera for tracking humans and a servo controller
to generate motion commands to follow humans. CCD cameras are exploited
by Yoshimi et al. [152] to obtain high resolution pictures for recognizing a
target person. Stereo-vision is used by Sonoura et al. [125], and Chen and
Birchﬁeld [17] for human tracking. However, these algorithms fail in scenarios
where humans leave the ﬁeld of view of the camera, poor lighting conditions,
and where rapid movement is required. Morioka et al. [101] used a network
of cameras on the ceiling to determine the position of the human — here, too,
lighting conditions remain an issue. Hoang et al. [52] used map information
together with Kalman ﬁlter to re-track humans when leave ﬁled of view of the
robot. Chu et al. [21] propose an unconventional method of human-following
with a tether steering mechanism. This method is useful in cluttered environ-
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ments for safe navigation and does not use cameras, laser range ﬁnders, or
ultrasonic sensors. Beside using UGVs, recently researchers are exploring ways
human following using UAVs. For example, Yao et al. [150] used vision based
PID controllers on a robotic blimp to follow humans.

3.6.3

Interaction with children

Robots are increasingly seen as tools to promote or facilitate education for
school children. In many studies, LEGO robots are used for such purposes, e.g.,
to teach physics, mathematics, and to train the ability to solve logical problems
(Williams et al. [148], Lindh and Holgersson [88], Hussain et al. [56]). Kanda et
al. [63] used robots to teach language to school children, and Tomic et al. [135]
propose an assistive robot that helps children in school at the hospital. Robots
may also provide assistance to children with disabilities. For example, Billard
et al. [12], Robins et al. [114], and Werry et al. [147] developed robots suitable
for children with autism. Moreover, several robotic toys for children have been
developed, including a storyteller robotic doll by Vaucelle and Jehan [139], a
football-like rolling robot by Michaud and Caron [96], and a robotic dinosaur
by Fernaeus et al. [42].

3.6.4

Comparison with the work in this thesis

The methods mentioned in Section 3.6.1 implement human-robot interaction
considering human avoidance and human-tracking for safety. Inaccurate tracking may disturb the performance. Whereas, our approach does not rely on any
human-tracking. The robot using our approach only requires information coming from the RFID ﬂoor and the RFID slipper. The human following methods
described in Section 3.6.2 rely on visual perception e.g., cameras. In contrast,
our approach is independent of visual perception and requires only the information coming from the RFID ﬂoor. The above mentioned robots interacting
with children (Section 3.6.3) can signiﬁcantly contribute to education and/or
the mental care of children. In Chapter 9 we shall see as an example in which
we use our stigmergic approach to help robots interact with children.

3.7

Conclusions

In this chapter, we reviewed some works relevant to this thesis. We started by
discussing stigmergy broadly in computer science and then we narrowed down
to the works related to robotics. The concept of stigmergy has been used in
robotics by the researchers in several different ways, such as mimicking the
pheromone laying mechanism using physical and virtual markers. Some researchers, including the work in this thesis, used the RFID technology to realize
the stigmergic mechanism. We have discussed the tasks performed by the stigmergic robots. One of the most commonly studied topics in stigmergic robots
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Table 3.1: Related work summary — arranged according to the used mechanism and
performed task. The work reported in this paper belongs to the cells highlighted in color.

Foraging,
path ﬁnding
and
trail following

Tasks

Local directed
navigation
(gradiend and
potential ﬁelds)

Mechanisms
Virtual markers
RFID technology
Physical Markers
Direct
Others RFID ﬂoor RFID ﬂoor
Only
markers via drones communication
with
without
RFID
and centralized
stigmergy stigmergy
[94][5]
[141]
[121]
[91]
[105]
[140]
[155]
[90]
[45]
[53]
[154]
[119]
[130]
[129]
[117]
[146]
[145]
[116]
[36]
[109]
[51] [50]
[39]
[23]
[76] [133]
[31]
[59]
[24]
[68] [73]
[37]
[66][67]
[69] [74]
[72] [2]

Sensors
Network

[106]
[85]
[151]

[70] [71]
Exploration
and coverage
Clustering
and structure
building

[131]

[128]

[80]

[15]

[8]

[82][9]
[112]
[95]
[54]
[4][3]
[134]

Localization
and
navigation
for robots

[57]
[138]

Localization and
navigation
for humans
Object search and
identiﬁcation

[103]
[149]

[87] [104]
[58] [79]
[61] [156]
[20] [77]
[108] [124]
[19]
[1]
[44]
[22]
[27]
[26]

is related to the navigation tasks. We have further mentioned the other uses of
RFID technology in robotics. In the last section of the chapter, we discussed
some of the works in the ﬁeld of HRI which are relevant to Chapter 9.

Chapter 4

Building Navigation Maps
4.1

Introduction

Navigation maps are of three types: goal maps, a clearance map, and a sensed
feature map (see Figure 2.1). In this chapter, ﬁrst we explain the overall stigmergic map building system including the details of the assumptions that we
considered in the algorithms mentioned in this chapter. We then explain in detail the algorithms for building two of the navigation maps, namely, goal maps
and a clearance map. Building a sensed feature map is explained in Chapter 6.
We explain the goal maps building both in static as well as in dynamic environments. In the last section of the chapter, we practically evaluated these
algorithms.

4.2

Map building system

The distinctive point of our navigation maps is that they share a common idea
that they are built and store into the stigmergic medium. We call these maps
stigmergic since they are stored in the environment through the stigmergic
medium, rather than being stored into the memory of each individual robot.
We use RFID technology to implement stigmergic medium (see Chapter 1).
Note that our approach does not depend on the particular implementation of
the stigmergic medium using RFID technology. Informally, a navigation map
is a potential ﬁeld whose value at every point is proportional to the free-space
distance to some interesting location (e.g., goals or obstacles), and which can
be used by a robot for navigation. We call these maps stigmergic since they are
stored in the environment through the stigmergic medium, rather than being
stored into the memory of each individual robot.
We present algorithms that build the Shortest-Path Tree (SPT). Consider
graph G = (C, E) with nodes C and edges E, that contains a special node c̄ ∈ C,
as a root and each edge is associated with a distance. Let us ﬁnd the set of edges
connecting all nodes such that the sum of the distances from the root c̄ to each
39
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node c ∈ C is shortest. We call it a SPT rooted at c̄, and build it in a stigmergic
way under increasingly demanding conditions: ﬁrst, in a static environment
with ﬁxed goal positions; then, in a dynamic environment where obstacles may
be added and removed. We further present an algorithm for building a clearance
map. In all navigation map building algorithms, we assume that each robot is
equipped with a transceiver that is capable of reading and writing the memory
cell that is currently under the platform. In our experiments, we used RFID
transceiver equipped on the robots and RFID tags as memory cells under the
ﬂoor. All the algorithms presented in this chapter are based on the following set
of assumptions:
Assumptions 1.
1. if a cell is in range, the transceiver will detect it;
2. at any point in the time, only one cell is in range of the transceiver;
3. each cell is visited inﬁnitely often.
The above set of assumptions is needed to prove the good behavior (convergence) of the basic algorithm to build a goal map. The ﬁrst assumption means
that, if the robot passes over a cell that contains information, the transceiver
will read the contents of that cell. This assumption translates in reasonable
requirements about the physical realization of the system, e.g., as a constraint
between the radius of the cells, the range of the transceiver (see Section 6.6), the
sampling frequency of the transceiver (see Section 2.4.1), and the speed of the
robot. This assumption will be relaxed in the experimental section. The second
assumption means that the distance between cells is the same as the size of the
receptive ﬁeld of the transceiver. The third assumption poses a constraint on
the navigation strategy: the time interval between two consecutive traversals
(by any robot) of any arc between two accessible cells must be ﬁnite. In our
case to keep with our minimalistic stance, we have decided to use the simplest
possible randomized strategy: each robot moves straight until an obstacle is
encountered, at which point it performs a random rotation and continues. Obstacle detection can be done with a simple bumper, but in our implementation,
we have used the IR sensors onboard the e-puck robots. Since the environments
in our experiments are bounded and fully connected, this navigation strategy
fulﬁls the third assumption in practice.
All the algorithms for navigation map building described below are given
for a single robot. This, of course, does not mean that our system is limited
to one robot: on the contrary, the system may include an arbitrary number of
robots, all running the same algorithm — of course, limited by the physical
space available. In this sense, our algorithms can be seen as fully distributed,
collaborating through shared memory. Mutual exclusion is realized by physical
space limitation: Assumptions 1.2: at any point in time, at most one transceiver
has a given cell in its range. The algorithms below do not make any assumption
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about the number of agents in the system: this is possible because the algorithms
do not depend on the identity of the robot, they do not include explicit communication with other robots, and the global state is stored in the environment
(i.e., in the cells). In fact, most of the experiments reported in this chapter are
performed with multiple robots. Similarly, we use RFID readers and RFID tags
to realize our system but it is not a compulsory requirement. Our system is independent of RFID technology and any other suitable technology can be used,
for example, intelligent tiles [110].

4.3

Building goal maps

In this section, we show a simple stigmergic algorithm to build goal maps from
a set of seeds. A seed is actually a goal position. One or multiple robots use a
stigmergic algorithm to ﬁnd optimal paths to a goal position, even when the
robots have no sense of global location and the target is outside the range of
the robot’s sensor. Paths are stored in the RFID ﬂoor in the form of shortest
distance values, so other robots can use or update them. This algorithm can be
seen as a stigmergic spatial ﬁlter, which transfers information across adjacent
tags.
Given a graph (C, E), a goal map with respect to a seed si is a Shortest-Path
Tree (SPT) obtained on this graph. Shortest-Path Tree is rooted at seed si , such
that the path distance from seed si to any other tag c ∈ C is a shortest path
distance from si to c. We assume that the environment is static, i.e., no obstacles are added or removed between the time when the goal map construction
process is started and when the goal map is used for navigation.
Algorithm 1 allows a robot to compute the n separate goal maps for n
distinct seeds in a stigmergic way. For each seed si , the algorithm allows to
incrementally build the Shortest-Path Tree on (C, E) leading to seed si . Each
tag c stores the value vi (c) which represents the current estimate of the distance
dist(c, si ) to the seed.
The algorithm has two phases: seeding and propagation. Initially, in seeding
phase, seed tags are marked manually. The value, vi (si ) of seeds is set to zero
and for all other tags, vi (c), is set to inﬁnity. The robot maintains an internal
counter, count[i], for seed si , which is also initially set to inﬁnity. count[i]
estimates the distance from the robot’s current underlying tag c to the seed si . In
the propagation phase, while moving the robot increments count[i] whenever
it detects a new tag c; when this happens, the updated value of count[i] is
compared to the value vi (c) stored in the underlying tag, and the minimum is
retained both into the tag and into the robot’s counter.
Algorithm 1 takes an argument, n, the number of seeds. In total n bytes
from the memory of a tag are manipulated (read/write). Explore() implements
an exploration strategy i.e., move straight and perform a random rotation if an
obstacle is detected. getID() selects a tag in the range of the RFID antenna.
NextTag(ID) checks for the newly detected tag, speciﬁcally, it is true if the ID
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of the current read tag c is different from the previous iteration. getTag(i)
reads ith byte (one byte for each goal) from the memory of the selected RFID
tag, and stores it in val[]. The memory usage of RFID tag in this thesis is
depicted in Figure 2.5.
Note that reading the contents of a selected tag consumes time (see Section 2.4.1). Therefore, in each cycle n bytes are read only once in a single read
command executed by getTag() in Line 5. The value of ρ is the cost of traversing one arc in the (C, E) graph: this is typically set to 1 in our experiments.
Finally, WriteTag(c,count[]) writes the values of the n counters into tag c.
This algorithm can be seen as an adaptation of the standard Bellman-Ford
algorithm [10, 7] to the stigmergic case. In the standard algorithm, every node
is explored C − 1 times, whereas, in our algorithm, the nodes are explored inﬁnitely often to store correct information and guarantee good behaviour (convergence). Under the assumptions listed above, and if we let ρ = 1, we can
prove that this algorithm asymptotically achieves the SPT, i.e., the value vi (c)
of each tag c is eventually set to the minimum distance dist(c, si ) from seed
si . Further details of formal properties of the goal map building algorithm are
discussed in Chapter 7. An example goal map for a predeﬁned seed is shown
in Figure 4.1. The black area in the ﬁgure indicates obstacles and the red cell
is a seed for which goal map is built. The color of the cells gets darker as the
distance increases from the seed.
Algorithm 1: BuildGoalMap(n)
Require:
vi (si ) set to 0;
vi (c) set to ∞ for all other tags.
Ensure:
vi (c) in all tags approximate the distance to si .
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

count[i] ← ∞ (i ← 1 . . . n)
while Explore() do
ID ← getID()
if NextTag(ID) then
val[i] ← getTag(i) (i ← 1 . . . n)
for i ← 1 . . . n do
count[i] ← count[i] +ρ
if count[i] > val[i] then
count[i] ← val[i]
end if
end for
WriteTag(c, count[])
end if
end while
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Figure 4.1: An example goal map for a predeﬁned seed. The red tag indicates seed si .

4.3.1

On the use of multiple seeds

Algorithm 1 builds multiple goal maps for multiple seeds. It should be noted
that the fact to have multiple seeds at different locations in the environment
can be given three different meanings:
Case 1: alternative goals Building goal maps for n seeds for n target locations
allows a robot to choose among these alternative goal locations. An interesting
example is a warehouse scenario having n loading/unloading locations. A robot
can choose to navigate any of these locations: it can navigate to a loading point
ﬁrst and then to an unloading point. Algorithm 1 can be used to implement
such a scenario. Each loading/unloading point can be represented as a seed si
and a goal map can be built from them. Figure 4.2 depicts three built goal
maps, setting n = 3 and vi (si ) to 0 for three seeds.
Note that, for the sake of simplicity, Figure 4.2 and the ﬁgures in next two
cases are shown in obstacle-free environments.
Case 2: goals with multiple disjoint locations The seeds si can represent a
set of alternative, disjoint, physical locations for the same logical goal. For
example, multiple points represent multiple charging stations and a robot has
the goal to navigate to the nearest one. Algorithm 1 can be used to build such
a goal map. Figure 4.3 (a) shows an example goal map built for three disjoint
seeds. Note that this map is built setting n = 1 and the value vi (·) of all the
seeds (s1 , s2 , and s3 ) is set to 0. We used value indexed at i = 1 for all the seeds,
since one map is built for three seeds. Building a goal map with these settings
creates three global minima so by following the navigation gradient of v1 (·) a
robot will navigate to the nearest one.
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(a) Seed s1

(b) Seed s2

(c) Seed s3

Figure 4.2: Example of three goal maps for three seeds.

(a) Seeds at disjoint locations

(b) Seeds at connected locations

Figure 4.3: Example of one goal map for three disjoint and connected seeds. (a) example
of three disjoint seeds that can be used for charging stations for robots; (b) example of
three connected seeds that can be used for parking area for robots.

Case 3: goals with multiple connected locations The seeds si can be contiguous, identifying one connected target area. For example, a collection of cells
can be used to specify an area dedicated to parking place for the robots. A
robot can navigate to any of the cells in the parking area. Similarly to Case 2,
in Algorithm 1, we used n = 1 and the value vi (·) of all the seeds (s1 , s2 , and
s3 ) is set to 0. We used value indexed at i = 1 for all the seeds, since one map is
built for three seeds. Figure 4.3 (b) shows three connected seeds and goal map
built for these seeds.

4.4

Goal map building in dynamic environments

Let us consider dynamic environments, i.e., environments in which obstacles
can be removed, added or moved from one location to another over time. As a
consequence, the SPT of the map changes according to the current conﬁgurations of the map. Removing an obstacle from the scene decreases the distances
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of some cells from the seed. This does not introduce big problems since Algorithm 1 is able to recover from the situation: for any cell c, the algorithm makes
the value of vi (c) decrease whenever a shortest path to c is discovered. Since
the removal of an obstacle decreases the length of the shortest path to some
cells, this case can be handled by the algorithm. On the contrary, the insertion
of new obstacles may increase the distance of some cells: this case cannot be
addressed using the above algorithm since the values stored in each cell can
only be decreased at each step.
To compensate for this limitation, we introduce an additional mechanism
that makes the values of the cells steadily increase with time by a given evaporation rate δ. This mechanism mimics the decay of pheromone intensity with
time, which is observed in nature [65] and also used in ant colony optimization [33]. A similar mechanism has been proposed by [11] and [143], although
these have not been realized in a physical stigmergic system. It should be noted
that evaporation in our algorithm makes the numeric value increase with time:
this is because our values represent distance to the goal, rather than proximity,
and therefore an increase in the value corresponds to a loss of information —
indeed, values are initialized to ∞. Accordingly, whenever evaporation is mentioned in the rest of this thesis, and unless stated explicitly otherwise, it is meant
to steadily increase the value of a cell with time.
Since the RFID tags used in our stigmergic medium are passive, we cannot
embed the evaporation mechanism in the medium itself. Rather, we store in
each cell c one additional item of information, denoted by vti (c), meant to store
the last time the cell was accessed. When the robot accesses cell c, the value
vi (c) read from the cell is incremented by a factor proportional to the time
elapsed since the last update vti (c). The value of vi (c) is then updated by


(4.1)
vi (c) = min (counti + ρ), (vi (c) + δ(τ − vti (c)) )
where ρ is as above, · is the ﬂoor operator, and τ and counti are, respectively,
the current time and the internal counter in the algorithm. If the algorithm is
run concurrently by multiple robots then the respective clocks should be calibrated — or, more aptly, synchronized. The corresponding algorithm is given
in Algorithm 2, where the additional byte of the tag’s memory to store time
vti (c) is accessed in Line (7). The memory usage of RFID tag and notations
are explained in Section 2.5 and in Figure 2.5. evaporation() function is the
implementation of Equation 4.1.
Algorithm 2 must be run continuously in order to adapt to changes in the
environment. The values of vi (c) can now either decrease or increase with time,
and it is easy to see that asymptotically they will not be smaller than the length
of the shortest path to the source. Giving a more precise formal characterization of this algorithm is more challenging than in static environments (for
which we present formal properties in Chapter 7), since the behavior of the
entire stigmergic system depends on the dynamics of the environment, on the
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Algorithm 2: BuildGoalMapDynamic(n)
Require:
vi (si ) set to 0;
vi (c) set to ∞ for all other tags;
robots know current time.
Ensure:
vi (c) in all tags approximate the distance to si .
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

count[i] ← ∞ (i ← 1 . . . n)
while Explore() do
ID ← getID()
if NextTag(ID) then
for i ← 1 . . . n do
val[i] ← getTag(i)
t
val[i] ← getTag(ti )
end for
τ ← CurrentTime()
for i ← 1 . . . n do
count[i] ← count[i] +ρ
val[i] = evaporation( val[i], t val[i], count[i], ρ, τ)
if count[i] > val[i] then
count[i] ← val[i]
end if
t
val[ti ] ← τ
end for
WriteTag(c, count[], t val[])
end if
end while

time elapsed between successive visits to the same tag, and on the evaporation
rate δ. The value of δ, in particular, needs to be empirically tuned to provide
satisfactory results. However, the effectiveness of this approach has been validated empirically by extensive experiments, both in simulated and real settings,
and will be presented in Section 4.6.2.

4.5

Building a clearance Map

In addition to the goal maps, we also compute and store the distances to the
closest obstacle during the map building process. As we shall see in Section 6.4,
the combination of a goal map and clearance map allows a robot of any size
to perform goal-directed navigation while maintaining a safe distance from the
obstacles.
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Algorithm 3 incrementally computes the distance to obstacles, storing it in
vβ (c). Similar to Algorithm 1, it has two parts: seeding and propagation. In
the seeding part (lines 3–5), the robot automatically sets vβ (c) to zero for the
tag c that is adjacent to obstacles that creates a boundary of zero-valued tags
around the obstacles. See Section 2.5 and in Figure 2.5 for notations and RFID
tag’s memory usage. In the propagation part (lines 6–13), the robot computes
the distance from the zero-valued tags similarly to propagation phase of Algorithm 1. This algorithm can be seen as a stigmergic version of computing the
distance transform of a grid representing the obstacles in the environment [13].
Figure 4.4 shows an example of a clearance map. In the ﬁgure, lighter color
near obstacles and boundary represents low distance values. The black area in
the ﬁgure indicates obstacles; lighter color near obstacles and boundary represents low distance values. The color of the cells gets darker as the distance
increases from the obstacles and boundary.

Figure 4.4: An example of a clearance map.

The counter, β count, holds the estimated distance to the closest obstacle
from the current location. Obstacle() implements the obstacle detection function. We use a ring of IR sensors on the robot for this purpose. Once an obstacle
is detected the ObstacleFollow() makes the robot follow the contour of the
obstacle, setting the value vβ (c) = 0 of all the detected tags on its way. To
avoid false positives, e.g., due to the encounter with another robot, tags are
only set to zero starting from the second one that is encountered and perceived
as being adjacent to an obstacle. ObstacleFollow() exits when the robot reads
a tag that already has vβ (c) = 0 or when no obstacle is in the range. All the
tags adjacent to an obstacle will eventually have vβ (c) = 0. In our experiment
in Ängen (Section 4.6.1), the seeding phase took about 30 minutes. The robot
will then build the distance map from the zero-value tags as in Algorithm 1.
Similar to previous algorithms, getID() selects a tag in the range of the RFID
antenna. NextTag() checks if a tag is newly detected and getTag(β) reads the
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Algorithm 3: BuildClearanceMap()
Require:
vβ (c) in all tags initialized to ∞.
Ensure:
vβ (c) in all tags approximate the distance to closest obstacle.
∞
while Explore() do
if Obstacle() then
ObstacleFollow()
end if
ID ← getID()
if NextTag(ID) then
β
val ← getTag(β)
β
count← β count+ρ
if β count> β val then
β
count← β val
end if
WriteTag(c, β count)
end if
end while

1: β count←
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

byte vβ (c) from the memory of the tag that is currently under the range of the
reader.

4.6

Experiments and results

In this section, we report the results of extensive experiments aimed at evaluating each of the above cases. Experiments are conducted both in a physical
testbed and in simulation. The physical experiments are meant to demonstrate
the behavior of the system under real conditions with multi robot settings; these
have taken as much as 90 hours of execution. Experiments in simulation are
meant to allow a systematic exploration of the parameter space beyond what
can be reasonably tested on a physical system, e.g., by performing thousands
of executions or using up to 900 robots1 .
One of the aims of all the navigation map building algorithms is to illustrate that the algorithms can be run concurrently by multiple robots, which are
totally unaware of each other, have no global information about the environment, and do not perform self-localization. The average speed of each robot
was 5 cm/s, and all the map building algorithms run at a frequency of 5 Hz.
1 Videos

of the experiments can be found at http://aass.oru.se/~aakq/
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Initially, all the robots start at arbitrary positions, at the same time within the
ﬁrst minute (t = 0 minutes) of the experiment with few seconds of delay. However, this is not a requirement, robots can be placed on the RFID ﬂoor at any
time. In fact, each robot was withdrawn several times during the map building
process for replacing batteries and placed back at an arbitrary location. While
moving on the RFID ﬂoor, the robots perform read/write operations. With each
read operation, the RFID reader returns a list of all tags in range. If multiple
tags are returned, we just select the ﬁrst one. Given our physical setup, typically
just one tag is in range, which means that the ﬁrst two points of Assumptions 1
are most often – but not always – satisﬁed.
To evaluate the quality of the results of navigation maps building, we used
Equation 2.1. In the goal map and clearance map building experiments we
compute the RMS error at time t comparing the values vi (c; t) stored in the
RFID ﬂoor at time t during the map building, with the ground truth values

vi (c) . The ground-truth values used for goal maps and for clearance maps are,
respectively, dist(c, si ) and dist(c, o), where o is the nearest obstacle to the cell
c. The ground truth values are obtained using a simple wavefront algorithm,
where si is marked as a start cell for goal maps, and each cell around the
obstacles is marked as a start cell in the case of clearance maps. This RMS is
given by

1 
ERRi (t) =
(vi (c; t) − vi (c)  )2 ,
(4.2)
|C|
c∈C

where i is the index of the memory of the tag c where the maps are stored.
Speciﬁcally, vi (c), i = {1, . . . , n} is used for the goal map of seed si and vβ (c)
is used for clearance map.

4.6.1

Goal map building

The ﬁrst set of experiments, conducted on the RFID ﬂoor of Ängen and PeisHome2, is meant to empirically evaluate two points: ﬁrst, that the Algorithms 1
and 3 can simultaneously build goal maps for a set, S, of predeﬁned seeds; and
second, to demonstrate that the algorithm converges to the ground truth maps.
Convergence in a real system
Since we intend to perform navigation experiments both in Ängen and in PeisHome2, therefore, we built goal maps in both environments.
Goal map building in Ängen: In the experiment, seven e-puck robots simultaneously built goal maps for 19 predeﬁned seeds (s1 , s2 , . . . , s19 ) and one clearance map in the Ängen environment shown in Figure 4.5. The value for clearance map vβ (c) in the tags were initialized to their maximum value (216 − 1).
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s6

s8 s5 s18
s7
s4
s3

s19

s1 s2

s10

s15

s9
s11

s14

s17

s16

s12
s13
Figure 4.5: Manually marked 19 predeﬁned seeds (s1 , s2 , . . . , s19 ) for goal maps building
in the Ängen environment.

All the values of goal maps vi (c) were also initialized to their maximum value,
except for the seeds which were initialized to zero.
The execution time for the experiment was about 23 hours. All the seven
robots ran precisely the same algorithm and were placed in arbitrary locations
in living-room at the start of the experiment. The average speed of the robots
was 5cm/sec during the run. Each robot was taken off the ﬂoor to swap the
battery and placed back at a random location about 24 times during the whole
experiment.
As mentioned earlier this experiment was conducted in a real apartment
and there are always some situations that we have to deal in the real world
experiments that are usually unseen in the simulations. Two such situations
arose in our experiment. One was that there were metal strips in the passage of
doors which the e-puck could not negotiate due to its small wheels. Therefore,
we had to transfer the robots manually from one room to another. Initially, all
the robots were in the living room and they were transferred to other rooms
after four hours of the experiment. During the experiment, robots were placed
manually in the kitchen 25 times and in the bedroom 21 times.
Another such situation occurred when the robots, occasionally, missed reading the tags. We noted three reasons for missing a tag. The ﬁrst one was the
presence of broken tags. The second one was perceptual errors, such as a tem-
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(b) After 4:30 hours

(c) After 23 hours

Figure 4.6: Screenshots of goal map for seed s19 building at different times. a) after 4
hours, b) after 4:30 hours, and c) after 23 hours. Gray level indicates the value vi (c)
stored in the tags: black is max value, white is zero. Black tags are unexplored tags or
tags under an obstacle. Green tags are broken tags. The goal location (seed) is indicated
by the red tag.

porary interference of other electro-magnetic ﬁelds, thus violating the ﬁrst point
of Assumptions 1. Third, the distance between adjacent tags on the RFID ﬂoor
was greater than the range/size of the RFID antenna attached with the e-pucks.
That allowed robots to pass between two tags without detecting either of these
tags, especially if the robot travelled along the border of the cells. Missing tags
affects the counter increment (Line (7) of Algorithm 1) and resulted in underestimating the distances to seeds. During the experiment, we coped with this
situation by adding another condition before Line (4) of Algorithm 1, i.e.,

counti =

counti + ρ,
counti ,

if

ds > ls
otherwise

where ls is the metric distance between two adjacent tags and ds is the distance travelled by the robot since last detected tag. The odometry data is used
to compute ds . If distance ds is greater then the length ls between two tags,
counter counti , increment is forced. The use of odometry is reasonable since
it is needed for short distance intervals (ls = 20cm in this case — see Section 6.6). The odometry gets reset whenever a new tag is detected or when the
counter is forcefully incremented. Figure 4.6 shows the goal map for seed s19 at
three times during the building process. We can see that map building starts in
the kitchen and in the bedroom after four hours of the experiment. Figure 4.7
shows maps for two different seeds and the clearance map. Figure 4.8 (a) plots
the RMS error over time t, computed by Equation 4.2, during the map building
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process for two different seeds. The plot shows that the convergence of the map
for seed s10 has slowed down for the time period between two and four hours.
This is due to the fact that robots required human intervention to enter other
rooms. Similarly, seed s9 was in the kitchen and the robots entered the kitchen
after four hours, therefore convergence for seed s9 started after four hours.

(a)

(b)

(c)

Figure 4.7: Screenshots of goal maps with different seeds. a) map for seed s15 ; b) map
for seed s18 ; c) clearance map.

(a)

(b)

Figure 4.8: (a) difference in convergence time of goal maps in the living room, kitchen
and clearance map; (b) box plot of 19 goal maps and one clearance map. For each time
in hours, the central red mark indicates the median, the top and bottom edges of the
box indicate the 25th and 75th percentiles, and the whiskers indicate the maximum and
minimum values.

Figure 4.8 (b) shows the average RMS for all goal navigation including the
clearance map. It can also be seen that full convergence required 23 hours.
While this time for convergence may seem rather long, we emphasize four facts.
First, the environment used in our experiments is very large with respect to the
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scale of the robots — about 5, 000 times the area of the robot. Second, the
average speed of each robot was 5cm/sec so that even with an optimal exploration strategy it would take more than 3 hours for a robot to fully cover the
environment. Third, since the building process can be interrupted and resumed
at any time, the building time can be distributed over several days, e.g., a few
hours a day. Fourth, the built stigmergic maps can be used for navigation long
before full convergence is achieved. In Section 5.5.1 we shall see that a 30%
built map can lead to almost 90% effective navigation.
Goal map building in Peis-Home2: In this experiment, four e-puck robots
built goal maps for 16 seeds in Peis-Home2. The description about Peis-Home2
is given in Chapter 2. The execution time for the experiment was about 18
hours. Figure 4.9 shows the values in one of the build goal maps at three times
during the building process. Figure 4.10 plots the RMS error over time t, for
this goal map, computed by Equation 4.2, during the map building process.
The plot shows that the map has RMS error lower than 10 after about 6 hours,
but complete convergence to the real distance values occurred around time t =
18 h.

(a) After 1 hour

(b) After 8 hours

(c) After 18 hours

Figure 4.9: One of the goal maps, built in Peis-Home2, after time t = 1, 8 and 18 hours.
Two black dots are obstacles.

Scalability: experiments with real robots
This experiment shows that the addition of more robots improves the goal map
building process in terms of steady state error and convergence speed. Four
experiments of goal map building were performed with one, two, three and four
robots respectively in the Peis-Home2 environment. In the all four experiments,
all robots run the same code, and they were started at approximately same
position. Each experiment lasted about 18 hours.
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Figure 4.10: Evolution of map quality in time during the building process in PeisHome2. The ﬁgure shows the RMS error function using Equation 4.2.

Figure 4.11 shows the evolution in time of the RMS error for the four experiments. It can be seen that 18 hours are not sufﬁcient to have convergence
with a single robot in the given environment and that adding more robots consistently speeds up convergence. In fact, if a map with RMS error  can be
obtained by one robot after t hours, the graph shows that the same error  can
be obtained after nt hours using n robots ( ∝ n1 ).

Figure 4.11: RMS error plot using different numbers of robots in Peis-Home2 environment.

Scalability: experiments in simulation
In order to test more thoroughly the effect of using many robots, we have
complemented the real world experiment with an extensive test conducted in
simulation. The aim of this experiment was to evaluate the impact of includ-
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(a)

(b)

Figure 4.12: Average RMS error of 100 trials in simulation, using different numbers of
robots. (a) Before the saturation number of robots is reached; b) after saturation.

ing a large number of robots into the environment. The fact that using more
robots leads to better performance is not obvious: previous studies on collective
robotics via stigmergy [9] had noted a dramatic decrease in performance when
the number of robots was increased beyond a certain limit, due to the rise in
the number of collisions between robots.
The experiment was performed in the simulator described above, with the
same layout as the physical environment used for the previous experiments. We
performed 14 experiments, each with a different number n of robots: n = 1,
4, 10, 50, 100, 200, 300, 400, 500, 600, 700, 800, 850 and 900, respectively.
For each experiment, we performed 100 trials, each one with a random initial
position and orientation of each robot. For each experiment, we computed
RMS and packing factor in 2-D i.e., the ratio between the total area of free
space and the total area occupied by the robots. Let us consider the area of a
cell is ac , and the area of the robot is ar . Then
pack =

k × ar
,
n × ac

(4.3)

where k is free (non-obstacle) cells and n is the number of robots. Packing
factor equals to 1 means that the environment is fully packed.
The results of the experiments are summarized in Figure 4.12 which shows,
for each experiment, the average RMS error over the 100 trials. The curves for
1 and 4 robots are similar to those obtained with real robots, suggesting that the
results obtained in the simulator are in accordance with the ones obtained with
the physical system. Convergence is consistently accelerated by adding more
robots up to about 300 robots. Adding robots beyond that number reduces the
speed of convergence, since the environment is becoming so cluttered that each
robot can only explore a small portion of it: Figure 4.13 (a) shows a snapshot
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a) 500 robots

b) 900 robots

Figure 4.13: Simulated environment saturated with robots. (a) with 500 robots, the
system can still build a correct goal map, which is visible below the robots; (b) with 900
robots, robots can barely move and all cells keep their initial value.

of the simulated environment with 500 robots in it. Interestingly, although in
a system with 500 or 600 robots each robot can only move over a few tags,
the system still converges. Intuitively, if each tag can be reached by at least
two robots, the distance values can still be propagated and the system will
eventually converge. Adding robots beyond that point we lose convergence. In
the extreme case of 900 robots, robots can barely move – see Figure 4.13 (b) –
and the tags mostly remain at their initial value.
The effect of scaling up the number of the robots is best visualized in Figure 4.14. The ﬁgure shows for each experiment after 30 minutes of execution
the average RMS error and packing factor computed using Equation 4.3. The
plot clearly shows that the RMS error steadily decreases when increasing the
number of robots up to 300 and beyond that number the RMS error starts to
increase, since the environment started getting clustered and the packing factor
approached close to 1.
Coordination in map building
The fact that a random exploration strategy is used is one of the reasons that
accelerates the goal map building convergence when adding more robots into
the process. Using random exploration, the values of each tag can be manipulated by any robot involved in the process. This behaviour allows robots to
compare and store their counter values in any tag in the environment, increasing the chances of storing correct distance value in the tags. It can be noted that
during goal map building, robots cooperate through the shared environment
but no coordination occurs at any point.
To analyse whether robot coordination can further accelerate the convergence, we implemented another strategy where a tag, instead, is manipulated
by only one robot. This means that the goal map is built in a coordinated way,
by letting each robot mark its own “territory”. Robots write their individual
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Figure 4.14: Box plot of 100 trials with different number of robots. The y-axis indicates
the RMS error after 30 minutes of map building. For each number of robots, the central
red mark indicates the median, the top and bottom edges of the box indicate the 25th
and 75th percentiles, and the whiskers indicate the maximum and minimum values. The
bottom x-axis indicates the number of robots and the top x-axis indicates the packing
factor.

“signature” into a dedicated block of the RFID tags during the map building. These signature are used by the same or other robots to coordinate in map
building process. Robots mark their own territories in the environment by writing these signature into the RFID tags and avoid going into the territories of
other robots by detecting their signature.
We performed an experiment in simulation where four robots with different
starting positions build the goal map while maintaining their own territories.
For visualizing the territories of robots, each robot’s trajectory is drawn in a
different color — see Figure 4.15 (a). It can be seen that each robot has its own
territory. The territories are generated in a random way since the movement
of robots is random and the territories may be different in different runs of
the same experiments with same starting pose to the robot. We compared the
convergence of the goal map building in the coordinated way with the noncoordinated way. Figure 4.15 (b) plots the RMS over time t during these map
building processes. It can be seen that coordinated map building did not perform better. The reason for this is that the correct distance value has to be
passed to the territory of all the other robots. If not, the map will not converge.
On the other hand, since this type of coordination reduces the redundancy
of robots in an area of environment, it can be a reasonable strategy to cope
some particular issues, for example, robots may not be allowed to operate in a
close proximity due to safety.
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(a)

(b)

Figure 4.15: Goal map building in a coordinated way. (a) visualization territories of
four robots; (b) RMS compression of goal map building in a coordinated and noncoordinated.

4.6.2

Dealing with dynamic environments

The second set of experiments aims at providing an empirical validation of
the use of evaporation to deal with dynamic environments. This set consists
of a long experiment (90 hours) run with real robots, and of a suite of 1000
experiments run in simulation.
Experiment with real robots
This experiment aimed at comparing the maps obtained by running the goal
map algorithm with and without evaporation. The experiment was performed
in Peis-Home2. The algorithm was run on four e-pucks for about 90 hours:
during this time, obstacles were removed and added to the environment, and
the building process continued until the map recovered from the changes.
The experiment was run in a subsection of the full environment, shown in
Figure 4.16 (a). The three obstacles marked O1, O2, and O3 in the ﬁgure were
moved during the experiment. In particular, at time t1 = 14 hours obstacles
O1 and O2 are removed; and at time t2 = 19 h obstacles O2 (in the same
position) and O3 are added into the environment. Figure 4.16 (b – e) shows
some snapshot of the execution. At time 7 hours the goal map has converged.
At time 16 hours, two hours after the ﬁrst two obstacles have been removed,
the map has adapted to the change. At time 90 hours the map has adapted to
the addition of the two obstacles O2 and O3.
The evolution in time of the RMS error for this experiment is shown in Figure 4.17, both for the case without evaporation (Algorithm 1) and with evaporation (Algorithm 2). As it can be seen, in the initial phase both algorithms
converge rapidly towards the ground-truth value. The error converges to zero
for Algorithm 1, while the evaporation causes ﬂuctuations and a steady state
error for Algorithm 2. The removal of obstacles at time t1 causes an increase in
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error that is reduced over time for both of the algorithms. When the obstacles
are inserted, Algorithm 1 could not compensate for it and the map stabilizes at
a ﬁxed steady state error. Algorithm 2 can update the values in the goal map
to become closer to the ground truth, although this requires a long time and
comes at the price of ﬂuctuations induced by the temporal component.

(a) Environment conﬁguration

(b) After 30 minutes

(c) After 7 hours

(d) After 16 hours

(e) After 90 hours

Figure 4.16: Snapshots of goal map building in a dynamic environment at different
times. After 14 hours the two obstacles indicated by the arrows in (c) are removed from
the environment. After 19 hours the two obstacles indicated in (e) are added to the
environment.
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(a)

(b)

Figure 4.17: RMS error during the goal map building in a dynamic environment. (a)
using Algorithm 1(without evaporation); (b) using Algorithm 2 (with evaporation).

Experiment in simulation
The previous experiment presents a single instance. In order to better evaluate
the ability of the evaporation mechanism to cope with dynamic environments,
we have conducted extensive tests in a simulation based on the previous environment. We have run 1000 trials, considering 5 different sources and random
locations for obstacles O1 and O2. For each trial, after 50 simulated hours the
obstacles were moved to two different random locations. The average RMS error of all the trials is shown in the box-plot format in Figure 4.18. As it can
be seen, in all trials the error initially reduces, then it increases when the obstacles are moved, and eventually reduces again. These results conﬁrm that the
forgetting factor provided by the evaporation mechanism allows the stigmergic
algorithm to dynamically update the goal map to account for the addition or
removal of obstacles, although it decreases the steady state accuracy.

4.7

Conclusions

This chapter has presented the ﬁrst phase of our stigmergic navigation system
that is building and storing navigation maps into the environment. Robots ﬁrst
build goal maps for predeﬁned seeds in two different cases: (1) in static environments; (2) when the environment is dynamic, that is, where obstacles can
be added and removed at any time. The goal map algorithm can be seen as a
spatial ﬁlter: one that computes a distance transform on the (C, E) graph. The
robots can also build a clearance map that enables navigation of different sized
robots (see Chapter 6). We empirically evaluated these navigation map building
algorithms through long-lasting experiments on real platforms, complemented
by extensive simulations.
In a real environment, we showed how full convergence can be achieved
in 23 hours. We argued that the convergence time is reasonable considering
the low speed of the robots and comparing the size of the robots with the size
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Figure 4.18: Box plot of 1000 trials in a simulated dynamic environment. For each test,
two obstacles were randomly moved at time t = 50h. The central red mark indicates
the median, the top and bottom edges of the box indicate the 25th and 75th percentiles,
and the whiskers indicate the maximum and minimum values.

of the environment. Another interesting point considering this 23 hours long
experiment (and 90 hours long experiment in the case of evaporation) is that
the navigation algorithms are capable of running for a long period of time.
The algorithms are, arguably, life-long, the stored values can be retained in
the tags, and the robots can be added in or removed out any time during the
map building process. The algorithm for goal maps in dynamic environments,
compared to the case of static environments, requires the robots to have some
form of common time. This constraint is not very restrictive in practice, since
in typical domains where mapping makes sense the dynamics are of the order
of minutes or hours, and therefore a coarse form of synchronization, like the
absolute clock present in most inexpensive devices, is sufﬁcient. Robots built
the above navigation maps using random exploration strategy. We analysed
another exploration strategy where robots build a goal map in a coordinated
way, maintaining their own “territory”. In the next chapters (Chapter 5, 6 and
9), we show how these built maps can be used for navigation on the RFID ﬂoor.

Chapter 5

Navigation over the Built Maps
5.1

Introduction

Once the goal maps for a set S of predeﬁned seeds is stored in the RFID ﬂoor,
they can be used by robots to navigate to any seed si ∈ S. In particular, no
knowledge of the robot’s location and orientation is ever needed. In this chapter,
we explain the basic requirements of navigation on goal maps. We provide a
basic algorithm for navigation on the built maps that fulﬁls these requirements
under some assumptions. We explain these assumptions, and further extend
the basic algorithm to relax some of these assumptions. We discuss different
navigation strategies using this algorithm on the goal maps.

5.2

Basic requirements for navigation

To navigate on the built goal maps a robot has to follow this general algorithm.
General Gradient Descent 1.
Repeat:
1. Compute the local goal ﬁeld f
2. Compute the gradient ∇f
3. Follow ∇f
until f = 0
In the ﬁrst step, the robot reads the contents of the neighboring tags of the
currently explored tag. In the second step, the robot computes the gradient depending on the read tags, and in the last step, the robot follows the gradient.
These three steps are repeated until the goal is reached. These steps can be followed by a robot with minimal sensing capabilities: the robot is only required
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to have an RFID reader and odometry data. Using the RFID reader, the values of the neighboring tags are retrieved to compute the gradient. Since our
approach does not require a precise orientation, no orientation sensor is required and simple odometry data can be used to orient the robot towards the
computed gradient. It is worth mentioning that even with one RFID reader, the
robot does not require to estimate absolute position. However, for a robot to
follow the above mentioned steps on the RFID ﬂoor, we must make the following assumptions:
Assumptions 2.
1. The robot, currently on a tag, can know the values in all of its adjacent
tags.
2. The robot only navigates to the predeﬁned seeds that are included in the
goal map.
3. The RFID tag reader never omits reading a tag that is in range.
4. The navigating robot has the same size as the robot that has been used
for map building.
The ﬁrst assumption can be easily satisﬁed if the robot is equipped with
R readers in such a way that each reader retrieves the values from one of the
neighbours of the tag that is currently underneath the robot. Since the hexagonal grid has six neighbours, therefore, R = 6 in our case. The second assumption means that robot can only navigate to those goals which are included in
the initial goal maps. The third assumption means that if the robot passes over
a cell that contains a tag, the RFID reader will read the contents of that tag.
This assumption is the same as the ﬁrst point of Assumptions 1. To translate
the fourth assumption, note that the goal map reﬂects the connectivity of space
from the point of view of the robot that has built it. The map is therefore not
adequate for use by a robot of different size: in particular, a robot with larger
diameter would be led into paths that are not traversable for it, e.g., passing
through a passage that is too narrow.
In the remaining chapter, ﬁrst we provide a basic algorithm for navigation
that considers all the assumptions mentioned in Assumptions 2. We then show
that some of these assumptions can be relaxed by extending the basic algorithm.
Speciﬁcally, to relax the ﬁrst point of Assumptions 2, we implement navigation
strategies. The remaining points of Assumptions 2 are discussed in Chapter 6.

5.3

Navigation towards a predeﬁned seed

In this section, we provide a basic algorithm (Algorithm 4) for navigation on
an RFID ﬂoor that relies on all the assumptions mentioned in Assumptions 2. A
robot, running Algorithm 4, is assumed to be equipped with six RFID readers
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(R = 6) and n goal maps for predeﬁned seeds are stored in the vi (c), values
i = {1, . . . , n}. We assume that the goal maps for different seeds have been
built as discussed in the previous chapter and that each goal map is stored in a
separate byte in a tag’s memory. The robot can use these goal maps to navigate
to a predeﬁned seed by moving along the steepest negative gradient of the vi (c)
values. This strategy would lead the robot to follow an optimal path to the
goal, using only local sensing of the vi (c) values.
Algorithm 4: NavigateSimple(i, speed)
Require:
Predeﬁned goal map available on vi (c).
Ensure:
currentVal eventually reaches to vi (si ).
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

θ←0
currentVal ← ∞
while (currentVal = 0 ) do
for r ← 1 . . . R do
val[r] ← getTag(r, i)
end for
θ ← computeTheta(val[])
currentVal ← argmin(val[])
setTurn(θ)
setVel(speed)
end while

Figure 5.1 provides an example of navigation on a goal map where a robot,
equipped with a reader, reads the relevant values from the tags and moves in
the direction of the one that has the lowest value. Algorithm 4 does exactly the
same, speciﬁcally, currentVal is the current minimum value read by an RFID
reader. while(currentVal = 0) checks if goal tag (seed) has been reached
i.e., vi (c) = 0, where i is given as a ﬁrst argument and represents the index
of the RFID tag’s memory address where the relevant goal map is stored. The
indexing of tag memory is depicted in Figure 2.5. getTag(r,i)1 detects and
reads from the RFID tag reader r the value vi (c) of the tag c in its range.
computeTheta() computes the best direction to follow. It takes as a parameter
val[] and computes the lowest value among the values of currently detected
tags. Note that more than one lowest value can exist and one of them is chosen
randomly, since all are equally good: all lead to the given target vi (si ) with the
same path length if the given goal map is built until convergence as explained in
1 Note that getTag() in Algorithm 1 takes one parameter, since it assumes that only one RFID
reader is connected to the robot. Here getTag() is used for multiple RFID readers: it takes an
additional parameter i.e., index of RFID reader r.
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the previous chapter. argmin() provides the lowest value that is selected in the
previous step. For differential drive robots setVel() sets the linear velocity and
setTurn() sets the turning angle. For omni-directional robots, the velocities are
set in the x-axis and y-axis according to θ.

Figure 5.1: An example navigation toward a seed using its goal map. The red tag indicates seed si and the blue line shows the trajectory of the robot while following the
gradient on the goal map.

5.4

Navigation strategies

According to the ﬁrst point of Assumptions 2, to compute the gradient of the
vi (c) ﬁeld at any position c, we need to know the values of vi (c  ) for all the
adjacent cells c  of c. Each c in a hexagonal grid has six neighbours. The robot,
therefore, needs to know the value of all the six tags adjacent to c. This would,
ideally, require the robot to have a ring of six RFID tag readers around it. In
practice, this assumption can be relaxed by implementing smart strategies for
navigation. We have implemented several navigation strategies for differential
drive robots that enable navigation on the goal maps using fewer RFID readers,
i.e., one and three readers:
T90:

The robot is equipped with one reader and one circular antenna around
it. The robot moves straight while every cell it visits has a lower distance
value than the previous cell; as soon as this does not hold anymore the
robot performs a rotation of 90 degrees.

T60:

This is the same strategy as the above, except that a rotation of 60
degrees is performed.

R:

This is the same strategy as the two above, except that a random degree
of rotation is performed.
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The robot has the same reader/antenna conﬁguration as above, but visits
6 neighbours of the currently detected tag and moves straight in the
direction of the neighbour that has the lowest value.

T360: The robot is equipped with one reader and one antenna attached in front
of it. The robot reads all the neighbours of the current cell by performing
a full 360 degree rotation with no translation, and then moves towards
the cell with the lowest value.
Ant3: The robot is equipped with three readers and three antennas attached in
front of it, each 60 degrees away from each other. The robot moves in
the direction of the lowest valued tag among those which are detected
by the three antennas.
Ant6: The robot is equipped with six readers connected to a ring of six antennas around it and moves in the direction of the lowest valued tag
detected by the six antennas.
Figure 5.2 illustrates the conﬁgurations of the antennas around the robot
assumed in these strategies. Each of these strategies can be implemented using
Algorithm 4 with R = {1, 3, 6}. The best direction according to the used strategy can be computed in function computeTheta() of the Algorithm 4. Using
one RFID reader (R = 1) requires a robot to store the value of the previously
read RFID tag. This can be simply implemented by maintaining an additional
byte. The best direction is then computed according to the used strategy with
modiﬁcation in Line (7) of in Algorithm 4: computeTheta(val,previousVal).

(a)

(b)

(c)

(d)

Figure 5.2: RFID antenna conﬁgurations around the robot using different navigation
strategies. (a) one circular antenna attached with the robot which is used in T90, T60, R,
and V6; (b) one antenna attached in-front of the robot which is used in T360; (c) three
antennas attached with the robot and used in Ant3; (d) six antennas attached with the
robot and used in Ant6.

5.5

Experiments and results

To validate and test the Algorithm 4 and above mentioned strategies using this
algorithm, we ﬁrst performed a set of extensive experiments in simulation fol-
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lowed by an experiment with a physical robot2 . We evaluate the efﬁciency of
navigation to a seed si using Equation 2.2 and 2.3. Given a seed si , a starting
tag c, and distance values vi (·), along the path, we denote by L(vi (·), c, si ) the
length of the path obtained by following the gradient of vi (·) from c to si . The
length of the optimal path from c to si is denoted by dist(c, si ). In the experiments, we computed efﬁciencies for a set of starting tags A, A ⊂ C (∀c ∈ A : c
is a starting tag and c = si ). These efﬁciencies are deﬁned as:
MEFF(si ) =

1  L(vi (·), c, si )
.
|A|
dist(c, si )

(5.1)

c∈A

Efﬁciency is considered best when it is 1, greater than 1 indicates deviation
from the shortest path.
We further evaluate the quality of the built goal maps when used for gradient descent navigation using Equation 2.4 and can be re-written as
NAV(si ; t) =

1 
||pos(si ) − pos(sinkt (c))||,
|C|

(5.2)

c∈C

where pos(sinkt (c)) is the metric position ﬁnal tag reached starting at c and
following the steepest negative gradient of the values vi (·) of seed si , using
the map stored at time t. Note that the ﬁnal tag could be the target tag si , or a
local minimum from where further navigation is not possible. Similarly, pos(si )
is the metric position of si . To compute the navigation accuracy, the Euclidean
distance is considered ||pos(si ) − pos(sinkt (c))|| , which is then averaged over
all the starting tags.

5.5.1

Analysing the navigation strategies

The aim of this experiment is threefold. First, to test the navigation strategies
using Algorithm 4. Second, to show the navigation on the map built by using
evaporation (Algorithm 2) is comparable with the navigation without evaporation. Third, to show that the goal map produced using Algorithm 1 is usable
for navigation even when the convergence is not acquired.
In the simulation, the robot navigated to a seed from 226 initial position
and random orientation. The robot navigated to a seed using: (1) ideal distance
map; (2) goal map built using the evaporation function; (3) goal map gathered
after 33% of the total time t required for full convergence (t/3). In total, more
than 6000 runs for each navigation strategy were performed. The 226 initial
positions are shown in Figure 5.3. Table 5.1 reports the mean and variance of
the gathered efﬁciencies using Equation 5.1. For each strategy, the number of
failures is also reported. A failure happens when the robot performs a number
of transitions without reaching the goal; in our case we chose a threshold equals
2 Videos

of the experiments can be found at http://aass.oru.se/~aakq/
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to 100, around four times of the maximum distance between the farthest tag
and the source.
Three points can be noted from the results. First, even if a goal map has
a high error with respect to the desired SPT, the gradient may still be used to
reach the given source. This may be possible since the navigation strategy exploits the gradient of a map, i.e., the difference of the values between adjacent
cells, and therefore even wrong values can be still effective whenever the sign
of this difference is congruent with the one gathered from the SPT. Suboptimal
paths can, therefore, be achieved by using one of the above heuristics to travel
along an irregular gradient. Second, the high ratio using V6 with a single antenna is because the robot visits 6 additional tags whenever the value of the
current tag becomes higher than the previous one (when correcting gradient
direction). Although we pay the price of a high ratio, the number of failures
is zero, since the computation of the gradient is correct. V6 is the only strategy
among those employing a circular antenna (T90, T60, and V6) which completely
avoids failures. Third, navigation with Ant3 and Ant6 show similar results. Because of this in our experiments with differential drives, shown in Chapter 6,
we used three antennas attached to the robot.

Figure 5.3: Initial positions of robots navigation to a seed using different navigation
strategies.

5.5.2

Navigation with a physical robot

The aim of this experiment is to demonstrate that a built goal map is usable
for navigation of the robot that has built it, and to test Algorithm 4 in real
conditions. The experiment was performed with the e-puck robot running Algorithm 4 in Ängen environment. Since only one RFID reader with a circular
antenna is attached with the robot, we used R = 1 in Algorithm 4. We used V6
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Table 5.1: Efﬁciencies of the travelled paths performed adopting several strategies on a
goal map.
Strategy
T90
T60
V6
R
T360
Ant3
Ant6

Ideal map
Evaporation map
Mean Variance Failures
Mean Variance Failures
2.29
0.67
49 (2.1%) 2.31
0.68
55 (2.4%)
2.41
0.90
26 (1.15%) 2.44
0.96
16 (0.7%)
2.49
0.65
0 (0.0%)
2.5
0.64
0 (0.0%)
8.66
3.46 137 (6.02%) 10.35 3.60 179 (7.9%)
1.57
0.32
0 (0.0%)
1.59
0.36
0 (0.0%)
1.12
0.07
0 (0.0%)
1.13
0.07
0 (0.0%)
1.11
0.02
0 (0.0%)
1.12
0.02
0 (0.0%)

Map after 33% (t/3)
Mean Variance Failures
2.38
1
102 (4.5%)
2.42
1.01
24 (1.6%)
2.63
0.66
10 (0.4%)
3.53
8.98 194(8.6%)
1.59
0.34
1 (0.04%)
1.16
0.09
0(0.0%)
1.13
0.02
0(0.0%)

navigation strategy, since it outperformed the other strategies (in terms of numbers of failures) with one circular RFID antenna as shown above. In addition,
if the robot misses ﬁve consecutive tags (about one meter distance) it rotates
60◦ in order to get back to the track. In the experiment, four runs were performed with different starting positions for seed s7 and seed s15 . The positions
of the seeds are shown in Figure 4.5. The trajectories of e-puck’s navigation to
the goals are shown in Figure 5.4. It can be seen that the robot consistently
reached the given target positions.

(a)

(b)

Figure 5.4: e-puck navigation on the build goal maps. The red tag indicates the goal tags
(seeds).

5.5.3

Navigation on a partially built map

We performed another experiment to analyse the usability of the partially built
maps in terms of navigation. During the map building experiment with real

5.6. CONCLUSIONS

71

robots mentioned in the previous chapter (Section 4.6.1), we computed Nav
metric using Equation 5.2. The execution time for the experiment was about
18 hours. Figure 5.5 plots the NAV metric over time, for this goal map. Interestingly, this plot shows that the map is usable after time t = 6 h, as the goal is
accurately reached from almost all positions.

Figure 5.5: Usability of partially built goal map during the building process in PeisHome2. The ﬁgure shows the NAV function using Equation 5.2.

5.6

Conclusions

In this chapter, we have discussed navigation on the goal maps built in the previous chapter. We have encapsulated the navigation on a goal maps in three
basic steps. These steps are considered as a core of all the use case navigation
algorithms provided in this thesis. We have discussed the assumptions (Assumptions 2) made while following these steps and provided a basic algorithm that
takes into account all these assumptions. These assumptions can be relaxed by
extending the basic algorithm and using different combinations of navigation
maps. In fact, we have relaxed one point of these assumptions in this chapter
and the remaining points will be discussed in the next chapters. We have performed experiments with different conﬁgurations of RFID reader/antenna and
the results suggest that the use of three readers/antennas can be a reasonable
choice for differential drive robots navigating on the goal maps. In the previous map building chapter, we have pointed out one potential limitation of our
approach: the long time needed for the map building process to converge. In
this chapter, we have demonstrated that the robots can effectively navigate on
a goal map even when this has not fully converged.

Chapter 6

Beyond the Lab: Towards
Deployment in the Real World
6.1

Introduction

So far we have discussed map building, and we have shown a simple navigation algorithm that can exploit the built maps for navigation purposes. In this
chapter, we go one step further. We provide navigation algorithms in realistic scenarios by addressing some of the important issues that can occur while
navigating with real robots to perform real service tasks. We have relaxed the
ﬁrst point of Assumptions 2 in Chapter 5. In this chapter, we relax one by
one all the remaining points of Assumptions 2. Speciﬁcally, we provide algorithms for navigation to an arbitrary position, dealing with perceptual errors
while navigation, and using heterogeneous robots for navigation. We further
provide algorithms for navigation towards sensed features. Finally, we discuss
the process of deploying the RFID tags in a real building in an affordable way.

6.2

Navigation to an arbitrary position

The second point of Assumptions 2 states that the robot can only navigate to a
set of predeﬁned goals si ∈ S, that is, the goal positions are static and cannot
change over time. In most scenarios of practical interest, new goal positions
may be required, and it may be impractical to assume that these have been
considered in the map building phase. For instance, assume that we have already built goal maps for two seeds, one in the bedroom and one in the living
room. We cannot send a robot to the kitchen, as no seed and goal map for the
kitchen exist in the RFID ﬂoor. One solution is to build goal maps of newly
required seeds from scratch, which is a very time consuming. Another solution
is to build a “universal” map from the beginning, that includes all possible goal
maps of all possible seeds. This would require building goal maps for k goals
simultaneously where k is the totality of tags in the RFID ﬂoor and to store k
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values in each tag. While this is theoretically possible using Algorithm 1, its is
impractical due to the limited memory size of typical RFID tags — e.g., the tags
in our test environment have 64 memory blocks, while k is greater than 1, 000.
Moreover, the time needed to read/write data to/from tags increases with the
size of the data, which would greatly reduce the speed of the robots — see
Section 2.4.1.
We propose an alternative and more viable solution that is less expensive,
both in terms of memory and map building time. Our solution dynamically
estimates the distances for any arbitrary position that is not included in the
initial goal maps, by appropriately combining the information already available
in the built goal maps.

6.2.1

Distance estimation to an arbitrary position

To estimate the distance values to an arbitrary position g, we require the values
of already built goal maps vi (c) and the value vi (g) that are stored at arbitrary
position g. In practice, the values vi (c) can be obtained by a robot with an
RFID reader at tag c, and vi (g) can be retrieved by different ways as we shall
see in Section 6.2.2. The estimation process with three goal maps (s1 , s2 , and
s3 ,) is depicted in Figure 6.1. For the sake of simplicity, the ﬁgure shows the
distance estimation process using entire goal maps but in practice, a robot only
needs the values of currently read tags.
Let us suppose that we have vi (c) and vi (g), then
wi (c, g) = |vi (c) − vi (g)|.

(6.1)

According to Equation 6.1, the value wi (c, g) is zero for any cell c that has the
same distance to si as g. These cells deﬁne a boundary around si . The value of
wi (c, g) increases inside and outside of that boundary, creating a gradient on
both sides. Intuitively, wi (c, g) gives the distance of cell c from that boundary.
We call this function a watershed of si passing through g. An estimate 
vg (c) of
the distances to the arbitrary position g, then, can be obtained by

vg (c) = max {|wi (c, g)|}
i:si ∈S

(6.2)

as shown in Figure 6.1 (c). Selecting the maximum among the watersheds is
reasonable, since each one may underestimate the true distance to the arbitrary
position g, e.g., along the hexagonal boundary where wi (c, g) is zero. Merging
goal maps by Equation (6.2) can create multiple global minima, which should
be avoided because robots navigate using gradient descent. This problem can
be avoided by introducing more seeds and their goal maps. Generally, a set S
of seeds is required to estimate the distance to an arbitrary position g.
Chapter 7 discusses the adequate number of goal maps in S and their position to avoid global minima. Combining multiple goal maps may produce local

6.2. NAVIGATION TO AN ARBITRARY POSITION

75

maxima, which can be avoided by placing in the environment pre-deﬁned seeds
as suggested in Theorem 3.

s1, s 2, s 3
g

(a)

v1(c)

w1(c,g)

v2(c)

w2(c,g)

v3(c)

(b)

(c)

^g(c)
v

w3(c,g)

Figure 6.1: Distance estimation to an arbitrary position using Equations 6.1 and 6.2. (a)
original goal maps for three predeﬁned seeds, (b) watersheds of both seeds, (c) combination of the three watersheds.

6.2.2

Online distance estimation to an arbitrary position

In this section, we provide an algorithm (Algorithm 5) that uses the above
mentioned Equation 6.1 and 6.2 to relax the second point of Assumptions 2.
Using Algorithm 5 robot can navigate to an arbitrary position.
To navigate to an arbitrary position g that is not in the set S, the robot
performs gradient descent on the distance estimate 
vg (c), computed through
Equation 6.2. It is worth emphasizing that 
vg (c) is computed locally, using only
the values vi (c) of the tags c around the robot, together with the values vi (g) of
the target tag g . In particular, at no point does the robot need to compute the
entire 
vg (c) map. This means that navigation only requires minimal sensing and
computational resources. Speciﬁcally, the robot only needs to process (n × R)
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Algorithm 5: NavigateNewPoint(g val[], speed)
Require:
Predeﬁned goal maps available on vi (c).
Ensure:
currentVal eventually reaches to 
vg .
θ←0
currentVal ← ∞
3: while (currentVal= 0) do
4:
for r ← 1 . . . R do
5:
val[r][i] ← getTag(r, i) (i ← 1 . . . n)
6:
estimatedVal[r] ← estimate(val[r][], g val[])
7:
end for
8:
θ ← computeTheta(estimatedVal[])
9:
currentVal ← argmin(estimatedVal[])
10:
setTurn(θ)
11:
setVel(speed)
12: end while
Algorithm 5b: estimate(val[],g val[])
1: for i ← 1 . . . n do
2:
w[i] ← watershed(val[i],g val[i])
3: end for
4: u ←max(w[])
5: return u
1:
2:

1

bytes of data to compute the gradient towards an arbitrary position g, where
n is the total number of seeds taking part in the estimation process and R is
the number of readers around the robot. In our experiments with real robots,
shown in Chapter 8, n × R varies between 57 – 96 bytes.
Algorithm 5 (extension of Algorithm 4) provides navigation towards an
arbitrary position in the environment. Like all the other use case navigation
algorithms, it also follows General Gradient Descent 1. In the ﬁrst step, instead
of computing the local goal ﬁled f for seed si , f is computed for an arbitrary
position by estimating the distances. Similarly to Algorithm 4 the robot does
not need any information related to its location and orientation. It can rely on
the local information coming from the environment to compute the gradient
and to navigate to an arbitrary position in the environment. The ﬁrst argument of the algorithm is g val[] that deﬁnes the arbitrary position g in the goal
maps for the original seeds in S in terms of its distance values {v1 (g), . . . , vn (g)}
where n is the number of goal maps used in the process. In our experiments,
g
val[] was obtained by placing an RFID reader on the arbitrary goal position to read the values from the tag. In some experiments, we placed the robot
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itself on the arbitrary position to get these values. In other experiments, a separate RFID reader was placed on the arbitrary position (e.g., an RFID slipper
in Chapter 9) and the g val[] values were sent to the robot by radio communication. estimate() is the implementation of the equations used for distance
estimation, speciﬁcally, watershed() is the implementation of Equations (6.1)
and max() is the implementation of the Equation 6.2.

6.3

Navigation with RFID errors

Algorithms 4 and 5 rely on the third point of Assumptions 2 that a tag is always
in range. Missing a tag leads to inaccurate gradient computation, therefore,
possibly inducing the robot to follow a sub-optimal path and possibly colliding
with obstacles. Replacing few broken tags can be an expensive solution. Even
if tags do not break, perceptual errors may still occur and tags may therefore
be missed by the robot. These errors can be due to a temporary interference
of other electro-magnetic ﬁelds, or to the robot passing near a tag too fast
compared to the reading cycle of the RFID reader.
In this section, we present an improved algorithm that relaxes the assumption of never missing read tag for gradient computation. We call the approach
navigation with a Local Perceptual Space where the robot maintains a local
map.

6.3.1

Local perceptual space

The concept of Local Perceptual Space (LPS) as a short term memory for robot
perception is borrowed from the Saphira architecture [78]. In our context, the
LPS is used to build instantaneous representations of the RFID tags, and use
those representations to compute gradient direction. In so doing, we maintain
the principal good feature of our approach, namely minimalism in terms of
required computational and memory requirements. As our previous algorithms,
LPS does not require prior knowledge of the environment or of pre-deﬁned
paths, and is capable of computing the gradient efﬁciently.
Speciﬁcally, the robot maintains a constant and small LPS which stores the
positions of newly detected and previously seen tags. The gradient direction
is computed as the direction of the lowest tag value in the current LPS. The
positions of the tags in the LPS are updated according to the odometry of the
robot. Since the LPS is small and it only contains the closest tags, even a rough
odometry is sufﬁcient to maintain it metrically consistent. Moreover, no environment model is required, and the algorithm continues to rely purely on the
information stored in the RFID tags. Figure 6.2 shows the LPS of the robot
while navigating towards the goal.
Figure 6.3 shows the functionality of LPS in a simple scenario. In simulation, a block of tags on the RFID ﬂoor was considered as broken and robot
navigated to a goal position on this ﬂoor. From the ﬁgure, it can be seen that the
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Figure 6.2: Local Perception Space (LPS) of the robot while navigating to a goal. The
magenta colored tag is the newly detected tag. The yellow line indicates the direction
of the gradient as calculated from the tags in the LPS. The lighter cells indicate lower
values, and the darker cells indicate higher values.

robot without LPS bumped into the obstacle because it only relies on the current information coming from the tags. When the robot enters into the block of
broken tags it cannot recover and gets “lost” in the blank environment. On the
other hand, the robot using LPS enters into the block of broken tags, it backtracks towards the previously unknown best gradient direction and reaches the
goal position.

(a)

(b)

Figure 6.3: Robot navigation considering a block of broken tags; broken tags are shown
in green color; the goal tag is shown in red. a) navigation without LPS. b) navigation
with LPS.

Algorithm 6 shows the navigation algorithm, modiﬁed to include the LPS.
updateOdometry() updates the odometry values, which are used in updateLPS(). This function updates the positions of tags stored in the LPS according
to the change in odometry (initially, no tags are stored in the LPS). It also
removes all tags from the LPS that are computed as being at a distance greater
than some ﬁxed LPS size dmax . getLPS() provides an array of tag values stored
into the LPS.
Overall, the algorithm above complements the direct estimation of the gradient based on RFID readings with a short term memory which includes sensed
values and local metric positions of these values. This feature allows the robot
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Algorithm 6: NavigateLPS(i, speed)
Require:
Predeﬁned goal maps available on vi (c).
Ensure:
currentVal eventually reaches to vi (si ).
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

θ←0
currentVal ← ∞
while (currentVal = 0 ) do
(xodom , yodom , θodom ) ← updateOdometry()
for r ← 1 . . . R do
val[r] ← getTag(r, i)
updateLPS(val[r],(xodom , yodom , θodom ))
end for
minVal[] ← getLPS()
θ ← computeTheta(minVal[])
currentVal ← argmin(minVal[])
setTurn(θ)
setVel(speed)
end while

to recover from missed readings, provided that the size dmax of the LPS is
sufﬁciently large to include other tags.

6.4

Navigation with heterogeneous robots

In this section, we relax the last point of Assumptions 2, which states that the
goal map can only be used for the navigation by robots that have the same
geometry as robot that has built it, because this map reﬂects the connectivity of
space from the point of view of the robot. We use the clearance map to allow
different sized robots navigate on the built goal map. We combine the value
vi (c) from the relevant goal map with the value vβ (c) from the clearance map
in order to maintain a safe distance from obstacles, equal to or greater than
the radius of the navigating robot. Generally, a robot has to follow ﬁve steps to
navigate using goal and clearance map:
General Gradient Descent 2.
Repeat:
1. Compute the local goal ﬁeld f
2. Compute the local clearance ﬁeld φ
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Algorithm 7: NavigateWithClr(i, speed, clearance)
Require:
Predeﬁned goal map available on vi (c);
clearance map available on vβ (c).
Ensure:
currentVal eventually reaches to vi (si ).
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

θ←0
currentVal ← ∞
while (currentVal = 0 ) do
for r ← 1 . . . R do
val[r] ← getTag(r, i)
β
val ← getTag(r, β)
if β val  clearance then
combinedVal[r] ← val[r]
else
combinedVal[r] ← val[r] × (invert(β val))
end if
end for
θ ← computeTheta(combinedVal[])
currentVal ← argmin(val[])
setTurn(θ)
setVel(speed)
end while

3. Compute f ⊗ φ
4. Compute the gradient ∇(f ⊗ φ)
5. Follow ∇(f ⊗ φ)
6. until f = 0
First, a robot reads the contents of the neighboring tags i.e., goal map and
clearance map values; it then combines the values and computes the gradient
depending on the combined values; in the last robot follows the gradient until
the goal is reached. Algorithm 7, which is the extension of Algorithm 4, follows
these steps. The algorithm assumes that the robot is equipped with R RFID
readers, the value of the clearance map is stored in the vβ (c) of the tag c and
n goal maps are stored in the vi (c) addresses of tag c, i = {1, . . . , n}. The
memory usage of of RFID tag and notations are explained in Section 2.5 and
in Figure 2.5.
Speciﬁcally, in Algorithm 7, the clearance argument provides minimum
desired clearance form obstacles in terms of the number of cells. getTag(r,i)
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reads from the RFID tag reader r the value vi (c) of the tag c in its range.
getTag(l,β) reads from the RFID tag reader the clearance value vβ (c) of the
tag c in its range. invert(β val) provides the inverse of the clearance value i.e,
vβ (c)−1 . In the event that tag c is farther from the obstacle than the clearance
threshold, the value used for computing the gradient is simply the distance to
the goal vi (c) stored in the tag. However, if the tag c is closer to an obstacle
than the clearance threshold, it is necessary to penalize the value so as to drive
the gradient away from the obstacle. This penalization is not constant, rather
it is weighted with the value vi (c) in the goal map. In so doing, the gradient
will direct the robot towards the goal as opposed to the direction that most
distances it from the obstacle.
The clearance argument gives the minimum desired clearance from obstacles, in the number of cells. Setting this value to zero makes the robot navigate
alongside obstacles, while increasing it will make the robot stay away from the
obstacles. When this value is set to ∞ the robot navigates as far from obstacles as possible, i.e., it moves on the edges of the Voronoi diagram of the free
space [46]. Figure 6.4 provides an example in simulation where a robot performs navigation, taking into account different clearance threshold including a
clearance = ∞. Combining the goal map and the clearance map is somehow
similar to combining the goal attractive ﬁeld and the obstacle repulsive ﬁelds in
artiﬁcial potential ﬁeld approaches, and it can similarly lead to the production
of local minima. When this happens, the robot’s navigation is switched to use
only the goal map information.

(a)

(b)

Figure 6.4: An example in simulation where a robot using a combination of goal map
and a clearance map for navigation to a seed using Algorithm 7. a) visualization of a
goal map and trajectories of navigation robot; white trajectories are navigation with
clearance = 0; blue trajectories are navigation with clearance = 1. b) visualization of a
clearance map; blue trajectories are safest possible navigation executed.

6.5

Navigation towards sensed features

So far, the set S of seeds to be used as goal locations has been provided a priori.
In this section, we show how this set can be built by the robot itself, e.g., to
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navigate towards sensed features. The key step is to use the stigmergic medium
both to store information about the sensed features, and to store the shortest
paths that lead to them1 .

6.5.1

Stigmergic temporal ﬁltering of sensed features

All stigmergic algorithms for building navigation maps described in Chapter 4
perform spatial ﬁltering by relating values in adjacent cells of the stigmergic
medium. Beside spatial information, other types of information can also be
encoded in the RFID ﬂoor using our approach e.g., values of the sensed features from the environment. We perform temporal ﬁltering over the stigmergic
medium, by relating values stored in the same cell at successive time steps. We
focus in particular on temporal ﬁltering of sensor measurements. We assume
that our robots are equipped with a sensor capable of measuring a given environmental feature ϕ, e.g., light intensity, temperature or gas concentration.
Whenever a robot passes over a cell, it stores the current sensor measurement
into that tag c, so as to create in the stigmergic medium a map that represents
the spatial distribution of ϕ in the environment. In the case of noisy measurements or time variant features, what should be stored in the medium is not just
the latest measurement, but the average value of all the measurements taken at
that location. Algorithm 8 below does precisely this.
The algorithm requires that the storage of each cell c is augmented by a
counter value vμ (c), recording the number of times that the cell has been updated. Algorithm 8 makes sure that vϕ (c) contains the running average of the
sensor measurements taken so far at location c. In the algorithm, the robot
moves using the same Explore() strategy as in Algorithm 1. Whenever the
robot detects a transition into c, it takes a new reading sample ϕ by means of
the function Sense(), and it updates the value in tag c by a weighted average
of the previous value vϕ (c), with weight vμ (c), and the current reading, with
weight 1.
The function kq is used to normalize the sensor measurements:
kq (ϕ) =

(ϕ − Bl )
×L
(Bu − Bl )

where Bl and Bu are the lower and upper bounds of the sensor’s readings, and L
is the maximum value that can be stored in the tags. Note that the B parameters
may be different for different robots: in practice, this means that sensors should
be calibrated.
1 This section is based on the work by Di Rocco et al. [29]. Here, we extend this approach
conceptually where we illustrate the gas map building on the RFID ﬂoor as an example of more
general concept i.e., building maps of sensed features. Speciﬁcally, we show that beside goal maps
other kinds of information can be stored into the RFID ﬂoor, such as sensed features. The approach is further extended empirically, where we perform experiments with different experimental
conﬁgurations and different evaluation matrices.
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Algorithm 8: StoreSensedFeatures()
Require:
vϕ (c) and vμ (c) set to zero for all tags;
robots can sense ϕ.
Ensure:
vϕ (c) contains the mean of all measurements collected so far over tag c.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

while Explore() do
ϕ
val ← getTag(1, ϕ)
μ
val ← getTag(1, μ)
if NextTag(ID) then
ϕ ← Sense()
ϕ
val ← ( μ val × ϕ val +kq (ϕ))/ (μ val + 1 )
μ
val ← μ val + 1
WriteTag(c, ϕ val, μ val)
end if
end while

As in the previous case study, Algorithm 8 does not depend on the identity
of the robot that runs it. When a set of robots run this algorithm on the same
medium, they collectively build a feature distribution map by accumulating all
their measurements into the common medium. This does not require any global
knowledge about the process, e.g., knowledge of the number of robots, but only
that sensors on different robots are calibrated. Algorithm 8 results in storing
in the stigmergic medium a spatial representation of the value of feature ϕ at
every point in the environment. Any robot equipped with a sensor for ϕ can
contribute to building this representation; and robots that are not equipped
with such a sensor can read the value of ϕ from the stigmergic medium and use
it, e.g., to control navigation.
Algorithm 8 implements the simplest temporal ﬁlter, a running average. The
same principle can be used to implement more sophisticated regression ﬁlters
by enriching the information stored into the tags: e.g., by storing variance information. Variance information can also be more useful than the mean in some
domains, e.g., for mapping gas distribution [86]. Section 8.6 shows experiments
in which Algorithm 8 is used to build a gas mean distribution map. A similar
experiment building both mean and variance maps is reported in [29].

6.5.2

Building gradient over irregular proﬁle of sensed features

Suppose that the stigmergic medium contains a map of interesting locations.
For instance, these can be the highest peaks of the distribution computed by
running Algorithm 8 above. One might then use Algorithm 1 to build a goal
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map that allows the robots to navigate to those locations. However, that algorithm assumes that the initial proﬁle in the map is a ﬂat ﬁeld uniformly set to
inﬁnity, except for the target locations which are set to zero. By contrast, the
result produced by Algorithm 8 is, in general, an irregular proﬁle.
We can build an effective goal map from an irregular proﬁle by applying
Algorithm 1 with a suitable value of ρ  1. This will result in a smoothing
effect of size D, given by
L
D=
,
(6.3)
NL · ρ
where L is as above and NL is the number of discrete levels stored in the tag.
Smoothing here means that the algorithm will extend the locality of any local
maxima to an area of radius D − 1. The sequential application of Algorithm 8
and of Algorithm 1 will result in a smooth gradient leading to the areas of
highest values of the measured feature ϕ2 . We call these two phases seeding
and gradient building, respectively: Algorithm 9 summarizes this process. The
notation Algorithm_1inv () means that the behavior of algorithm 1 should be
inverted, i.e., the internal counter should be decreased rather than increased,
and the comparison with the current cell should be reversed. This is because
the goal points are tags with high values (built by the seeding phase) rather
than tags with zero values. The value of ρ in Algorithm_1 is chosen depending
on the desired smoothness factor D according to Equation (6.3). This, in turn,
depends on how much the sensor proﬁle built in the seeding phase is irregular
and noisy.
Algorithm 9: BuildGradientOverSensedFeatures()
Require:
vμ (c) set to zero for all tags;
robots can sense ϕ.
Ensure:
vϕ (c) provides a gradient ﬁeld that leads toward areas of high
concentration of ϕ.
1:
2:

Algorithm_8()
Algorithm_1inv ()

To make this study more concrete, in Section 8.6 we show a real stigmergic system consisting of an RFID ﬂoor and four robots that build an artiﬁcial
gradient toward a source of gas, e.g., due to a gas leak, using the above twophase strategy. This example provides a meaningful application context since
the gas concentration measures are affected by the turbulence of the gas propagation process. This is one of the main difﬁculties in gas source localization: the
2 This

statement is proved in [29] for the case of an olfaction gradient map.

6.6. PRACTICAL DEPLOYMENT OF RFID FLOOR IN A REAL BUILDING 85

concentration ﬁeld does not have a smooth gradient that can be used for navigation. The stigmergic process above can be seen as a way to build an artiﬁcial
concentration gradient, suitable to guide navigation toward the gas source.

6.6

Practical deployment of RFID ﬂoor in a real
building

RFID-based navigation eliminates the need for powerful computational resources and sensors on board the robots. This is achieved at the cost of placing a regular grid of RFID tags in the environment. It is thus important that
the installation of tags should incur as little monetary overhead as possible.
This entails curtailing both material and manpower cost. The latter in particular requires reducing installation effort to a minimum, as manpower-related
overhead is the most expensive part of construction. This is facilitated by unsupervised mapping (see Chapter 4), which reduces the installation process to tag
placement. Note, however, that installation must nevertheless achieve a regular
grid of RFID tags, as this is the assumption made by navigation (non-regular
grids will lead the robot to navigate along paths that are farther from optimal).
In order to account for these requirements, an installation method involving
the use of a plastic strip with embedded RFID tags was developed.

6.6.1

Designing RFID strips

The designed plastic strips are shown in Figure 6.5. The width of the strip
is 2d, and it contains two lines of high-frequency RFID tags separated by a
distance d, and placed at a distance d/2
 from the borders of the strip. The
spacing between tags along one line is 2 l2s − d2 . The strip is such that it can
be cut at any length, and as a consequence of its dimensions and the spacing
between tags, aligning several strip segments side-by-side results in a hexagonal
grid with side length ls = 2d. The introduction of the strip makes such layouts
easy to realize in practice, in that installation of the RFID tags in a hexagonal
grid is reduced to laying out parallel strip segments before the ﬂoorboards are
placed, with the only requirements that (1) the strip segments are aligned, and
(2) the same orientation is kept across rooms.

6.6.2

The RFID ﬂoor layout

In designing a method for building an RFID ﬂoor, several requirements should
be taken into account. As we have seen in Section 6.3, the need for odometrybased navigation cannot be ruled out completely, due to the fact that the robot
may fail to perceive a tag even if it is within range. However, we are interested
in building a stigmergic medium that is most likely to bring about the ideal
situation for the mapping and navigation algorithms, namely that one tag is
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Figure 6.5: Structure of the strip developed for installing RFID tags subject to the range,
low cost, and placement requirements.

always in the range of the RFID reader (thus limiting the need for odometrybased navigation to situations with perception errors). Ideally, it is also required
during mapping that at most one tag is in range, as this avoids writing the same
value onto tags that are separated by more than one step. As a consequence, it
is required that the grid is such that a uniform distance of approximately twice
the range r of the RFID reader exists between adjacent tags.

6.6.3

Practical installation of an RFID ﬂoor

Prototype strips were produced for equipping eight apartments in the Ängen
senior living facility in Örebro, Sweden3 . Our aim was to enable the use of
inexpensive, widely available modules with small, off-the-shelf antennas, such
as the Skyetek M1 and M1-Mini RFID tag readers4 . These modules are powered by their own batteries (thus making installation on board any robot trivial) thanks to very low power requirements (1.8V–5V with currents as low as
60μA). Low power is one of the factors that curtails the read range d of the
RFID reader to approximately ten centimetres5 . The range d = 10cm was thus
3 See

www.angeninnovation.se.
www.skyetek.com.
5 Read range may vary depending on several factors, such as frequency of the radio wave used to
read a tag, power output of the reader, the size of the RFID antenna, and placement of the antenna
over a tag. Considering these factors, the range usually lies between 8 – 10 centimetres (roughly).
4 See
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Figure 6.6: Constructed RFID strips placed under the ﬂoor.

used to compute the dimensions of the strips and the spacing of tags, as described above. The resulting RFID strips were used during the construction of
the building’s interior (see Figure 6.6). A brief overview of how the strips were
to be placed was given to the construction workers. The instructions consisted
in the placement requirements (1) and (2) described above. Strip segments were
placed directly on the concrete ﬂoor; a standard padding material (which is
typically used to protect hardwood ﬂoors from moisture and to provide noise
reduction) was then placed over the tags before placing the ﬂoorboards. No
overhead was charged by the construction company, as placing each strip segment took only a few seconds. Note that the RFID tags themselves are passive:
the power source is attached to the reader, which in turn powers an RFID tag
via electromagnetic coupling when it is close to the tag. As a consequence, no
maintenance is necessary for the strips as long as the tags do not break. Several
years after construction and continuous occupancy, the RFID ﬂoors in the eight
Ängen apartments remain fully functional. Two of the apartments are used regularly for robot experiments, and one of these is featured in the experimental
evaluation in this thesis.

6.6.4

RFID ﬂoor deployment cost

The cost of the Texas Instruments RI-I02-112A-03 tags used in this deployment was e 0.8 per tag; embedding the tags onto a plastic strip as speciﬁed
above cost approximately e 0.3 per tag; side length ls = 20cm entails about
thirty tags per square meter, which brings the total cost of the RFID ﬂoor installation to approximately e 33 per square meter. The current average cost of
hardwood/plywood ﬂoorboards in Sweden is e 43.6 per square meter6 . Extra
6 Cost calculated as average cost of the 36 most popular ﬂoors sold by the online retailer
bygghemma.se.
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costs, including the insulating material to be placed under the ﬂoor, are typically computed as 10–20% of the cost of the ﬂoor itself7 , thus bringing the cost
of the ﬂoor to e 52.3 per square meter. Hence RFID strip installation at current
market prices costs approximately 63% of the average cost of DIY ﬂoorboards
(this ﬁgure is even lower if installation costs are factored in). In case of the
Ängen apartment, the cost of the tags was negligible and the effort to install
them was quickly compensated by the advantages in a long-term facility like
the residential building for senior citizens where our test apartment is located.
In fact, eight apartments in this building have been equipped with RFID ﬂoors
by the construction company itself (see Chapter 10 for further details).

6.7

Conclusions

In this chapter, we have focused on real world deployments and applications
of our stigmergic approach. We have discussed a number of features of our
approach that may have a practical impact. We have shown how to greatly
reduce the effort required to instrument an environment with the needed RFID
ﬂoor. In addition, pre-build RFID carpets are increasingly available [62, 127],
which further simplify the installation.
The deployed RFID ﬂoor and the built navigation maps on the ﬂoor can be
used to enable robot navigation. This can be an effective approach to achieve
long-term, robust, robot platform independent goal-directed navigation to any
point on the RFID ﬂoor. The key to this robustness is that robots do not rely
on self-localization to navigate and the use of short-term memory i.e., LPS.
The clearance map allows navigation of variously sized robots that makes our
approach robot platform independent. Goal-directed navigation an arbitrary
position is accomplished by estimating the distances to an arbitrary position.
We have further illustrated an interesting property of our approach, where
robots encode in the RFID ﬂoor the sensed features information. In some situation, it is interesting to be able to navigate to interesting locations using sensed
features which have been automatically identiﬁed by some previous process,
e.g., locations characterized by some feature which can be measured by the
robot’s sensors. For example, a robot may ﬁrst mark tags where the temperature exceeds a certain value, and then a distance map can be built that points
to the area of highest temperature.

7 See

kostnadsguiden.se, in Swedish.

Chapter 7

Formal Analysis of Stigmergic
Navigation
7.1

Introduction

In this chapter, we study the properties of our algorithms for navigation map
building and navigation toward predeﬁned seeds, as well as toward an arbitrary
position. We start by stating the convergence property of Algorithm 1. Then we
analyze the properties of path following (Algorithm 4 and Algorithm 5) on the
built goal map.

7.2

Convergence of map building

By running Algorithm 1 for a given set S of seeds, the values vi (·) written onto
the stigmergic medium will eventually converge to the correct distances to each
one of the seeds. More precisely, if a tag c has distance dist(si , c) to a given
seed si ∈ S, then Algorithm 1 will eventually write that value in vi (c), and this
value will never change afterwards. This property links a local algorithm to its
global property. It was proved in [59] for a single seed, and it is reported below
in a more general multi-seed form.
In the following, t denotes an arbitrary time during the execution of Algorithm 1, and vi (c; t) denotes the i-th value stored in cell c ∈ C at time t.
Theorem 1. Let Algorithm 1 execute on the graph (C, E) with seeds S. Under
Assumptions 1, for any si ∈ S there is a time T such that, for any t > T and
any c ∈ C, vi (c; t) = dist(si , c).
Proof. Johansson and Safﬁotti [59] have proved the above property for a slightly simpler version of Algorithm 1, that only considers a single seed. Their proof is reproduced
in Appendix C for the reader’s convenience, where we have adapted the notation to the
one used in this thesis. The present theorem is an immediate consequence of that property, since Algorithm 1 performs the same computations for each seed si concurrently,
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it uses a separate tag ﬁeld vi (·) and counter count[i] for each seed, and there are no
dependencies among the values for different i. The value of T is set to the maximum of
all Ti for each si ∈ S, as provided by Lemma 8.

7.3

Optimal navigation to a given seed

In this section, we assume that the goal map for a set S of seeds has been built
by Algorithm 1 until convergence, and we focus on navigating to a given seed
si ∈ S. Algorithm 4 basically performs gradient descent on the vi (·) function, so
we intuitively expect that it will lead the robot to reach si , the global minimum
of vi (·), in an optimal way. We prove that this is indeed the case. We ﬁrst show
the following properties of any goal map.
Lemma 1. Let (C, E) be a graph, on which the goal map for the set S of seeds
has been built. Let si be any seed in S, and let c be any node in C. Then:
(a) vi (c) = 0 if and only if c = si .
(b) for any c  adjacent to c, |vi (c  ) − vi (c)|  1;
(c) if c = si , then there is a c  adjacent to c such that vi (c  ) = vi (c) − 1.
Proof. For point (a), we note that since Algorithm 1 has been run to convergence,
by virtue of Theorem 1 we have vi (c) = dist(si , c) for any c. Since dist is a distance
function, then dist(si , c) = 0 if and only if c = si .
For point (b), since dist is a distance function, it must satisfy the triangular inequality. Therefore, for any c  adjacent to c, dist(si , c)  dist(si , c  ) + dist(c, c  ), that is,
dist(si , c)  dist(si , c  ) + 1, or equivalently dist(si , c) − dist(si , c  )  1. In a similar way,
we have dist(si , c  ) − dist(si , c)  1. By putting the last two inequalities together, we
have |dist(si , c  ) − dist(si , c)|  1, i.e., |vi (c  ) − vi (c)|  1.
For point (c), we proceed by contradiction. Assume that this point does not hold,
that is, that for all c  adjacent to c, vi (c)  vi (c  ). This means that, during the execution
of Algorithm 1, when moving from tag c  to c, the value of the counter has not been
written onto c — else, vi (c) would have been set to vi (c  ) + 1 > vi (c  ). So, the condition
in line 7 of the algorithm was true, that is, the value stored into c was lower than the
value in the counter. Since this holds any time the robot has arrived in c, it means that
vi (c) was lower than any of vi (c  ) from the start of the algorithm. From the initialization
conditions, we know that all tags are initialized to ∞ except si , therefore we must have
c = si , But this contradicts the hypothesis of point (c), showing that our assumption
cannot hold and thus completing our proof.
Intuitively, (a) tells us that the only global minima of a goal map are the
initial seeds; (b) tells us that the values in a goal map change in zero or unit
steps across adjacent tags; and (c) tells us that any non-seed tag has an adjacent
one with a lower value. These properties indicate that the ﬁeld deﬁned by vi (·)
is smoothly decreasing until its unique global minimum, and it is therefore
suitable for gradient descent.
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In order to move from properties of the ﬁeld to properties of navigation, we
need to assume that the robot has the sensing and motion abilities needed to
actually perform gradient descent, that it, that it is able to estimate the gradient
around it and to follow it. We state the following.
Assumptions 3. Suppose that the robot is placed over a tag c. Then, for any
adjacent tag c  of c:
1. the robot can read the value vi (c  ); and
2. the robot can move over tag c  .
We call these assumptions local observability and local controllability, respectively. Under such assumptions, we can prove that Algorithm 4 makes the
robot navigate optimally to any seed si .
Theorem 2. Let (C, E) be a graph, on which the goal map for the set S of seeds
has been built to convergence, and let si be any seed in S. If a robot at tag c
executes Algorithm 4 for si under Assumptions 3, then:
(a) it will eventually reach tag si ;
(b) it will visit exactly k tags, where k = dist(c, si ).
Proof. Let us denote by π = (c1 , c2 , . . .) the sequence of tags visited by the robot
running Algorithm 4 under the hypotheses of our theorem. Clearly, c1 = c. We will
prove that: (a) π contains si , and (b) the length of π is k. These conditions are clearly
equivalent to the ones we want to show.
For point (a), let cj , cj+1 be two arbitrary successive tags in π. We prove that vi (cj+1 ) =
vi (cj ) − 1. In fact, by Lemma 1 (c), there is one or more tags adjacent to cj that have
value vi (cj ) − 1. Let’s denote by Ĉ the set of these tags. By the assumption of local observability, the readers will read all the tags in Ĉ in Algorithm 4 (line 5). By Lemma 1 (b)
there is no adjacent tag that has a value lower than vi (cj ) − 1, therefore the tag selected
by Algorithm 4 in (line 8) must be one of those in Ĉ. Let’s call this tag ĉ ∈ Ĉ. By the assumption of local controllability, the robot will be able to move over this ĉ (line 11). So,
ĉ is the next tag in π, that is, cj+1 = ĉ, which implies vi (cj+1 ) = vi (ĉ) = vi (cj ) − 1. Since
the values vi (·) monotonically decrease along the π sequence, there must be a cK ∈ π
such that vi (cK ) = 0. By Lemma 1 (a), cK = si , thus proving point (a).
For point (b), the above argument shows that the length of π is exactly vi (c1 ), that
is vi (c), since after vi (c) steps the robot reaches si the termination condition at line 3 is
satisﬁed. Since the goal map has been built to convergence, and by virtue of Theorem 1,
we have vi (c) = dist(si , c) = k, thus proving point (b).
Assumptions 3 clearly depend on the physical properties of the robot, like
its size, its kinematics, and the number of placement of the RFID readers. As
we have discussed in Section 5.4, local observability can be satisﬁed if the robot
has a ring of six RFID readers (R = 6) covering the six tags around the robot’s
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position, or using different navigation strategies to compensate for a lower R.
Local controllability can be satisﬁed if the robot is holonomic.
While these assumptions depict a rather idealized situation, the experiments
reported in Section 5.5 and in the next chapter show that Algorithm 4 still results in quasi-optimal navigation on robots that do not entirely fulﬁll these
assumptions. Also, one can achieve local observability on a robot with a suboptimal sensor conﬁguration by introducing some memory of recently read
tags, like the LPS mechanism introduced in Section 6.3.

7.4

Optimal navigation to an arbitrary goal

We now study the properties of the navigation algorithm toward an arbitrary
position in the environment. The key step is to prove the correctness of the distance estimate to an arbitrary position computed by Equation 6.2 in Chapter 6.

7.4.1

Correctness of the distance estimate

We ﬁrst prove that Equation 6.2 does provide a correct estimate under some
speciﬁc assumptions; we then discuss how the seeds can be chosen in such a way
to satisfy these assumptions. As before, we consider a given set S = {s1 , . . . , sn }
of seeds, and we assume that the corresponding goal map has been built until
convergence. We further assume that the environment is obstacle free. Given
an arbitrary position g ∈ S, and a cell c ∈ C, we let 
vg (c) denote the distance
estimate function deﬁned in Equation 6.2 above. We want to show that 
vg (c) =
dist(g, c) for all cells c.
We stipulate the following conventions. We ﬁx a reference system (X, Y, Z)
centered in g as shown in Figure 7.1. For any cell c ∈ C, we denote by (cx , cy , cz )
its coordinates in the above system. For example, the cell c shown in Figure 7.1
has coordinates (6, 5, 1), and cell sk has coordinates (−8, −1, −7). For any two
cells c, c1 ∈ C, we let
Δ(c, c1 ) = max(|cx − c1 x |, |cy − c1 y |, |cz − c1 z |) .
In particular, we have Δ(c, g) = max(|cx |, |cy |, |cz |). In Figure 7.1, Δ(c, g) = 6,
and Δ(c, sk ) = 14. Note that all the cells along the hexagonal contour marked
in green in Figure 7.1 have the same distance 6 from g.
y
y
For any cell c, we call cone+
x (c) the set of cells c1 such that c1  c and
z
−
y
z
y
z
c1  c ; we call conex (c) the set of cells c1 such that c1  c and c1  cz ;
−
+
−
we deﬁne cone+
y , coney , conez and conez in a similar way, and we collectively
refer to these six cones as “the cones of c”. Figure 7.1 shows cone+
x (g) and
+
cone−
x (g) in blue color. It also shows conex (sk ) in light red.
The following properties are consequences of the above deﬁnitions.
Lemma 2. Let c, c1 , c2 be any cells in C.
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Figure 7.1: Graphical illustration of the conventions used in Section 7.4.

(a) Δ(c, c1 ) = dist(c, c1 ).
x
x
(b) If c1 ∈ cone+
x (c) then Δ(c, c1 ) = |c − c1 |.
−
(c) c ∈ cone+
x (c1 ) if and only if c1 ∈ conex (c).
+
+
(d) If c ∈ cone+
x (c1 ) and c1 ∈ conex (c2 ), then c ∈ conex (c2 ).

Properties (b), (c) and (d) are only stated for cone+
x for brevity, but they hold
for any cone±
x,y,z .
Proof. Point (a) is an immediate consequence of the deﬁnition of dist, under the assumption of an obstacle-free environment. Point (b) follows by recalling the deﬁnition
−
of Δ and by noting that within cone+
x and conex the difference in the x coordinate is
always greater than the one in the y and z coordinates. Points (c) and (d) follow trivially
from the geometry of the grid.
Figure 7.1 provides visual illustrations of point (c) for g and sk , and of point
(d) for sk , g and c. The following Lemma shows that the function 
vg deﬁned in
Equation 6.2 never overestimates the real distance to an arbitrary position g.
Lemma 3. Let g ∈ C be an arbitrary position, and let c ∈ C be any cell. Then

vg (c)  dist(c, g).
Proof. Let si ∈ S be any seed. We ﬁrst show that |dist(si , g) − dist(si , c)|  dist(c, g).
The proof is based on the observation that dist is a distance measure, and therefore it
satisﬁes the triangular inequality. We distinguish two cases.
Case 1: dist(si , g)  dist(si , c). (See Figure 7.1 for an illustration of this case, by
taking sj for si ). Then, |dist(si , g) − dist(si , c)| = dist(si , g) − dist(si , c). In fact, by
triangular inequality, we have:
dist(si , c) + dist(c, g)  dist(si , g),
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which is equivalent to
−dist(si , c) − dist(c, g)  −dist(si , g),
that is
dist(si , g) − dist(si , c)  dist(c, g).
So,
|dist(si , g) − dist(si , c)|  dist(c, g).
Case 2: dist(si , g) < dist(si , c). (See Figure 7.1 for an illustration of this case, by
taking sk for si .) Then, |dist(si , g) − dist(si , c)| = dist(si , c) − dist(si , g). In fact, again
by triangular inequality we have
dist(si , g) + dist(g, c)  dist(si , c),
which is equivalent to
−dist(si , g) − dist(g, c)  −dist(si , c),
that is
dist(si , c) − dist(si , g)  dist(c, g).
So,
|dist(si , g) − dist(si , c)|  dist(c, g).
We can therefore conclude that |dist(si , g) − dist(si , c)|  dist(c, g) for any si ∈ S.
vg (c) is deﬁned as the maximum
Since this result holds for any choice of si , and since 
over all the si ∈ S, we have proved our thesis.

We can now prove the main theorem of this section.
Theorem 3. Let g ∈ C be an arbitrary position, and 
vg be the function deﬁned
in Equation 6.2. If for any cone of g there is a seed si ∈ S that lies into that
cone, then 
vg (c) = dist(c, g) for any c ∈ C.
Proof. Let c be an arbitrarily chosen cell in C. From Lemma 3, we know that vg (c) 
dist(c, g). We shall show that 
vg (c)  dist(c, g). Together, the two statements give

vg (c) = dist(c, g), that is, our thesis.
vg (c)  dist(c, g) it is enough
Since 
vg takes the max over all si ∈ S, to prove that 
to show that there is a speciﬁc sk ∈ S such that |dist(sk , g) − dist(sk , c)| = dist(c, g).
Suppose, without loss of generality, that c lays in cone+
x (g). (A similar argument can be
made if c lays in any other cone of g.) From our hypotheses, there is at least one seed
in S that lays in cone−
x (g). Let sk be any such seed. By applying Lemma 2 (c), we know
+
that g ∈ cone+
x (sk ); and by applying Lemma 2 (d), we also know that c ∈ conex (sk ).
Then, we can infer
dist(sk , g)

=

Δ(sk , g)

=

|sxk − gx |

=

−sxk ,
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where we have applied Lemma 2 (a) for the ﬁrst step and Lemma 2 (b) for the second
one. In a similar way, we can infer that
dist(sk , c)

=

Δ(sk , c)

=

|sxk − cx |

=

−sxk + cx

Putting these results together, we have
|dist(sk , g) − dist(sk , c)|

=
=

| − sxk + sxk − cx |
cx .

(7.1)

In a similar way, and again by virtue of Lemma 2 (a) and (b), we can infer
dist(c, g)

=
=

Δ(g, c)
cx .

(7.2)

Putting together (7.1) and (7.2), we conclude
|dist(sk , g) − dist(sk , c)| = cx = dist(c, g) .
which is what we had to prove.

The above theorem tells us where the seeds in S should be placed in order
to guarantee correctness of the online estimate 
vg , given a speciﬁc arbitrary
position g. It is interesting to ask the dual question: given an existing set S of
seeds, where can we place an arbitrary position g so that 
vg is correct? The
following Lemma answers this question.
Lemma 4. Let S ⊆ C be a set of six seeds {s1 , . . . , s6 }, and let
−
+
−
A(S) = cone+
x (s1 ) ∩ conex (s2 ) ∩ coney (s3 ) ∩ coney (s4 )
−
∩cone+
z (s5 ) ∩ conez (s6 )

Let g be an arbitrary position in A. Then, for any c ∈ C, 
vg (c) = dist(c, g).
Proof. Let g be any arbitrary position in A: it is easy to see that there is a seed in S
that lays in any cone of g. By way of example, let’s consider cone+
x (g). By deﬁnition of
+
A, g ∈ cone−
x (s2 ); and by Lemma 2 (c), s2 ∈ conex (g). A similar argument can be done
for all other cones of g. So, g and S satisfy the hypotheses of Theorem 3, and hence

vg (c) = dist(c, g) for any c ∈ C.
Figure 7.2 provides a visualization of the above elements: the ﬁgure shows a
set S of seeds, the outlines of their relevant cones, and the resulting A(S) area (in
brown). The 
vg function will compute a provably correct distance estimate for
any arbitrary position g placed inside this area. Interestingly, this estimate will
still be correct if we add further seeds to the set S, as shown by the following
result.
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Figure 7.2: Example of safe area A(S) given a set S of six seeds.

Lemma 5. Let S and g be as in the hypothesis of Theorem 3. Let S  be a set of
seeds such that S ⊆ S  , and let 
vg be the function in Equation 6.2 built from S  .

Then 
vg (c) = dist(c, g) for any c ∈ C.
Proof. Let c be any cell in C, and let vg be the distance estimate built from the seeds
vg
in S only. Since S satisﬁes the hypotheses of Theorem 3, then 
vg (c) = dist(c, g). The 
function adds new positive terms to 
vg via a max operator, and Lemma 3 guarantees
that each added term is not greater than dist(c, g). Therefore, 
vg (c) = dist(c, g).
The previous two lemmas hint at a strategy for placing the seeds in an arbitrary environment, so that the distance estimate to any point is correct. (Recall
that all the previous results assume an obstacle-free environment). Intuitively,
one partitions the environment in a set of areas which are individually obstacle
free, and places seeds around each area so that each point is the area is in the A
set of six of those seeds as per Lemma 4. Placing additional seeds will have the
effect of covering more areas, while preserving correctness in the ones already
covered by virtue of Lemma 5. Section 8.4.1 provides empirical evidence on the
effect of the number and placement of seeds in an obstacle rich environment.

7.4.2

Navigation using the distance estimate

Finally, we prove that goal-directed navigation using Algorithm 5 is optimal,
under Assumptions 3 and in an environment that is obstacle-free.
Theorem 4. Let (C, E) be a graph, on which the goal map for the set S of seeds
has been built to convergence. Let S  ⊆ S be any set of six seeds in S, and g
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be a cell in A(S  ). If a robot at tag c ∈ A(S  ) executes Algorithm 5 for g in an
obstacle free environment under Assumptions 3, then:
(a) it will eventually reach tag g;
(b) it will visit exactly k tags, where k = dist(c, g).
Proof. This property follows easily from the previous results. First, we note that since

both c and g are in A(S  ), and since the environment is obstacles free, then every cell
c  in the shortest path between c and g will be in A(S  ). For any such cell c  , under
the given assumptions, Theorem 3 and Lemma 4 guarantee that 
vg (c  ) = dist(c  , g) . In
particular, the estimate computed on line 6 of Algorithm 5 is the same as dist(c  , g).
Suppose now that a goal map vg (·) had been built for g until convergence, and
consider running Algorithm 4 on this map. The only difference between Algorithm 4
vg (c  ). But by
and Algorithm 5 is that the former uses vg (c  ) where the latter uses 
vg (c  ). Therefore, using
virtue of Theorem 1, vg (c  ) = dist(c  , g), and hence vg (c  ) = 
Algorithm 5 is equivalent to using Algorithm 4 on vg (·). Applying Theorem 2, then, we
get our thesis.

Note that Lemma 4 and 5 above suggest a strategy to extend the result of
Theorem 4 to an environment with obstacles, provided that enough seeds are
used.

7.5

Conclusions

In this chapter, we have studied properties of our algorithms. First we have
analysed Algorithm 1 and discussed the convergence property i.e., the values
stored by the algorithm in the stigmergic medium will eventually converge to
the correct distance. We then analysed the properties of Algorithm 4. We have
shown that if the map is built until convergence (using Algorithm 1), then the
navigation using Algorithm 4 will be optimal, i.e., the algorithm will follow the
shortest path towards a given seed. We have further studied the properties of the
distance estimation to an arbitrary position (Equation 6.2). We have concluded
that the equation provides a correct estimate under the same assumptions. In
the last, we have discussed the properties of the Algorithm 5 and we proved
that the navigation using the algorithm is optimal under some assumptions.
Although, the properties of Equation 6.2 and Algorithm 5 are provided for
obstacle-free environments, the navigation using this equation and algorithm
can still be effective in an environment with obstacles placing predeﬁned seeds
according to Theorem 3. We shall demonstrate this practically in the next chapter.

Chapter 8

Empirical Evaluation of
Stigmergic Navigation
8.1

Introduction

In this chapter, we report the results of experiments aimed at evaluating each
of the algorithms mentioned in the previous chapter (Chapter 6). To analyse
the behaviour of the algorithms in real conditions, most of the experiments are
conducted in physical environments. To show the diversity of our approach, we
conducted experiments in two real environments: Ängen and Peis-Home2 with
different types and size of robots. Both of these environments are explained
in Chapter 2. Simulated experiments were also performed in order to validate
the behaviour of algorithms in conditions which are difﬁcult to produce in our
physical systems1 .

8.2

Performance metrics

In some experiments, using Equation 2.2, we evaluated the efﬁciency of the
path travelled by a robot navigating to a seed si , from a starting tag c, using
distance values vi (·):
EFF(c, si ) =

L(vi (·), c, si )
.
dist(c, si )

(8.1)

In the above equation, the length of the path obtained by following the gradient
of vi (·) from c to si is denoted by L(vi (c), c, si ). The length of the ground truth
(optimal path) from c to si is denoted by dist(c, si ). Efﬁciency is considered
best when it is 1, greater then 1 indicates deviation from the shortest path.
Similarly, for evaluating the performance of distance estimation 
vg (c) to an
arbitrary position g the above equation can be re-written as:
1 Videos

of the experiments can be found at http://aass.oru.se/~aakq/
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EFF(c, g) =

L(
vg (.), c, g)
.
dist(c, g)

(8.2)

Since the ground truth data for built sensed features map is not available,
therefore, RMS (Equation 2.1) and EFF (Equation 8.1, 8.2) cannot be used.
We used Equation 2.4, which can be re-written as Equation 8.3, to access the
quality of sensed features vϕ (c).
Let sinkt (c) ∈ C be the ﬁnal tag reached starting at c and following the steepest negative gradient of the values vϕ (·) stored in the map at time t. This ﬁnal
tag could be the source tag cϕ , or a local minimum from where further navigation is not possible. Then, to compute the navigation accuracy, we consider
the Euclidean distance ||pos(cϕ ) − pos(sinkt (c))|| between the metric position
of tag cϕ and the one of tag sink(c), and we average this over all the starting
tags:
1 
NAV(cϕ ; t) =
||pos(cϕ ) − pos(sinkt (c))||.
(8.3)
|C|
c∈C

s6

s8 s5 s18
s7
s4
s3

s19

s1 s2

s10

s15

s9
s11

s14

s17

s16

s12
s13
(a)

(b)

Figure 8.1: (a) Predeﬁned seeds used for navigation (s1 , s2 , . . . , s19 ) in the Ängen environment; (b) e-puck robot in Ängen during navigations map building.

8.3

Navigation with different types of robots

The ﬁrst suite of the experiment aimed at demonstrating and evaluating the
navigation of different sized robots toward predeﬁned seeds using Algorithm 7.
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(a)

(b)

(d)
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(c)

(e)

Figure 8.2: Navigation considering different clearance values in Algorithm 7. (a)
clearance=0; (b) clearance=1; (c) clearance=2; (d) clearance=3; (e) Turtlebot2 navigating in Ängen.

We performed experiments both in Ängen and Peis-Home2 using different
robots. First we performed experiments to visualize the effect of the clearance
parameter, followed by extensive tests to validate the results obtained by Algorithm 7 and we then enabled navigation with different sized robots.

8.3.1

Different clearance value

In this experiment, we demonstrate the effect of different clearance threshold
on the behaviour of Algorithm 7. We performed an experiment in Ängen with
Turtlebot2. Figure 8.2 (e) shows Turtlebot2 navigating in Ängen. Four runs of
navigation were performed where the robot starts from the same position and
moves towards the same goal position (seed s7 in Figure 8.1 (a)) while considering a different clearance value each time. Figure 8.2 shows the effect of
different clearance values on the robot’s path. It can be seen that by setting
clearance to 0, which means that only the goal map is used for navigation,
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the robot bumps into the obstacle. The reason is that according to goal map
the tag in the corner of the obstacle has the lowest distance value. The robot
tries to reach this tag but due to the fact that the radius of the robot is larger
than the radius of tag cell, therefore, it collides with the obstacle while trying
to reach that tag. When the clearance is set to 1, 2 and 3 the robot stays one,
two and three tag away from the obstacle, respectively, and successfully reaches
the goal.

8.3.2

Safest navigation

Here we show the safest possible navigation on the goal map. In the experiment
clearance in Algorithm 7 was set to highest, which means that robot will stay
as far from the obstacles as possible while moving towards the goal. The robot
was given six different seeds ({s13 , s16 , s15 , s18 , s19 , s2 } ⊆ S in Figure 8.1 (a)) and
robot had to move towards each goal position (seed) sequentially. Figure 8.3
shows the robot’s trajectory during the navigation towards the goal. From the
ﬁgure, it can be seen that robot tries to keep the safest distance from the obstacles.

Figure 8.3: Trajectories of Turtlebot2 moving to the sequence of six different seeds
({s13 , s16 , s15 , s18 , s19 , s2 } ⊆ S) while keeping the safest distance from the obstacles.

8.3.3

Robustness and effectiveness

This experiment is meant to demonstrate that navigation using Algorithm 7 is
reliable i.e., robust against localization error and repeatable. A set of experiments were performed with Turtlebot2 in Ängen with clearance value set to
1.
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Repeated kidnapping
The aim of this experiment is to demonstrate that the robot is insensitive to
changes in its localization, like those caused by kidnapping during navigation.
This is an obvious consequence of the fact that our navigation strategy does
not rely on absolute localization, but only on the local values read from the
RFID tag. In the experiment, the robot was assigned a goal position (seed s7
in Figure 8.1 (a)). The robot was manually picked up ﬁve times and replaced
in different positions and at different orientations. The robot’s trajectories and
the plot showing the change in the distance from the goal position during the
experiment is shown in Figure 8.4. It can be seen that the robot consistently recovers from every kidnapping, and it immediately moves in the right direction.
It ﬁnally reaches the goal position.
Optimality
This experiment aimed to statistically analyze the effectiveness of the navigation Algorithm 7, in terms of path length. Three runs of the experiment
were performed where the robot navigated to three different predeﬁned seeds
{s18 , s7 , s4 ⊆ S} (shown in Figure 8.1 (a)) with clearance value was set to 1.
In each run, the robot navigated to the goal starting from 10 different initial
positions and orientations, for a total of 30 runs. The efﬁciency of the travelled
path was measured by Equation 8.1. The robot always reached the given goal
points with the mean and variance of the ratios given in Table 8.1.

(a)

(b)

Figure 8.4: Robot picked up placed in different position while moving towards seed. a)
visualization of robot’s trajectories and b) change in the distance (in terms of goal map
values) from the seed.
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Table 8.1: Efﬁciency of the travelled paths to predeﬁned seeds performed from different
starting positions.

Predeﬁned goals
Seed s18
Seed s4
Seed s7

8.3.4

Turtlebot2 in Ängen
EFF(c, si )
Mean
Variance
1.06
0.02
1.18
0.06
1.17
0.03

Enabling navigation with different types of robots

After analysing the navigation using Algorithm 7 and the effect of clearance
on the behaviour of the algorithm, we exploit it for navigation of heterogeneous
robots. In the experiments, we demonstrate the suitability of the goal maps built
by the swarm of small minimalistic robots for the navigation of different sized
robot using Algorithm 7.
Navigation with the large deferential drive service robot
We performed three experiments in Ängen in which the robot navigates to two
predeﬁned seeds ({s18 , s19 } ⊆ S shown in Figure 8.1 (a)) from three different
starting positions, using clearance value of 3 and 2 respectively — consistently
with the radius of the G5 robot. The start and goal positions are part of those
used in the Robot-Era system to provide services to elderly users [115]. The
resulting robot’s trajectories are shown in Figure 8.5. As can be seen, the robot
consistently managed to pass through the narrow kitchen door, and to reach
the goals.
Navigation with the omni-directional robot
We performed another experiment in which the robot navigates to 8 predeﬁned
seeds in Peis-Home2 from eight different starting positions. This time we used
clearance value 1 because (1) Peis-Home2 environment does not contain passages narrower than the radius of the robot, therefore, consistent with the map;
(2) the omni-directional robot equipped with a ring of six readers eliminates the
need for rotation when an obstacle is detected, therefore, setting the clearance
value according to the size of the robot is not needed. The paths travelled by
the robot to the goal positions are shown in Figure 8.6. It can be seen that
the robot, performing omni-directional movement, continuously reaches to the
goal position from the different positions on the RFID ﬂoor.
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(b)

Figure 8.5: G5 robot navigating towards the seed. a) trajectories to the goal tag from several starting positions; b) snapshot of G5 robot moving towards the goal while bringing
a bottle of water.

8.4

Navigating to an arbitrary position

Up to now, we showed the navigation of the robots towards the predeﬁned
seed in S. In this suite of experiments, we show robots navigating to an arbitrary position that was not included in the initial goal maps. In the real world
experiments, we used the differential drive and omni-directional robots to show
that, similar to navigation to a ﬁxed location in the previous section, our approach for navigation to an arbitrary position can be used with different types
of robots.

8.4.1

Distance estimation to an arbitrary position including
obstacles

Placing predeﬁned seeds according to Theorem 3 guarantees that there will
be only one global minimum in an obstacle-free environment when estimating the gradient of an arbitrary position by using these predeﬁned seeds in
Equation 6.2. The quality of the estimated gradient of an arbitrary position is
affected by making the environment more complex, i.e., by including obstacles
into it. In this section, we show that the distance estimation using Equation 6.2
is usable in the presence of obstacles in the environment. The quality of the distance estimated in a complex environment, depends on the number and placement of the predeﬁned seeds used to build the goal maps. The obstacles may
affect the quality of distance estimation and both the local maxima and local
minima can be produced. Local maxima will not preclude reaching the goal via
gradient descent, they may lead to suboptimal paths, since the robot will “go
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(a)

(b)

Figure 8.6: MONARCH robot navigating towards the ﬁxed seed. a: paths travelled by
the robot to the seed (red dot) from eight different starting position (red arrows). b:
snapshot of MONARCH robot moving towards a seed.

around” the local maximum. If the pre-deﬁned seeds are placed as suggested in
Theorem 3 in the environment, the impact of local minima can be mitigated to
the extent. By minimizing the effect of local minima and local maxima, quasioptimal paths can be achieved.
We analysed the quality of the distance estimation process in simulation.
We computed the efﬁciencies using Equation 8.2, speciﬁcally, given an arbitrary position g, a starting tags c, and estimated distance values 
veg (c). For each
number n of seeds, with n ranging from 1 to 30, we have generated a conﬁguration e of the n seeds. For each such conﬁguration e, and for each goal
position g ∈ C, we have computed the estimated distance 
veg (.) using Equation 6.2 and its corresponding efﬁciency EFF(c, g). We have then associated
each e with a score given by the average EFF(c, g) over all g. Figure 8.7 shows
the results for n = 5, 10, 20, 30 when the conﬁguration e is randomly selected.
It can be seen that the quality of estimated map gets batter when adding more
seeds. Figure 8.7 also shows the result for n = 5, 10, 20, 30 when the conﬁguration e is manually placed beside the walls. This e was chosen to maximize
the possibility that the seeds are directly visible from any cone of an arbitrary
position(see Chapter 7, Theorem 3). Therefore, it can be seen that the quality
of the estimated distances improves in this conﬁguration.
We also calculated the number of arbitrary position g ∈ C that created
global minima in each conﬁguration. These global minima are shown in gray
color in Figure 8.7. Figure 8.8 plots the number of local minima in each conﬁguration. From the ﬁgures, it can be seen that the placing twenty seeds beside
walls has almost eliminated global minimums. Adding more goals seems to
have saturated the process. This is because the conditions of Theorem 3 are not
satisﬁed in the narrow passages in the environment which, in every conﬁguration, have no seeds.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 8.7: Distance estimation in different conﬁgurations of seeds. Row (1): environment with seeds where the conﬁguration is selected randomly. Row (2): quality of the
estimated distances depending on random conﬁguration. Row (3): environment with
seeds where the conﬁguration is selected manually. Row (4): quality of the estimated
distances depending on manual conﬁguration. Column (a): 5 predeﬁned seeds. Column
(b): 10 predeﬁned seeds. Column (c): 20 predeﬁned seeds. Column (d): 30 predeﬁned
seeds.
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Figure 8.8: Number of local minima in each random and manual conﬁgurations which
are selected and depicted in Figure 8.7.

8.4.2

Navigation by a differential-drive robot

The experiment was performed in the Ängen environment with a differentialdrive Turtlebot2. The aim of the experiment was to test Algorithm 5 by sending
a robot to different arbitrary positions that are not included in the existing goal
maps. In the experiment, ﬁrst we placed the robot on different arbitrary positions to get the distance values stored onto the tags of the arbitrary positions.
These distance values are stored in the memory of robot, and further given as
input to Algorithm 5 in order to navigate to these positions. The robot was
then placed in a random position and navigation towards the arbitrary position was initiated. We used three arbitrary positions, g1 in the bedroom, g2 in
the kitchen and g3 in the living room. The clearance was set to one. For each
arbitrary position, the Turtlebot2 navigated from 10 different initial positions
and orientations, for a total of 30 runs. The paths travelled by the robot to the
arbitrary positions are shown in Figure 8.9 (a). The efﬁciency of these travelled
paths was measured by Equation 8.2 and given in Table 8.2. It can be seen that
the robot always reaches to the goal from different starting positions.

8.4.3

Navigation by an omni-directional robot

The aim of this experiment was to test Algorithm 5 on a different robotic platform and in a different environment. The experiment was performed by using
the omni-directional MONARCH robot in the Peis-Home2 environment. In
the experiment, we used three arbitrary positions. For each position, the robot
navigated from 10 arbitrary initial positions and orientations, for a total of 30
runs. Figure 8.9 (b) shows 9 paths (3 for each arbitrary position) travelled by
the robot. The robot always ﬁnds the path to the goal from different initial
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Table 8.2: Average efﬁciency of the paths travelled by the Turtlebot2 and MONARCH
robot for arbitrary positions in Ängen and in Peis-Home2.

Turtlebot2 in Ängen
EFF(c, g)
Arbitrary goal position Mean Variance
Goal g1
1.3
0.05
Goal g2
1.25
0.03
Goal g3
1.25
0.01

(a)

MONARCH robot in Peis-Home2
EFF(c, g)
Mean
Variance
1.20
0.01
1.13
0.03
1.16
0.03

(b)

Figure 8.9: Paths showing the robot navigation towards arbitrary positions. (a) paths
travelled to three arbitrary positions by Turtlebot2 in Ängen environment. Red: travelled
paths to an arbitrary position in Bedroom. Blue: travelled paths to an arbitrary position
in Living room. Green: travelled paths to an arbitrary position in Kitchen; (b) paths
travelled by MONARCH robot in Peis-Home2 environment to three arbitrary positions.
Green tags in (a) are the broken tags.
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positions. The efﬁciency of these traveled paths was measured by Equation 8.2
and given in Table 8.2.

8.5

Navigation with RFID errors

The aim of the third suite of experiments was to show that the reliability of the
system improves by providing short term memory to the robot. We performed
experiments both in simulation and with real robots. In simulation, we analyzed the effect of the practical issues related to the maintenance of the RFID
ﬂoor, namely sensor errors and broken tags, and show how to cope them using
Algorithm 6. We also performed a set of experiments with a real robot to test
the feasibility of our approach for navigation over a longer period of time in
the presence of both sensor errors and broken tags.

8.5.1

Experiments in simulation

In simulation, the performance of Algorithm 6 was evaluated in two steps. In
the ﬁrst step, only the perceptional noise was added in the RFID reading of
the reader. Followed by the second step where we included broken tags and
compared the results obtained by navigation with and without LPS.
Introduction of perception errors
To increase the ﬁdelity of the simulation, an artiﬁcial perceptual limitation was
included by decreasing the range of the RFID readers about half (d/2). Also,
random noise of magnitude at most 1 % was added to the robot’s angular velocity. Two experiments were performed. The ﬁrst experiment aimed at evaluating
the reliability in the presence of perception errors. Three runs were performed
with three different clearance values (0,1 and 3). In each run, the robot was
given the goal to navigate towards the seeds form 6 different positions and orientations on the ideal goal map, and a total of 18 runs were performed. As
shown in Figure 8.10, the robot reached the goal successfully in each run. The
quality of navigation is evaluated in terms of navigation with a given clearance.
Setting clearance = 0, the robot bumped into obstacles for 1.57 % of the path
length (average over six paths). Setting clearance = 1, 0 % of the robot’s path
length was closer than 1 tag from an obstacle, and no collision occurred. Setting
clearance = 3, 8.8 % of the robot’s path length was closer than 3 tags; which
means that the robot could not always keep the desired clearance. This was
due to the narrow passages in the environment. By increasing the clearance, the
ﬂow of the gradient towards the goal gets narrower. This forces the robot to
ﬂuctuate between the clearance boundaries of two adjacent obstacles.
The second experiment aimed at evaluating the repeatability in the presence
of perception errors. The robot had to navigate towards a predeﬁned seed from
a ﬁxed starting position and orientation for 100 consecutive times. At each run,
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(a)
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(b)

(c)

Figure 8.10: Navigation in simulation with different clearance values. Arrows show the
initial position and orientations of the robot. (a) clearance = 0; (b) clearance = 1 ;
(c) clearance = 3.

the efﬁciency of the path was computed. Finally, mean and variance were calculated for the obtained efﬁciencies. In order to obtain a detailed evaluation,
the experiment was repeated with different start and goal positions. The resulting plots of the robot’s trajectories are shown in Figure 8.11. The variance in
the trajectories is due to (1) the perceptual limitations introduced in the simulation, and (2) to the fact that on a hexagonal grid there can be more than
one optimal path that leads to the goal. The robot always reached the goal and
navigated along paths which are only (on average) 13 % and 17 % longer than
the optimal ones.

(a)

(b)

Figure 8.11: Plots of trajectories of the robot navigating between two start-goal pairs,
100 times for each pair.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 8.12: Visualization of the RFID ﬂoor in simulation; broken tags are shown in
green color. a) RFID ﬂoor with 0% broken tags. b) RFID ﬂoor with 10% broken tags.
c) RFID ﬂoor with 20% broken tags. d) RFID ﬂoor with 30% broken tags. e) RFID
ﬂoor with 40% broken tags. f) RFID ﬂoor with 50% broken tags.

Introduction of broken tags
To analyze the effect of broken tags in a more realistic way, we introduced
impulse noise (salt noise) to the simulation. Each tag c in the ﬂoor is considered
as broken with probability p(c). The probability density function is given by

p(c) =

P
1−P

for c = broken
for c = intact

Each tag has a random probability and considered broken if the probability
is higher than a certain threshold. We tested the navigation by setting the percentage of broken tags to 10%, 20%, 30%, 40% and 50% — see Figure 8.12.
The robot navigated to the goal position from each tag on the RFID ﬂoor. We
compared the navigation with LPS and without LPS in terms of a number of
failures and path ratios computed using Equation 2.3. We consider the test
failed when it bumps into an obstacle and when the travelled path of the robot
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(a)

(b)

(c)

(d)

Figure 8.13: Plots of the results obtained with the broken tags. a) percentage of paths
longer than the optimal ones obtained against different percentages of broken tags. b)
percentage of failures against different percentages of broken tags. c) navigation with
LPS, shows the comparison of long paths and failures. d) navigation without LPS, shows
the comparison of long paths and failures.

is twice as long as the optimal one. Figure 8.13 (a, b) plots the results obtained
on the RFID ﬂoor with broken tags. It can be seen that the number of failures
is lower with LPS compared to navigation without it. The path ratios with LPS
are not always better because without LPS the robot simply passes through
broken tags without changing direction. But navigating with LPS, the robot
backtracks to the last known best position when it cannot detect any tag. To
complement this explanation, we compare the failures that occurred due to the
collisions with those due to long paths. Figure 8.13 (c, d) shows that navigation
with LPS has fewer failures due to collisions compared to collisions without
LPS. That makes navigation more robust against the broken tags at the cost of
sub-optimal paths.
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8.5.2

Experiments on real robots

Two experiments were performed to analyze more in detail the behavior of a
real robot over a long period of time in the presence of both sensor noise and
broken tags. The experiments were performed in the Ängen environment using
Turtlebot2.
The ﬁrst experiment aimed to evaluate the repeatability of our navigation
algorithm in terms of successfully reaching the goal with real robots. In the
experiment, the robot was made to navigate to a given position starting from
25 different initial positions and orientations. Figure 8.14 (a) shows all the trajectories of the robot on the goal map. The trajectories show that the robot
always reached the goal position along a path that does not unnecessarily stray
from the goal. The robot always reached the goal position. The paths were on
average 29 % longer than the optimal ones because the robot tries to backtrack
to the last known best position using LPS when it cannot detect any tag.
In the second experiment, the Turtlebot2 was repeatedly given the task to
reach one of three goals to evaluate the reliability of the navigation algorithm.
The robot navigated for a period of two and a half hours on the Ängen ﬂoor
in the presence of broken tags. Note that after several years of deployment and
continuous usage, there are only 11 broken tags in total. The broken tags are
depicted with green color in Figure 8.9 (a). The clearance value was set to one,
and the robot always reached the assigned goals along similar paths, as shown
in the Figure 8.14 (b). On 30 occasions during the experiment, the robot failed
to read the clearance value of a tag next to an obstacle and hence it collided with
the obstacle. In all these cases, the robot recovered autonomously: the collisions
were detected by the bumpers, the robot then moved back by about 20cm
and then continued to follow the gradient towards the assigned goal. These
collisions were due to the design choice, in our setup, to avoid any obstacle
detection sensor, and to rely solely on the clearance information in the tags for
obstacle avoidance. Using some local obstacle detection, e.g., proximity sensors
or a Kinect camera, those collisions could, of course, have been avoided.
In total, the robot explored 16, 320 tags during navigation, of which 311
(2%) had clearance = 1, i.e., the robot was at a critical distance but with no
collision; while the remaining 16, 009 (98%) tags had clearance > 1, i.e., the
robot was at a safe distance. The robot navigated autonomously and without
interruption for a total distance of 0.96 kilometers, visiting the goals a total of
93 times.

8.6

Navigation towards sensed features: gas
concentration

Our last suite of experiments in this chapter shows a concrete instance of the
method presented in Section 6.5: given a set of robots equipped with a gas
sensor, we use stigmergic temporal ﬁltering followed by building an artiﬁcial
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(a)
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(b)

Figure 8.14: Navigation of Turtlebot2 using LPS. (a) navigation of the Turtlebot2 to the
goal position from 25 different starting positions and orientations; (b) paths followed
over a period of 2.5 hours of uninterrupted navigation between three goals.

gradient in the RFID ﬂoor that leads to a source of gas, e.g., due to a gas
leak. This example provides a meaningful application context since the gas
concentration measures could not be directly used to navigate to the source,
since they are affected by the turbulence of the gas propagation process. This
is one of the main difﬁculties in gas source localization: the concentration ﬁeld
does not have a smooth gradient that can be used for navigation [29]. The
aim of the experiments below is to show that the stigmergic process can be
used to build an artiﬁcial gas concentration gradient which is suitable to guide
navigation toward the gas source.
A carbon monoxide (CO) and volatile organic compound (VOC) gas sensor2 was mounted on the robot, collecting gas readings from the environment.
The gas sensor was interfaced with a XBee PRO module to communicate with
the host computer and with the robot. To increase the operational time of the
robots and simplify the long lasting experiments, the XBee PRO and gas sensor
components were powered by an independent battery; all other components
were powered by the battery of e-puck. Even so, the autonomy time of each
robot was 2 hours on average. The long-lasting experiments were made possible by the main feature of the stigmergic approach, namely, that the state
information is stored in the RFID tags in the ﬂoor, and the robot maintains
only local information. Robots could therefore be removed from the experi2 MiCs-5521

metal oxide gas sensor by e2v Technologies.
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(a) e-puck with gas sensor

(b) Environment conﬁguration

(c) Gas source 1

(d) Gas source 2

Figure 8.15: Experimental setup for gas concentrating measurements. (a) e-puck robot
equipped with RFID reader and the gas sensor; (b) layout of Peis-Home2 used in the
experiment indicating positions of the two gas sources; (c) and (d) snapshots of the
environment during the gas concentration gradient building experiment.

ment, have their battery charged or swapped, restarted and placed back on the
ﬂoor with no need to save or recover the state. E.g., in Algorithm 1, the robot
initializes its internal counter to zero when restarted, but as soon as the robot
is placed on the ﬂoor this will be set to the value of the ﬁrst tag read.
Two experiments were conducted with four robots for building gas concentration gradient maps: one experiment with single gas source and one with two
gas sources placed in different locations in the Peis-Home2 environment. One
of the robots with the gas sensor, location of the gas sources, and snapshots of
the environment during the experiment are shown in Figure 8.15.
The data were collected by 4 e-pucks while the obtained proﬁles were compared with the ones produced by the DM+V algorithm [86]. This state of the
art algorithm relies on odometry and variance concentration measures and is
able to produce very detailed (on a cm scale) maps. In particular, in our cases
the ground-truth maps were constituted by 10 cm wide squared cells.
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(c)

Figure 8.16: Building an artiﬁcial gradient toward a gas source. (a) Mean gas concentration map produced at the end of phase 1. (b) Gas concentration gradient produced
at the end of phase 2, with D = 8. (c) Mean gas concentration map computed by the
reference algorithm DM+V: the black circle indicates the true gas source location.

(a)

(b)

(c)

Figure 8.17: Gradient maps obtained with different values of D considering the mean
map. a) map obtained with D = 2, b) map obtained with D = 3 and c) map with
D = 11.

8.6.1

Single gas source

In the ﬁrst experiment, a single gas source was placed on the ﬂoor in the environment. The source was surrounded by a low paper wall to make sure that the
robots would not collide with it. Four e-puck robots gathered gas concentration measures over a time of two hours. During the data collection process, the
mean map of gas concentration was built iteratively, according to Algorithm 8
above. After this ﬁrst phase was completed, the gradient building phase was
executed for about 18 hours.
The resulting maps are shown in Figure 8.16. As it can be seen, the map
built during the ﬁrst phase (a) correctly estimated the source location, and the
gradient built in the second phase (b) smoothly led toward that location. For
comparison, Figure 8.16 (c) shows the results of running DM+V algorithm [86].
As it can be seen, the gas distribution computed by the DM+V algorithm is
in agreement with the one computed by our stigmergic algorithm. However,
the physical gradient of the map produced by the DM+V algorithm shows
turbulence, while the artiﬁcial gradient produced by our algorithm provides
a smoother shape, which facilitates the navigation towards the source.
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(a)

(b)

Figure 8.18: Evolution of the navigation accuracy error NAV during the gas map building process computed using Equation 8.3. (a) single gas source; (b) two gas sources.

In order to explore the effects of the smoothing factor D explained in Equation 6.3, we have used different values for D on the same data set. Figure 8.17
shows the resulting gradient maps when D = 2, D = 3 and D = 11. The map
obtained with D = 2 is very irregular. Using D = 3 leads to a smoother map,
but local maxima are still present. A large value like D = 11 results in a map
which is exceedingly ﬂat for navigation. The best value clearly depends on the
shape of the concentration proﬁle: in our case D = 8 gives a good tradeoff
between steepness and smoothness, as shown in Figure 8.16.
Finally, we evaluated the usability of the built map for navigation. During
the map building process, we analyze the gradient following on the stored values of the map by using the NAV function, using Equation 8.3. Figure 8.18 (a)
shows the evolution of the NAV error. As it can be seen, the gradient map is
suitable to accurately lead a robot to the gas source. The remaining 20 cm error
is due to the “cage” around the gas source to avoid the robot bumping into the
gas source during the experiment.

8.6.2

Two gas sources

In our second experiment, we placed two distinct gas sources of the same type
in the Peis-Home2 environment at the locations shown in Figure 8.15. Four
robots gathered the data over a time of one hour, and iteratively built the mean
gas concentration map using Algorithm 8. After this ﬁrst phase was completed,
the gradient building phase was executed for about 18 hours.
The maps produced in this experiment are shown in Figure 8.19. Again, the
mean map correctly estimated both sources. The artiﬁcial gradient map now
has two maximum values, corresponding to the two sources. The potential has
a natural watershed that separates the basins of attractions corresponding to
the two sources.
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(c)

Figure 8.19: Building an artiﬁcial gradient with two gas sources. (a) Mean gas concentration map produced at the end of phase 1. (b) Gas concentration gradient produced
at the end of phase 2, with D = 8. (c) Mean gas concentration map computed by the
reference algorithm DM+V: the two black circles indicate the true gas source locations.

Similarly to the previous experiment, we evaluated the usability of the built
map for navigation. The evolution in time of the NAV error is shown in Figure 8.18 (b), where the distance in Equation 8.3 is computed with respect to the
closest of the two source locations.

8.7

Conclusions

In this chapter, we have validated our navigation algorithms in real world experiments. Speciﬁcally, we have performed experiments with heterogeneous
robots and evaluated Algorithm 7 in different aspects. We have further performed experiments using Algorithm 5 where robots were navigated to arbitrary positions. We have tested Algorithm 6 in the presence of perceptual errors
and broken tags. Finally, we have reported experiments performed for navigation towards the sensed features using Algorithm 8 and 9.
The robots G5 and MONARCH robots used in our experiments are customized robots developed for two major European projects [115, 99]. In order
to evaluate our algorithms, we have made robots only rely on the information
coming from RFID tags for obstacle avoidance. In an actual deployment, even
more robust navigation could be achieved by integrating data from obstacle
sensors in the navigation algorithm; this would allow the robots to negotiate
obstacles that were not present when the map was built, including dynamic
obstacles.

Chapter 9

Beyond Navigation: Human
Robot Interaction
9.1

Introduction

Safety is an important feature of robots that interact with humans. Involving
humans in the loop generally requires a robot to perceive humans and establish
their position in the given environment. Human detection and tracking is challenging problem and the solution typically relies on rather sophisticated algorithms and sensors such as on-board cameras, or ceiling cameras [49, 17, 101].
The approach we describe here does not require any special sensor or sophisticated algorithm. It exploits the stigmergic medium and uses a navigation algorithm based on the navigation methods presented in Section 6.2. This chapter
provides three case studies to show that our approach can be used to implement human-aware and human-safe motion behaviours. The ﬁrst case study
shows how our approach can be used for enabling various, seemingly complex, human aware motion behaviours with minimal sensing capabilities and
with slight variations of our algorithm. The second case study shows that our
approach can provide safety when a human, and a robot move in close proximity to each other. The third study takes the approach one step further towards
more complex interactions, where children play a game with a robot.
All these case studies share the following common idea. A set of goal maps
are built and are stored into the RFID ﬂoor. Humans move on the RFID ﬂoor
wearing a pair of RFID slippers (only one of the two slippers is equipped with
the RFID reader and antenna) described in Section 2.4.4. The RFID slipper
reads the values stored in the tag that is in its range. These values are sent to
the robot via radio communication (XBee in our case) — see Figure 9.1. These
values are then processed by the navigation algorithm to activate the desired
motion behaviour.
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Radio
communication

Figure 9.1: The RFID slipper on the RFID ﬂoor sending values vi (g) to the robot to
estimate the distances to the slipper.

9.2

Case study I: enabling human-relative motion

Most assistive robots are required to interact with humans and move in close
proximity to them. These robots may perform various motion behaviours depending on the task. The ﬁrst case study shows that our approach, with slight
variations, can be used to activate different types of human-relative motion.
This case study is inspired by the thoughts of Braitenberg on Synthetic Psychology [14]. It shows how seemingly complex behaviours such as sense of attraction, dislike, isolation, and curiosity can result from variants of our simple
approach.
Recall Equation 6.2 for distance estimation to an arbitrary position. We
reuse this equation to include humans in the loop. A set of humans H =
{h1 , . . . , hk } wearing RFID slippers move on the RFID ﬂoor. Any tag read by
the RFID slipper weared by a human h is considered as an arbitrary position
gh and distances are estimated to this arbitrary position. Remember that Equation 6.2 estimates the distance to the arbitrary position gh based on the set of
values {v1 (gh ) . . . vn (gh )} of the n goal maps at point gh . The key observation
here is that this set of values is exactly what is read by the RFID slipper when it
is standing on the tag gh , and sent to the robot via XBee radio link. Let us now
see how the above mentioned motion behaviours can be implemented using
Equation 6.2.

9.2. CASE STUDY I: ENABLING HUMAN-RELATIVE MOTION
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Figure 9.2: Fields for follow and avoid where tag c is in the metric position (x, y), and z
provides 
vg (c)h . (a) ﬁeld for following (sense of attraction); (b) ﬁeld for avoiding (sense
of dislike).

9.2.1

Sense of attraction

We start by using a single robot and a single human h wearing an RFID slipper,
who moves on the RFID ﬂoor. At each cell c, the distance to the current position
of the human is estimated using
h

vg (c)h
attract = max {|wi (c, g )|},
i:si ∈S

(9.1)

where maximum among the watersheds wi (c, gh ) estimates the distances to gh
— i.e., the tag that is currently in the range of the RFID slipper of human h.
The distance estimation provides the gradient descent information that allows
the robot to follow human by using simple gradient following operation. For
example, in Figure 9.2 (a), the robot can reach gh by following the decreasing
values 
vg (c)h
attract , where tag c is at the metric position (x, y). In synthetic psychology, this behaviour can be seen as affection or attraction with the human
where robot tends to stay close to human.

9.2.2

Sense of dislike

Inverting the estimated distances in Equation 9.1 provides the opposite gradient. This can be seen in Figure 9.2 (b). As a consequence, robot moves away
from the human:
−1

vg (c)h
vg (c)h
.
(9.2)
dislike = {
attract }
This slight modiﬁcation turns the behaviour of affection into dislikeness and
the robot tends to move away from the human. Interestingly, increasing the
speed of the robot turns this behaviour of dislike into fear and robot gives
an impression of escaping from the human. We, however, do not consider the
speed of the robot in this thesis.
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9.2.3

Sense of curiosity

Let us now consider the case of multiple humans. Let us consider humans,
hj ∈ H, j = {1, . . . , k} wearing RFID slippers who move on the RFID ﬂoor.
The tag under each slipper is considered as an arbitrary position ghj and each
slipper estimate the distance 
vg (c)hj . Then
h

j

vg (c)h
vg (c)attract
}.
curious = min {

j:hj ∈H

(9.3)

The above expression allows robot move towards the closest human. This behaviour can be described as a curious robot who is interested in observing
nearby humans. This behaviour can also be seen as attraction to humans described in Section 9.2.1, but in a different way. The behaviour in Section 9.2.1
likes a human in a permanent way, following constantly a single human. The
behaviour of the robot in this section, on the other hand, is an explorer. The
robot likes the person who is closest and follows him, but at the same time, it
seeks an opportunity. As soon as another person appears closer, the robot turns
its attention towards the new person and starts following him. This behaviour
of curiosity turns into aggression by setting the speed of the robot higher than
the human comfort level (as mentioned above, we do not consider the speed of
the robot in our experiments).

9.2.4

Sense of isolation
h

j
Selecting maximum of 
vg (c)dislike
makes robot stay away from the closest
human:
hj

vg (c)h
vg (c)dislike
}.
(9.4)
isolate = max {

j:hj ∈H

This behaviour can be seen as a sense of isolation of robot. The robot likes its
own space and prefers to stay away from humans. This behaviour can be seen
as a sense of dislike as described in Section 9.2.2, but in a different way. In this
behaviour the robot sets it own preference to keep its distance from any nearby
human instead of constantly avoiding a single human.
All the above mentioned behaviours (Equation 9.1 – 9.4) can be produced
using Algorithm 10, which is the extension of Algorithm 5. The ﬁrst argument, g val[][], contains the values vi (g)hj stored in the tag under the slipper
worn by human hj , where i = {1, . . . n}, where n is the number of goal maps,
and j = {1, . . . k}, where k is the number of humans involved in the process.
The second argument is threshold[]. boundary[] and threshold[] are explained in Section 9.3, and they are not used in the behaviours explained in this
section. Line (6) of Algorithm 10 provides the estimated values of the desired
behaviours using Algorithm 10 (b). Speciﬁcally, the function F at Line (14) of

9.2. CASE STUDY I: ENABLING HUMAN-RELATIVE MOTION

125

Algorithm 10 (b) implements these behaviours. Attraction behaviour of Equation 9.1 is implemented using
F(u[], boundary[]) = u[1],
which triggers human following. Dislike behaviour is activated by using Equation 9.2 which simply inverts the estimated values
F(u[], boundary[]) = invert(u[1]).
This inversion changes human following into human avoidance. Curiosity behaviour, in the case of multiple humans, is implemented using Equation 9.3.
Robot follows the nearest human by selecting the minimum value among the
estimated distances to all humans
F(u[], boundary[]) = min(u[1], . . . , u[k]).
Similarly, the isolation behaviour of Equation 9.4 is implemented
F(u[], boundary[]) = max(invert(u[1]), . . . , invert(u[k]))),
where robot avoids nearest human in the case of multiple humans.

9.2.5

Experiments

To illustrate the above mentioned behaviours, experiments have been performed
both in simulation and with real robots using algorithm 10. The real experiments were performed in Peis-Home2 and in Ängen using an omni-directional
MONARCH robot and a differential drive Turtlebot21 . The conﬁguration of
obstacles in the Peis-Home2 was changed to create more realistic scenarios for
our experiments. In simulation we used a robot with the diameter equal the
cell size i.e., 20 cm. Three antennas were attached to the robot each 60 degrees
away from each other (see Figure 5.2).
Sense of attraction: following a human
First, the human following behaviour was tested in simulation where a single
robot follows a human. The speed of the robot was set to 7mm/step (simulation steps) and the speed of the human was set to 13mm/step. Human
walking behaviour was set to random movement (see Section 2.4.5). The initial
positions of the robot and of the human were selected in such a way they can
not see each other due to a wall between them. The resulting trajectories of the
robot and the human are shown in Figure 9.3. It can be seen that robot (the red
square) followed the human (blue circle).
1 Videos

of the experiments can be found at http://aass.oru.se/~aakq/
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Algorithm 10: HumanAwareNavigation(g val[][], threshold[])
Require:
Predeﬁned goal maps available on vi (c).
Ensure:
currentVal eventually reaches to 
vg .
θ←0
currentVal ← ∞
3: while (currentVal=0 ) do
4:
for r ← 1 . . . R do
5:
val[r][i] ← getTag(r,i) (i ← 1 . . . n)
6:
estdVal[r]← HumanAwareEstimate(val[r][],g val[][],threshold[])
7:
end for
8:
θ ← computeTheta(estdVal[])
9:
currentVal ← argmin(estdVal[])
10:
setTurn(θ)
11:
setVel(speed)
12: end while
Algorithm 10 b: HumanAwareEstimate(val[],g val[][],
threshold[])
1: for j ← 1 . . . k do
2:
w[j][] ← watershed(val[],g val[j][])
3: end for
4: for j ← 1 . . . k do
5:
u[j] ←max(w[j][])
6: end for
7: for j ← 1 . . . k do
8:
if u[j]  threshold[j] then
9:
boundary[j] ← invert(u[j])
10:
else
11:
boundary[j] ← 0
12:
end if
13: end for
14: behaviour ← F(u[], boundary[])
15: return behaviour
1:
2:

1
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After testing in simulation, two experiments were performed with physical
robots. One with differential drive Turtlebot2 and one with omni-directional
MONARCH robot. In the ﬁrst experiment, the omni-directional robot followed a human wearing the RFID slipper. The human walked around different
areas in the Peis-Home2 environment for 6 minutes and the robot continuously
followed him. The speed of the robot was set to 10cm/sec — see Figure 9.4 (a).
It can be seen from the shown robots’ trajectories that the robot continuously
followed the human.

Figure 9.3: In simulation a robot following a human. Blue lines and blue arrow indicate
the robot’s trajectory and its start position respectively. Red lines and red arrow show
the human trajectory and human start position respectively. Red square indicates human
and blue circle indicates robot.

The second experiment is meant to test human following in a different environment and with a different robot. A human wearing the RFID slipper walked
around the Ängen apartment. A differential drive Turtlebot2 continuously followed the human for 12 minutes. The speed of the robot was set to 10cm/sec.
Figure 9.4 (b) shows the footsteps of the human and the path followed by the
robot. It can be seen that the robot followed the human throughout the experiment.
Sense of dislike: avoiding a human
The avoid behaviour was tested with a physical omni-directional robot in PeisHome2 environment. The robot used the avoid ﬁeld instead of the follow ﬁeld,
which caused it to move away from the human wearing RFID slipper. In the
experiment, the human could virtually push the robot in different areas of the
apartment by moving towards it. The duration of the experiment was about 6
minutes, and the speed of the robot was set to 10cm/s. Figure 9.4 (c) shows
the footsteps of the human and the path followed by the robot.
Sense of curiosity: following nearest human
In this experiment, the behaviour of the robot was tested using Equation 9.3
where a robot follows the nearest human in the presence of multiple humans in
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(a)

(b)

(c)

Figure 9.4: Human following and human avoiding behaviours. (a) omni-directional
robot following a human in Peis-Home2; (b) the Turtlebot2 following a human in Ängen; (c) omni-directional robot avoiding a human in Peis-Home2.

the environment. We included 5 humans in the simulation and performed tests
in two scenarios: with static humans, and with moving humans.
In the ﬁrst scenario, humans stand at different positions and the robot had
to approach the nearest one. Figure 9.5 (a) plots the trajectory of the robot
during this run. It can be seen from the plot that the robot navigated towards
the nearest human and, throughout the experiment, stayed near this human.
The safe boundary was set to two tags that prevented robot bumping into the
human and makes the robot move around the boundary.
In the second scenario, we let humans move in the environment with the
walking behaviour set to random movement (see Section 2.4.5). The speed of
the robot was set to 7mm/step and the speed of humans was set to 10mm/step.
Setting the speed of humans higher than the robots, and random movement of
the humans allowed different humans to randomly be near the robot at different times. That resulted in the robot following different humans during the
experiment run. It can be seen from the trajectory of the robot in Figure 9.5 (b)
that the robot followed several humans who appeared nearest while navigating.
The estimated values for following the nearest human using Equation 9.3 can
be visualized in Figure 9.6 (a).
The sense of isolation was also tested (Equation 9.4) in simulation and the
resulting visualization is shown in Figure 9.6 (b).
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(b)

Figure 9.5: The robot’s trajectory while following the nearest human. The color indicates
the ID of humans; (a) robot followed standing humans; (b) robot followed moving
humans.

9.3

Case study II: safe goal-directed navigation in
the presence of humans

Co-existence of humans and robots in a close proximity poses the fundamental issue of safety. Both for human and robot, safety must be insured when
sharing the same workspace. The second case study shows an extension of our
approach to provide safety: the robot navigates to a given goal location, while
keeping a safe distance from a sensitive location to avoid.
As we saw, Equation 9.1 and 9.2 can be used to make robot move towards
and away from an arbitrary positions. We can use combination of both of these
functionalities to realize the safe navigation. Let us consider a robot navigating
to an arbitrary position g by estimating distances 
vg (c). While navigating, the
robot can keep a safe distance from another arbitrary position ghj , for example,
a human hj wearing an RFID slipper. Then


hj

vg (c)safe

=

vg (c)hj )−1 ),
max(
vg (c), a + (

vg (c),

if 
vg (c)hj  thresholdj
otherwise

(9.5)

where a is the maximum possible value that can be estimated, navigating to the
arbitrary position g. Speciﬁcally,
a = max {
vg (ci )},
i:ci ∈C

where C is a set of memory cells c in a given environment. Addition of a makes
hj
sure that inside the safe boundary the values 
vg (c)safe
are always higher than
the values 
vg (c). thresholdj deﬁnes the desired safe boundary around the sensitive locations which robot has to avoid. This safe boundary around the sensitive
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(a)

(b)
Figure 9.6: Visualization of follow nearest and avoid nearest behaviour. (a) visualization
of follow nearest behaviour; (b) visualization of avoid nearest behaviour.
h

j
location can be seen as “uphill” while following the gradient of 
vg (c)safe
. Figure 9.7 shows the ﬁeld of safe navigation where tag c is at the metric position
(x, y). Higher the threshold values, farther the robot stays from the sensitive
locations. Setting the threshold to zero makes the robot navigate very close to
sensitive locations which lay on its way and possibility collide with them. In the
event that tag c is farther from the sensitive location, the value used for computing the gradient to g is the only estimated distance 
vg (c). However, if the
tag c lies inside the desired boundary around the sensitive locations, the values
are penalized so as to drive the gradient away from the sensitive locations. This
penalization is not constant, rather it is the hexagonal pyramid shape created
by a + (
vg (c)hj )−1 — see Figure 9.7 (b).
Equation 9.5 can be used to implement various, human-safe, motion behaviours including: (1) avoid multiple sensitive locations around humans while
moving to a static arbitrary position g; (2) instead of a static position, g can
be dynamic e.g., a moving person wearing RFID slipper and robot continuously follows this person while avoiding sensitive locations; (3) a boundary
can also be created around the same person that is being followed in order
to prevent the robot from bumping into that human. These behaviours can
be activated by using Algorithm 10. Speciﬁcally, argument g val[][] contains
both the goal location and sensitive locations to avoid. The values stored in
vi (g) are provided through g val[1][] and the values of sensitive locations
vi (g)hj through g val[j][]. The threshold[] argument sets the safety dis-
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Figure 9.7: Field of a safe navigation. (a) ﬁeld of moving towards an arbitrary position g
while keeping a safe distance to another arbitrary position ghj . (b) ﬁeld of safe boundary
a + (
vg (c)hj )−1 around the sensitive location.

tance boundary around the sensitive locations. Since our approach relies on local computations without using any long range sensors, the robot has to visit at
least one tag inside the boundary to perceive the sensitive location. Therefore,
in our experiments, we evaluate results comparing two thresholds. The max
threshold that is actual threshold provided to Algorithm 10 and min threshold
that is one tag inside the safe boundary. The function at Line (14) of Algorithm 10 (b) implements the safe navigation using
F(u[], boundary[]) = max(max(boundary[1] + a, . . . ,
boundary[k] + a), u[1]),
where a is same as explained in Equation 9.5. Using Equation 9.1 – Equation 9.5, the robot continuously estimates the distances to the target tags and
sensitive locations, considering them as arbitrary positions ghj . The estimated
distances are further processed according to the above equations and gradient
navigation is performed. As a result, the robot continuously follows or avoids
the given locations. It is worth emphasizing that 
vg (c)hj are computed locally,
using only the values vi (c) of the tags c around the robot, together with the
values vi (g)hj of the locations ghj . In particular, at no point does the robot
need to compute the entire map. This means that: the size of the boundary does
not affect the computational resources; the navigation only requires minimal
sensing and computational resources; the navigation will continuously adapt
to the changing goal point and sensitive locations.
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9.3.1

Experiments

In the experiments, ﬁrst we test Algorithm 10 with a single human in simple scenarios followed by an extensive test. We then extended our tests to the
case of multiple humans. The real experiments were performed in Peis-Home2
using the MONARCH robot. Some of the obstacles and walls were removed
from the environment to expand the free area. That allowed multiple humans
and the robot move freely in the environment. Similar to the previous section,
in the simulated experiments we used a differential drive robot with the diameter equal the cell size i.e., 20 cm and three readers with three antennas
were attached, each 60 degrees away from each other. The experiments were
performed with different threshold values in Algorithm 10, creating different
boundary sizes around the sensitive locations2 .
To assess the consistency of safe boundary around sensitive locations, we
compute the distance between sensitive locations and the robot. We consider
a robot, navigating to an arbitrary position g, that has to avoid sensitive loh
cations gt j . During navigation, an RFID reader r, r ∈ R attached with the
robot, reads tag crt at time t. R is a set of readers attached with the robot. Let
pos(α) ∈ R2 be the metric position of the center of tag α, then we consider
h
the Euclidean distance ||pos(gt j ) − pos(crt )|| between the metric position of the
hj
center of sensitive location g and the one of tag crt :
h

DIST(ghj ; t) = (||pos(gt j ) − pos(crt )||).

(9.6)

In order to compute the distance from the contour of a robot, we consider a
h
subset of the tags read by readers R that are nearest from gt j . We compute distance for these tags and average over them. For example, using onmi-directional
robot, we consider three lowest distances out of six. Using Turtlebot2 and the
robot in simulation we consider all three distances, since three antennas are
attached in front of these robots.
Robot navigation in the presence of a single human
We performed three physical experiments in Peis-Home2 using MONARCH
robot to analyse the effect of safety threshold around humans on the robot
navigating to a goal position.
In the ﬁrst experiment, while the robot navigated to a goal position, a human wearing the RFID slipper stand on the navigation path of the robot. The
paths travelled by the robot are shown in Figure 9.8. In (a), the human was
not present and the robot navigated straight to the goal. In (b) the human was
standing on the way and the max threshold was set to 3 (0.6 m); in (c) the max
threshold was set to 6 (1.2 m). In all cases, the robot reaches the goal while
keeping the required distance from the human.
2 Videos

of the experiments can be found at http://aass.oru.se/~aakq/
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In another scenario, the human blocks the robot’s way by standing in the
narrow passage. The max threshold was set to 4 (0.8 m). Figure 9.9 (a) shows
that the max safety threshold around the human is creating a blockage that
results in back and forth movement of the robot. In (b), the human gets out
of the way after one minute, allowing the robot navigate to the goal location.
Figure 9.9 (c) plots the distance between the human and the robot computed by
Equation 9.6. The back and forth movement of the can be observed in the plot
and it can also be seen that the robot never touched the human.
Figure 9.10 shows a similar scenario when the human is on either side of a
wall. When the human stands on the robot’s side of the wall, the robot maintains a safe distance as in the previous case. When the human stands on the
opposite side of the wall, the robot’s motion is only minimally affected. The
reason is that the estimated distance to the human takes into account the free
space of the environment: when the human is behind the wall, the free-space
distance to him is larger than the safety threshold and therefore the robot’s
path is not affected. This example shows that our approach is fundamentally
different from using a repulsive ﬁeld based on metric distance to the human, as
it would be done in standard potential ﬁeld approaches.
Long-term safe navigation
The above experiments show the feasibility of using our approach for humansafe navigation. This experiment proves the effectiveness of our approach more

(a)

(b)

(c)

Figure 9.8: Navigating to a goal while staying away from a human wearing the RFID
slipper. (a) No human in the way of the robot; (b) avoiding a human, threshold = 3
(0.6 m); (c) avoiding a human, threshold = 6 (1.2 m).
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(a)

(b)

(c)

Figure 9.9: Human standing on the robot’s path. (a) Human blocking the robot’s way;
(b) human gets out of the robot’s way; (c) distance plot. Blue: distance plot between
human and the robot; red: min and max safety threshold. Bold lines indicate that atleast
one RFID reader r around the robot is inside the safe boundary.

systematically. In the physical experiment, MONARCH robot continuously
navigates between three ﬁxed goal positions for about 80 minutes, while a human wearing the RFID slipper randomly moved in the environment disturbing
robot. The human motions included crossing the robot’s path, or momentarily
standing in the way of the robot. The trajectories of the robot with and without
the human’s disturbances are shown in Figure 9.11 (a) and (b), respectively. The
trajectory of the human is shown in Figure 9.11 (c): one can see that the human
was strongly interfering with the robot’s navigation. The max safety threshold
was set to 3 (0.6m). Figure 9.12 plots the relative distance between the robot
and the human over time computed by Equation 9.6. The robot maintained the
desired safe distance from the human all the time.
Robot navigation in the presence of multiple humans
To test the behaviour produced by Equation 9.5 in an environment populated
by humans, we included multiple humans in the experiments each wearing an
RFID slipper. We performed tests in different conﬁgurations, both in simulation
and with real robots.
In simulation we performed two experiments. The ﬁrst experiment aimed
at testing Equation 9.5 in the case where a robot follows a speciﬁc human and
avoids others in the environment. We included a human hf that is followed
by the robot while staying at a safe distance from other 6 moving humans hj ,
j = {1, . . . , 6}. The safe boundary size around humans was set to 1.2 m (max
threshold = 6). The speed of the robot was set to 7mm/step. The speed of
hf was set to 8mm/step. Human hf visits predeﬁned positions several times
making a “rectangular” shaped trajectory in the environment. All other humans
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(b)

Figure 9.10: The effect of a wall on the avoidance behaviour. (a) Human in the way of
robot; (b) human behind a wall.

hj walk back and forth with speed 10mm/step. The human motion behaviour
was set to straight line movement (see Section 2.4.5). Figure 9.13 shows the
trajectories the robot and hf . Figure 9.14 (a) plots the distance between the
robot and hf . Figure 9.14 (b) plots the distance between the robot and humans
hj using Equation 9.6. From the plots, it can be seen that the robot maintained
distance from humans hj according to their safe boundary.
To analyse our approach in a relatively larger environment and in a realistic
scenario we implemented, in simulation, a warehouse environment of the size
40 × 35 meters. The warehouse contains a number of pallet racks and 40, 000
RFID tags under the ﬂoor, where six human workers and a robot operate in a
close proximity. Each human worker moves back and forth between two racks
to sort and store merchandise. Meanwhile, the robot transports things from
one location to another, keeping a safe distance from human workers. We keep
the simulation of human workers simple: they cannot detect the robot and run
over the robot if it does not avoid them. In this scenario, we performed four
runs with four different boundary size around human with max threshold of 0,
7, 10, and 20 (0m, 1.4m, 2.0m and 4.0m). Figure 9.15 (a) is the visualization
of the simulated warehouse including six humans with the boundary size of
7. The speed of the robot was set to 7 mm/step and all humans walk at the
speed of 10 mm/step. Figure 9.16 plots the distances between the robot and
all humans during these runs using Equation 9.6. It can be seen that there are
some instances when the robot bumped into the humans in the run without safe
boundary. It can also be seen that the robot tends to stay away from the human
as the boundary size is increased. The robot never crossed the safe boundary
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(a)

(b)

(c)

Figure 9.11: Extensive navigation between three points while maintaining a safe distance
from a human wearing the RFID slipper. (a) Trajectory of the robot without human; (b)
trajectory of the robot with human; (c) trajectory of the human. Screen shots, in (b) and
(c), taken after 25 minutes.

Figure 9.12: Relative distance over time between the robot and the RFID slipper. Blue:
distance plot between human and the robot; Red: min and max threshold of the safety
boundary.

Figure 9.13: Visualization of the robot following human hf in the presence of 6 other
humans hj , j = {1, . . . , 6}. Red square and red lines are human hf followed by the robot
and the trajectory of hf respectively; blue circle and blue lines are the robot and trajectory of the robot respectively; grey rectangles are the area covered by the six moving
humans hj ; blue and red arrows are the starting positions of the robot and hf respectively.
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(b)

Figure 9.14: The robot following human hf while avoiding other humans hj . (a) distance
between the robot and the human hf ; (b) distance between the robot and all other
humans hj . Red lines are the min and max threshold of the safety boundary.

when max threshold was set to 7. The robot crossed the safe boundary when
the max threshold was set to 10 but it never bumped into the human. Increasing
the safe boundary size reduces the navigable space for the robot and in some
cases, it blocks the path and robot gets “trapped” in a local minimum, causing
humans move near the robot (as explained above that humans cannot perceive
robots). Similarly, setting threshold to 20 blocked the passage and robot could
not pass any human and failed to reach the goal position.
While navigating to the goal position, the robot covered 58 m, 60.3 m and
85 m of distance when the threshold was set to 0, 7 and 10 respectively. The
shorter path travelled by the robot without the safe boundary is because the
presence of humans had no effect on the robot’s navigation. Increase in the
boundary size forces the robot to move away from the desired path which is
evident from the trajectories generated during these runs and shown in Figure 9.15 (b).
After experiments in simulation, we performed two physical experiment,
ﬁrst an example run followed by an extensive test. The experiments were performed in the Peis-Home2 environment with MONARCH robot. In the ﬁrst
experiment, the robot navigated to a goal position. While navigating, the robot
avoided two humans {h1 , h2 } wearing RFID slippers who were standing on the
navigation path of the robot. The paths travelled by the robot are shown in
Figure 9.17. The max safety threshold was set to 3 (0.6 m). The robot reaches
the goal while keeping the required distance from both humans.
The aim of the second experiment is to extensively test the follow and avoid
behaviour simultaneously with real robots and humans. The total time of the
experiment was 45 minutes. In the experiment, the robot follows a human hf
and maintains a safe distance from another human h1 , both wearing RFID

138

CHAPTER 9. BEYOND NAVIGATION: HUMAN ROBOT INTERACTION

(a)

(b)

Figure 9.15: Warehouse scenario. (a) Visualization of 6 humans with boundary size of
1.4m; (b) trajectories of the robot while navigating to a ﬁxed location in the presence of
6 humans.

(a)

(b)

(c)

(d)

Figure 9.16: Plots of distances between the robot and 6 humans with different safe
boundary size. Red lines are the min and max threshold of the safety boundary. (a) no
safe boundary; (b) safe boundary size = 7 (1.4 m); (c) safe boundary size = 10 (2.0 m);
(d) safe boundary size = 20 (4.0 m).
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(b)

Figure 9.17: Two humans {h1 , h2 } standing in the way of robot. (a) visualization of the
robot path and the safe boundary around humans; (b) distance between the robot and
two humans computed by Equation 9.6. Red lines are min and max safety threshold.
Bold lines indicate that atleast one RFID reader r around the robot is inside the safe
boundary.

(a) 30 Seconds

(b) 60 Seconds

(c) 65 Seconds

Figure 9.18: The robot following a human hf while avoiding another human. Screenshots at 30, 60 and 65 seconds. Blue: the robot’s trajectory; red: the trajectory of followed human hf ; green: the trajectory of avoided human h1 .
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slipper. In the experiment, a human hf walks and stops randomly in the environment. The omni-directional robot continuously follows hf. Human h1 ,
interrupts the following robot by standing on the robot’s navigation path. The
safety threshold was set to 3 (0.6m). Figure 9.18 shows the screenshots of the
trajectories of hf , h1 , and the robot at the start of the experiment (at time
t = 30, 60 and 65 Seconds). Figure 9.19 plots the distance, computed by Equation 9.6, between the robot and the human h1 avoided by the robot during the
experiment. It can be seen that the robot maintained the desired safe distance
from the human which robot had to avoid.

Figure 9.19: Distance between the robot and the human h1 avoided by the robot. Red
lines are the min and max threshold of the safe boundary. Green dots show the contact
of safe boundary and at least one of the RFID reader r around the robot.

9.4

Case study III: robot playing game with children
on RFID ﬂoor

In this case study, to experience a variety of situations and to test the capability of our approach to cope with these situations, we created a game which
calls for meaningful interactions between a child and a robot. In the game, the
robot interacts with the child via the RFID ﬂoor, and follows the child while
s/he moves across the ﬂoor. Note that the experiments performed with children
are not designed for user evaluation. They are designed to show the correct
performance of the algorithms.
A simple game, something similar to “ﬁrst letter last letter”, was designed
for children between the age of 5 and 10. We marked six different positions on
the RFID ﬂoor with the English letters (A, B, C, E, F, and G) — see Figure 9.20.
The child, wearing the RFID slipper starts the game by going to any of the
six positions (e.g., the child may move to the position marked with “A”). The
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Figure 9.20: RFID ﬂoor of the apartment used for playing the game. Left and middle:
the robot with six RFID readers and children wearing (RFID slipper) an RFID reader
on their shoes. Right: visualization of RFID tag layout under the ﬂoor. Blue tags are
associated with English letters used in the game.

robot, which is in an arbitrary position, starts moving towards the child. While
the robot moves towards the child, s/he has to say any word starting with the
letter (e.g., apple for “A”), quickly move to any other point marked with a letter,
and repeat the process. The robot continuously follows the child in his/her
movements. The child cannot move to another position unless s/he comes up
with a word quick enough starting with the letter s/he is currently standing on.
If child fails to come up with a word, the robot “catches” the child and the
game is over. The child wins if s/he visits all goals. Figure 9.21 shows the ﬂow
diagram of the game.
The marked positions are chosen randomly. They are neither seeds nor arbitrary positions for which the distances are estimated. Only the position of
the RFID slipper of the child is considered as arbitrary positions for which the
distances are estimated. When the child wearing the RFID slipper moves on the
ﬂoor, the reader sends the distance values to seeds vi (g) to Algorithm 10 as an
argument g val[][] (g val[1][]). The function at Line (14) of Algorithm 10 (b)
implements
F(u[], boundary[]) = max((boundary[1] + a), u[1]).
The robot estimates the distance to the RFID tag that is currently under the
child’s shoe. The estimated distances, at the same time, are also used to create
safe boundary around the child. The robot catching the child is detected when
the robot touches the safe boundary. When it happens, the robot stops moving
and emits a beeping sound.
Experiments
In total ﬁve children tested the game in Peis-Home2 using MONARCH robot.
The game was played with a single robot and a single child at a time. Note
that a variant of this game can be played with multiple children wearing RFID
slipper. Each child played one or more practice runs in a controlled environment
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Figure 9.21: Flow diagram of the game played with children.

with an adult playing the part of the robot. When sufﬁciently conﬁdent, the
human was replaced by the robot. In total, the game was played 14 times and
the total time of robot-child interaction was around 45 minutes3 .
Two difﬁculty levels were set up to make the game more interesting. Initially,
the robot’s speed was 8cm/s; in level 2, the robot moved at a speed of 12cm/s.
The details of the experiment are given in Table 9.1. The results show two
aspects of our approach:
Reliability: during all games, the robot always followed the child. Figure 9.22
shows the trajectories of Child 1 and 5, along with the trajectories of the robot
following them. Note that the robot did not follow the trajectory of the child.
It followed the estimated gradient towards the tag under the child’s shoe.
Safety: the min and max threshold values in Algorithm 10 were 2 and 3
(0.4m and 0.6m). While following the child, the robot never went below the
min threshold, and never touched the child. This is evident in Figure 9.23,
which shows two plots of distances between the child and the robot during the
game. The ﬁrst plot (game lost by Child 1) shows that the robot did not cross
the min threshold while moving towards the standing child; the second plot
refers to the game won by Child 3.
3 Videos

of the experiments can be found at http://aass.oru.se/~aakq/

9.4. CASE STUDY III: ROBOT PLAYING GAME WITH CHILDREN . . .

(a)

(b)

(c)

(d)
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Figure 9.22: Trajectories of the robot during the game played by two different children.
(a) trajectory of the robot following Child 5; (b) trajectory of Child 5; (c) trajectory of
the robot following Child 1; (d) trajectory of Child 1.

Figure 9.23: Distance between the robot and the child during the game computed using
Equation 9.6. Red lines are min and max thresholds. Red dots are the events when Child
moved from one point to another.
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Table 9.1: Details of the game played with 5 children.
Children Number of Times Level 1 Times Level 2 Times child Times robot Total time of games played
games
played
played
won
touched child
with robot (minutes)
Child 1
4
1
3
3
0
16.10
Child 2
3
1
2
1
0
4.32
Child 3
2
1
1
1
0
8.41
Child 4
2
1
1
1
0
4.27
Child 5
3
3
2
0
10.45

Qualitative observations
Overall, the game was fun and entertaining for the children. At the start of the
game almost every child was a bit nervous, but after some time their excitement
and enthusiasm grew, especially when playing with the robot. Every child had
a different reaction towards the game and the robot. Child 1 came up with a
strategy in the last experiment: he used the slow speed of the robot. He stayed
longer on every point until the slow robot came very near to him, using this
time to think about which point to explore next and what word to say. Child
5 was a bit slow in coming up with words, so we let him play with the relaxed
condition that he could move to other points after staying for a while on a
point. Some children frequently visited the “hidden” points behind the walls
and sometimes waited for the robot to come near them before moving. There
were some occasions when children passed very near the robot. In this situation, the robot stopped moving and started beeping, however the game was not
considered lost.

9.5

Conclusions

In this chapter, we have demonstrated that the built goal maps, together with
the distance estimation process, can be used to enable interaction with humans
wearing RFID slippers. We have illustrated the interaction in a constructive
way, by showing three case studies in which we exploit stigmergy and RFID
technology to solve problems which typically require numerous and/or sophisticated sensors, e.g., cameras, stereo vision, laser range ﬁnders, ultrasonic sensor, etc. Our approach does not use any of these. In the ﬁrst case study, robots
generate various, human aware, motion behaviours using slight variations of
the proposed algorithm. In the second case study, we have shown that the goal
maps can also be used for safe navigation, enforcing a given minimal distance
between the robot and a sensitive location — e.g., a static or moving human. In
the third study, we made children play a game with a robot and discussed observations in the context of child-robot interaction. The algorithms implemented
in these case studies have been empirically evaluated through experiments in
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simulations as well as in real setup including two different environments, omnidirectional, and differential-drive robotic platforms.
Notice that the human is always required to wear the RFID slipper to be
“visible” for the robot. A robot using our approach cannot detect humans who
are not wearing a RFID slipper, since it relies only on the information stored
in the RFID ﬂoor, i.e., information read by the robot’s RFID readers and the
information read by the RFID slipper and sent to the robot through wireless
communication. Failure or delay in the explicit slipper-to-robot communication
may affect robot navigation and safety. This issue can be resolved by simply
stopping the robot when it does not get any data from the RFID slipper for a
certain amount of time. However, in our experiments, we did not experience
such issues.

Chapter 10

Conclusions
10.1

Discussion

Technology observers agree that our society is ready for the mass introduction
of service robots in domestic, work, and public environments. From a technological perspective, this introduction appears to be feasible once a few remaining barriers are removed. One of these barriers concerns the tradeoff between
reliability and cost: reliable robot navigation can be achieved today, but at the
expense of using sophisticated sensing devices (e.g., laser scanners and accurate odometry) and algorithms with high computational demands (e.g., ACML,
SLAM). Inexpensive robots with cheap, short-range sensors and limited computational resources cannot afford the reliable localization needed for dependable,
long-term navigation. Even when robots have rich sensing and computational
resources, most of the navigation failures in long-term operation originate from
self-localization errors.
This thesis has proposed an investigation into the use of stigmergy as a way
to provide low-cost, reliable navigation for mobile robots. Stigmergy-based systems have a number of interesting features. First, the individual robots can be
extremely simple, since they only need to perform local sensing and minimal
computation: the global properties emerge from the interaction between the
robots and the stigmergic medium in the environment – in a way, the algorithms are executed by the whole stigmergic system consisting of the robots
and the environment, not just by the robots. Second, the amount of memory
provided by the environment naturally scales up with the size of the environment itself; thus, the robots only need to have a small and constant amount of
memory. Third, since robots store information in the environment rather than
in an internal world model, they do not need to align this model with the reality
in order to use the model: in particular, they do not need to be self-localized to
make sense of the information stored in a map, that is, they can be unaware of
their position. Fourth, stigmergic algorithms are seamlessly distributed across
multiple robots: since robots only communicate indirectly through the stigmer-

147

148

CHAPTER 10. CONCLUSIONS

gic medium, they do not need to be aware of each-other and the algorithms on
each robot do not account for the identity, number, or even presence of other
robots. Finally, since the state of computation is maintained in the stigmergic
medium rather than in the robots, robots can be added, removed, and restarted
at any time; robots do not need to have any persistent memory.
Our approach only requires minimal sensing and computational resources.
This makes it suitable for applications in which the use of complex equipment
is undesirable, either for cost or for robustness considerations. As in all approaches based on stigmergy, the complexity and the cost are moved into the
environment: whether this is an adequate choice ultimately depends on the application. We have shown in Chapter 6 ways to mitigate the cost of installing
an RFID ﬂoor to make an environment “stigmergy ready”.
In most applications, robots may have to perform other tasks in addition to
navigation, such as object manipulation or social interaction and these may require additional sensors as well as sophisticated algorithms and complex computations. We argue that our minimalistic approach can still be used in such
applications, since it can reduce the overhead of complex computations for
localization and navigation in such applications.

10.2

Contributions

In this thesis, we have illustrated the features of stigmergic navigation for practical robotics in a constructive way, by implementing stigmergic algorithms
to solve problems which usually require global internal models, accurate selflocalization, and expensive sensory equipment. Our solutions do not use any
of these. The complete list of contributions was provided in Section 1.3.2. We
followed a bottom-up approach in this thesis: initially, we implemented basic algorithms with restrictive assumptions and then we started building up
towards real-world applications by relaxing these assumptions. First we used
a set of robots for building a goal map (SPT), in a static environment, leading to some speciﬁc predeﬁned locations (Section 4.3). We then exploited the
evaporation mechanism in stigmergy for building maps to cope with dynamic
environments. We extended the previous algorithm of goal map building to the
case where obstacles can be added or removed at any time during a life-long
map building process (Section 4.4). In order to make the goal map usable for
the navigation of heterogeneous robots, we have implemented an algorithm for
building a clearance map (Section 4.5). Once the navigation maps have been
stored into the RFID ﬂoor, they can be used for navigation towards the ﬁxed
locations for which maps have been built (Chapter 5). In realistic scenarios, the
target locations, instead of ﬁxed, can change over time. Therefore, we have designed and implemented an algorithm that allows robots to navigate not only to
a set of predeﬁned goal locations, but to arbitrary locations in the environment
by using the built goal maps (Section 6.2). We found that perceptual errors may
occur in reading tag values, e.g., when tags are missing or broken and, we have
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implemented a navigation algorithm that copes with the errors (Section 6.3).
Besides distance information, we explored storing different types of information into the RFID ﬂoor, such as information of feature which can be measured
by the robot’s sensors. In some situations, it is interesting to be able to navigate
to locations characterized by these features, e.g., locations with a high concentration of a given gas. Therefore, we have implemented a stigmergic algorithm
for cooperative perception, whereby robots collaboratively build a spatial map
of a sensed feature. In addition, they can then extract an artiﬁcial gradient from
this map in order to navigate to areas of maximum (or minimum) intensity of
that feature (Section 6.5). Assistive robots are typically required operate in a
close proximity to humans, hence safety is an important aspect. We have used
the built navigation maps to enable safe navigation, where robot maintains a
safe distance from humans. We have further provided three case studies to illustrate that our stigmergic algorithms can be used to enable various human-aware
motion capabilities (Chapter 9).
In all the above algorithms, the maps are created and maintained in an
RFID ﬂoor, which means that any robot can use the maps or contribute to improving them. The algorithms only require minimal sensing and computational
resources. This makes it suitable for applications in which the use of complex
equipment on board the robots is undesirable, either for cost or for robustness
considerations. One of the potential limitations of our system is the cost and
effort required to deploy an RFID ﬂoor. Therefore, we have designed it to reduce both the installation cost and required manpower for deployment based
on cheap pre-built RFID strips (see Section 6.6).
We proved, in Chapter 7, some interesting properties of our algorithms:
goal map building, navigation on the built map, and distance estimation in the
obstacle-free environment. In addition to this formal study, the properties and
performance of the algorithms studied in this thesis have been empirically evaluated through long experiments on real platforms, complemented by extensive
simulations. In the case of map building, all the algorithms have been shown to
converge to the correct results, to produce maps which can be effectively used
for navigation, and to scale up well with the number of robots (Section 4.6.1).
In the case of navigation on the built maps, we have shown that robots efﬁciently navigate to ﬁxed goal locations (Section 8.3) and to arbitrary positions
anywhere in the environment (Section 8.4), and they are able to maintain a
desired safety distance to humans during navigation (Section 9.3).

10.3

Ethical issues

The pervasive introduction of robots in human environment will inevitably
raise a number of important ethical concerns, as well as many new legal, economical, social and cultural issues. The techniques developed in this thesis may
help to mitigate some of these concerns, while they may exacerbate others.We
focus in particular the issues of safety, security and privacy.
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We have shown in Chapter 9 that our approach provides safe navigation
in the presence of humans. Besides safety, privacy is an important issue when
robots operate around humans. Most robots in use today have cameras, which
pose an obvious issue when it comes to privacy. People may not realize that
robots equipped with cameras can record videos that can be viewed by someone
else, at a later moment in time and in another location. People may perceive a
robot’s cameras similar as functionality to human vision [41]. In our approach,
a robot does not require to have a camera. All the information is stored in the
RFID ﬂoor and the robot uses this information to interact with humans.
Although our approach skirts camera-related privacy issues, it is prone to
some other security and safety issues. The information stored in the RFID ﬂoor
is open and can be read and altered by anyone using an RFID reader. Changing
the information stored in the RFID ﬂoor may affect robot navigation, thus
potentially affecting how a robot carries out any task that requires mobility.
Moreover, RFID slippers do not consider any authentication of the users and
anyone wearing RFID slippers can manipulate the robot’s motion. More in
general, distributing knowledge into the environment brings with it challenges
similar to those that arise in massively distributed systems, e.g., Internet of
Things (IoT) [157].

10.4

Future research directions

The current study points to several interesting directions of future work in stigmergic map building and in the use of these maps for navigation in the presence
of humans.

10.4.1 Map building
One direction concerns the exploration strategy: while the current experiments
rely on random exploration, the use of strategies informed by the current contents of the tags may lead to faster convergence and faster adaptation to changes
in the environment. For instance, [131] have shown that using a stigmergic version of node counting can speed up terrain covering by an order of magnitude.
A similar study direction concerns mapping in dynamic environments, namely,
reacting to the changes in the environment faster than the current strategy. This
may also require the use of informed exploration strategies and smart evaporation rates, rather than a constant rate.
Our current system relies on a regular hexagonal pattern for the placement
of tags in the RFID ﬂoor. Changing the tag layout to other patterns may reduce
the effort to build the ﬂoor, but it opens several interesting research questions,
such as, how does the pattern affect the current map building algorithms and
convergence? Will it affect the optimality of the obtained paths?
Our system relies only on the distance values stored in the tags and does
not require, or provide, the metric position of the robot in the environment.
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Another research direction, besides goal maps, is building a metric localization
map in a stigmergic way. In a localization map each tag stores the (x, y) position of the tag in a global reference system. Building a localization map using
stigmergy involves questions as: how to build maps without using any metric
information, e.g., no odometry? Do we need to assume regular, and known,
layouts of tags? How should the algorithms be changed to cope with unknown
tag layouts, e.g., if tags have been scattered around irregularly?
Additional research work is also needed to analyze the properties of our
stigmergic algorithms. We have given some formal properties in Chapter 7 for
the case of map building, navigation on the built map, and distance estimation
in obstacle-free space. However, further analysis is required to study the behaviour of distance estimation in the presence of obstacles in the environment.
Moreover, it would be desirable to analytically describe the relations holding
between the evaporation rate, the exploration strategy, and the dynamics of the
environment, in order to predict the achievable performance and select the best
parameters.

10.4.2 Navigation on the built maps
As mentioned above, changing the hexagonal layout of RFID tags to other patterns opens several research questions. Some questions are related to the current
navigation strategies. These include: will the current navigation algorithms be
useful on maps built on an irregular grid? Will the current conﬁguration of the
placement of RFID antennas be effective for following the resulting gradient
proﬁle?
The current implementation of LPS (Local Perceptual Space) places the read
tags according to local odometry data. The missed tags are not considered in
the LPS. The functionality of the LPS can be enhanced by, somehow, reasoning
about the missed tags. For example, a probabilistic inference system can be
used to add in the LPS the missed tags with certain probabilities.
On the application side, we have performed experiments in real apartments,
in order to assess the practical viability of these algorithms to help the navigation of domestic service robots in real situations. A possible extension would
be to perform experiments in industrial environments and in real warehouses,
possibly using vehicles with different kinematics, e.g., industrial forklifts.

10.4.3 Navigation in the presence of humans
Algorithm 10 can be extended to address other interesting aspects of social
interactions, such as, dealing not only with safety but also with comfort issues,
where a robot adapts its speed as done in human-aware navigation [122, 126]
according to the estimated distances to humans. Moreover, the RFID slipper
can be made smarter: currently, the slipper sends only the information that
is stored in the tag that is in its range. This can be extended to send other
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information, such as, conﬁgurations according to human preferences. A human
using the RFID slipper could set parameters to tell robot whether to activate
the following behaviour, avoiding behaviour, or to enable safe navigation with
a certain threshold value.
We have conducted experiments with multiple humans using RFID slippers
in various scenarios. This can be extended to study the multiple human case in
a more systematic way. How is navigation of a robot affected in environments
with a high density of humans? What are the limitations and gains of our approach in a crowded environment? Does the RFID ﬂoor saturate with growing
number of humans? Can we extend Algorithm 10 to develop human-robot cooperation? Would such cooperation improve the navigation performance of the
robot in crowded environments?

Appendix A

Notations and abbreviations
In this appendix, we deﬁne the most frequently used variables and abbreviations throughout this thesis.
Table A.1: Frequently used relevant variables (Part I).

Variable
G
C
E
{c1 , . . . , ck }
N
Q
{q1 , . . . , qj }
Σ = G, Q
R
{r1 . . . rk }
S
{s1 , . . . , sn }
vi (c)
vi (si )
{v1 (c), . . . , vn (c)}
{vt1 (c), . . . , vtn (c)}
vβ (c)
vϕ (c)
vμ (c)
ERRi

vi (c)
dist(c, si )
EFF

Description
Graph
Nodes (set of memory cells)
Arcs
Memory cells
Number of read/write ﬁelds
Set of robots
Robots
Map building system
Number of RFID readers attached with a robot
RFID readers
Set of seeds
Seeds
Value stored in ﬁeld i of cell c
Value stored in ﬁeld i of seed si
Stores n goal maps
Time stamp map building in dynamic environments
Stores clearance map
Stores the gradient map of sensed features
Stores a counter related to the sensed features map
Root Mean Squared error
Ground truth values for any navigation map
Shortest distance between c and si
Efﬁciency of followed path
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Table A.2: Frequently used relevant variables (Part II).

Variable
L(vi (·), c, si )
MEFF
sinki (c) ∈ C
pos(α)
NAV
counti
countβ
ρ
δ
·
τ
ls
ds
pack
ac
ar
f
φ
∇
g

vg (c)
ϕ
Bl and Bu
L
kq (ϕ)
(X, Y, Z)
(cx , cy , cz )
cone+
x (c)
cone−
x (c)
cone+
y (c)
cone−
y (c)
cone+
z (c)
cone−
z (c)
p(c)
H
{h1 , . . . , hk }

Description
Path length obtained by following the gradient of
vi (·) from c to si
Mean efﬁciency
Final tag reached starting at c and following
the gradient of the values vi (·)
Metric position of the center of tag α
Navigation accuracy
Counters used for goal maps
Counters used for clearance map
Cost of traversing one arc in the graph
Evaporation rate
Floor operator
Current time
Metric distance between two adjacent tags
Distance travelled by a robot since last detected tag
Packing factor
Area of cell c
Area of robot r
Local goal ﬁeld
Local obstacle ﬁeld
Gradient
An arbitrary position
An estimate of the distances to the arbitrary position g
Sensed features from the environment
The lower and upper bounds of the sensor’s reading
Maximum value that can be stored in the tags
Normalized sensor measurments
Reference system in hexagonal grid
Coordinates of c in the hexagonal reference system
Cone of c in positive x coordinate
Cone of c in negative x coordinate
Cone of c in positive y coordinate
Cone of c in negative y coordinate
Cone of c in positive z coordinate
Cone of c in negative z coordinate
Probability of c (broken or intact)
Set of humans
Humans
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Table A.3: Frequently used relevant variables (Part III).

Variable
gh

vg (c)h
attract

vg (c)h
dislike

vg (c)h
curious

vg (c)h
isolate
a
hj

vg (c)safe
DIST

Description
Tag in the range of h
Sense of attraction
Sense of dislike
Sense of curiosity
Sense of isolation
Maximum possible estimated value
Estimated distances considering human safety
Euclidean distance

Table A.4: Abbreviations (Part I).

Abbreviation
RFID
UHF-RFID
Peis-Home
UID
IC
IR
SPT
LED
UART
ROS
USB
RMS
DSM
ACO
PCO
ABC
TSP
3-D
SLAM
UAV
UGV
QR Code
HRI
WSN

Description
Radio Frequency Identiﬁcation
Ultra High Frequency-Radio Frequency Identiﬁcation
Physically Embedded Intelligent Systems-Home
Unique Identiﬁer Address
Integrated Circuit
Infrared
Shortest-Path Tree
Light Emitting Diode
Universal Asynchronous Receiver-Transmitter
Robot Operating System
Universal Serial Bus
Root Mean Square
Distributed Shared memory
Ant Colony Optimization
Particle Swarm Optimization
Artiﬁcial Bee Colony
Travelling Salesman Problem
Three-Dimensional
Simultaneous Localization and Mapping
Unmanned Aerial Vehicle
Unmanned Ground Vehicle
Quick Response Code
Human Robot Interaction
Wireless Sensor Network
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Table A.5: Abbreviations (Part II).

Abbreviation
RRT
HCSN
LEGO
T90
T60
V6
Ant3
Ant6
LPS
CO
VOC

Description
Rapidly-Exploring Random Tree
Human-Centered Sensitive Navigation
Leg Godt
Turn 90 degree
Turn 60 degree
Visit six neighbors
Three readers/antennas attached to the robot
Six readers/antennas attached to the robot
Local Perceptual Space
Carbon monoxide
Volatile Organic Compound

Appendix B

Glossary
In this appendix, we provide the deﬁnitions of the terms used in the thesis
together with the page number in the thesis where they are deﬁned.
Stigmergy Stigmergy is a mechanism in nature, used for communication and
coordination between agents (Page 1).
Pheromone Pheromone is a chemical substance that is released by an agent
into the environment, and which can be sensed by the same or different agents
(Page 1).
Stigmergic medium The stigmergic medium is a part of the environment whose
state is observable and controllable. The state of the medium can be perceived
and used to decide which actions to perform, and it can be altered to affect
future actions (Page 2).
Stigmergic agents Stigmergic agents typically exhibit little intelligence individually (e.g., they neither have global information, nor an explicit model of
their environment). They can sense and alter the stigmergic medium and perform actions (Page 3).
Stigmergic algorithms Stigmergic agents run stigmergic algorithms. These algorithms take as an input the information coming from the medium, and process it. The resulting output of the algorithms have a direct impact on the
medium: the new information produced by the algorithm is stored in the medium
(Page 3).
Stigmergic tasks Stigmergic agents, using stigmergic algorithms, perform simple local operations to achieve relatively complex tasks, e.g., ﬁnding globally
optimal paths to a food source in ants (Page 3).
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Stigmergic maps Stigmergic agents performing stigmergic tasks enrich the environment with information, e.g., the foraging ants produce pheromone trails.
This information is stored in the environment, and represents the memory of
the recent history of the agent collective. The information acts as “road map”
for the agents to achieve global solutions (Page 4).
RFID ﬂoor An RFID ﬂoor is a regular, hexagonal grid of RFID tags installed
under the ﬂoor (Page 4).
Navigation maps Navigation maps are stored in the RFID ﬂoor and are used
for mobile robot navigation (Page 6).
Goal map In a goal map, each tag stores the distance from that tag to the
given seed (goal location) along the shortest collision-free path (Page 14).
Clearance map A clearance map stores the distances to the closest obstacle
(Page 14).
Sensed feature map Sensed feature maps store the intensity of sensed features
(e.g., light intensity or gas concentration) in the environment (Page 14).
Seed A seed is a goal location for which a goal map is built (Page 21).
Arbitrary goal position An arbitrary goal, or arbitrary position, is any location
in the environment for which a goal map is not available (Page 73).
RFID tag An RFID (Radio Frequency Identiﬁcation) tag is a low-power transponder IC. Each tag has non-volatile user-accessible memory (Page 16).
RFID reader An RFID reader is a transceiver that is used to detect in-range
RFID tags as well as read and write information into the memory of the tags
(Page 16).
RFID slipper We designed a pair of slippers that enables communication between a robot and a human on an RFID ﬂoor. We call them RFID slippers (Page
19).
Local Perceptual Space Local Perceptual Space is a short-term memory for
robot perception. It includes the values of recently read RFID tags, used to
compute gradient direction (Page 77).

Appendix C

Convergence of map building
for a single seed
The proofs below (Proposition 1, Lemma 6 - 8) provided by Johansson and
Safﬁotti [59]. It is instrumental in proving Theorem 1 in Chapter 7, that is,
its generalization to multiple seeds. The proof rely on assumptions 1 in Chapter 4. For the length of this proof, we assume for all the symbols the meaning
described in Section 2.5. We also assume that i refers to an arbitrary seed si .
First, the following obvious properties of Algorithm 1 are stated without
proof.
Proposition 1.
(a) The values vi (c; t) stored in each tag c are monotonically non-increasing
with time.
(b) At the end of any cycle, the ith distance counter count[i] has the same
value as vi (c; t) where c is the tag under the reader.
The proof of convergence is in three steps: ﬁrst, we show that the algorithm
is sound, that is, it never assigns values to tags that underestimate the real
distance. Then, we show that the algorithm is complete, that is, if a tag c has
distance dist(si , c) from si , the algorithm will eventually assign that value to
that tag. Finally, we put these pieces together and show convergence.
Lemma 6 (Soundness). At the end of any cycle of Algorithm 1, the value vi (c; t)
stored in any tag c is greater or equal to dist(si , c).
Proof. By induction on the number of cycles. At start the thesis is trivially implied by
the required condition of the algorithm that the value of each tag is set to ∞. Consider
now cycle n + 1. If the tag read is the same as in the previous cycle, then cnew = ∅ and
the thesis is true since it was true at cycle n and no tag writing operation is performed at
cycle n + 1. Else, if cnew = ∅ and count[i] > vi (c; t), then again no new value is written
159

160APPENDIX C. CONVERGENCE OF MAP BUILDING FOR A SINGLE SEED
on the tag and the thesis is true. Consider then the case cnew = ∅ and count[i]  vi (c; t).
This means that the robot has passed from one tag to a different one: we denote these
two tags by c  and c , respectively. Because of the assumption that tags are never skipped,
c  and c are adjacent. Hence, if dist(si , c) denotes the real distance value of tag c, then
dist(si , c)  dist(si , c  ) + 1.
(C.1)
˙
By Proposition 1(b),
the value of the counter count[i] at the end of cycle n was
vi (c  ; t), hence, by step 7, its current value is vi (c  ; t) + 1 (ρ = 1 in our case). By step
12, this value has been stored into tag c, that is, vi (c; t) = vi (c  ; t) + 1. By the inductive
hypothesis,
(C.2)
dist(si , c  )  vi (c  ; t).

Putting together C.1 and C.2, we have dist(si , c)  vi (c ; t) + 1 = vi (c; t). Since this
holds for any c, we have proved our thesis.

Deﬁnition 1. An exploration strategy is complete if it visits any arc inﬁnitely
often, that is, for any (c1 , c2 ) ∈ E and N ∈ N , it will eventually visit the arc
(c1 , c2 ) more than N times.
Lemma 7 (Completeness). If the exploration strategy is complete, then each
tag c will eventually be assigned a value vi (c; t) which is less than or equal to
dist(si , c).
Proof. By induction on the distance from the goal tag si . The thesis is trivially true for
any tag that has zero distance, since tag si is assigned the value 0 at start. Consider then
any tag c which is n + 1 steps from si , that is, dist(si , c) = n + 1. Then, there must be
a tag c  which is adjacent to c such that dist(si , c  ) = n. By inductive hypothesis, there
is a time t1 such that vi (c  ; t1 )  n. By completeness of the exploration strategy, there
will be a time t2  t1 at which the arc (c  , c) is traversed. By virtue of Proposition 1 (b),
the value of the counter count[i] before the arc is traversed will be vi (c  ; t2 ), and by
Proposition 1 (a) (monotonicity) vi (c  ; t2 )  n. After the arc is traversed, then, the
value of the counter will be vi (c  ; t2 ) + 1, and because of steps 8 and 12, we have
vi (c; t2 )  vi (c  ; t2 ) + 1  n + 1 = dist(si , c). Since this does not depend on the choice
of c, we have proved our thesis.
We are now in a position to prove convergence for a given seed si , followed
by the proof of convergence for all seeds, simultaneously.
Lemma 8 (Convergence). Under the assumptions in 1, there is a time Ti such
that, for any t  Ti , ERRi (t) = 0.
Proof. By Lemma 7, for each tag c there is a time tc so that vi (c; tc ) 
dist(si , c), and by monotonicity (Proposition 1 (a)) vi (c; t)  dist(si , c) for any
t  tc . By Lemma 6, vi (c; t) cannot be smaller than dist(si , c), so it must be
vi (c; t) = dist(si , c) for any t  tc . Let Ti = maxc∈C tc , where C denotes the
set of all tags in the grid. Then, for any time t  Ti we have vi (c; t) = dist(si , c)
for any c ∈ C. The thesis then follows immediately from the deﬁnition of the
ERRi (t) function in 4.2.

Appendix D

RFID reader communication
protocol
In this appendix, we deﬁne the description of RFID commands and how we
used them in our implementation.
Table D.1: List of contents of messages (commands) that are sent to RFID tag through
RFID read.

Content name
STX
Length
Flags
Command
Tag type
TID
Starting block
Number of blocks
CRC

Description
ASCII code for start transmission
Number of bytes in the host request
Specify protocol and command options
Command type e.g., select tag
Type of the tag to communicate with
The ID of a tag
Index of the memory block from where start read/write data
Number of blocks to read
ASCII code for carriage return

161

162

APPENDIX D. RFID READER COMMUNICATION PROTOCOL

Table D.2: List of response code received from RFID tags.

Response code
0x14
0x94
0x24
0xA4
0x44
0xC4

Description
SELECT_TAG_PASS
SELECT_TAG_FAIL
READ_TAG_PASS
READ_TAG_FAIL
WRITE_TAG_PASS
WRITE_TAG_FAIL

Listing D.1: Select tag
unsigned char r f i d : : s e l e c t T a g ( unsigned char* const tag_id ) const
{
int
crc ;
int
i = 0;
u n s i g n e d c h a r r e v e i v e _ m s g [REC_MSG_LEN ] ;
u n s i g n e d c h a r send_msg [SEND_MSG_LEN ] ;
unsigned char response ;
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]

=
=
=
=
=

0x02 ;
0x05 ;
0x20 ;
0x14 ;
0x01 ;

//
//
//
//
//

STX
Length
Flags
Command
Tag t y p e

c r c = CRC (&( send_msg [ 1 ] ) , 4 ) ;
/ / CRC
send_msg [ i ++] = ( c r c > >8) & 255;
send_msg [ i ]
= c r c & 255;
/ / Send message
t h i s −>s e r i a l P o r t −>send ( send_msg , SEND_MSG_LEN) ;
/ / R e c e i v e message
t h i s −>s e r i a l P o r t −>r e c e i v e ( r e v e i v e _ m s g , REC_MSG_LEN) ;
response = reveive_msg [ 2 ] ;
i f ( r e s p o n s e == SELECT_TAG_PASS )
{
f o r ( i = 0 ; i <ID_SIZE ; i ++)
{
* ( t a g _ i d + i ) = * ( r e v e i v e _ m s g +3+ i ) ;
}
}
return response ;
}

/ / S e l e c t tag pass

/ / R e c e i v e d TID
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Listing D.2: Read tag

u n s i g n e d c h a r r f i d : : readTag ( u n s i g n e d c h a r * c o n s t t a g _ i d , i n t n , i n t
s t a r t _ b l o c k , u n s i g n e d c h a r * c o n s t read_msg ) c o n s t
{
int
crc ;
int
i = 0;
u n s i g n e d c h a r r e c e i v e _ m s g [REC_MSG_LEN ] ;
u n s i g n e d c h a r send_msg [SEND_MSG_LEN ] ;
unsigned char response ;
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]

=0x02 ;
= 0x0F ;
= 0x60 ;
= 0x24 ;
= 0x01 ;
= * ( t a g _ i d +0) ;
= * ( t a g _ i d +1) ;
= * ( t a g _ i d +2) ;
= * ( t a g _ i d +3) ;
= * ( t a g _ i d +4) ;
= * ( t a g _ i d +5) ;
= * ( t a g _ i d +6) ;
= * ( t a g _ i d +7) ;
= char ( s t a r t _ b l o c k ) ;
= char ( n / 4 ) ;

c r c = CRC (&( send_msg [ 1 ] ) , 14) ;
send_msg [ i ++] = ( c r c > >8) & 255;
send_msg [ i ]
= c r c & 255;

//
//
//
//
//
//
//
//
//
//
//
//
//
//
//

STX
Length
Flags
Command
Tag t y p e
TID
TID
TID
TID
TID
TID
TID
TID
S t a r t i n g block
Number o f b l o c k s

/ / CRC

/ / Send message
t h i s −>s e r i a l P o r t −>send ( send_msg , SEND_MSG_LEN) ;
/ / R e c e i v e message
t h i s −>s e r i a l P o r t −>r e c e i v e ( r e c e i v e _ m s g , REC_MSG_LEN) ;
response = receive_msg [ 2 ] ;
i f ( r e s p o n s e == READ_TAG_PASS)
/ / s e l e c t tag pass
{
f o r ( i n t i = 0 ; i <n ; i ++)
/ / Received block
* ( read_msg+ i ) = * ( ( r e c e i v e _ m s g +3) + i ) ;
}
return response ;
}
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Listing D.3: Write tag

unsigned char r f i d : : writeTag ( unsigned char* const tag_id , unsigned
c h a r * c o n s t data , i n t n , i n t s t a r t _ b l o c k ) c o n s t
{
int
crc ;
int
i = 0;
u n s i g n e d c h a r r e c e i v e _ m s g [REC_MSG_LEN ] ;
u n s i g n e d c h a r send_msg [SEND_MSG_LEN ] ;
unsigned char response ;
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]
send_msg [ i ++]

=
=
=
=
=
=
=
=
=
=
=
=
=
=
=

0x02 ;
( 0 x0F+n ) ;
0x60 ;
0x44 ;
0x01 ;
* ( t a g _ i d +0) ;
* ( t a g _ i d +1) ;
* ( t a g _ i d +2) ;
* ( t a g _ i d +3) ;
* ( t a g _ i d +4) ;
* ( t a g _ i d +5) ;
* ( t a g _ i d +6) ;
* ( t a g _ i d +7) ;
char ( s t a r t _ b l o c k ) ;
char ( n / 4 ) ;

f o r ( i n t j = 0 ; j <n ; j ++)
send_msg [ i ++] = ( ( * ( d a t a + j ) ) ) ;
c r c = CRC (&( send_msg [ 1 ] ) , 14+n ) ;
send_msg [ i ++] = ( c r c > >8) & 255;
send_msg [ i ]
= c r c & 255;

//
//
//
//
//
//
//
//
//
//
//
//
//
//
//

STX
Length
Flags
Command
Tag t y p e
TID
TID
TID
TID
TID
TID
TID
TID
S t a r t i n g block
Number o f b l o c k s

/ / Data t o w r i t e
/ / CRC

/ / Send message
t h i s −>s e r i a l P o r t −>send ( send_msg , SEND_MSG_LEN) ;
/ / R e c e i v e message
t h i s −>s e r i a l P o r t −>r e c e i v e ( r e c e i v e _ m s g , REC_MSG_LEN) ;
response = receive_msg [ 2 ] ;
return response ;
}

Appendix E

Consent form used for
experiments with children
Consent form: children wearing sensors play game with robot

We are conducting an experiment which involves a game played by children
with a robot.
We will attach a sensor (RFID reader/antenna) under the sole of the child’s shoe.
The sensor will have no contact with the skin of the child. No physical interaction between the robot and the child will occur during the experiment. The
robot will move at a maximum speed of 12cm/s(very slow walking pace) and
it will never get closer than 40cm from the child. For safety, a human operator
will always stay near the robot and will be capable of stopping it immediately
if needed.
Game (experiment) description:
1. We will attach the RFID sensor to the child’s shoe as described above.
2. The game starts when the child starts moving towards any of the six
marked positions: A, B, C, D, E, and F. (The child is initially asked to
move to the position marked with “A”).
3. The robot, which is in an arbitrary position, starts moving towards the
child.
4. While the robot moves towards the child, the child has to say any word
starting with the letter upon which he/she is standing (e.g., apple for “A”).
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5. After saying the word, the child has to quickly move to any other point
marked with a letter.
6. Repeat step 4 and 5. The robot continuously follows the child in his/her
movements.
Game rules:
1. The child cannot move to another position unless s/he comes up with a
word starting with the letter s/he is currently standing on.
2. If the child fails to come up with a word, the robot approaches the child
until it reaches a distance of 40cm and stops. At this point the child loses
and the game is over.
3. The child wins if s/he visits all goals.
Consent form:

Please read and tell to the child the instructions above. The child will play one
or more practice runs with an adult playing the part of the robot. If you have
any questions about the experiment please ask the researcher before you decide
weather your child should participate.
Name of the child participant(s):
Person number (if any):

Name of parent:

I agree that:
• I have read the instructions written above and understand what the study
involves.
• I understand that if I (or my child/children) decide at any time that I (or
my child/children) no longer wish to take part in this project, I (or my
child/children) can notify the researchers involved and withdraw immediately.
• I consent to the processing of my (and my child’s/children’s) personal
information for the purpose of this research study.
• I understand that such information will be treated as strictly conﬁdential
and the data will be used anonymously.
• My child/children and I agreed to take part in this study.

167

• I understand that my child’s/ children’s participation will be taped/video
recorded and I consent to the use of this material as part of the project.
• I understand that the information and recording is for research purposes
only and that my (and my child’s/children’s) personal information and
image will not be used for any other purpose.
Signature:

Date:
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