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Abstract
Malcolm Mielle (2019): Helping robots help us—Using prior information for 
localization, navigation, and human-robot interaction. Örebro Studies in Tech-
nology 86.

Maps are often used to provide information and guide people. Emergency maps 
or floor plans are often displayed on walls and sketch maps can easily be drawn 
to give directions. However, robots typically assume that no knowledge of the 
environment is available before exploration even though making use of prior 
maps could enhance robotic mapping. For example, prior maps can be used to 
provide map data of places that the robot has not yet seen, to correct errors in 
robot maps, as well as to transfer information between map representations.

I focus on two types of prior maps representing the walls of an indoor 
environment: layout maps and sketch maps. I study ways to relate information 
of sketch or layout maps with an equivalent metric map and study how to use 
layout maps to improve the robot’s mapping. Compared to metric maps such 
as sensor-built maps, layout and sketch maps can have local scale errors or 
miss elements of the environment, which makes matching and aligning such 
heterogeneous map types a hard problem.

I aim to answer three research questions: how to interpret prior maps by 
finding meaningful features? How to find correspondences between the features 
of a prior map and a metric map representing the same environment? How to 
integrate prior maps in SLAM so that both the prior map and the map built by 
the robot are improved?

The first contribution of this thesis is an algorithm that can find correspon-
dences between regions of a hand-drawn sketch map and an equivalent metric 
map and achieves an overall accuracy that is within 10% of that of a human. 
The second contribution is a method that enables the integration of layout map 
data in SLAM and corrects errors both in the layout and the sensor map.

These results provide ways to use prior maps with local scale errors and 
different levels of detail, whether they are close to metric maps, e.g. layout 
maps, or non-metric maps, e.g. sketch maps. The methods presented in this 
work were used in field tests with professional fire-fighters for search and rescue 
applications in low-visibility environments. A novel radar sensor was used to 
perform SLAM in smoke and, using a layout map as a prior map, users could 
indicate points of interest to the robot on the layout map, not only during and 
after exploration, but even before it took place.

Keywords: graph-based SLAM, prior map, sketch map, emergency map, map 
matching, graph matching, segmentation, search and rescue

Malcolm Mielle, School of Science and Technology
Örebro University, SE-701 82 Örebro, Sweden, malcolm.mielle@oru.se
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Chapter 1
Introduction

L’expérience est une observation
provoquée dans le but de faire
naître une idée.

Claude Bernard
Introduction à l’étude de la

médecine expérimentale, 1865

1.1 Motivation

Robots are increasingly present in our lives and society. They are both in our
houses, helping us with menial tasks such as cleaning our floors, and in our
workplaces, where automation and its impact on society1[36] might force us
to reconsider our way of life [53]. Increasingly, mobile robots need to work
in environments that were not designed for them, and with teams of humans,
untrained in operating robots. While having robots working with teams of
humans can increase security, productivity, and generally enhance people’s
quality of life, the idea of robots working closely together with humans is
sometimes abandoned simply because integrating the robot is too complex. For
example, robots are rarely used in emergency scenarios, due to the hazards
in the environment and the complexity of having them work with a team of
non-expert humans.

On the other hand, having a team of humans can be more favourable than
using robots due to their experience and ability to work as a team. More
importantly, humans can provide on-site judgment and analysis that robots
cannot display. Hence, instead of trying to move humans out of the equation,
the goal of this thesis is to provide users with the tools and technologies needed
to assist them in their work.

1https://willrobotstakemyjob.com/
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Figure 1.1: The Taurob tracker platform used to record the data and perform
the experiments of Paper IV and Paper V. This picture was taken during the field
tests in the training building of the firemen of Dortmund.

The need for robots to be able to work with a team of non-expert humans is
particularly apparent in emergency scenarios, with first responders. Emergency
scenarios are dangerous places where multiples hazards such as fire, radiation,
or falling structures, threaten the lives of both victims and first responders.
Using robots—such as the robot platform shown in Fig. 1.1—could help first
responders be safer and more efficient, for example by reducing exploration time,
or collecting and processing data leading to better awareness of the situation.
However, to be used in emergency scenarios, robots must be easy to operate and
able to perform basic tasks, such as Simultaneous Localization And Mapping
(SLAM). In the harsh conditions of most emergency situations, this is not trivial.
Indeed, most SLAM algorithms depend on reliable data provided by sensors
such as 3D scanners and cameras. While measurement noise can usually be
taken into account, lidar and cameras cannot provide reliable measurements
in harsh conditions, such as when smoke and dust is in the air, and building
a map may become impossible. Furthermore, exploration time with a robot
can be long while first responders need to work according to tight operation
schedules. Robots are considered hindrances if they slow down the operation,
by, for example, being too slow and complex to operate due to a non-intuitive
interface. Since emergency scenarios have very high risks and any of the problems
mentioned above could lead to life or death situations, integrating a robot to
a team of first responders is currently only done if the risk for human life is
completely unacceptable.

Driven by the need for robots to perform with a team of humans and in
environments not made for them, we worked to identify possible research
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avenues with a team of firemen as our end-users. Thanks to the firemen’s
input, we learned two key facts: their operations are often based on emergency
maps, and locating gas bottles is one of their highest priority since the bottles’
explosions can be deadly if the fire reaches them.

Emergency maps are drawn to be quick and easy to read and understand
while providing a complete view of the environment. By integrating an emergency
map in SLAM, the robot could navigate and localize itself in an unexplored
environment quicker. Furthermore, the emergency map could be used to increase
the accuracy of the sensor-built map. However, emergency maps used by the
firemen can be outdated and may miss critical information such as new walls or
rooms. While the information of an outdated emergency map is still valuable,
errors can lead to dangerous situations where lives are at risk. A missing wall in
the map can lead the firemen onto the wrong path and slow down the rescue
operation, and a missing room can mean undiscovered hazards, such as gas
bottles.

Gas bottles must be removed as soon as possible in the event of a fire to
prevent explosions. While finding gas bottles is of critical importance, they are
not represented in emergency maps and can be hard to find. Having strategical
inputs from victims or people familiar with the environment to help locating
such objects would increase the safety of the firemen and the persons they are
trying to rescue. However, the time needed for untrained civilians to understand
an emergency map and give the information might prove critical. Instead of
using emergency maps, civilians could provide the firemen with hand-drawn
sketch maps of the environment, representing both the building layout and the
location of key elements, since sketch maps are an intuitive way to provide
direction and information [8].

The work in this thesis enables robots to use prior information—provided by
either emergency or sketch maps—for localization, navigation, and human-robot
interaction.

1.2 Problem statement

We refer to maps that can be obtained before robot exploration as prior maps—
sensor maps previously built by robots, CAD maps, aerial maps, emergency
maps, and sketch maps are all types of prior maps. As presented in more details
in Chapter 2, most related works focused on accurate prior maps, such as sensor
maps, aerial maps, or CAD maps. However, we are interested in using emergency
maps and sketch maps, which are prior maps that can have large inaccuracies,
sometimes by design. Indeed, sketch maps are not typically metrically accurate
and may not include key information the user deemed unnecessary or forgot.
Furthermore, the person drawing will use different strategies to make the map
easy to understand, e.g. simplification of the representation by lowering the
number of details or accurate description of key places. Emergency maps, on

Chapter 1. Introduction Malcolm Mielle 17



Prior maps

Sketch maps Sensor mapsEmergency mapsCAD maps

Layout maps
Prior maps

used in
this thesis

Figure 1.2: Prior maps can come from different sources, e.g. sensor maps built by
other robots, emergency maps, sketch maps, or CAD maps. Furthermore, some
prior maps can be obtained by changing a given prior map into more generic
representations, as denoted by the dashed lines, e.g. a layout map representing
the walls of the environment. In this thesis, I focus on sketch maps and layout
maps derived from emergency maps.

the other hand, can be outdated and have errors in local scale. An illustration of
the different types of prior maps can be seen in Fig. 1.2.

The work of this thesis focuses on three objectives that will be translated
into research questions in the next section. Our first objective is to automatically
interpret sketch maps and find correspondences between them and a metric map
of the environment. Our second objective is to merge a prior map representing
the layout of the environment—i.e. a layout map—derived from an emergency
map, and a sensor map into one representation of the environment, correcting
errors in both the prior and sensor maps. Lastly, our final objective is to perform
SLAM in harsh environments using a novel radar sensor for low-visibility
conditions and potentially supported by prior maps. Indeed, while the two first
objectives provide non-expert users with the tools to work with the robot, the
last one is needed to ensure the robot can actually be used in the conditions
associated with disasters—in such conditions smoke, dust, or fire might block
or corrupt measurements given by range sensors, such as laser scans and depth
cameras. Accordingly, the proposed approaches were tested in environments
that are relevant for support of firemen.

While our focus is mainly on robots supporting fire brigades, the methods
developed in this thesis are not limited to such scenarios. In more general
terms, the work presented in this thesis answers the application needs for robot
deployment in environments that are not made or prepared for such deployment.
For example, prior information can be used when deploying automated guided
vehicles in industrial settings or service robots in complex indoor environments,
such as airports or train stations. Prior information can also be used to reduce
the dependency of robots on surveying infrastructure such as reflector-based
navigation features that are commonly used by industrial mobile robots.

18 Malcolm Mielle 1.2. Problem statement



1.3 Research questions

Considering the objectives presented in the previous section, we formulate the
following research questions:

1. Interpretation - feature extraction: how can we automatically extract
meaningful features from sketch maps? This question was addressed in
three publications. In Paper I we use the Voronoi Diagram as a represen-
tation of a sketch map’s topology. In Paper II, we interpret a sketch map
as a set of regions and present a method to segment maps from different
modalities, with a focus on sketch and sensor maps. In Paper III, we use
the segmentation presented in Paper II to build region descriptors based on
the segmentation of the map, its topology, and a measure of the uniqueness
of each region.

2. Matching - feature matching: how can the robot find correspondences
between features of a sketch map or a layout map, and a metric map of the
same environment? Using both interpretation methods presented in Paper I
and Paper II, we develop two graph matching methods to find correspon-
dences between sketch and metric maps—the methods are presented in
Paper I and in Paper III. Paper IV presents a method that uses a distance
measure to find correspondences between the corners of a layout and a
sensor map. On the other hand, the method presented in Paper V localizes
the robot in the layout map using sensor measurements and uses this
localization to find correspondences between corners and walls extracted
in the sensor and layout maps.

3. Integration - map correction: given a layout map with errors in the level
of detail and local scale, how can we integrate it to SLAM performed by a
robot? This question is answered through the contributions of Paper IV—
which obtained the best student paper award at the IEEE International
Symposium on Safety, Security and Rescue Robotics (SSRR)—and Pa-
per V. The ACG method—first presented in Paper IV and later extended
in Paper V—finds a set of corner and wall features in a layout map to be
matched onto a sensor map. Using the correspondences, a graph-SLAM
formulation integrating information from both map types is built and op-
timized to correct errors in both map types—the concept of graph-SLAM
is described later in Section 2.4.

Each objective presented in Section 1.2 and their relations to the research
questions are illustrated in Fig. 1.3.

Chapter 1. Introduction Malcolm Mielle 19



Q1—How can we automatically extract
meaningful features from sketch maps?

Q2—How can the robot find correspon-
dences between features of a sketch, or a lay-
out map, and a metric map of the same envi-
ronment?

Q3—Given a layout map with errors in level
of details and local scale, how can we inte-
grate it to SLAM performed by a robot?

O1—Automatically interpret sketch maps
and find correspondences between them and
a metric map of the environment.

O2—Merge a prior map and a sensor map in
one representation of the environment, cor-
recting errors in both the prior and sensor
map.

O3—SLAM in harsh environments using
a novel radar sensor for low-visibility con-
ditions and potentially supported by prior
maps.

Figure 1.3: Objectives of the thesis presented in Section 1.2 and how they relate
to the research questions of Section 1.3.

Q1—How can we automatically extract
meaningful features from sketch maps?

Q2—How can the robot find correspon-
dences between features of a sketch, or a lay-
out map, and a metric map of the same envi-
ronment?

Q3—Given a layout map with errors in level
of details and local scale, how can we inte-
grate it to SLAM performed by a robot?

Paper I—Using sketch-maps for robot naviga-
tion: Interpretation and matching

Paper II—A method to segment maps from
different modalities using free space layout
MAORIS: Map of Ripples Segmentation

Paper III—URSIM: Unique Regions for
Sketch map Interpretation and Matching

Paper IV—SLAM auto-complete: completing
a robot map using an emergency map

Paper V—The Auto-Complete Graph: merg-
ing and mutual correction of sensor and prior
maps for SLAM

Paper VI—A comparative analysis of radar
and lidar sensing for localization and map-
ping

Figure 1.4: Research questions and how they relate to the papers published.
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1.4 Overview and contributions

The focus and contributions of the appended papers are highlighted in this
section. Fig. 1.4 illustrates the relations between the research questions of this
thesis and the publications.

Model Map

Voronoi diagram

Graph extraction

Input Map

Voronoi diagram

Graph extraction

Error-tolerant
graph matching

Figure 1.5: The topologies of a sketch map and an equivalent metric model
map are extracted by computing their Voronoi diagrams. The diagrams are then
converted to graphs with junctions and dead-ends as vertices. The graphs are
matched using an error-tolerant graph matching method.

Abstract of Paper I [71]: the focus of this work is the interpretation and
matching of a sketch map and a metric map of the same environment. For both
the sketch and the metric map, their topology is extracted by computing their
Voronoi diagrams. Then, a neighbour expanding matching method is used to
find correspondences between the vertices of both diagrams. However, since the
sketch maps are hand-drawn schematic drawings, their Voronoi diagrams can
have superfluous branches not present in the model map. To remove incorrect
branches from the Voronoi diagrams, a trimming factor is automatically calcu-
lated by considering the free space in the map. We make available a dataset of
sketch maps and used it to test our method against state of the art algorithms
for map matching.

The contributions of this paper are:

• A method to extract the topology of hand-drawn sketch maps. The topol-
ogy is expressed through the Voronoi diagram of the map and noise in
the diagram is automatically removed by considering free space in the
environment.

• An error-tolerant graph matching method to find the correspondences
between a sketch map and a model map.

Chapter 1. Introduction Malcolm Mielle 21



Sketch map Sensor map

Computation of an over segmented map by con-
volution of a circular kernel on the distance image

Removal of regions’ ripples and detection of door patterns

Merging of regions with similar values and not separated by doors

Straightening the boundaries limits

Figure 1.6: Flowchart detailing how maps are segmented into regions using
MAORIS.

Abstract of Paper II [74]: this work presents the map of ripples segmentation
(MAORIS) method to segment different map types into regions. Using the
distribution of free space in the map, the algorithm segments the map into
regions in a way similar to that of a human. We increase the size of the sketch
map dataset presented in our previous work [71] and evaluate MAORIS on a
dataset of robot maps [14] and our dataset of sketch maps. We also identify a
flaw in the way segmentation algorithms have been evaluated in previous works
and propose a more consistent metric based on Matthew’s correlation coefficient.
The algorithm was tested on a dataset of robot maps and a dataset of sketch
maps and outperformed recent the state of the art methods on both.

The contributions of this work can be summarized as:

• A novel method to extract regions in different types of maps.

• A dataset of sketch maps representing three indoor places with human
labeled segmentations.

• The proposal of a new metric for evaluating the results of map segmenta-
tion algorithms.
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Segmented
metric map

Find anchor
regions

Build region
descriptors

Segmented
sketch map

Find anchor
regions

Build region
descriptors

Use graph match-
ing to find

correspondences
between regions.

Figure 1.7: Flowchart of the URSIM method to find correspondences between
regions of sketch maps and metric maps. Looking at the example maps, one
can see that finding correspondences between a metric map and a sketch map is
not straight forward. It is thus particularly important to interpret the map in a
meaningful way to find the correct correspondences.

Abstract of Paper III [77]: this paper presents the unique region for sketch
map interpretation and matching (URSIM) method to find correspondences
between sketch maps and a metric representation of the environment. First, the
algorithm uses the MAORIS segmentation method [74] to segment the maps
into regions. URSIM then finds the most distinguishable regions—in Paper II,
those regions are called anchor regions. Region descriptors are created using
the position of anchors in the map, the topology of the environment, and the
size of all regions. Finally, the segmented maps are converted to graphs and the
region descriptors are used by a graph matching method to find correspondences
between the vertices of the sketch map’s and the metric map’s graphs.

The contributions of this paper can be summarized as:

• A method to determine unique regions in segmented maps.

• A method to find two sets of equal length containing the most similar
unique regions between two maps.

• A vertex descriptor using anchors in a graph with weighted vertices to
compare regions while taking into account the topology of the map.

• A new similarity measure between vertices—used by the graph matching
algorithm presented in Paper I instead of a Boolean comparison.

Chapter 1. Introduction Malcolm Mielle 23



Sensor
Map

Walls and corner extraction

Emergency
Map

Walls and corner extraction

Create the initial Auto-Complete-Graph (iACG) representation

Optimization: robust
kernels combination

Robot map “auto-
completed” by the

emergency-map

Figure 1.8: Flowchart of the initial version of the Auto-Complete Graph method
from Paper IV. The algorithm extracts corners and walls from the layout map,
and corners from the sensor map. It then finds correspondences between equiva-
lent corners in both maps and builds a graph representation merging elements
from both map types. The graph is optimized using a combination of robust
kernels to correct errors in the layout map.

Abstract of Paper IV [72]: this work presents the Auto-Complete Graph
(ACG) method to integrate a layout map in SLAM. Corners in the layout and
sensor maps are used as common features to find correspondences. The corre-
spondences are then used to build a graph-based SLAM formulation merging
information from both map types into one consistent representation. The graph
is optimized to fit the layout map onto the robot sensor map, correcting local
scale errors of the layout map. Furthermore, walls and rooms missing in the
layout map but present in the sensor map are added to the layout map.

The contributions of this paper can be summarized as:

• A formulation of graph-based SLAM that incorporates information from
a layout map with uncertainties in scale and detail level.

• An optimization strategy adapted to the new graph formulation, based on
a combination of robust kernels.
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Figure 1.9: Flowchart detailing the improved version of the ACG method from
Paper V. Instead of only correcting errors in the layout map, errors are corrected
in both the layout and the sensor maps. By localizing the robot in the layout
map, the ACG builds a graph-based SLAM formulation where corners and walls
in both map modalities are matched together. The SLAM graph is optimized
to correct errors in local scale and level of details in the layout map, while
correcting errors due to drift and noise in the measurements in the sensor map.

Abstract of Paper V [76]: this work presents an improved version of Paper IV,
where the ACG can correct errors in both the layout map and the sensor map.
We use the variance estimate from Monte-Carlo localization (MCL) in the
layout map when associating the corners and walls of the two maps, which
makes the data association more robust to the differences in the maps. The
increased number and correctness of features compared to Paper IV enables us
to correct errors in both map types during optimization. Hence, both local scale
errors in the layout map and errors in the sensor map—e.g. due to noise or
drift—are corrected and the ACG merges the layout and sensor maps into one
representation. The ACG was used as an interface to control a robot in two
lab scenarios and in field tests organized during the final demonstration of the
SmokeBot project—a research and innovation project within the EU H2020
research and innovation programme, grant agreement No 73273. During the
field tests, no failure to reach points of interest was registered and users were able
to send the robot to points of interest without having to perform exploration
beforehand.

The contributions of this paper are:

• An adaptation of MCL in normal distribution transform occupancy maps
(NDT-OM) enabling the robot to localize itself in a prior map with uncer-
tainty in scale and detail level.

• A matching method for corners and walls from a prior map and a sensor
map based on the l2-norm and the MCL localization in the layout map.

• A method to determine the orientation and angle of corners in NDT-OM.
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Velodyne

MPR

(a) A Linde CiTi forklift platform with a
Velodyne lidar and the Mechanically Pivoting
Radar on top.

Velodyne

MPR

(b) The Taurob tracker using a Velodyne lidar
and the Mechanically Pivoting Radar in smoke.

Figure 1.10: Two robot platforms using both the Mechanically Pivotal Radar
(MPR) and a Velodyne VLP-16 lidar to take measurements. The MPR is the
black cylinder and the Velodyne is mounted on top of the MPR.

Abstract of Paper VI [75]: this paper presents a principled comparison of
the accuracy of a novel millimetre wave radar sensor developed in the project
SmokeBot against that of a Velodyne lidar, for localization and mapping. While
lidars and cameras are the sensors most commonly used for SLAM, they are
not effective in certain scenarios, e.g. when fire and smoke are present in the
environment. On the other hand, radars are much less affected by such condi-
tions, but there has been no evaluation of the accuracy of SLAM using radar
compared to lidar.

The performance of both sensors is evaluated by calculating the displacement
in position and orientation relative to a ground-truth reference positioning
system, over three experiments in an indoor lab environment. Using two different
SLAM algorithms for comparison, the mean displacement in position using the
radar sensor was less than 0.037 m, compared to 0.011 m when using the lidar.

The results of Paper VI show that the radar is a valid alternative to lidar
sensing, which is especially important in low-visibility situations.
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1.5 Outline of this thesis

The context and objectives of the thesis have been presented in the first chapter.
The first chapter also includes a summary of the contributions included in
the present work. Chapter 2 presents the work of this thesis in the context of
related work. A summary of the appended papers in Chapter 3 presents the
contributions of each paper individually and expands the discussion about the
results. Finally, Chapter 4 presents how this thesis pushed the boundaries of
science. I discuss the contributions and limitations of this thesis and present
directions for future research.
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Chapter 2
Related work

L’intelligence se trouve dans la
capacité à reconnaître les
similitudes parmi différentes
choses, et les différences entre des
choses similaires.

Madame de Staël
De l’Allemagne, 1813

This chapter provides an overview of the related work for this thesis. It is
grouped into four categories based on the objectives, underlying research ques-
tions, and problem formulations of the related work. Both Section 2.1 and
Section 2.2 present works of interest for the first research question: how can
one automatically extract meaningful features from sketch maps? Section 2.1
(Sketch maps in robotics) looks at works studying the usefulness of sketch maps
and explores how sketch maps have been used as interfaces for human-robot
interaction. Section 2.2 (Features for interpreting 2D prior maps) focuses on
methods developed to understand the information contained in different types
of prior maps and finding meaningful features, such as regions, topology, or
semantic information. Related to the second research question—how can the
robot find correspondences between features of a sketch map or a layout map,
and a metric map of the same environment?—Section 2.3 (Map alignment and
feature matching) presents works where the objective is to either metrically
align or find qualitative correspondences between different maps representing
the same environment. Then, given the third research question—given a layout
map with errors in the level of detail and local scale, how can we integrate it to
SLAM performed by a robot?—Section 2.4 (Localization and mapping using
prior maps) presents works using different types of prior information for SLAM,
such as aerial images or floor plans.

The possible application of my work in emergency scenarios prompted the
work on radar and SLAM presented in Paper VI. A frequent complication in
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(a) Sensor map. (b) Layout map. (c) Sketch map.

Figure 2.1: The three map types used in the present work, all depicting the same
environment. The sensor map in Fig. 2.1a was created by a robot using a lidar
while the layout map in Fig. 2.1b has been extracted from an emergency map,
and the sketch map in Fig. 2.1c was drawn by a human. One can see some
deformation in the layout map and the sketch map, where the wall, circled in
red on each map, is not straight like in the sensor map.

such settings is that visibility may be limited due to smoke or dust, and the
measurements of lidar and cameras—the sensors most commonly used for
SLAM—may be corrupted by such harsh conditions. On the other hand, radar
sensors are unaffected by smoke or dust. Section 2.5 (SLAM under conditions
of low visibility) presents related work where radars have been used for SLAM
in harsh conditions, for example where smoke is present in the environment.

Three different types of maps are considered in this work: sensor built maps,
layout maps representing the walls of an indoor environment, and hand-drawn
sketch maps. As illustrated in Fig. 2.1, it is typically not easy to directly relate
sensor maps, layout maps, and sketch maps to the other map types, even when
they depict the same environment.

Indeed, sensor maps, as in Fig. 2.1a, are typically metrically correct maps
built using sensors such as laser scanners, depth cameras, or radars. We define
a metric map—as per the IEEE standard for map data representation for nav-
igation [1]—as “a collection of map elements (for example, cells, points, and
line segments) with the following property: given any two elements, a and b,
in the map and a definition of metric distance, the distance between a and b
can always be calculated”. While sensor maps represent the environment as
accurately as possible given the sensor’s resolution, they can suffer from noise
in the measurements, errors due to drift, or errors in data association when
incorporating successive measurements.

Layout maps represent the walls in the environment and can be extracted
from other map types. In this thesis, the focus is on layout maps extracted from

30 Malcolm Mielle



(a) Sketched landmarks. (b) Sketched outlines. (c) Sketched outline and land-
marks.

Figure 2.2: This figure shows how sketches can represent the information in
different ways even if they represent the same environment and try to achieve
the same goal.

emergency maps. Emergency maps represent the environment close to metric
accuracy but might change the local scale of certain parts of the map to make
it easier to understand. For example, a long corridor or a large room might be
represented smaller so that the emergency map is easier to read. Furthermore,
emergency maps might be outdated and miss key information such as new walls,
rooms, or furniture. Since the layout maps used in this work are extracted from
emergency maps, they suffer from the same limitations. In Fig. 2.1b, one can see
a layout map representing the environment explored by the robot in Fig. 2.1a.

The third map type is the most abstract map type considered in this thesis:
hand-drawn sketch maps. Sketch maps of indoor environments are schematic
representations of elements of the environment and their relations. Therefore,
as presented later in Section 2.1, sketch maps are not limited to one type of
representation: they can represent an environment through a set of landmarks
as in Fig. 2.2a, the outline of a building as in Fig. 2.2b, or a mix of both
as in Fig. 2.2c. While sketch maps often correctly represent the topology of
the environment [49], the level of detail and the local scale depend on the
person drawing—those two characteristics can vary depending on both the
user’s assessment of the importance of each feature [54] and their drawing skills.
Fig. 2.1c shows a sketch map representing the same environment as Fig. 2.1a
and Fig. 2.1b. In this particular example, rooms are represented but the local
scale is incorrect, the level of details in the map is minimal and surfaces are
coarsely approximated.
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2.1 Sketch maps in robotics

In 1990, Blades [8] directed a study to find if sketch maps could be used as a
reliable data acquisition tool for environmental knowledge. Up until then, sketch
maps had been frequently used in psychology under the assumption that subjects
produce similar sketch maps at any given time. However, this assumption had
never been tested. In Blades’ study, subjects had to draw a sketch map of a given
route on two trials separated by a week. The study showed a highly significant
correlation between the two sketch maps which the subjects drew in the first
and second trials, both in terms of the quantitative and qualitative information
represented. Furthermore, altering the instructions of the experiment did not
significantly alter the content of the map showing an internal consistency in
the drawings. From this result, we can infer that sketch maps can be used as
an intuitive interface for human-robot interaction since they are a reliable data
acquisition tool and are consistent over time for a given user. However, since
sketch maps are not metric maps, one must understand the sketch map to be
able to use it as an interface, i.e. one must be able to find meaningful features
and their relationships.

Almost holding to the principle of naive geography, where topology matters,
metric refines [31], street networks, topological relations, directional relations,
and order relations are usually accurate in sketch maps [120]—accurate meaning
that the relations between elements of the sketch are the same as the relations be-
tween equivalent elements in the metric map. Wang et al. [122] identified which
types of distortion—where distortions correspond to the addition, removal, or
alteration of elements or characteristics of the sketch map—lead to dissimilar
sketch and reference maps. They assume that distortions that people often do
when drawing sketch maps lead to a perception of fewer variations between the
sketch and the reference map.

Building on the studies of Wang and Schwering [120] and Wang et al. [122],
Jan et al. [49] used the order of landmarks and street segments along a route
and around junctions to compare and align sketch and metric maps. However
they need inputs from both the person drawing the sketch—to indicate the
aggregated streets—and the user—to indicate the reference junctions and streets.
Schwering et al. [103] formalized robust aspects of sketch maps in qualitative
constraint networks to perform alignments of spatial objects between a sketch
map and a metric map. Those aspects include the order of landmarks—either
circular when around a junction, or linear along a route—the orientation of
street segments in a network of streets, the orientation of landmarks compared
to the street segments, and the topology of city blocks, landmarks, and street
segments. They extract elements of the sketch map using map segmentation—in
this instance, a variation of a watershed algorithm [25]—and classify them
using pattern recognition classifiers [30] together with probabilistic relaxation
techniques [55]. However, while their work is based on outdoor sketch maps
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representing a network of road and distinct elements such as buildings and
objects, this thesis focuses on a different type of sketch map: indoor sketch maps
representing the layout of a building. In recent work, Wang and Worboys [121]
proposed a systematic approach to sketch map interpretation. Their approach
leads to the decomposition of the elements of the sketch map into a hierarchy of
categories and provides a tiered representation of sketch maps using five formal
representation spaces: set space, abstract graph space, embedded planar graph
space, metric space, and Euclidean space. While the element extraction step is
performed manually, their goal is to make this step automatic in the future. If
a robot could perform the element extraction step automatically, sketch maps
could be used as interfaces for human-robot interactions.

Skubic et al. [111] presented a sketch map interface where the user can
direct a robot by sketching both the position of objects in the environment and
the robot’s trajectory on a Personal Digital Assistant (PDA). Their work was
extended in subsequent works [23, 24, 89, 112–114] were a team of robots used
the PDA interface to get navigation commands. The way they find features and
correspondences between the sketch map and a metric map of the environment
will be presented in Section 2.2 and Section 2.3. The sketch interface proved to
be intuitive and practical in experiments conducted with students obtaining a
score of 4.2 on a Likert scale [61], with the maximum possible score being 5.

Recent works by Boniardi et al. [11, 12] use a hand-drawn sketch map in
a navigation system where they track the local deformation of the sketch map
along two axes. The robot performs navigation by localizing in the drawing and
following a trajectory drawn by a user on the sketch map. This line of work is
presented in more detail in Section 2.4.

2.2 Features for interpreting 2D prior maps

One way to use maps for localization or navigation is to interpret and understand
the information they represent by finding meaningful features. Depending on
the map’s type, this could mean being able to recognize specific elements such
as rooms, corridors, walls, or corners. It could also mean being able to read
labels and understand the purpose of elements depicted in the map, e.g. stairs,
fire extinguishers, or elevators. Finding features to interpret and understand
maps has been used for task planning [40], path planning and finding navigation
strategies [34, 83, 124], and map matching (which will be explored in more
detail in Section 2.3).

Two relevant research problems for map interpretation are map segmentation
and semantic annotation. Map segmentation methods divide maps into regions
corresponding to basic, indivisible elements. The definition of indivisible can
vary depending on the application and how the segmentation of the map will
be later used. On the other hand, methods to find semantic annotations focus
on finding labels for different regions of a map, such as living room, corridor,
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or kitchen. It should be noted that while map segmentation and semantic
annotation can be seen as similar problems, they are not the same. Indeed, map
segmentation does not determine any sort of labeling. Hence, while semantic
annotations can sometimes provide a possible segmentation of the environment,
map segmentation does not provide any semantic annotations. For example,
let us consider a common way to separate regions of a map: gateways, such as
doors between rooms. While finding the gateways between regions is a relevant
question for map segmentation, knowing the labels of the regions is a semantic
annotation problem. Since regions in layout and sketch maps are not trivial to
find, this thesis will only review related work in semantic annotation if they also
provide a map segmentation method.

The classification of map segmentation methods used in this thesis is based
on the review of the literature on room segmentation presented by Bormann
et al. [14]. Each algorithm is classified based on their approach to map seg-
mentation and fall into one of five categories: Voronoi diagram segmentation,
morphological operations, methods based on the distance image, feature-based
segmentation, and architectural floor plan interpretation.

Segmentation methods based on the Voronoi diagram, as used by Beeson
et al. [6], Friedman et al. [37] and Wurm et al. [124], use the Voronoi diagram
and a set of heuristics to find critical points used to segment the map. Bormann
et al. [14] found that Voronoi based segmentation gave the best approximation
of a ground truth segmentation given by a human.

Morphological methods, as in the work of Bormann et al. [14], Fabrizi
and Saffiotti [32] and Galindo et al. [39], use image processing techniques to
extract regions from a map. Bormann et al. [14] and Fabrizi and Saffiotti [32]
sequentially use operations such as erosion, dilation, fuzzy opening, or fuzzy
closure on the map image to segment it into disconnected regions, effectively
closing narrow passages. Galindo et al. [39] uses a watershed algorithm to
segment a metric map.

The third category includes all methods based on the distance transform [29,
85, 117]. The distance image, i.e. the image where each pixel is labeled with the
distance to the nearest obstacle pixel, is used to find the center of regions. Those
centers are then used as seeds to cluster the empty space of the map, creating
regions. For example, Diosi et al. [29] use local maxima in the distance image as
seed for a gradient ascent and group all pixels moving to the same local maxima
into regions.

While the previous categories use image processing techniques to find regions
of a map, not all segmentation methods are based on those techniques. Feature-
based methods find regions in maps through a set of features of the environment.
Those features can be geometric, as in the work of Park et al. [90] who extracts
maximal empty rectangles in maps, but they can also correspond to semantic
information, as in the work of Mozos et al. [79, 80] and Oberlander et al. [87].
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Gholami Shahbandi and Magnusson [44] use walls and corners in the map to
find a set of regions representing open space arranged together in a graph.

Finally, the last category corresponds to architectural floor plan interpreta-
tion. Ahmed et al. [4] and de las Heras et al. [26] discuss a system that uses
architectural floor plans with symbols and textual annotations. Their method
labels the map to perform the segmentation.

Outside the scope of Bormann’s classification, Fermin-Leon et al. [33] pro-
posed the DuDe segmentation method that uses a contour based part segmen-
tation [62] for the construction of 2D topological maps. Liu et al. [63] present
another work outside of Bormann’s classification. Their method uses a quadtree
as the graph structure representing the decomposition of space in the map, and
spectral clustering and the mutual information between neighbourhoods to
segment the map into regions.

Features in maps can also be extracted without having to segment the map
into regions. Carpin [17], Kümmerle et al. [57] and Parsley and Julier [91]
extract a set of features representing buildings of the environment. While Parsley
and Julier [91] extract a set of planes in 3D maps, Kümmerle et al. [57] extract
lines from an aerial image to obtain the building outline and Carpin [17] uses
the Hough transform to extract walls in a robot-build indoor map.

However, straight lines are not always present in every map type—indoor
sketch maps and maps of outdoor environments (such as forests or open fields)
often lack straight lines. For most map types, the topology of the map, i.e. the
arrangement of its elements, is typically a very meaningful feature. The Voronoi
diagram is often used to extract the topology of the environment through
its skeleton [95, 107, 108, 124]. The topology can also be represented by a
connected graph representing the arrangement of features, as in the work of
Schwering et al. [103] and Wang and Worboys [121]. In this case, meaningful
features are first extracted from the map and the topology is then used to build
a graph representing both the features and the topology in one structure. As
discussed in more details in Section 2.1, Wang and Worboys [121] present a
systematic approach to sketch map interpretation where the elements of a sketch
map are decomposed into a hierarchy of categories and Schwering et al. [103]
build graphs representing qualitative features of both sketch and metric maps.

2.2.1 Research gaps

From this review of the state of the art in map interpretation, we can note some
relevant knowledge gaps:

• There is no algorithm to find meaningful features in non-metric maps
representing the space of an indoor environment, e.g. sketch maps of
indoor places. Related works have developed ontologies that define mean-
ingful features, and their relationships, from sketch maps [49, 103, 121].
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However, they either rely on the user to extract those features or on ele-
ments not commonly found in indoor maps such as road networks and
buildings. The works most similar to this thesis were carried out on floor
plans by Setalaphruk et al. [107] who extract the topology through the
map’s Voronoi diagram and Gholami Shahbandi and Magnusson [44]
who used corners to define regions. However, as shown in Paper I and
Paper III, the information provided by the Voronoi diagram and corner
features are limited when considering hand-drawn sketch maps of indoor
environments.

• There is no method to automatically find similar features in highly different
indoor maps, such as between metric and non-metric maps. However, for
using prior map information for mapping and localization, we need to
extract corresponding features in different map types, such as hand-drawn
sketch maps and metric maps. Schwering et al. [103] find similar features
in a sketch map and a metric map but they rely on the presence of buildings
and road networks while such elements are not present in indoor maps.

2.3 Map alignment and feature matching

Interpreting prior maps by finding meaningful features is the first step toward
using prior maps for localization, navigation or human-robot interaction. Using
prior maps for either of those problems usually implies that one can find corre-
spondences between the features of the prior map and the features of another
map representing the same environment. The type of map to which a prior
map is matched depends on the application: when using sketch maps to provide
information to a robot, the sketch map would be matched to the robot’s sensor
map. When providing the same information to first responders, one would
instead search for correspondences between a sketch map and the emergency
map used for the operation.

Matching maps through map features requires finding a set of correspon-
dences between equivalent features of two or more maps. Map matching has
been used, for example, for human-robot interaction [23] and map quality
assessment [104].

However, some methods do not focus on finding correspondences between
features of the maps but solve the general problem of map alignment. Map
alignment algorithms return the transformation T from one map to the other,
such that T minimizes the distance between the maps according to a given metric,
and/or a set of heuristics. Algorithms for map alignment can either be rigid,
i.e. the algorithm returns a single transformation between the maps, or non-
rigid, i.e. the maps can be locally scaled or rotated to find better alignment. As
examples of rigid and non-rigid map alignment algorithms, Gholami Shahbandi
and Magnusson [44] present a rigid alignment method that they later improve
to perform non-rigid alignment [43].
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The related work in this section is presented under three categories:

• The first category presents dense registration methods, i.e. methods directly
aligning laser scan or occupancy maps.

• The second category presents methods based on local feature-matching
methods, i.e. methods for finding the best set of correspondences between
features of the maps.

• The last category presents related work using graph matching methods to
either align, or find correspondences between, two graphs representing the
features of the maps and their relations.

2.3.1 Dense registration methods

Some methods match maps using dense registration, i.e. they directly align
maps. Examples of such algorithms are ICP [7], NDT registration [65, 66], and
coherent point drift [82].

Bonanni et al. [10] develop a method to merge 3D sensor maps scans by
simulating a robot localizing on the reference map using data from the map to
be merged. Their approach eliminates inconsistencies in the inputs maps and can
succeed in situations where ICP [7] fails for substantial deformations. Bosse and
Zlot [15] present a map matching algorithm suitable for unstructured outdoor
environments based on cross-correlation. The algorithm can align overlapping
local maps without an initial guess of the registration and merge large outdoor
maps—the largest map has a path length of 29.6 km. Carpin and Birk [18]
match maps produced in the Real Rescue competition. As such, the maps have a
significant amount of noise due to collapsed parts and debris. They formulate
the problem as an optimization over R3 to find the minimum of a dissimilarity
function between the maps. They use time-variant random distributions with
Gaussian Random Walk to find the best overlap between the maps.

Dense registration methods are used to match similar maps—or range sensor
data such as laser scans—but, by definition, do not work well alone for matching
maps with a high level of differences. Furthermore, those algorithms usually
need a starting estimate of the pose of the scan/map before doing the registration.
For example, while coherent point drift is used by Gholami Shahbandi et al.
[43] to perform non-linear map alignment, they still need to first decompose
the map into regions and perform some preliminary map alignment using the
method presented in their previous work [44].

2.3.2 Local feature-matching methods

Correspondences between the features of two maps can also be found without
having to perform dense registration. Features can be directly matched using a
metric to calculate the best correspondences or alignment transformation.
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Konolige et al. [56] use the position of features—corners, door frames, and
junctions—to solve the decision problem of knowing if multiple sub-maps share
common overlaps. León et al. [59] matches partial maps created by a team of
robots using landmarks such as corners, junctions, and door frames to find the
best transformation between the maps, i.e. the transformation that leads to the
highest number of matching features. As presented in Section 2.2, maps can
be segmented into regions using geometric features. Both Park et al. [90] and
Gholami Shahbandi and Magnusson [44] segment two maps into regions (both
segmentation methods are presented in Section 2.2) and find correspondences
between the regions to solve the map alignment problem. Correspondences are
found by generating a set of candidate transformations, one for each pair of
regions with a similar shape, and keeping as the final transformation between
the maps the one that maximizes the overlap of the regions. Amigoni et al.
[5] merge two maps of lines by finding the transformation between the maps
such that the overlap of segments is maximal. Carpin [17] calculates the best
transformation between line maps representing the walls of the environment—
the method used to extract the lines is presented in Section 2.2—by calculating
the cross-correlation between the line maps’ Hough spectra [20]. The Hough
spectrum is a translation-invariant version of the Hough transform exploiting
the fact that lines can be represented in polar coordinates—informally, the
spectrum provides indications about frequently occurring directions among the
lines in the image.

Some other feature-matching methods use keypoints in the maps and a spe-
cific feature descriptor to find correspondences. The IRON method developed
by Schmiedel et al. [102] uses special keypoint detectors to find points of interest
in Normal Distribution Transform (NDT) maps and use keypoint descriptors
to register the maps. Parekh et al. [89] match a sketch map with a map created
by a robot mapping the environment. They describe spatial relations between
objects using a generalization of the angle histogram method known as the force
histogram method [68]. A particle swarm algorithm is used to find the best
Fr-histogram correspondence map [110] from which object-to-object correspon-
dences are extracted by calculating the object correspondence confidence matrix
and the one-to-one object map such that the object correspondence confidence
value is maximized [109, 110].

2.3.3 Graph matching methods

A graph is a collection of vertices and edges that join pairs of vertices. A map,
and its associated set of features, can be reduced to a graph by having each
vertex represent a feature of the environment and have the edges represent the
relationships between the features. By reducing maps to graph structures, it
becomes possible to use standard graph matching methods to solve both the
map alignment and the feature matching problems.
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Most graph-based map matching methods find correspondences between
the vertices of two graphs using a planar matching algorithm similar to the
one presented by Neuhaus and Bunke [84]. They start by selecting a pair of
vertices, one from each graph, and find correspondences between the vertices in
their neighbourhoods. Correspondences between the vertices of the neighbour-
hoods are found using an efficient cyclic string matching algorithm [96]. While
Neuhaus and Bunke [84] use no vertex labeling, it should be noted that the
string matching algorithm is not limited to one type of heuristic—in this thesis,
Paper I constructs the strings to be compared using vertex labels and Paper III
performs the cyclical matching using vertex descriptors. The neighbourhoods
of every pair of corresponding vertices are then sequentially matched until the
algorithm cannot find any further correspondences between the vertices of the
graphs.

Huang and Beevers [48] use a topological graph of the map based on the
map’s skeleton. They use planar graph matching to find multiple common sub-
graphs between the graphs of both maps and cluster the subgraphs into groups
including all compatible subgraphs. They compare vertices using their degree
and the squared angular orientation error between paired edges. Saeedi et al.
[100, 101], Schwertfeger and Birk [104, 105] and Wallgrün [119] use graphs
built from the Voronoi diagram for matching sensor maps. They use metric infor-
mation such as the distance and angle between vertices to increase the accuracy
of the neighbour matching. Kakuma et al. [52] segment and align floor plans
and sensor maps using morphological operations [14] and graph matching. For
each map, they build a graph where each vertex corresponds to a region and an
edge is present between every region in contact. They use the Hu-moments [78]
as shape descriptors to compare regions and find correspondences. From the
regions correspondences, they estimate a transformation matrix between the
floor plan and the sensor map. Bonanni et al. [9] propose a method to merge
sub-maps affected by residual errors into a single consistent global map. The
sub-maps are pose-graphs built by a robot over multiple runs at different times
in an indoor environment—a pose-graph is a factor graph (the factor-graph
formulation is described in details in Section 2.4) consisting of robot poses. Their
method requires an initial guess to operate—this initial guess can be given by
more traditional rigid map merging algorithms such as the methods of Konolige
et al. [56] or Saeedi et al. [100]—and then use pose-graph optimization to lessen
the residual errors.

Looking at approximate map matching algorithms, such as the ones pre-
sented by Kakuma et al. [52], Saeedi et al. [100, 101], and Schwertfeger and Birk
[104, 105], one can see that those methods would not perform well on sketch
maps. Indeed, all previous works on approximate map matching necessitate a
certain degree of metric information to perform well—this is demonstrated in
Paper I and Paper III where both Schwertfeger and Birk [104, 105] and Saeedi
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et al. [100, 101] could not find correspondences between sketch maps and sensor
maps.

2.3.4 Research gap

From this review of the state of the art on methods for matching maps through
either map alignment or feature matching, we can note a relevant knowledge
gap:

• There is no method to match maps with a high level of difference in detail
or local scale, e.g. sketch or layout maps to sensor maps. The methods
that could be used for such purposes either have multiple user-chosen
parameters that must be chosen on a per map basis [104, 105] or can
handle only a limited amount of deformations between the maps [43].

2.4 Localization and mapping using prior maps

The works presented previously in this chapter assume that both maps have
already been built. However, prior information can also be used to enhance
Simultaneous Localization And Mapping (SLAM) of the robot while mapping
the environment. Using prior maps in SLAM can increase the accuracy of the
robot’s map by correcting errors due to drift or sensor noise. It can also reduce
the time and efforts necessary to deploy robots by providing information about
the environment before any mapping has taken place [88]. Furthermore, using
prior maps in SLAM has another less intuitive use case: it can be used to correct
an inaccurate prior map by adding missing elements and correcting errors, e.g.
adding missing walls and rooms in an outdated emergency map while also
correcting local scale errors.

Most SLAM algorithms have been developed in an agnostic way: to be
able to generalize to any situation, they assume that no information about the
environment is available beforehand. However, prior information that can be
used in SLAM is present for most indoor and outdoor environments: emergency
maps are displayed on walls, aerial images from satellites are available online,
and floor plans help visitors navigate large buildings. Metric prior maps, such
as architectural drawings or maps extracted from aerial images, can directly be
used to perform SLAM.

Javanmardi et al. [50] and Persson et al. [94] perform SLAM in prior maps
representing features extracted from aerial images. Persson et al. [94] use lines
in an aerial image to create an occupancy grid approximating building outlines
and use the robot measurements to correct errors in the occupancy grid map.
Javanmardi et al. [50] use road markings in aerial maps and register them using
the normal distribution transform (NDT).

Georgiou et al. [42] explore ways to convert an architectural drawing to
an appropriate format for SLAM. They use doors in the architectural drawing
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to extract walls and propose to use the map of walls as prior information
for SLAM. Similarly, a map of walls has also been used by Hanten et al. [46]
and Matsuo et al. [70] to perform localization. Hanten et al. [46] transform
a CAD map into a metric line map and perform localization in the line map
using Adaptive Monte-Carlo Localization [35]. Matsuo et al. [70] use a view
based SVM object classifier to find building boundaries and windows where
strong edge segments are present in a line drawing. They then use Monte-Carlo
Localization in the input line drawing using as input the 2D map built from the
building outlines. Oßwald et al. [88] use a topo-metric map—which they define
as a simplified Voronoi diagram where nodes represent rooms and the edges
indicate the connections between them—to generate navigation trajectories that
cover the terrain. Such a topo-metric map can be provided by a user or derived
from floor plans. Thanks to the prior information given by the topo-metric
map they reduced the overall trajectory length needed to cover the environment
compared to state-of-the-art greedy exploration.

Sketch maps are not metric maps and it is not trivial to change their repre-
sentation so that they become metric. In this case, the SLAM algorithm needs to
take into account the peculiarities of the sketch map. Boniardi et al. [12], Mat-
suo and Miura [69] and Setalaphruk et al. [107] perform SLAM in different
types of sketch maps representing indoor environments. To take into account
errors in the length of corridors, Setalaphruk et al. [107] use multiple tracking
hypothesis and the topology of the map represented by the Voronoi Diagram.
However, they also constrain the sketch map by assuming that the walls are
straight and that the existence and connectivity of corridors are correct. Matsuo
and Miura [69] use a hand-drawn map as the initial estimate for SLAM. They
take into account inaccuracies of the sketch map by using FastSLAM with a
particle swarm optimization for map refinement. However, their method is slow
with usually more than one minute per frame. In recent works, Boniardi et al.
[11, 12] use an extension of Monte Carlo Localization to track the robot pose
together with two scale factors that approximate the discrepancy between the
sketch map and the real world.

Another way to integrate prior information in SLAM is to build a factor
graph formulation [116] incorporating constraints between elements of the
environment and the prior map. In graph-based SLAM, vertices of the graph
represent elements such as robot poses and features, while edges encode pose
constraints between vertices, according to observations (e.g. from odometry
readings, scan registration, or feature observations). Errors in the graph are
minimized through optimization. A schematic representation of a graph-based
SLAM formulation is shown in Fig. 2.3.

Graph-based SLAM formulations are particularly well suited for adding prior
information to the robot’s measurements and merge them into one representation.
Indeed, a factor graph is a mathematical structure describing elements and the
constraints between them. By determining the constraints between elements of
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Submap 1 Submap 3

Submap 2

Figure 2.3: Visualization of a graph-based SLAM formulation. The vertices
correspond to robot poses (orange triangles) and corners in the environment
(green squares). Each robot pose is associated with a submap of the environment
and odometry edges connect the robot poses, while observation edges connect
robot poses and corners.

the prior map and the robot’s measurements—for example, correspondences
between corners or alignment constraints between walls, as is done in Paper V—
one can create a factor graph incorporating information from both map type
into one overarching formulation. Using prior information, such as geometric
constraints, in a graph-based SLAM formulation has been shown to improve
structure estimation [47], and accuracy of the mapping and localization [91].

Parsley and Julier [92] and Kümmerle et al. [58] used aerial maps to provide
prior information to graph-SLAM. Parsley and Julier [92] present a probabilistic
framework to integrate constraints across sets of different features extracted
from an aerial map and sensor measurements. By associating features from the
same structure across the different maps, they build parametrized constraints
between the sets of features, making it possible to transfer information between
map representations. Kümmerle et al. [58] use lines extracted from an aerial map
and sensor measurements as constraints into a graph-based SLAM formulation.
Both works assume the presence of buildings in the environment and construct
the constraints on the assumption that the aerial map is metric.

Online roadmaps have also been used to provide prior information to graph-
SLAM—such maps can be found on websites such as OpenStreetMaps or some
government agency websites. Parsley and Julier [91] extract planes in a 3D
map obtained from OS MasterMap GML and find correspondences between
planes of the prior and the robot sensor map. The correspondences are used in
a graph-based SLAM formulation leading to more accurate trajectories after
optimization. However, while their framework can handle prior maps with corre-
lated errors and missing or spurious features, they do not take into account local
scale errors and assume a similar scale between the different map representations.
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Ruchti et al. [98] extract road segments from the robot’s sensor scans and use
them as sensory input for MCL in a prior map obtained from OpenStreetMaps.
Vysotska and Stachniss [118] incorporates buildings information obtained from
OpenStreetMaps into a graph-based SLAM formulation as additional edge
constraints and show improved map accuracy. Boniardi et al. [13] proposed a
similar method integrating wall information form a CAD drawing instead of
public road maps. Wong et al. [123] uses prior maps form OpenStreetMaps
and the Geospatial Information Authority of Japan to evaluate a robot’s SLAM
accuracy. While their method implies that the prior map has no local scale errors,
it can take into account some representation errors such as missing buildings or
incorrect information.

While most related works used metrically correct maps as prior for graph-
SLAM—works that can handle deformation [13, 91, 118, 123] usually handle
limited amounts of deformation or missing elements, which do not create large
amounts of deformation—graph-based SLAM formulations could also be used to
enforce constraints between a map with large metric errors and the metric sensor
map built by the robot. Since graph-based SLAM formulations are optimized
based on the constraints between the vertices of the graph, the accuracy of the
sensor map could be increased by using as constraints robust attributes of both
a metric map and the prior map with metric errors. For example, when working
with sketch maps, one could use the alignment given by the topology as a useful
constraint [49, 103].

2.4.1 Research gaps

From this review of the state of the art in localization and mapping methods
using prior information, we can note two relevant knowledge gaps:

• There is no method to use a prior map with large metric errors. Boniardi
et al. [13] can only handle limited deformation of the prior map, while
Vysotska and Stachniss [118] add map data to the prior by merging both
map types through rigid registration using ICP, hence assuming a certain
initial similarity between the measurements of the robot and the prior
map.

• There is no method to correct errors in both the prior map and the sensor
map. Related work used prior maps in SLAM to correct errors in either the
prior map or the sensor map. However, sketch maps and layout maps have
local scale errors and missing elements, while sensor maps can suffer from
drift and erroneous registrations. Methods that handle errors in either
map type [13, 91, 92, 118] are not able to correct both map types at the
same time or can correct map errors simultaneously only if the maps are
not too different.
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2.5 SLAM under conditions of low visibility

Section 2.1 to 2.4 list works using prior maps to deploy robots faster, build more
accurate maps, and provide intuitive interfaces for robot control. One important
application for which using prior maps for speeding up robot deployment and
providing an intuitive interface could be of benefit is in emergency response
scenarios.

Emergency scenarios often happen in harsh environments for robots and
humans. A frequent complication is that visibility can be limited due to smoke
or dust. While using prior maps helps with planning the exploration and can
enable the robot to be operational faster, prior information cannot be used for
SLAM if conditions in the environment make it impossible for the robot to
provide any meaningful sensor measurements about the shape and appearance
of the environment.

2.5.1 Lidar and radar

Lidar sensors and depth cameras are the sensors most commonly used to perform
SLAM. Lidar measurements provide accurate measurements of the environment
surrounding the robot and depth cameras are relatively inexpensive 3D sensors
providing depth point clouds. However, the measurements of both sensors get
corrupted in situations with smoke or dust [93]. On the other hand, radars are
range sensors that are not sensitive to smoke or dust [99]. As such, radars can
provide valuable information to the robot and first responders. For example,
Marck et al. [67] use radar in mock rescue operations to display virtual fences
on a head-mounted display worn by first responders. Furthermore, using both
lidar and radar can provide the robot with information that would otherwise
not be available: Castro and Peynot [19] measure smoke or dust concentration,
by measuring the consistency between the scans of lidar and radar sensors.

To compare the performance of lidar and radar sensors in adversarial condi-
tions, Ryde and Hillier [99] conducted a study using two lidars and a radar in
an environment with controlled rain, mist, and dust conditions. They showed
that the radar was robust to adversarial conditions but failed to capture details
of the environment. Lidar sensors provided better measurements suited to build
accurate maps but were susceptible to corruption due to mist or dust. Ryde
and Hillier [99] state that neither sensor alone was sufficient for the adverse
environments tested. They suggest that using both sensor modalities through
sensor fusion could enable better mapping.

Sensor fusion combines sensory data from different modalities to reduce
uncertainty. Performing sensor fusion using a radar and a lidar was done in the
work of Fritsche et al. [38]. They build a merged scan from the lidar and radar
scans keeping, for each measurement along the same beamline, either the radar
or lidar measurement depending on which one is further away from the robot.
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Although radars have been used in robotics applications, the literature is
lacking a quantitative assessment of their ability to perform SLAM, compared
to more standard lidar implementations in environments without constrained
visibility.

2.5.2 Radar SLAM

Most related work on SLAM using radars extract features from the measure-
ments and use the features to perform scan registration or feature tracking,
indoor [27, 28, 67] or outdoor [16, 60]. For example, Deißler and Thielecke
[27, 28] use a bat-type ultra-wideband radar for indoor mapping by tracking the
position of walls and corners in the environment. Corners and walls are found
using their propagation characteristics—walls are represented as reflecting lines
while corners are characterized by double reflections at two orthogonal walls—
and they use a Rao-Blackwellized particle filter [115] to perform navigation.
SIFT [64] features were used with radars both for tracking a vessel’s position
using a succession of radar images, as in the work of Callmer et al. [16], or
to register radar measurements, as in the work of Li et al. [60]. Callmer et al.
[16] track island landmarks between multiple scans using visual features which
provides information not only about the position of the vessel but also of its
course and velocity. They perform SLAM in a large open sea and can perform
loop closing.

However, not all related work on SLAM using radar is based on tracking
landmarks. Rouveure et al. [97] present an application in simultaneous localiza-
tion and mapping using a microwave radar, with a lower resolution than optic
cameras or lidar due to limited angle and distance resolutions. Furthermore, the
reflected signal differs depending on the angle of observation since the target
reflected power depends on its orientation. Such properties are particularly
disadvantageous in performing long-term tracking of individual landmarks and
thus, they perform SLAM by doing a 3D cross-correlation between the current
radar image and the constructed map instead of tracking landmarks. Using the
same radar system, Checchin et al. [22] performed SLAM in an urban scenario
by estimating the rotation and translation of the robot over a sequence of scans
using the Fourier-Mellin Transform. Chandran and Newman [21] used a 77-
GHz millimeter-wave radar to estimate both the radar map and the vehicle
trajectory by maximizing the quality of the map as a function of a motion
parametrization. Marck et al. [67] used radar range measurements to perform
SLAM in an indoor environment using Gmapping [45].

It should be noted that scan matching methods may require crisp maps or
scans with sharp, non-self-intersecting object borders and thus assume that the
radar returns no strong grazing reflections—a grazing reflection happens when
the grazing angle, i.e. the angle between the beam and the surface, is small and
the radar signals bounce off the surface instead of being reflected. The range
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of such reflections can change wildly with vehicle roll and pitch. On the other
hand, SLAM methods based on using landmarks may not be as sensitive to
reflections but assume a radar scan resolution that enables the landmarks to be
found reliably.

2.5.3 Research gap

From this review of the state of the art on methods using radar for SLAM in
harsh conditions, we can note a relevant knowledge gap:

• The performance difference for SLAM when using either a radar or a lidar
in indoor environments has not been characterized in previous works.

Related work used either the radar to perform SLAM [16, 21, 22, 27,
28, 60, 67, 97], fused measurements between sensor modalities [19, 38,
67], or compared the technical performance of radar and lidar in harsh
conditions [99]. However, the SLAM accuracy was not characterized in
terms of the radar compared to a lidar.
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Chapter 3
Summary and findings

Chaque fois que la science avance
d’un pas, c’est qu’un imbécile la
pousse, sans le faire exprès.

Emile Zola
La joie de vivre , 1883

This chapter summarizes the work presented in the appended papers. The
methods are presented in fairly general light, and the technical details, as well
as detailed results, are only described in the papers. Organized by the three
research questions that guided this thesis and the application of this body of
work to emergency scenarios, I present below highlights and contributions of
the following six papers:

• Paper I presents a method to extract the topology of a sketch map through
its Voronoi diagram. The topology is then used to find correspondences
between the sketch and an equivalent metric map. The method presented
in Paper I leads to close to 100% accuracy on simple sketch maps and
58% accuracy on sketch maps of a real environment.

• Paper II presents the MAORIS method for dividing different types of
2D maps into regions using the distribution of free space. MAORIS has
outperformed the state-of-the-art in segmenting sensor-built maps and
hand-drawn sketch maps.

• Paper III presents the URSIM method to find correspondences between
regions of two segmented maps of an indoor environment: a sketch map
and a metric map. URSIM creates region descriptors based on the topol-
ogy of the environment, the size of regions, and the position of the most
distinguishable regions. Correspondences between regions are found using
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the descriptors and an adapted version of the graph matching method pre-
sented in Paper I. URSIM achieved a sketch map to metric map matching
performance 10% under that of a human expert.

• Paper IV proposes the ACG method that finds correspondences between
corners in a layout map and a sensor map, and uses those correspondences
to merge prior and sensor-built maps information in a graph-based SLAM
formulation. Used online in an indoor environment, the ACG method used
the robot’s SLAM to correct the layout map’s errors in local scale and add
missing walls.

• Paper V extends the ACG method presented in Paper IV by not only finding
correspondences between corners of the layout map and the sensor map
but also between their walls. Furthermore, by localizing the robot in the
layout map, fewer incorrect correspondences between features are added
in the ACG, which enables the method to correct errors in both the layout
and sensor maps. The ACG has been tested in three indoor environments
and field tests with firemen showed how the ACG could help with faster
deployment of the robot.

• Paper VI presents a principled comparison of a radar sensor and a lidar
sensor for SLAM. The study shows that the radar sensor can be used for
SLAM by simply replacing the lidar sensor and using the same SLAM
algorithms and sensor models.

3.1 Research question 1

The first research question is about the interpretation of prior maps and asks:
how can we automatically extract meaningful features from sketch maps?

As shown in Section 2.1, sketch maps are a reliable data acquisition tool
for gathering spatial knowledge. However, interpreting them can be a challenge
even for humans. As schematic representations of the environment, sketch maps
are not typically metrically accurate and may not include key information that
the user deemed unnecessary or forgot. Hence, it is not trivial for a robot to
automatically understand the information sketch maps represent. Paper I and
Paper II propose two interpretation methods for sketch maps: Paper I is based
on extracting the topology of the sketch map through its Voronoi diagram, and
Paper II presents a segmentation method that finds regions in a sketch map based
on the distribution of free space.

As mentioned in Section 2.1, the topology is a robust characteristic between
sketch and metric maps. A popular way to obtain the topology of a map in
robotics is through the Voronoi diagram [95, 104, 106–108, 124]. To extract the
Voronoi diagram of a map, most state-of-the-art methods depend on user-chosen
parameters determining the level of branching of the diagram [6, 106, 125]—the
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best set of parameters is typically easy to determine for metric maps [106].
However, the experiment presented in Paper I shows that the same parameters
have to be chosen on a per map basis for sketch maps. Indeed, while metric maps
can use a shared set of parameters since they differ much less in their level of
metricity, sketch maps may represent the same environment differently and the
diagram extraction method needs to take into account those differences. Paper I
demonstrates that similar Voronoi diagrams for sketch and metric maps can
be extracted with only one user-chosen parameter (the thinning parameter), by
using the distribution of free space in the maps to remove uninformative pixels
from the Voronoi diagram. Furthermore, the thinning parameter was found to
be stable across different sketch maps of the same environment: in Paper I, a
value of 30% for the thinning parameters led to similar Voronoi diagrams.

While this method has been developed with sketch maps in mind, it should
be noted that it is not limited to this map type. It could also be used to extract the
Voronoi diagrams of noisy sensor maps. Furthermore, since the Voronoi diagram
has application in multiple domains, such as navigation [41] or qualitative
evaluation of sensor maps [104, 105], the method presented in Paper I could
also have applications in those domains.

The Voronoi diagram only expresses the topology in terms of crossings,
dead-ends, and their connections, and thus, relevant information drawn in the
sketch is lost, e.g. the relative size of rooms used in Paper III. Extracting Voronoi
diagrams is sufficient to match mostly simple sketch maps or maps where only
the topology is relevant.

The MAORIS segmentation method [74] was developed to overcome the
limitations of using the Voronoi diagram as a feature extraction method for
sketch maps. MAORIS segments maps into regions based on the assumption
that sketch maps representing the walls of the environment are drawn such that
adjacent regions (rooms and corridors) of the map can be distinguished thanks
to a change in size, i.e. neighbouring regions will have either, doors between
them, or significantly different sizes. On the other hand, since sketch maps
are hand-drawn, inaccuracies in the drawing—for example, non-straight walls,
and approximations of shapes and representation—can create small progressive
variations of size inside a region. Hence, MAORIS must be able to distinguish
those progressive variations—which should not influence the segmentation—
from the actual size changes between regions.

MAORIS divides uncluttered indoor sketch maps into regions by considering
the distribution and variations of free space. By over-segmenting the sketch map
(see Fig. 3.1b), detecting special regions called ripples (i.e. regions created due
to a sudden and irregular change of width), and then merging ripples into their
corresponding region (see Fig. 3.1c and Fig. 3.1d), MAORIS is able to segment
sketch maps in a way similar to that of a human, as shown in the experiments
of Paper II.
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(a) Original sketch map. (b) From the free space map, neighbouring
pixels of same value are grouped together in
regions.

(c) All ripple regions, which are regions cre-
ated by a small and irregular change in the
distribution of free space are merged into
their corresponding region.

(d) This image shows the final result of the
MAORIS segmentation after all neighbour re-
gions with similar values are merged together
and the boundaries are straightened.

Figure 3.1: This figure shows each step of the MAORIS segmentation algorithm.

Interestingly, the detection and merging of the ripples is elegantly simple and
can be done using two steps:

• Given that by definition ripple regions are elongated, the first rule aims at
detecting ripples by looking at the percentage of their contour in contact
with a single neighbouring region. If more than 40% of the contour of a
region r is in contact with one of its neighbouring region v, r is a ripple—a
stability analysis performed in Paper II confirmed that using 40% leads to
good segmentation of sketch and metric maps—and v is added to the set
sr of all neighbouring regions to which v is a possible ripple of.

• The second rule determines to which region of the map a given ripple
belongs. Every ripple region is merged with the region in sr that has the
closest value to its own—the value of a region is calculated using the
repartition of free space in the map as detailed in Paper II.
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Another interesting aspect of MAORIS is that the underlying assumptions
used to segment sketch maps are also valid for most metric maps since rooms
are separated by doors or crisp changes of size. Indeed, MAORIS outperformed
two state-of-the-art methods for map segmentation [14, 33] on a dataset of
sketch maps [73], but also on one of metric maps [14]. However, while MAORIS
provides more accurate map segmentation than the state of the art, the runtime
of the method may be prohibitive for online use in large environments. Further-
more, since MAORIS uses free space to find regions, the method is not well
equipped to handle clutter in the map, e.g. due to furniture. Hence, MAORIS is
predominantly relevant for offline segmentation of uncluttered indoor maps.

MAORIS is used by URSIM [77], the sketch map to metric map matching
method presented in Section 3.2.1, and, outside of this thesis, has been used to
segment indoor sensor maps during the RobotCup @HOME contest by Jumel
et al. [51].

3.2 Research question 2

The second research question concerns matching prior maps and metric maps
and asks how a robot can find correspondences between features of either a
sketch or a layout map, and a metric map of the same environment.

3.2.1 Sketch maps

Using the interpretation methods for sketch maps developed to answer the first
research question, Paper I and Paper III present two matching methods based on
graph matching.

When searching for correspondences between sketch maps of a real environ-
ment and an equivalent metric map, Paper I shows that using a graph matching
algorithm to find correspondences between the vertices of graphs representing
the tolopolgy of the maps—extracted from the Voronoi diagram—leads to 58%
of correct correspondences. The Voronoi diagram can be seen as a graph where
vertices represent crossings and dead-ends, and edges the connections between
them. After extracting such graphs from both the sketch and metric maps, a
planar neighbourhood expanding graph matching algorithm—based on the
one of Neuhaus and Bunke [84] presented in detail in Section 2.3—is used
to find correspondences between vertices. Each vertex is labeled with a letter
representing its type—crossing or dead-end—and, for every seed—seeds are all
pair of sketch and metric map vertices with the same label—correspondences
between the vertices of the neighbourhoods are found using an efficient cyclic
string matching algorithm. The neighbourhoods of every pair of corresponding
vertices are then sequentially matched until the algorithm cannot find any fur-
ther correspondences between the vertices of the graphs. The neighbourhood
matching is based on the Levenshtein edit-distance, the smallest number of edits
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necessary to transform one neighbourhood into the other one, and vertices are
compared using a binary comparison of their attributes.

This simple comparison between vertex types is in contrast with previous
state-of-the-art methods for map matching, which typically used a set of thresh-
olds for matching metric parameters. For example, Schwertfeger and Birk [104]
use multiple thresholds such as the maximum allowed difference between the
length of two edges and the angles of all edges out of two vertices. However,
such parameters are not robust between sketch maps and metric maps and thus,
Paper I only uses the vertex type and the topology without considering any
metric information—methods such as the one of Schwertfeger and Birk [104]
can only find correspondences between sketch and metric maps given some
substantial adjustment of those parameters on a per-sketch map basis [71].

The experiment presented in Paper I shows that planar graph matching of
Voronoi-graphs achieved close to 100% of correct correspondences between
sketch maps and a metric map of a simple environment, and 58% of correct cor-
respondences when considering sketch maps from a real environment. However,
while 58% of correct correspondences is an encouraging score, much of the
information contained into sketch maps—such as room size and shape—is lost
after the diagram extraction. To increase the rate of correct correspondences,
more attributes besides the topology must be used.

The URSIM sketch map to metric map matching method, presented in
Paper III, increases the number of correct correspondences by building more
informative vertex descriptors than Paper I. Based on the regions found using
MAORIS [74]—presented in Section 3.1—in a sketch map and a metric map,
the URSIM matching method extracts a topological graph where each vertex is a
region and an edge is present between each adjacent region. Region descriptors
are built by simulating the diffusion of a unit amount of heat from the most
distinguishable—or unique—regions through the graphs. Paper III presents a
method to identify the most distinguishable regions of a map using numerical
attributes corresponding to characteristics of the region. Specifically, Paper III
uses the shape and relative size of the regions but the method can be adapted to
any number of attributes. An important point to note is the need to standardize
the size and shape attributes to make them comparable between sketch maps
and mitigate the influence of outliers.

While the heat diffusion process takes into account the topology and the
position of unique regions, other information—such as the relative size of
regions—was initially not yet taken into account when building the region
descriptors. Paper III shows that the heat diffusion approach to compare a
sketch map and a metric map can be improved by considering weights on the
vertices representing the relative size of each region.

With the relative-size modulated heat diffusion method and over a dataset
of 25 sketch maps [73]—collected from an online interface and representing
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the ground truth of the KTH dataset for SLAM1—URSIM obtained an F1 score
of only 10% less than the score of human users and has a matching accuracy
close to that of humans. Furthermore, URSIM’s results were compared to a state
of the art matching method for layout maps proposed by Gholami Shahbandi
et al. [43], that I will refer to as the decomposition alignment method (DAM).
Due to its dependency on finding features and using metric information, DAM
was unable to match sketch maps to a metric map, supporting the assumption
that relying too much on metric information can lead to incorrect matching of
sketch maps. On the other hand, URSIM underperformed compared to DAM
when matching partial sensor maps together, showing the limitation of URSIM
when dealing with metrically correct maps with partial overlap. Hence, URSIM
is predominantly relevant for highly schematic maps or maps with a high level
of abstraction.

3.2.2 Layout maps

The work presented in this thesis is not limited to sketch maps and also considers
layout maps of an indoor environment—more specifically, layout maps extracted
from emergency maps.

In Paper IV, correspondences between corners in the sensor and layout maps
are found using a distance threshold, an estimate of the starting pose of the robot
in the layout map, and an estimate of the scale of the layout map. However,
this method depends on a user-chosen distance threshold—decided on a per
map basis—and, typically, more than 50% of incorrect correspondences are
created. Such a high number of incorrect correspondences makes for a hard
SLAM problem, even for state-of-the-art robust SLAM back-ends designed to
deal with many false correspondences in the SLAM graph [2, 3]. However, as
presented later in Section 3.3, the results of Paper IV show that this method still
returns enough correct association to merge a sensor map and a layout map if
one assumes that the sensor map is rigid.

Paper V demonstrates that the number of incorrect correspondences can
be reduced by performing NDT Monte-Carlo Localization (NDT-MCL) in the
layout map using the current sensor readings—the layout map is converted to
a point cloud and used as input to create an NDT map in which NDT-MCL
is performed. The number of incorrect associations is reduced compared to
Paper IV by using both the NDT-MCL localization estimate and a novel way
to extract corner orientations and widths in NDT maps. Furthermore, the pose
estimates enable the algorithm to find correspondences between cells of the NDT
map and walls in the layout map. However, off-the-shelf NDT-MCL in layout
maps can only be robust under the assumption that the layout map accurately
represents the environment. Off-the-shelf NDT-MCL will, for example, tend to
disregard misaligned walls as outliers. While this is good for the “normal” use

1http://www.nada.kth.se/%7Ejohnf/kthdata/dataset.html
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case of localizing in a sensor map, it is not desired in layout maps. As shown
in Paper V, using the Euclidean distance in the sensor model instead of the l2

norm leads to an NDT-MCL implementation that does not converge as easily
to a poor and over-optimistic pose distribution. Hence, one can find accurate
correspondences between features of the layout and sensor maps by adapting
NDT-MCL for localization in uncertain maps.

3.3 Research question 3

The last research question addressed in this thesis is concerned with the integra-
tion of layout maps in SLAM. This is addressed in Paper IV and Paper V. Paper V
presents the Auto-Complete Graph (ACG) method—a graph-based SLAM for-
mulation that merges a layout map and a sensor in one consistent representation
of the environment while correcting errors in both map representations—an
initial version of the which is presented in Paper IV.

The initial version of the ACG (iACG) presented in Paper IV uses the robot’s
sensor map to correct errors in a layout map representing the environment. The
iACG method can correct local scale errors, e.g. if a corridor or room in the
prior map is represented smaller or larger than its actual size. It is also able to
add missing elements to the prior map, such as missing rooms or walls.

The iACG method finds correspondences between corners of the layout
map and corners in the sensor map using a user-chosen distance threshold—as
presented in the second paragraph of Section 3.2.2. Since the distance thresh-
old has a fixed value, the iACG typically has more than 50% of incorrect
correspondences between corners. Paper IV shows that sequentially applying a
combination of two robust kernels during optimization—first a robust Huber
kernel and then dynamic covariance scaling [2, 3]—enables the iACG method
to merge a layout map and a sensor map into a consistent representation of the
environment, even with such a large number of incorrect correspondences. The
iACG graph formulation, as presented in Paper IV, is illustrated in Fig. 3.2.

However, due to the number of incorrect correspondences, the iACG method
is unable to correct errors in both the layout and sensor maps. Paper IV thus
limits the correction and optimization to the layout map, and considers the
sensor map rigid. Furthermore, multiple parameters have to be chosen by the
user: apart from the maximum distance between corresponding corners of the
layout and sensor maps, the user has to choose—on a per map basis—the
covariance associated with each correspondence, the minimum distance between
successive pose nodes, and the tolerated amount of deformation that can be
applied to the layout map during the optimization.

In the third paragraph of Section 3.2.2, I presented a method to localize a
robot in a layout map using laser scans and a version of NDT-MCL adapted
for layout maps. Paper V shows that using both the localization’s covariance
and the corners’ attributes—orientations and widths—to decide when two
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Figure 3.2: iACG graph-based SLAM formulation of Paper IV. Layout corners
nodes and layout walls edges are in purple, pose nodes and odometry edges
given by the robot’s SLAM are in orange. NDT corners and their observations
are in green. Correspondences between corners are in red.

corners correspond to each other, drastically reduces the number of incorrect
correspondences and removes the need for a user-chosen threshold. Furthermore,
thanks to the robot’s localization in the layout map, correspondences between
the walls of the layout map and NDT cells of the sensor map can also be added
in the graph-SLAM formulation presented in Paper IV.

Thanks to the improved accuracy and increased number of correspondences,
the ACG method presented in Paper V can correct errors in both map representa-
tions by using the strengths of each map type to correct errors in the other. The
ACG method implicitly uses the alignment of walls in the layout map to correct
errors due to drift or bad registrations in the sensor map. On the other hand, the
sensor map is used to correct local scale inaccuracies and missing information
in the layout map. More specifically, the ACG enables walls extracted from
the layout map to extend or shrink, hence correcting the local scale errors, but
makes changing their alignment relative to each other a costly operation. In
the meantime, elements extracted from the sensor maps are associated with
the covariances given by the robot’s SLAM. The ACG graph formulations, as
presented in Paper V, is illustrated in Fig. 3.3.

Compared to Paper IV, Paper V also reduces the number of user-chosen
parameters needed by the ACG method from four to two: the amount of
deformation that can be applied to the layout map during optimization and
the distance between each pose node. The other two parameters that had to
be set manually in Paper IV—the maximum distance between corresponding
corners of the layout and sensor maps, and the covariance associated with each
correspondence—can both be determined using the covariance of the robot’s
localization in the layout maps.

While most previous works on prior maps for SLAM focused on correcting
the sensor map built by the robot using prior information [13, 58, 91], our
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Figure 3.3: ACG graph-based SLAM formulation of Paper V. The color-coding is
the same as in Fig. 3.2, with the addition of the layout poses from the localization
in grey and NDT cell edges in blue. Pose nodes are given by the SLAM carried
out using the robot’s sensors and corresponding layout poses are given by the
localization (MCL filter) in the layout map. Corner nodes in the layout map are
connected by edges along the walls of the map and the corresponding layout and
pose nodes are used to find correspondences between layout corners and sensor
map corners. For each pair of corresponding layout and sensor map corners, the
observation edge between the pose node and the sensor map corner is duplicated
between the pose node and the layout corner. Furthermore, an NDT cell edge is
added between each wall in the layout map and NDT cells in the sensor map
that might correspond to the same wall according to the localization. Corner
nodes in the sensor map are connected with pose nodes by observation edges as
in a standard pose-graph framework.

results show that it is possible to merge the layout map and sensor map in one
consistent representation while correcting errors in both map representations.
We tested the method in two indoor lab environments and in field tests, where
the ACG method was able to correct local scale errors in the layout map and add
missing elements, such as walls. Furthermore, errors in the sensor map—e.g. due
to drift or erroneous scan registrations—were corrected thanks to the alignment
of walls in the layout map. Hence, the ACG method primary application is for
integrating a layout map in SLAM, when the layout map has errors in local scale
and/or is missing elements, and the sensor map has errors due to drift and/or
erroneous scan registrations.

However, when the robot has a limited field of view, invoking the SLAM
back-end to optimize the ACG at the wrong time can sometimes lead to incorrect
alignment of the layout and sensor maps. For example, when entering an
unexplored corridor, the robot has a limited view of the corridor—not much
of the corridor is represented in the sensor map and the uncertainty relative to
this corridor is high. Due to this uncertainty, the ACG optimization performed
by the SLAM back-end may create small offsets in rotation for some walls of
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Figure 3.4: Illustration of a situation where optimizing the ACG at the wrong
moment can increase the error due to partial observations. Here, only partial
information about a corridor is available to the robot and the few NDT cells
present are not yet representative of the actual orientation of the wall. Hence,
the prior edge representing the layout map’s wall may be corrected during the
optimization to fit the partial sensor map data, away from the actual—but not
yet fully observed by the robot—wall in the environment. It is unlikely that the
ACG will recover from this error since the prior edge is now too far away from
the sensor map.

the layout map, leading to increasingly larger rotational errors, as illustrated in
Fig. 3.4. On the other hand, once an environment has been fully explored by the
robot, the uncertainties due to partial observations are removed and the ACG
optimization is thus more robust.

In field tests (see Fig. 3.5), the ACG has been used to provide prior informa-
tion to a control interface before and during robot exploration, enabling the
user to indicate points of interest in the environment. The prior map used for the
interface was updated online and no failures in reaching such point of interest
were recorded.

A limitation of the present work is that it is assumed that the walls in the
layout maps are all straight, possibly making the method unfit for less structured
environments such as mines. However, this assumption only means that, in
an environment with curved walls, correspondences between walls will not be
found. On the other hand, corner correspondences should not be impacted and
may still be sufficient to use prior map information in SLAM.

3.4 SLAM in harsh environments

The ACG method presented in Paper V has been tested in field tests with the fire
department of Dortmund. The facility in which the tests were conducted is a
training building where controlled fire and smoke can be produced on command
by the firemen. Since one possible application of the methods presented in
this thesis is emergency scenarios, some of the field tests were conducted in
environments filled with smoke.
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Figure 3.5: Taurob tracker during the field tests in Dortmund. The interface
used to control the robot is visible in the center of the image. One can see the
prior map, provided by the ACG, used to give the position of points of interest
to the robot.

As shown by related work presented in Section 2.5, laser range scanner
measurements can be corrupted by smoke, and such corrupted measurements
are typically not accurate enough to perform SLAM [99]. On the other hand,
radars are not sensitive to smoke [99]. During the smoke field tests, the robot was
equipped with both a lidar sensor and a radar sensor, the Mechanical Pivoting
Radar (MPR) [86], developed at Fraunhofer FHR as part of the SmokeBot EU
project.

The MPR returns 2D range measurements in a data format similar to a 2D
laser range scanner. In the experiments of Paper V, the MPR and Velodyne’s
measurements were fused according to Fritsche et al. [38]—a merged scan is
built from the Velodyne and MPR scans by keeping, for each measurement
along the same beamline, either the Velodyne or MPR measurement depending
on which one is further away from the robot. However, in the work of Fritsche
et al. [38], it is assumed that the MPR can give accurate enough measurements
without necessitating a different sensor model than the Velodyne. This prompted
the question of what is the accuracy of SLAM using the MPR compared to
the performance of a lidar when using the same sensor model for both sensors.
Paper VI answers that question.

Paper VI presents a principled comparison of the MPR and the Velodyne
sensors. We evaluated the radar using two SLAM algorithms: NDT [65, 66]
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and Gmapping [45]. While, in the experiments shown in Paper VI, Gmapping
estimates the overall trajectories closer to the ground truth, NDT fuser has
smoother trajectories, and both SLAM algorithms have similar displacement in
position. For both SLAM algorithms, the mean displacement in position when
using the radar sensor was less than 0.037 m, compared to 0.011 m for the lidar.

We show that while producing slightly less accurate maps than a lidar, the
radar can accurately perform SLAM and build a map of the environment, even
including details such as corners and small walls. Independently of which SLAM
algorithm was used, it was possible to build detailed maps of the environ-
ment with the MPR. Furthermore, the robot was able to localize itself in the
maps when using the MPR, effectively performing SLAM. Hence, the results
of Paper VI show that the radar is a valid alternative to lidar sensing, which is
especially important in low-visibility situations.

However, while Paper VI shows the ease of use of the MPR as a direct
replacement for a laser range scanner, the present evaluation is limited since
the noise and accuracy of the MPR have not been characterized. To further
study the use of the MPR in conditions of smoke, future work will focus
on developing a sensor model adapted to the MPR and use the evaluation
framework implemented in Paper VI to evaluate it.
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Chapter 4
Conclusion

C’est là en effet un des grands et
merveilleux caractères des beaux
livres que pour l’auteur ils
pourraient s’appeler “Conclusions”
et pour le lecteur “Incitations”.

Marcel Proust
Sur la lecture, 1905

The work summarized in Chapter 3 facilitates the deployment of robots in
environments that are not made or prepared for such deployment and the
integration of robots in teams of untrained users. The thesis pertains to using
prior maps—where prior maps are maps available prior to the robot deployment,
such as aerial maps, CAD maps, or floor plans—for localization, navigation, and
human-robot interactions. The main focuses of this thesis are the integration
of layout maps, extracted from emergency maps, into SLAM, and how to
automatically interpret and find correspondences between elements of a sketch
map and an equivalent metric map.

This section presents general conclusions and reflections with regard to the
research and results of the work presented in this thesis. Section 4.1 summarizes
the main contributions of this thesis. Section 4.2 reflects upon the necessary steps
to understand and use prior maps—for SLAM or as human-robot interfaces—
and Section 4.3 discusses the limitations of this thesis. Finally, Section 4.4
presents an outline for future work.

4.1 Main contributions

The work presented in this thesis can be summarized by two main contributions.
Each contribution is related to the type of prior map used.
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• The first contribution of this thesis is a method to find correspondences
between regions of a sketch map and an equivalent metric map. The
MAORIS method segments different types of maps into regions in a
way similar to a human. Then, using the regions of a sketch map and
an equivalent metric map, the URSIM method creates similar region
descriptors for equivalent regions in both map types and uses graph
matching to find correspondences between the regions. The MAORIS and
URSIM methods are introduced in Paper II and Paper III.

The URSIM method—used on maps segmented using the MAORIS seg-
mentation method of Paper II—provides a solution to the first objective
of this thesis: to interpret sketch maps and find correspondences between
them and a metric map of the environment.

• The second main contribution is a method to integrate layout maps in
SLAM. Presented in Paper V, the Auto-Complete Graph (ACG) method is
a graph-based SLAM formulation able to correct errors in both the layout
map and the sensor map. The ACG merges in one graph representation
both map types thanks to accurate correspondences between corners and
walls found by localizing the robot in the prior map. Through optimization
of the graph using a combination of two robust kernels (described in
Paper IV), local scale errors of the layout map and errors due to drift
or sensor noise in the sensor map are corrected. Furthermore, elements
present in the sensor map, but missing in the layout map, are added to the
layout map.

This contribution answers the second objective: to merge both a prior map,
derived from an emergency map, and a sensor map into one representation
of the environment, correcting errors in both the prior and sensor maps.

Finally, while not being directly linked to one of the main contributions, the
tests and experiments presented in Paper VI and Paper V are an encouraging step
toward completing the third objective. Paper VI shows that a novel millimeter-
wave radar sensor—the MPR [86]—enables indoor SLAM with accuracy close
to lidar sensors. In the experiments of Paper V, a robot was able to perform
SLAM in harsh conditions thanks to the MPR and the use of prior information.

4.2 Discussion on the use of prior maps

As seen in the introduction, prior maps come from different sources and thus can
represent different types of environments—e.g. aerial maps are outdoor images
capturing as much detail visible from the sky as the resolution allows while
emergency maps represent the layout of a building and the position of objects
and places such as fire extinguishers and emergency exits. Furthermore, even
prior maps representing the same type of environment might differ. For example,
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a CAD drawing is a metrically correct representation of an indoor environment,
as it was built, but the same indoor environment might be represented with
errors in local scale by a sketch map.

Prior maps typically serve a specific purpose and their purpose shapes the
way the prior map depicts the environment—i.e. the map characteristics and
its level of detail. For example, an important characteristic of prior maps is
metricity—sketch maps are not metric while CAD drawings typically are—and
different type of maps representing the same environment may have different
amounts of detail—sketch maps are usually sparse while emergency maps show
specific elements. To be able to use a prior map, one must first understand its
purpose and the way information is represented in the prior map. Without a
careful investigation of those questions, developing efficient algorithms using
prior maps or changing the prior maps to a format usable in SLAM—as is
done in Paper IV and Paper V where an emergency map is translated to a layout
map—is impossible.

In the context of this thesis, the purposes of both prior map representations
used—layout maps extracted from emergency maps and sketch maps—were
known. The dataset of sketch maps, presented in Paper III, was obtained through
an online interface where users were instructed to represent the whole indoor
environment in a sketch map that could be used to navigate between any
two points of the environment. The purpose of the emergency maps, on the
other hand, is to guide people toward emergency exits and to give information
about the location of fire extinguishers, or similarly important elements of the
environment.

However, while the interpretation of emergency maps is comparatively
straightforward since they represent salient features such as walls and cor-
ners, the characteristics of sketch maps are more difficult to describe. Emergency
maps are typically similar to metric maps but can have local scale errors. On
the other hand, sketch maps are not typically metrically accurate and may not
include key information the user deemed unnecessary or forgot. Furthermore,
the person drawing will use different strategies to make the sketch map easy to
understand, e.g. simplification of the representation by lowering the number
of details or accurate description of key places. Schematization and simplifica-
tion are often beneficial for sketch maps, making them easy to draw and use.
However, simplification can also make sketch maps harder to use—for someone
unfamiliar with the environment, oversimplification may remove elements that
would have been necessary to understand the sketch map.

The topology of the environment, the size of a region relative to other regions
of the sketch map, and the shape of the regions are useful characteristics to
interpret and understand sketch maps, as shown in Paper III. Previous studies
on the psychology of sketch maps have already demonstrated that the topology
and ordering of the sketch map’s elements were robust across multiple sketch
maps representing the same environment [8, 49] and the work presented in
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Paper I and Paper III confirmed those findings. The work presented in Paper III
expands the research and shows that the size of a region, relative to other regions
of the sketch map, is a relatively invariant characteristic between sketch and
metric maps. Moreover, Paper III shows that a simple representation of the
shape of regions—through the normalized difference of the two first principal
components—can be used to robustly identify similar distinguishable regions in
sketch and metric maps.

Furthermore, by evaluating the strengths and error characteristics of different
maps representations, I was able to implement an algorithm that can merge two
maps with different types of errors into one representation of the environment,
while correcting errors in both map types—a problem that, at first, I was not
sure could be solved.

The reason I was not sure this problem could be solved is due to the related
works typically using one map as a reference to correct errors in the other
map [12, 57, 91] but never correcting large errors in both maps. However, the
method and experiments of Paper V show that it may be possible to correct
large errors in two maps if the strong points and error characteristics of each
map type are taken into account and correctly formulated—in Paper V, those
are represented as features and constraints in the ACG formulation.

4.3 Limitations

The four main technical limitations of this thesis are:

• The MAORIS segmentation method requires uncluttered maps. The method
uses the distribution of free space to find regions in the map and clutter
changes that distribution, resulting in MAORIS over-segmenting maps.
However, work about removing clutter from maps and sensor data—e.g.
the method presented by Mura et al. [81]—could be used to address this
problem. Future work should look into using uncluttering algorithms for
sketch and sensor maps.

• As presented in detail in Paper III, the URSIM method is not suitable for
partial sensor maps. Since URSIM does not rely on metric information, it
is outperformed by a recent state-of-the-art method for map matching [43]
when finding correspondences between metric maps.

• The ACG method is more robust when optimization is done offline. Online
optimization—that is, invoking the SLAM back-end at all new sensor
readings, or at a predetermined interval—of the graph can sometimes lead
to an incorrect merging of the layout and sensor maps due to the robot’s
limited field of view creating high uncertainties, e.g. about the shape of
new corridors (see Fig. 3.4). However, offline optimization—invoking the
back-end only after exploration—is more robust since the robot has fully
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explored the environment and those uncertainties are reduced. Instead of
optimizing the ACG whenever a new pose node is added to the graph,
future research could focus on methods to determine when the ACG can
be safely optimized.

• To work optimally, the ACG method is limited to environments with
mostly straight walls. By interpreting the layout map as a graph with
corners as vertices and straight lines between corners, the ACG method is
unable to find correspondences between curved walls in the environment
and the layout map.

However, having curved walls only impacts the ACG method by lowering
the number of feature correspondences. Hence, it does not mean that the
merging of the layout map and the sensor map will fail. While merging
the map representations with only corner associations should still lead to
corrections of errors in the layout and sensor maps, the method will be
less robust and might fail if not sufficiently many corners are present in the
environment. However, most indoor environments—the target environ-
ments of the ACG method—are made of straight walls and the assumption
that walls between corners are straight usually holds. On the other hand,
environments such as mines may be particularly challenging for the ACG
method—mines typically have weakly defined corners and walls that are
not straight.

Furthermore, two limitations may affect the ability of this thesis to answer
the research questions:

• The size and quality of the sketch map dataset should be increased. Since
there was no dataset of sketch maps representing the layout of an indoor
environment, I obtained the dataset used in Paper I and Paper III. The
sketch maps in our dataset represent the environment of the KTH SLAM
dataset and were obtained through an online interface where the users first
explored a 3D rendering of the ground truth map and then were asked to
draw it from memory.

As of the writing of this thesis, the dataset consists of 25 sketch maps and
all sketch maps represent the same indoor environment. I hope to get more
participants in the future to increase the size of the dataset.

Furthermore, future research should give users the opportunity to explore
other 3D indoor environments. However, exploring large 3D environments
and remembering them is not trivial and is time-consuming. Hence, the
new 3D indoor environments should have a size similar to that of the KTH
ground truth map currently used. Future research should extend the avail-
able dataset into the first large dataset of sketch maps and their associated
metric representations, representing multiple indoor environments.
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• The integration of layout maps in SLAM has not been evaluated against
a standard benchmark dataset for SLAM due to the absence of such a
dataset with an emergency map or layout map available. While the method
was tested in two lab environments and field tests, I could also build a
benchmark dataset for SLAM methods using prior maps. I will make
available recordings of sensor data and ground truth measurements from
robots exploring the Örebro laboratory, and associate the datasets with
the emergency map of the laboratory as a prior map.

4.4 Future work

Some directions for future work were already mentioned in the previous section.
Further directions are listed below:

• One topic left to explore is how to find the optimal sampling time for
the LFS region descriptors of URSIM. Each LFS descriptor—used to
find correspondences between regions by URSIM in Paper III—records
the amount of heat in a given region of the map for all sampling times,
determined by the sampling rate n. In the current implementation of
URSIM, n has a fixed value but an interesting research question would be
to know how to find the best sampling times depending on the map type.

• Further research could focus on implementing an algorithm to determine
a homomorphism—a pixel to pixel transformation—between a sketch
map and a metric map. Paper I and Paper III have been primarily con-
cerned with finding correspondences between elements of sketch maps
and an equivalent metric map. However, to be able to use sketch maps as
interfaces, for example, to control a robot, one must be able to project
trajectories drawn on the sketch map into the sensor map of the robot.

• Finally, future research should focus on integration of all the methods
developed in this thesis. Such a system could use the sketch interface, the
layout map, and the sensor map during the exploration and for human-
robot interactions.

An interesting research direction created by the availability of such a system
is the study of which information should be used to enhance the layout
map used as a human-robot interface. For example, Paper III discusses the
idea of having non-expert users draw sketch maps representing the position
of elements of interests in the environment—firemen are interested in the
position of gas bottles or victims to rescue—and then having those elements
directly shown in the layout map interface. Having that information
represented on an interface the firemen are familiar with can help increase
situational awareness.
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Furthermore, such a system could be used to aid planning and/or problems
such as object detection. Using a sketch map, a user could indicate areas
with a higher probability of having gas bottles or victims and, in those
areas, the object detection could be given higher priority than in other
regions.
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