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Abstract 
Pre-programming a robot may be efficient to some extent, but since a human has code the robot it 
will only be as efficient as the programming. The problem can solved by using machine learning, 
which lets the robot learn the most efficient way by itself. This thesis is continuation of a previous 
work that covered the development of the framework Safe-To-Explore-State-Spaces (STESS) for 
safe robot manipulation. This thesis evaluates the efficiency of the Q-Learning with normalized 
advantage function (NAF), a deep reinforcement learning algorithm, when integrated with the 
safety framework STESS. It does this by performing a 2D task where the robot moves the tooltip on 
a plane from point A to point B in a set workspace. To test the viability different scenarios was 
presented to the robot. No obstacles, sphere obstacles and cylinder obstacles. The reinforcement 
learning algorithm only knew the starting position and the STESS pre-defined the workspace 
constraining the areas which the robot could not enter. By satisfying these constraints the robot 
could explore and learn the most efficient way to complete its task. The results show that in 
simulation the NAF-algorithm learns fast and efficient, while avoiding the obstacles without 
collision.  
 
  

Sammanfattning 

Förprogrammering av en robot kan vara effektiv i viss utsträckning, men eftersom en människa har 
programmerat roboten kommer den bara att vara lika effektiv som programmet är skrivet. 
Problemet kan lösas genom att använda maskininlärning. Detta gör att roboten kan lära sig det 
effektivaste sättet på sitt sätt. Denna avhandling är fortsättning på ett tidigare arbete som täckte 
utvecklingen av ramverket Safe-To-Explore-State-Spaces (STESS) för säker robot manipulation. 
Denna avhandling utvärderar effektiviteten hos Q-Learning with normalized advantage function 
(NAF), en deep reinforcement learning algoritm, när den integreras med ramverket STESS. Det gör 
detta genom att utföra en 2D-uppgift där roboten flyttar sitt verktyg på ett plan från punkt A till 
punkt B i en förbestämd arbetsyta. För att testa effektiviteten presenterades olika scenarier för 
roboten. Inga hinder, hinder med sfärisk form och hinder med cylindrisk form. Deep reinforcement 
learning algoritmen visste bara startpositionen och STESS-fördefinierade arbetsytan och begränsade 
de områden som roboten inte fick beträda. Genom att uppfylla dessa hinder kunde roboten utforska 
och lära sig det mest effektiva sättet att utföra sin uppgift. Resultaten visar att NAF-algoritmen i 
simulering lär sig snabbt och effektivt, samtidigt som man undviker hindren utan kollision. 
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Abbreviations 
1D - One Dimension 
2D - Two Dimensions 
3D - Three Dimensions 
AASS - Applied Autonomous Sensor Systems 
CPU - Central Processing Unit 
DDPG - Deep Deterministic Policy Gradient 
DP - Dynamic Programming 
DQN - Deep Q Network 
DRL - Deep Reinforcement Learning 
GPU - Graphics Processing Unit  
HiQP - Hierarchical Quadratic Programming 
MDP - Markov Decision Process 
MSE - Mean Squared Error 
NAF - Q-Learning with Normalized Advantage Function 
RL - Reinforcement Learning 
ROS - Robot Operating System 
STESS - Safe-To-Explore-State-Spaces 
TD - Temporal-difference 
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Notations 
Ap - Priority Task Matrix 
A(x, u|𝜃 A) - Advantage Function of the State x and Action u  
b - Bias 
bp - Vector 
d - Offset 
e(q) - Error Function Distance 
ė(q) - Error Function Velocity 
ë(q) - Error Function Acceleration 
ë*(q) - Evolution 
Gt - Sum of rewards rt 
J(q) - Jacobian 
KP - Position Matrix 
Kd - Velocity Gain Matrix 
L - Matrix Output 
n - Unit Normal 
q - Joint Configuration Vector 
̇  q - Joint Velocity Vector 
̈q - Joint Acceleration Vector 
(x, u)qπ  - Value Function for Action x at State x 

Q - Behavior Network 
Q’ - Target Network 

(x , u )Q t  t - Q-Function of State x and Action u at Time Step t 
(x, u|θ )Q  Q - Function for Best Action Values 

r - Reward 
rt - Reward at Time Step t 
R - Replay Buffer 
t - Discrete Time Step 
u - Action 
u’ - Changed Action 
ut - Action at Time Step t 

(x )v t - Value Function for State x at Time Step t 
(x)vπ - Value Function for State x when following policy 𝜋 

V(x) - Value Function for Calculating Q 
V’ - Expected State Action Value 
w - Slack Variable 
wi - Weights 
x - State 
xi - Inputs 
xt - State at Time Step t 
yi - Expected Target Values 
λ - Constant 
ℝ - Real Number 
π - Policy 
⍺ - Time-Step Size Parameter 
γ - Discount factor 
𝜃 - Theta, Angle 
𝜃 A - Parameters of Advantage Function 
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𝜃 P - Parameters of Square Matrix P 
θQ - Parameters of Behavior Network 
θQ′ - Parameters of Target Network 
θμ - Parameters of Best Known Action 
θV - Parameters of Value Function 
τ - Constant 
Ɲ - Function for Gaussian Distributed Noise 
𝔼 [Gt | - Expectation of Return with States and Actions 

(x|θ )μ μ - Function for Best Known Action 
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1 Introduction 

1.1 Motivation 
Basic learning is something humans take for granted. For a robot, the smallest tasks become 
problematic. Pre-programmed robots have low flexibility, while a robot that learns continuously can 
adapt to be more efficient when executing a task. It can be desirable for industrial robots to avoid 
certain areas in its workspace. By constraining the workspace for the robot makes interactions with 
its environment much safer. If the robot can handle these problematic interactions by itself, there 
would be no need to reset it manually where a collision should have occured.  
 
Applied Autonomous Sensor Systems (AASS), the robotics and intelligent systems department at 
Örebro University, wanted an evaluation and an efficient way to use deep reinforcement learning 
(DRL), a self learning algorithm described in section 2.3, on a robotic task. This algorithm was used 
to create a movement task for the robot. This task moved the robots tooltip from point A to point B 
on a 2D-plane roughly the size of an A3 paper. The robots tool and the plane worked much like a 
pen on paper, tracing along the surface avoiding all the obstacles it encountered. To ensure the 
safety of the robot and its environment during the execution of this task, an existing framework, 
Safe-to-explore state space (STESS) [1] described in section 2.1 , was used. This framework was 
developed at AASS in a previous project Safe-To-Explore State Spaces: Ensuring Safe Exploration 
in Policy Search with Hierarchical Task Optimization [1].  
 
The previous project [1] used a different machine learning algorithm, policy search reinforcement 
learning [1]. That project was successful and the robot was able to perform both reaching and 
grasping tasks in a safe environment. Although the success, this thesis continues approaching the 
problem using more flexible reinforcement learning algorithm. This approach allows the method to 
easier scale into higher dimensions, higher dimensions means the addition of input sources. An 
example of this would be adding a camera or sensors to the solution. 
 
 
1.2 Project 
This thesis was about evaluating and integrating a deep reinforcement learning algorithm, into the 
STESS framework [1], described in section 2.1, as a continuation of the previous project, 
Safe-To-Explore State Spaces: Ensuring Safe Exploration in Policy Search with Hierarchical Task 
Optimization [1]. It does not cover the development or improvement of the STESS method, but 
rather a different approach to the desired movement task for the robot. 
 
The thesis needed a algorithm that could handle continuous state-action spaces. Deep Deterministic 
Policy Gradient (DDPG)[2] and Q-learning with Normalized Advantage Functions (NAF)[3] are 
two algorithms with these traits. A comparison in the paper Continuous Deep Q-Learning with 
Model-based Acceleration [3] proved that NAF outperformed DDPG in nearly all the scenarios that 
were tested. 
 
The STESS framework ensures the robots safety during the exploration in the learning process. It 
does this through constraining the robots movements. For example kept it on the plane and inside 
the predefined workspace [1]. 
 
The different approach was chosen for the lesser limitation in high dimensional state-action spaces. 
In this thesis the state-action space is the position of the robots tooltip on the limited 2D plane. This 
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is possible since STESS handles the robots joint states. The thesis uses a seven degree of freedom 
robot. This is a robot-arm with seven joints that allows the robot to reach the same selected point 
with multiple joint configurations, as long as the robot does not find itself in singularity. These 
multiple configurations is referred to as the Null-space of the robot.  
 
The purpose of this thesis was to find out if the deep reinforcement learning algorithm was more 
efficient in learning new tasks, when integrated into the STESS framework. A successful approach 
opens up for further investigations and improvements with the combination of these two methods. 
 
The STESS framework merges the deep reinforcement learning task with an existing controller, 
Hierarchical Quadratic Programming (HiQP) [4], described in section 2.2. It uses higher and lower 
priority subtasks to decide the most important task for safe exploration. Example for higher priority 
tasks would be collision avoidance, while a lower priority subtask would be reaching the goal [1]. 
The deep reinforcement learning task outputs the desired movement for the robot. Through STESS 
the movement task u is checked against the HiQP-controllers higher priority tasks and if a violation 
occurs the movement task is changed u’  in line with the constraints of the controller, seen in figure 
1.  
 

 
 

With this method, STESS can limit the movement to a predefined operational space like the 
scenario in this thesis. The tooltip of the robot is forced by the constraints to stay on the purple 
plane, inside the big square and to not collide with the red obstacles seen in figure 2.  
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The evaluation is done through training the deep reinforcement learning and plot the return values 
for evenly spread episodes. The first test was done to evaluate if the algorithm successfully learns 
the way it is supposed to do, this is explained in section 5.6. The continuing tests was done to 
evaluate how the algorithm responds when applied on the robotic task, this can be seen in section 
5.7.   
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1.3 Requirements 
The thesis demands was described in two parts, base-level and preferred requirements.  
 
Base-level requirements: 

● Test STESS with a deep reinforcement learning algorithm. 
● Simulate the robot with STESS. 
● The robots end effector shall not move in 3D space.  
● The robot shall be working in a predefined workspace.  
● The system shall not use any remote sensors or cameras.  

 
The three last requirements exist to simplify the problem. By constraining the dimensions of the 
state space, the agent was easier to train. This also helps with the limited time-frame. 

 
Preferred requirements: 

● Investigate different strategies for exploration in our set environment. 
● Test framework on the real robot. 

 
Different strategies for exploration means using different approaches how the DRL agent searches 
the area around the best known path during training. 
 

1.4 Division of labor 
The work in this thesis was equally distributed between the participants. There was no part of the 
thesis that was individually done by only one of the participants. Pair-programming was utilized for 
the entire solution, with some exception to small code reformations.  
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2 Background and Theory 
This section explains the theoretical background needed for the development of the project. The 
three major topics is: 
 

● The Safe to explore state spaces framework 
● The Hierarchical Quadratic programming controller 
● Q - learning with normalized advantage functions 

 

2.1 Safe-to-Explore State Spaces (STESS) 
STESS is a framework that uses the HiQP-controller, explained in section 2.2, to constrain a robots 
state-space into a predefined workspace. It uses the HiQP-controller to stack higher and lower 
priority subtasks that decides the most important action for safe exploration [1]. This will ensure the 
safety of the robot and its environment.  

 

A desired movement task is added as a subtask to the stack, in this illustration a deep reinforcement 
learning task, shown in figure 3. The sub-tasks are prioritized in a way where higher ranked 
sub-tasks like collision-avoidance will always be satisfied before lower ranked ones. Examples of 
higher ranked sub-tasks would be collision avoidance and staying within a select area. Lower 
ranked ones would be the desired action from the DRL task for reaching the goal. This is done by 
satisfying the error between the tasks and the end effector, meaning the inequality in equation 2.11. 

 

 
 

 

An example of this would be the DRL feeds an action to the framework which would cause a 
collision, shown in figure 4. This violates the higher ranked tasks in the HiQP controller. When the 
violation occurs, meaning the error between the obstacle and end effector reaches its minimum, the 
action is recalculated and forced away from the obstacle, shown in figure 5.  
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2.2 Hierarchical Quadratic Programming Controller (HiQP)  
The HiQP-controller[4] is a framework that helps to define robotic tasks as lesser problems by 
putting assisting tasks in a stack with priorities from highest to lowest, a so called stack-of-tasks 
(SoT) framework [4]. Example for a high priority task is joint limitation and collision avoidance, 
while a low priority task would be the desired movement of the robot. By defining these tasks as 
constraints in the stack with higher priority a complex robotic problem can be defined as a simple 
one. 
 
To do this the controller needs to track the evolution of the end effector. This is done by calculating 
the remaining distance between the tasks and the end effector. The vector  and  represents theq ̇  q  
joint configuration and the joint velocity respectively and can be used to calculate the distance [4]. 
The equation: , where n is the unit normal and d is the offset, describes the(q) p(q)e = nT − d  
remaining distance between the task and the p(q) which is the point representing the end effector. 
With the help of the task Jacobian  the task evolution can be tracked with, equation(q)J = ∂ q

∂ e ( q )  
2.1 and 2.2 [4]:  
 

(q) (q)q ̇  ė = J (2.1) 
(q) (q)q̈ ̇ (q) q ̇  ë = J + J (2.2) 

 
These equations represents the end effectors spatial velocity and the acceleration respectively [5]. 
The desired evolution ë*(q) can be described with this PD controller [4]:  
 

(q) − e(q) ė(q)ë* = Kp − Kd (2.3) 
 
where the Kp is the position matrix and the Kd are the velocity gain matrix [6]. The first term 

 are the proportional gain and the second term, , are the derivative and has ae(q)− Kp ė(q)Kd  
dampening effect on the evolution .(q)ë*  
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For a single equality task, the controller needs to solve this least squares quadratic program [4]:  
 

 arg min   ||J  q̈ J ̇ q ̇ − ë  || 2q̈ * =  q̈ 2
1 +  * (2.4) 

 
The least squares method aims to find a middle ground between the task and the desired evolution 
and this can be solved by the pseudo-inverse of J.  
 
For an inequality task the following formulation is used: 
 

Jq¨ ≤ ë* − J˙q˙ (2.5) 
 
this is for upper bounds, but can easily be changed to fit lower bounds, double bounds and 
equalities. In the case that the latter equation (2.5) would be infeasible, the least squares method can 
be used to find the acceleration with the introduction of a slack variable w into the least squares 
Quadratic Program in (2.4)  [4]: 
 

||w||minq̈,w 2
1 2 (2.6) 

subject to  q̈ ≤ ë  − J ̇ q w  J * +  (2.7) 
  
This slack variable is added because it is easier to solve an equality than an inequality.  
 
But the controller more than often consists of more than one single task. As mentioned earlier with 
the multiple tasks they need to be solved hierarchical. The task jacobians with the same priority are 
divided and stacked in a matrix Ap, whilst the right hand terms are stacked in a vector bp. This forms 
one constraint per hierarchy level on the form [4]: 
 

 q̈ ≤ bAp p (2.8) 
 
The goal here is to solve this for each hierarchy level within the null-space of the previous hierarchy 
level so that the previous solution remains untouched. The least squares method is applied to solve 
the constraints one by one within the null space of the previous constraint. The following least 
squares Quadratic Program, where the previous slack variable solutions are frozen betweenwi

*  
iterations, needs to be solved for p=1,.......,P [4]: 
 

(||w || ||q̈|| )minq̈, wp 2
1

p
2 + λ 2 (2.9) 

subject to  q̈ ≤ b  w ,          i 1, . . . , p − 1Ai p +  i
*  =    (2.10) 

 q̈ ≤ b  wAp p +  p (2.11) 
 
 
The λ is a small factor used to avoid large accelerations [4] The control vector is obtained from̈ q  
the last calculation in the least squares method. These joint accelerations are the action sent to the 
output. 
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Example 1: Position the robot in a specific joint 
configuration, shown in figure 6. 
 

 

Example 2: More complex, touch a specific 
plane with the end effector, shown in figure 7. 
 

 

Example 3: Even more complex. Add another 
task, like avoid touching a specific plane with 
the end effector, shown in figure 8. 
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2.3 Q-learning with Normalized advantage functions (NAF) 
Q-learning with normalized advantage functions[3] or NAF for short is a so called deep 
reinforcement learning algorithm. Deep reinforcement learning is a combination of reinforcement 
learning methods with the addition to using a neural network as the function approximator [8]. 
 
Reinforcement learning is a method in machine learning, it is a reward-driven, goal-seeking 
method. It is often described with a Markov Decision Process (MDP) [9]. 

2.3.1 Markov Decision Process 
Markov Decision Process (MDP) is built up by an agent, the learner and decision maker, acting on 
an environment [9]. This takes place in a discrete number of time steps , . At a timet {t ∈ ℝ | t ≥ 0}  

 the agent finds itself in a state  and at the next time step the agent is in a next state  and gett xt xt+1  
a reward  depending on the action  it took during the last time step [9], shown in figure 9.rt+1 ut   

 
 
By repeatedly doing this over and over the agent learns which is the best action to take to maximize 
its return. The return  is the sum of the rewards  [9]Gt rt   
 

  | R ∈ ℝGt = ∑
n

t=0
Rt  (2.12) 

 
from each transition (x’, r | u, x) where x’ is the next state, r the reward, u the action and x the 
current state [9]. The agent learns by trial and error and the strategy the agent follows to select the 
next action at the given time and state is called a policy π. The policy maps states to actions where 
the reward is expected to be highest [9]. These expected rewards are calculated through estimated 
value functions. The value function  is the expected return for the state the agent finds itself in(x)vπ  
at time t following policy π, called the state-value function for policy π  [9].  
 

(x)  vπ = π G  | x[ t t = x] (2.13) 
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The value function  is the expected return for the action u taken when in state x following(x, u)qπ   
policy π. This is called the action-value function for policy π [9]. 
 

(x, u)  qπ  = π G  | x , u[ t t = x  t = u] (2.14) 
 

Reinforcement learning fairs well in smaller discrete state-action spaces, but it falls behind when 
the state-action spaces become continuous. 

2.3.2 Q-learning 
Q-learning is an off-policy Temporal Difference-control algorithm and was one major breakthrough 
in reinforcement learning [10]. Off-policy means that two policies are used. One target policy and 
one behaviour policy. The behavior policy is for exploration and behavior of the agent, while the 
target policy is the policy being learned off the one that will be the optimal policy[11]. The opposite 
is called on-policy. With on-policy the action values that the agent learns from is not the values 
from the optimal policy, but a near optimal policy. This is because it only uses one policy and is 
still exploring while learning[11]. 
 
Temporal-difference (TD) learning is a method based on the of the ideas of Dynamic Programming 
[12] and Monte Carlo [11]. Temporal-difference learning uses bootstraps for value estimation of the 
next states estimated value. This does so that TD can update  without waiting to the end of an(x )v t  
episode and this makes it very useful in tasks with long episodes or continuous tasks with no 
episodes. TD need only to wait one time-step t+1 to determine . By using , the observed(x )v t (x )v t  
reward  and the estimated  it can make the update, eq. 2.4 [10].rt+1 (x )v t+1   
 

(x ) (x ) [r  v(x ) (x )]v t ← v t + α t+1 + γ t+1 − v t (2.15) 
 

where ⍺ is a time-step size parameter and gamma is the discount factor.  
 
This is what differs TD from the Monte Carlo methods. Monte Carlo only updates after an 
episode’s end and Dynamic programming needs a complete model of its environment to find the 
optimal policy, while Monte Carlo and TD only need experience from acting with the environment. 
This makes the methods model-free. 
 
By using Q-learning the action-value function of a learned policy can approximate the optimal 
action-value without following the policy. This makes it much easier to analyze the algorithm and 
find convergence proof. The policy is still followed in a small way since it still decides which 
state-action pairs are visited and updated [10]. The algorithm makes use of the current ,(x , u )Q t  t  
the reward and the estimated  to make the update to Q, eq. 2.5.rt+1 (x , u)Q t+1   
 

(x , u ) (x , u ) [r  max Q(x , u) (x , u )]Q t  t ← Q t  t + α t+1 + γ t+1  − Q t  t (2.16) 
 
 
The problem with reinforcement learning is that it falls short when the state - spaces grow and when 
you want an algorithm that can handle a continuous state-action space the computational 
requirements become infeasible. There are some reinforcement learning algorithms that handles 
large state-action spaces better. For example the policy search reinforcement learning used in the 
previous research [1]. This method scales well for larger dimensions, but requires very specific 
parameterizations to learn a good policy in a tolerable time-frame [1].  
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Q-learning does not scale very well to higher dimensional state-action spaces, because of its 
discrete nature, but it can successfully be combined with function approximation, an approximation 
based on a target outcome. A neural network makes for a good function approximator and is often 
used for that particular reason. 

2.3.3 Neural Networks 
An artificial neural network is built up by layers that contains from just a couple to millions of 
artificial neurons, shown in figure 10. This picture describes a simple three layered neural network 
containing 16 neurons. One input layer, two hidden layers and an output layer. Since all the neurons 
are connected this example is a fully connected neural network which are one of the more common 
[13].  
 

 
Figure 10 : Neural network neurons and layers 

 
 
The figure 11 presents how an artificial neuron is built. The inputs is shown with the corresponding 
weights on the connections. The transfer function calculates the sum of the inputs, see eq. 2.17 [13]:  
 

xΣn
i=1 i * wi + b (2.17)  

  

 
Figure 11 : Artificial neuron 
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The activation function controls the output from the neuron, after the sum is calculated. The 
activation function is there to decide if the neuron should activate or not. For example a linear 
activation function has no limit, it goes from -infinity to +infinity. Whilst a ReLU activation 
function gives an output of 0 to +infinity, shown in figure 12 and figure 13 respectively.  
 

 
 
The input values that flow through the network are accompanied by target values, expected outputs 
[13]. A loss function is used to tell the error between the values and the target values. The loss 
functions derivative with respect to the neural networks parameters, weight and bias, can then be 
used to minimize the loss through gradient descent [13]. This is called back-propagation [14]. A 
neural network with back-propagation containing a single hidden layer is capable to provide 
approximations of any continuous function, as long as there are enough neurons in this layer [14].  

2.3.4 Normalized advantage functions 
Q-learning is difficult when applied to continuous tasks, since it requires maximizing a complicated 
nonlinear function for every step [3]. In the NAF algorithm another simpler method is used, 
normalized advantage functions, see pseudo code in figure 15:A4. The idea behind this is to 
represent the Q-function Q(xt, u t)  so that its maximum, arg max u Q(x t, ut) (eq. 2.8) can be decided in 
an easier way during the Q-learning update [3]. The way this was done in this thesis implementation 
and in the Continuous deep Q-learning with model based acceleration [3] was two separate outputs 
from the neural networks, one value function term V(x) and one matrix L(x|𝜃P). L(x|𝜃P) is used to 
calculate a square matrix P(x|𝜃P) = L(x|𝜃P)*L(x|𝜃 P)T. The advantage function A(x, u|𝜃A)  can now be 
expressed as [3]:  
 

(x, u|θ ) (u (x|θ )) P (x|θ )(u (x|θ ))A  A =  − 2
1 − μ μ T P − μ μ (2.18) 

 
and the Q-function [3]: 
 

(x, u|θ ) (x, |θ ) (x|θ )Q  Q = A u A + V V (2.19) 
 
The advantage function tells the value for the action u  taken compared to the best value  for(x|θ )μ μ  
the actions taken in the state x.  
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2.3.5 Stabilizing and efficiency methods 
Using a neural network as a function approximator tends to make the algorithm unstable [8]. To 
resolve this two networks are used together with a buffer containing stored transitions for iterative 
training during steps and repeatable updates to the networks parameters [8].  
 
The target network Q’ is used to calculate the Q-learning targets yi. The calculated target y i is then 
used together with the current state and action to update the weights in the behaviour network Q [3]. 
For every step in the training the algorithm updates the weights of Q’ using the weights in Q and 𝝉 
(tau):  

θ 1 )θθQ′ ← τ Q + ( − τ Q′ (2.20) 
 
This makes for much smoother transitions during the updates compared to using the Monte Carlo 
update, which makes for very strict transitions: .θQ′ ← θQ  
 
The buffer method is called Experience Replay [8]. It is a good method to make the algorithm more 
efficient. The method is based on the storage of transitions in a replay buffer. This buffer is later 
used to constrain the training data. The experience replay uses a batch of random samples from the 
buffer to train the network, instead of consecutive samples. This reduces the variance of the 
Q-learning updates [8]. 

2.3.6 Exploration 
The random process Ɲ is a function that produces a noise that decays over time. This noise is used 
to force the action selection process to not always go for the best known policy. It forces the agent 
to explore and learn new things around the state that the agent is currently in. By doing this the 
agent may discover a better alternative to the known best policy. In this implementation, the noise is 
a Ornstein-Uhlenbeck process [3]. This is a Gaussian process that make the action selection process 
explore but tend to come back to its better policy. The width of the exploration decays over time 
and returns to the process’s mean, shown in figure 14.  
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2.3.7 NAF-algorithm - pseudo code 
 

 
Figure 15 : Pseudo code for the NAF algorithm [3] 

 
The explanation of the pseudo code shown in figure 15 is divided into four sections, A1-A4.  
A1: The two networks Q and Q’ are initiated along with the experience replay buffer R. 
A2: This loop represents the episodes of the task. At the start of an episode a random process Ɲ is 
initialized, which is used to encourage exploration. The initial state x1 is received. Either a selected 
starting state or randomized from the state-space. This is the state the agent finds itself in at the start 
of the episode. 
A3: This loop represents the steps in an episode. For step t=1 an action ut is selected by sending the 
state through the target network and receiving, according to the network, the best known action 

. To encourage exploration a value from the random process Ɲ mentioned in A2 is added to(x|θ )μ μ  
the action. The action ut is executed and the result is observed, receiving the reward r t and the new 
state xt+1 for the action taken. The transition (xt, ut, rt, xt+1) is stored in the experience replay buffer 
R. 
A4: This loop represents the training of the network. To train the network a random minibatch with 
samples of the transitions that was stored earlier in R is run through the network and the algorithm 
extracts V from the network. With the help of the advantage function explained in eq. 2.7. the 
expected state action values V’ can be computed. By using V’ and the rewards from the transitions, 
the target values yi can be calculated. The weights 𝜃Q in the behavior network is updated by 
minimizing the loss through a loss function L using the target values and the best action values, 

. The target network Q’ weights 𝜃Q’ is updated via eq. 2.9. The loss function used in this(x, u|θ )Q  Q  
algorithm is the Mean Squared Error function: 
 

 Σ (y (x, u))L =  1
N i i − Q  2 (2.21)  
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3 System Architecture 
The source code of the DRL implementation was written by a PhD student [15] at New York 
University. That source code was implemented and reworked to fit this thesis. A python bridge had 
to be implemented. It was created for communication with STESS, this communication is done 
through ROS, explained in section 4.3. No changes were made to STESS, except integrating the 
DRL part into the framework. STESS connects the DRL with HiQP and the environment. The 
HiQP controller were not changed either, only utilized during this thesis. The environment is the 
robots state-action space. The constraints in the STESS framework was not created by the authors 
of this thesis, they were put there pre-project start by the supervisors. The authors had access to 
change the constraints to fit the tests that were made. Figure 16 explains the connections of the 
system. 
 

 
Figure 16 : Which parts was made in this thesis and not as well as the connection between the different 
parts. 

 
 

The movement task implementation was made in a major loop following the pseudo code found in 
section 2.3.7. The utility variables and functions was made in classes to ease the handling of 
variables and creation of the networks. The NAF class holds the networks and the functions for the 
agent. Action selection, updates etc.The policy class are the data structure for the networks, with the 
forward function that handles inputs and outputs from the networks. An environment class as 
supplement for the robots environment. It holds the defined action space, the goal position and the 
reward functions. The ReplayMemory class is the Experience replay buffer, it is designed to hold 
the transitions and sample them before training. The OUnoise class is the added exploration, the 
noise function in this class is called for every action selection. This is illustrated in figure 17. 
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Figure 17: UML-diagram NAF-implementation  
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4 Methods and tools 
This chapter covers the different methods and tools used throughout the project. 

4.1 Methods 
Scheduled weekly meetings and reports with the supervisors was setup from the start of the project. 
Scrum [16] was one of the methods used in this thesis. Morning meetings with what should be done 
by the end of the day and the milestones for each week. The project plan from the second 
presentation was the schedule which was followed throughout the project, see figure 18. Six major 
sprints: Research, implementation, simulation, migrating to real robot, working with real robot and 
the report. 
 

 
Figure 18 : Gantt scheme 

 
Extreme programming [17] was used to some degree. Version handling and pair programming was 
utilized throughout the project. Unit testing was used during the conversion from the OpenAI gym 
environment to the simulators robotic environment. Also to test the plots used for debugging the 
training evaluation.  
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4.2 Programming languages and program libraries 
The majority of the project was written in python code. Very little C++ was used to change options 
in the supporting framework.  
 

● Python 2.7 
Python was the major programming language used in the project. Its popularity in scientific 
programming community made this a simple choice for the thesis [18]. Not the latest 
version though because of compatibility problems with ROS kinetic.  

● C++  
C++ is the major programming language for ROS. We used rospy, python version of ROS, 
for our ROS interaction but nearly all educational material about ROS is in C++. The 
STESS framework and the HiQP controller is also built in C++. 

● Shell script 
Its a easy use script that was utilized to setup multiple tryouts over weekends.  

● Pytorch 
Pytorch is a python package used for scientific computing in deep learning research. It eases 
the implementation of neural networks and computations with its inbuilt functions and data 
types [19]. 

● OpenAi Gym 
Toolkit built for python. Popular for testing our algorithms on simple games and classical 
problems [20]. 

● argparse 
Library for user-friendly command-line interface, by adding “--argument xx” can arguments 
be changed in terminal [21]. 

● numpy 
Library used for multi-dimensional container of generic data with efficiency. Is also a 
fundamental part for scientific computing with Python [22].  

● tqdm 
Library for python that gives a meter that basically shows how far the program has been run, 
much like a loading meter [23]. 

● matplotlib 
Library in Python for plotting with high quality results [24]. 

● line_profiler 
This package profiles the lines with a percentage in a function and can tell where the 
bottlenecks are [25]. 

● snakeviz  
Library for Python that uses the Cprofiler (python built in profiler) to make a browser based 
graphical viewer. This gives a visualisation on what each part of the code takes in procental 
time [26].  
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4.3 Tools 
The list below contains the tools used  in the thesis: 
 

● ROS kinetic (Robot operating system) A framework that has tools and libraries for writing 
the robots software, it is made to simplify the complexities of a robots behaviour [27].  

● HiQP-controller (Hierarchical Quadratic Programming) 
The HiQP-controller is a framework based on hierarchical tasks. It was developed at AASS 
in a previous project Assisted Telemanipulation: A Stack-of-Tasks Approach 
to Remote Manipulator Control [4]. 

● DRL (Deep reinforcement learning. DQN, NAF, DDPG etc.) 
The collective name for Reinforcement learning algorithms that uses deep neural networks. 

● NAF (Q-learning with Normalized Advantage Functions) 
The chosen DRL for this thesis  [3]. 

● STESS (Safe to explore state spaces) 
The safety framework used to restrict the agents movement within the defined space [1]. 

● Github 
The platform used for version handling [28].  

● Ubuntu 16.04 
Open source Linux operating system. Not the latest version due to compatibility problems 
with ROS kinetic. Also a requirement since ROS needs a Linux base. 

● Pycharm  
The IDE chosen for programming in python. Good debugging features  

● Gazebo (Simulator for robot) 
Used for the simulation of the robot. We do not use the graphical environment of this 
simulator though, just the simulation part. 

● Rviz (Simulator for robot) 
This is used as a graphical interface for the robot simulation. 

 
The AASS department stood for all the hardware needed. Most of the software including the 
operating system was a requirement for the usage of the robot. Version handling of the softwares 
were also a requirement. The Ros version used for the robotics only matches Ubuntu 16 and that 
version of Ros cannott handle newer versions of python. So python 2.7 had to be used. Pycharm 
was chosen as the IDE for python development. It has an appealing environment to write code and 
debug in. 

4.4 Other resources 
AASS provided the project with all that was needed and that included 
 

● Desktop computer 
● FRANKA EMIKA panda robot 
● Working space 
● Keycard that worked even during evenings and weekends 

 
Safety regulations when using the robots in the AASS laboratory. Not really any other restrictions 
or needs that could not be provided or solved by the supervisors. 
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5 Implementation 
This section will describe the work process, the code and the tests made to investigate the 
functionality of the algorithm. 

5.1 Implementation 
At the start of the thesis the decision was made to use an already completed code for the NAF 
algorithm to help with the limited time-frame. The original source code used was made by a PHD 
student at New York University and was based on the paper Continuous Q-learning with 
model-based acceleration [3] and Continuous control with deep reinforcement learning [2]. This 
source code was originally made in python 3.6 and Pytorch[19]. To make it compatible with 
ROS[1] it needed to be converted to python 2.7. The code was converted with small difficulties and 
to test the functionality it was run on a classical problem from the OpenAI Gym[20] environment.  
 
The use of the Pytorch package offers two useful features. Tensors[29] and an easy way to build 
neural networks with use of the inbuilt functions in the package. For instance the functions 
nn.Module [30], forward and backward are very powerful and useful tools. The tensors for this code 
ran on CPU. With the hope of faster computing the Tensors were converted to GPU Tensors during 
training. The result of this was a time loss, since the GPU has to slow down and synchronize with 
the CPU before converting the Tensors. Because of this synchronizing time the GPU method wasn’t 
efficient on the small networks, so the computing was kept on the CPU. 
 
The network architecture used in the project are two four layer networks. Input layer, three hidden 
layers and one output layer. In the NAF algorithm the output layer differs depending on the output. 
For a simple action selection the output layer is used with an restrictive activation function. The 
NAF algorithm uses normalized advantage functions which means it needs two other outputs from 
the network. The matrix L, section 2.3.7, and the next-state-values V, section 2.3.7, is estimated 
from two seperate outputs. These separate outputs are used to estimate the state-action values and 
the target values. A model of the network can be seen in figure 19. 
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The first hidden layer is a batch normalizer used to normalize the inputs and simplify the 
comparison with each input. The second hidden layer is a Linear layer with the size of 128 x the 
number of inputs. Third layer is also a Linear layer but with the size of 128 x 128. The two Linear 
layers and the action selection output has a tanh activation function. The reason behind this is that 
the boundaries of the tanh goes from -1 to 1 and therefore allows negative values on the output, see 
figure 20.  

 
 

To receive and send information between the STESS framework and the action selection system a 
communication had to be established. This was done through the robot operating system, ROS. 
Most of ROS was already set up with two ROS topics for subscribing and publishing. To setup the 
communication on the action selection side, the system was converted to a ROS python node with a 
subscription to the ROS topic “ee_drl/state” and a publisher to the ROS topic “ee_drl/act”. The 
system could now receive the position of the robot, the state, and send the desired action to the 
STESS framework.  
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5.2 Exploration 
For an agent to learn, it has to experience interactions with the environment. The whole idea is to 
find the best action for the state that the agent finds itself in. But if the agent always takes the best 
known action it will never learn anything different, maybe an better action. To encourage 
exploration or in this case force exploration, noise is added to the selected action. This noise is 
represented through a Gaussian which scales down the distribution over time. This means that at the 
start of a try out the exploration is usually larger than at the end. This is set up with a linear down 
scaling. If the scale is set to diminish towards the end, the plotted noise will look like in figure 21. 
 

 
As the picture shows, at the end of the session the Gaussian distribution has decreased to zero and 
no noise will be added to the action. After testing different scales, it is preferred to always have 
some noise during training to encourage the exploration. This exploration is used by the agent to 
learn the best behavior in order to do the task it is set out to do.  

5.3 Training 
To train the networks in the NAF method, exploration is needed. And the transactions, (xt, ut, r t, 
xt+1), from the exploration is saved in a Experience replay buffer [8]. The experience replay buffer 
was set to be very large, 1000000, so it could hold as many transitions the training process would 
ever need. During a try out the buffer begins to fill up with these transitions. When there are enough 
samples to fill a batch, the random samples are collected from the buffer.  
 
To train the network the batch of samples are separated. The batch of next states, xt+1 , is used in the 
target network to estimate the next state values, V. These values together with the batch of rewards 
are then used to calculate the expected outputs, yi. The batch of actions ut and the batch of states x t 
are put through the network to get the estimated state-action values Q. With access to the expected 
outputs and estimated state-action values the Mean Squared Error function is used to calculate the 
loss. The loss is sent through the backward propagation process to update the weights in the 
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behaviour network Q. The behavior network is then used to update the weights of the target 
network. 

5.4 Proof of concept 
The system was tested on the classical problem Pendulum-v0 from OpenAI’s Gym [20] package, to 
get a performance check. The problem is defined as a bar hanging from a fixed point at the end of 
the bar. The problem is solved when the bar gets swung, so that the bar stands straight up. What 
makes it tricky for an AI is that the gravity will bring it down and it will need momentum to get to 
the top position. 
 
Pendulums state is defined as (cos(𝜃), sin(𝜃), 𝜃’), where cos(𝜃) and sin(𝜃) can be a value between 
-1.0 to 1.0 and 𝜃’ goes between -8.0 to 8.0. It has one action, joint effort, that can be -2.0 to 2.0. The 
reward system is calculated as follows: 
 

eward θ² .1r =  − (  + 0 * θdt² .001 ction²)+ 0 * a  (5.1) 
 
where theta is normalized -pi and pi. 
 
For the robotic task, the environment is different. The state-space was defined by STESS as a 2D 
plane on a locked z-value. Restricted to only move along the x- or y-axis. The current state was 
defined as the (x, y) location of the robots tooltip.  
 
The action-space of the robotic task was defined as a 2D vector, which would decide the velocity 
and the direction of the desired action. The 2D action vector formatted to replace the  terme(q)− Kp  
in the STESS equation[1]: 
 

(q) − e(q) ė(q)ë* = Kp − Kd (5.2) 
 
where  is the desired evolution of the end effector in the state space.(q)ë*  
 
There were also the need for a new reward system. Two reward systems were implemented. One 
with a shaped reward system, giving negative rewards equal to the Euclidean distance to the goal,  
 

reward =  − √xdistance² distance²+ y (5.3) 
 

only a large positive reward when the agent find the goal. The second was a non-shaped system, 
giving -1 for every action taken that did not result in reaching the goal. Reaching the goal would 
result in a massive positive reward.  
 
A problem with using a shaped reward system is that it does steer the agent towards a better policy. 
It is also a good strategy if one may want to speed up the training process. For this project it was 
crucial to find a good policy fast, so the shaped reward system was kept. 
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5.5 Simulation via Gazebo and Rviz 
The simulators were set up beforehand, with the correct robot and tasks in the STESS framework. 
This was done pre-project start by the supervisors. Gazebo was used for simulation, while Rviz was 
used to visualize the robot.  

5.6 Test with the Pendulum environment 
To test the reinforcement learning algorithm, OpenAi’s Gym package was used. The classical 
problem Pendulum-v0 [20] was chosen, since it is an episodic task with continuous 
action-state-spaces, much like the upcoming robotic task. Pendulum is a 1D problem where the 
agent chooses torque, direction and strength as the action. States are defined as cos(theta), sin(theta) 
and theta dot, the angle at which the pendulum is pointing. Every new episode the pendulum has a 
random starting angle, which forces the algorithm to explore more states. It has 200 steps per 
episode to point upwards before it is deemed unsuccessful. The goal with testing the algorithm on 
the pendulum was to see how fast the algorithm could learn this simple task and how precise it 
could be.  

5.7 Tests in simulation 
The agent’s task when simulating the robot, is to move the tooltip from a static starting point at 
(0.01, 0.19), to a static goal point at (-0.30, -0.13). Both is on the same z- axis plane, which change 
it from a 3D to a 2D problem. This is done by sending an action, acceleration for the tooltip in x- 
and y-axis. The agent receives the next state as the error distance of the tooltip positions towards the 
goals position in both x- and y-axis. Also the reward which is the negative Euclidean distance 
between the tooltip and the goal. These changes for every timestep and there is a maximum of 300 
timesteps each episode. If the agent reach the goal it gets a large amount of positive reward and 
ends the episode. At the end of the episode all timesteps rewards sums up to be the return of the 
episode. The tests in simulation, like the one with pendulum, was done to see how fast the agent 
could learn a good policy and if it interacted with STESS in a good way. The reason behind the fast 
learning rate was the goal of migrating to the real-time robot. The difference between simulation 
and real-time made it impossible to transfer a trained policy directly to the robot. It had to be trained 
on the real-time robot.  

5.7.1 Test with no obstacles 
This was the first test performed to confirm that the agent learns how to reach the goal. 
Hypothetically it should learn faster without having to avoid obstacles. This test was performed 
with the same starting position and the same goal position for every roll out. The STESS framework 
was run with seven tasks. The four walls keeping the tooltip inside of the workspace, the plane that 
locks the tooltip in 2D space, the movement task from the reinforcement learning and the original 
task putting the robot in starting position. The latter is implemented so that the robot always will 
have a task running even if there is nothing happening. It is a good way to secure the behaviour of 
the robot in idle.   
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5.7.2 Test with sphere obstacles 
With the addition of three sphere formed obstacle tasks in the workspace, this test was performed 
like the one without obstacles. The spheres were different in size compared to each other and 
located between the robots start and goal position. The same starting position and the same goal 
position was used for every roll-out. The test was constructed to observe how the agent behaved 
when interacting with obstacles. The STESS framework constrain the tooltip from entering the 
immediate area around the spheres to makes sure the tooltip does not hit any of the obstacles. There 
was no punishment or negative reward for being forced away from an obstacle. Hypothetically the 
result should be fairly good, since the no obstacle run was a huge success. 

5.7.3 Test with Cylinder obstacles 
This test was executed in the same way as the previous test, but with cylindrical obstacles instead of 
spheres. This was done in the hope of ridding the system from the bug that occured with the 
spherical obstacles. When the spheres was changed into cylinders the location of them was also 
moved a small distance and the largest obstacle got a smaller radius. This was done as a precaution 
to make sure it was possible for the tooltip to travel between the obstacles. 

5.7.4 Test Analysing learning process 
The agent learns a policy over time by trial and error, a good way to see how the learning process 
evolves over time is to plot the state-action values for all states in the state-space. This is of course 
infeasible, but to plot select number of states over the state-space is not. A number of evenly spread 
45*45 states were selected and used for the plot.  

5.7.5 Test Comparison with baseline 
The baseline for this thesis, is to turn off STESS on the obstacles. The difference from the test 
described in section 5.7, is that the agents actions won’t be redirected when moving to close to an 
obstacle. Since the agent still needs to learn to avoid the obstacles, obstacle collisions are penalized 
with a large negative reward and the episode is terminated. This lowers the number of transitions 
per episode. This results in less exploration but gives a more response to where it’s not allowed to 
be. This is not a solution for a safe exploration, quite the opposite, its mainly for observing if the 
training is more efficient than with the obstacle avoidance tasks running in STESS. Every time an 
episode is terminated for colliding in an obstacle, the amount of steps get to max which is 300.  
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6 Results and analysis 
This chapter covers the results and the analysis of the completed tests. 

6.1 Pendulum 
The NAF algorithm was tested on the Pendulum environment with 6 different batch sizes, the 
number of random transitions used for training the networks. This was done to see the different 
performances in training and where the training would level out. The test was done 5 times for each 
batch size, 32, 64, 128, 256, 512, 1024. The results is the return of the rewards. It shows the mean, 
max and min returns for 10 evaluation episodes. This is plotted every 10th episode of training for 
300 episodes, as shown in figure 22 and table 1. The results aimed at fast learning and less time 
spent training the network, which would be the total time used for each episode. 

 
Figure 22 : Pendulum task. Max, min and mean return of 10 evaluation episode every 10th training episode 
for 300 episodes. Showing the task with different batch sizes. Top left to right: 32, 64, 128. Bottom left to 
right: 256, 512, 1024. 
  
The result for the test is: 

Batch size 32 64 128 256 512 1024 

Episodes until going above 
-250 in return (first time) 

90 60 50 50 50 60 

Mean for best 100 episodes -242 -253 -245 -210 -154 -171 

Spikes down (500 
difference in min return) 

Yes Yes Yes Yes No No 

Time for 300 episodes (m) 3 5,1 6,7 7,8 11,1 17 
Table 1 : The results from comparing different batch sizes. 

 
The two batch sizes most stable after reaching -250 for the first time was a batch size of 512 and 
1024, with the small difference between them over many roll-outs. The big difference is the time 
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used when training. More than one 3rd of the time used for the same result favors the batch size of 
512. There is no need to compare the results against the Pendulum highscore since the result, is not 
even in the top 10. But this is acceptable since the main priority isn’t the best Pendulum result, but 
rather the fast training rate. 

6.2 Simulator 
These tests is to analyse if the STESS works with the created movement task and how fast and 
efficient it can learn. All tests where done five times and had 10 evaluation episodes for every 10th 
training episode. The results is shown as the return for the evaluation episodes in min, max and 
mean. How many steps the agent needed to reach the goal, where 300 steps is max and means it did 
not reach the goal. Section 6.2.4 analyses the Q-values in different states and how it changes during 
a training session to evaluate how well the agent has learned.  

6.2.1 No obstacle 
The agent seeks the quickest path from start to goal without any obstacles in the workspace. Since 
there is nothing in between the start and goal, the agent should learn quick and become stable 
almost as fast. The reason behind this test is to analyse how the algorithm performs on the simulated 
robot and the results is shown in figure 23 & 24. It was expected to take at least 100 episodes to find 
an efficient way to the goal. 

 

Figure 23 : Max, min and mean return of 10 evaluation 
episode every 10th training episode for 130 episodes. 

Figure 24: Steps to reach the goal for 10 
evaluation episode every 10th training, the line at 
top (300) is when the agent haven’t found the  
goal. 

Already at episode 30, the agent had learned how to reach the goal with less than 100 steps. This is 
a good result and shows that the algorithm works very well for the simulated robot, better than 
expected. 
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6.2.2 Sphere obstacles 
With the normal predefined workspace and three additional spheres which differed in size and 
locations, all have their center at the 2D planes z-axis. The test analyses how the agent performs 
with STESS against sphere shaped obstacles. This is expected to take longer time then with no 
obstacles but still learn where the goal is in a fast and efficient way. Spheres was chosen as 
obstacles since it doesn’t have any flat sides or edges, in the simulation there was small flat sides 
and edges but was considered fine in comparison to the other alternatives. Results is shown in 
figure 25 & 26. 
 

 

Figure 25 : Max, min and mean return of 10 evaluation 
episode every 10th training episode for 600 episodes. 

Figure 26: Steps to reach the goal for 10 
evaluation episode every 10th training, the line at 
the top (300) is when the agent hasn't found the 
goal. 

The agent found the goal earlier than expected but performed way worse. It never learned how to 
reach the goal efficiently and never had a consistent evaluation session, which ended in poor 
policies. When looking at the simulation, the STESS framework saw the spheres as much larger 
then shown in the simulation. That almost blocked the agent from even be able to reach the goal and 
it got stuck between the wall and obstacle or between two obstacles. This was not at all like the 
expected outcome. Changing the size of the spheres and the aggressiveness of the “push” from the 
STESS framework did not matter, the result where the same. Only feasible explanation would be a 
bug in the software using these obstacles. 
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6.2.3 Cylinder obstacles 
By studying the previously test it was known that the agent could find the goal fast, hence lowering 
the number of episodes per rollout should not be a problem. This made it feasible to lower the roll 
out to 300 episode and expecting a good policy below 150 episodes.  
 
 

 

Figure 27 : Max, min and mean return of 10 evaluation 
episode every 10th training episode for 300 episodes. 

Figure 28: Steps to reach the goal for 10 
evaluation episode every 10th training, the line 
at top (300) is when the agent haven’t found the 
goal. 

As shown in figure 27 & 28, the agent learned a good policy only 20 episodes in which was 
astonishing results compared to the rollout with spherical obstacles, see figure (23 & 24). The 
results is very similar to the test with no obstacles at all, with the exceptions of more steps before 
reaching the goal, see figure 21 & 22. Without the spherical bug, the tooltip could move closer to 
the cylinders without getting redirected, that is the reasons why the agent had so much better result 
than with the spheres.  
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6.2.4 Analysing the learning process  
By observing the training process, the plot tells which areas in the workspace that is bad to be in. 
An example is the goal position to have high values and lower values the further away the agent 
gets. The expectation was for the agent at the start, at episode 0, to have low Q-value close to its 
starting point and higher Q-values the further away from it. At each new evaluation session it is 
expected for the agent to progressively pinpoint the goal with high Q-values. 
 
These plots shows the workspace and the selected states as a colored dot. These colors span from 
dark blue to bright yellow, where dark blue represents a low Q-value and yellow represents high 
Q-value. Start position located at (0.0, 0.2) and goal position located at (-0.3, -0.1). 
 
 

 
Figure 29 : The Q-value for different states in the map, 45x45 state. Dark blue is low Q-value and Yellow is 
High Q-value in comparison to all Q-values on the map. The pictures is from different evaluations during the 
training. Top left to right: episode 0(starting episode), episode 10, episode 20. Bottom left to right: episode 
30, episode 40, episode 50. Start position located at (0.0, 0.2) and goal position located at (-0.3, -0.1).  
 
 
As seen in figure 29, at episode 0 the agent believes that the higher Q-values is at the bottom side, 
mostly in the right corner. After ten training episodes it has learned the direction towards the goal 
(-0.3, -0.1). And after 50 episodes the Q-value starts to drop if you pass the goal position. The 
obstacles are hard to spot, one obstacle is at (-0.1, 0.1), which tells that the agent haven’t learned 
that those areas are bad to be in. That is because the agent doesn’t get any response when the 
STESS framework changes the action, it never knows when it violates the higher priority tasks. 
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Figure 30 : Shows the states the agent went through during the 10th, 20th, 30th and 50th evaluation 
episodes, as written from top left to bottom right. The arrows shows the desired action the agent published to 
STESS. The color is the Q-value for each state where dark blue is low Q-value and yellow is high Q-value in 
comparison to all Q-values in the path. Start position located at (0.0, 0.2) and goal position located at (-0.3, 
-0.1) 
 
The colored line in figure 30 shows which path the agent chose, a black dot for the visited state, an 
colored arrow which shows the direction of the desired action and the estimated Q-value for that 
action in the current state. Main reason for the second plot is to observe if the desired action gets 
changed by STESS, it is seen by the next states “dot” is not in the direction of the previous states 
arrow. As seen in figure 30 the agent tries to move the tooltip towards a state, while STESS forbids 
it, explanation for this behavior is that one of its higher priority tasks, the obstacles located at (-0.1, 
0.13) and (-0.27, -0.05). 
 
These plots shows that the agent doesn’t learn the most efficient way or where its not allowed to be 
at, since it bounces against the constraints. But it learns good policy in very few episodes. 
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6.2.5 Comparing with baseline 
The baseline, described in 5.7.5, comparison is done to check if it is more efficient to partly turn off 
STESS and give a negative value for colliding into an obstacle. The test was performed five times 
to see if it is consistent or not. The expectation was for it to learn slow and not as stable as with the 
obstacle avoidance turned on. After many more episodes it should learn a better policy and more 
prominent locations for the obstacles in the state-action plot. 
 

 

Figure 31 : Max, min and mean return of 10 evaluation 
episode every 10th training episode for 50 episodes. 

Figure 32: Steps to reach the goal for 10 
evaluations every 10th episode, the line at the 
top (300) is when the agent did not find the goal. 
 

Figure 31 and 32, shows that the agent finds the goal fast but it doesn’t learn how to get to it 
consistently. As expected it took many more episodes for the agent to learn how to find the goal and 
with higher efficiency than with obstacle avoidance with STESS. 

 

 
Figure 33 : The Q-value for different states in the map, 45x45 state. Dark blue is low Q-value and Yellow is 
High Q-value in comparison to all Q-values on the map. The pictures is from different evaluations during the 
training. Top left to right: episode 0(starting episode), episode 10, episode 20. Bottom left to right: episode 

30, episode 40, episode 50. Start position at (0.0, 0.2) and goal position at (-0.3, -0.1). 
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Figure 33 shows, a more spread Q-value for the baseline then with STESS, episode 10 and 20 
shows a bit darker area around (-0.1, 0.1) where the smallest obstacle is located. The Q-values for it 
disappeared during more training, the agent avoids moving to that area and the chance of the 
transitions to be in training is less for every step taken. That shouldn’t be a problem in the end since 
it learns that the best way is around the obstacle even when it doesn’t remember the obstacles 
locations.  
 

6.2.6 Conclusions 
The results overall is very promising. The algorithm works very well and the baseline proves that 
the STESS framework does what it is supposed to do. In a real-time environment a robot cannot hit 
an obstacle repeatedly during training and resetting the robot is time consuming. Works very well 
meaning it does what the authors wanted the algorithm to do. The problem with migrating the 
solution to the real-time robot involved re-training the agent on the real robot after migration. This 
would not be possible if it required several hundred episodes to find a good policy.  
 
In section 6.2.4 figure 30, it shows that the agent never learns where the walls or obstacles are. 
Instead it learns in which direction it should take to bounce to a better location. This behavior was 
unwanted but since it never gets any punishment for being too close to the restricted areas it only 
learns where it gets from trying to enter the restricted areas. This is a future work where one 
solution is described in section 7.3.  
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7 Discussion 
This section will cover what we have done, learned, a social and economic view of this thesis.  

7.1 Fulfillment of project requirements 
All of the projects base-level requirements was fulfilled. But not of the preferred requirements. The 
reason for this was the estimated time for implementation and simulation, which took more time 
than anticipated. The anticipated time for training the agent was a lot less then the outcome which 
lead to the scrum board fell apart halfway through the project. There was no time to catch up this 
miss unfortunately.  
 
Base-level requirements: 

● Test STESS with a deep reinforcement learning algorithm. 
● Simulate the robot with STESS. 
● The robots end effector shall not move in 3D space.  
● The robot shall be working in a predefined workspace.  
● The system shall not use any remote sensors or cameras.  

 
Preferred requirements: 

● Investigate different strategies for exploration in our set environment. 
● Test framework on the real robot. 

 
Creating a movement task with the help of a deep reinforcement learning agent and utilize the 
STESS framework for safe exploration was a success. This was successfully simulated on the robot 
in Gazebo/Rviz. Thanks to the constraints in the defined workspace in STESS the third and fourth 
requirement were met as well. The requirement to deny the use of remote sensors or cameras was 
also a restraining requirement to minimize the state-action space and ease the workload. The 
algorithm showed promising results for migration to the real-time robot. The agent could find the 
goal in an efficient way in under 50 episodes which showed that training on the real robot could be 
done in a safe way. 
 
This thesis had a simplified task which differed from the previous work in the paper 
Safe-To-Explore State Spaces: Ensuring Safe Exploration in Policy Search with Hierarchical Task 
Optimization [1]. Thanks to this the comparison could not be done in a scientific way, but this can 
be investigated in a later stage by using the two versions on the same task and thereby get a 
scientific result for efficiency.  

 
The requirements where modified a in a small way and divided in “Base-level” and “Preferred” 
requirements. The reason for this is for the deeper understanding in both the project and the theory 
behind. One of the previously requirements has a part been removed. 
“The predefined workspace for the robot will be locked to a plane with the size of an A3 paper.” 
This was removed since One of the other requirements is already locking it into 2D-space and it is 
not demanded to be in the size of an A3 paper, it is only demanded to be in a predefined workspace 
to be in. 
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7.2 Social and economic implications  
A self-thought robot with continuous learning is a frightening thought for many workers and at the 
same time a worker may be happy to be relieved of an agonizing or dangerous task.  
 
A robot that can continuously learn and at the same time be able to adapt to its surroundings would 
be very beneficial for companies. For example a toxic environment, which is not suitable for a 
human to work in. If the obstacles in the environment changes a normal robot would not suffice, 
this system could adapt and work around the new obstacles that appear in the environment. Of 
course this would require some further development, but it is feasible.  
 
From this example alone the social aspect is highlighted. To keep employees healthier is always 
something companies should strive for.  

7.3 Project development potential 
The potential for the projects continuation are great. The possibility of adding a camera is in the 
project already. This would make the system more adaptable. It would not need to have obstacles 
predefined in the workspace, it could add them as the robots surroundings change. 
 
Another possibility is to investigate a different exploration strategy, using the null space of the tasks 
in the STESS framework. As the desired action from the reinforcement learning task changes when 
violating a STESS constraint, it could be used for more efficient training instead of ignored by the 
agent as it does in this solution. 
 
Change the task to a 3D problem with a gripper tool and test the efficiency of the NAF algorithm 
against the previous work.  

7.4 Reflection on own learning 

7.4.1 Knowledge and understanding 
Working on this thesis has been very educational. Approaching a project with zero knowledge on 
deep reinforcement learning, to being able to understand how it works has been a journey.  
 
Reading scientific papers was new and it took some time to comprehend the information given in 
the text. There is so much information packed into so few pages with very limited explanation. The 
papers are directed to other researchers that is already familiar with the subject, so this was 
something that the authors had to grow into.  
 
The mathematical parts were the most difficult. To break the math down to a level that the authors 
were used to took some time. The papers and books used for education all had different notations 
for the same things which didn’t help the learning process at the start. At the end of the thesis the 
important parts are clear and the mathematical thoughts and methods behind the reinforcement 
learning is now understandable.  
 
To understand and break down the code in the implemented NAF algorithm and make it fit the 
solution for this thesis was time consuming. It raises the question if it would have been faster to 
create the code for the algorithm from scratch. But it is easy to assume this would have been faster 
with the knowledge possessed at this time. There is no doubt that an implementation of any similar 
reinforcement learning algorithms could be done from scratch with the skills earned by using 
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Pytorch. This powerful tool was one of the big time sinks, but it will become one of the most useful 
tools in the author's toolbox. 
 
ROS was not focused on in the major part of the thesis. The basics were learned how the system is 
built and how the communication works between the nodes in the system. It is a very powerful tool 
which will be helpful in future work. 
 
To continue the work the authors would like to get a deeper understanding in:  
 

● Deep neural networks 
● Evaluation methods 
● Mathematics 
● Deeper understanding of scientific computing packages (Tensorflow, Pytorch etc.)  

7.4.2 Skills and Abilities 
At the start of the project the authors had very little knowledge about the subject at hand. The 
projects most important part was to create the movement task with the deep reinforcement learning 
algorithm. At the start of the project there were many question marks for this problem.  
 
The dialogue with the supervisors was a huge help when breaking down questions to smaller ones 
that could be answered by finding the relevant reading material. Most of the knowledge learned 
throughout the project was from studying papers and books on reinforcement learning and deep 
reinforcement learning combined with robotic tasks. This gave a good foundation when searching 
for relevant information that explained the questions at hand.  
 
The project was, already at the start, broken down to a smaller task because of the authors lack of 
prior knowledge. During the implementation and simulation it started to show that the preferred 
requirements might not be fulfilled. This was brought to attention by the authors and the focus 
switched to the simulation and the tests that could be done there. 

7.4.3 Evaluation ability and approach 
By reading papers that compared suitable algorithms, an algorithm was chosen for the projects 
problem. Handling the different problems that occured by discussions with the supervisors, students 
or through evaluating the outcomes of the system. The authors have strived to document all 
problems through text, saving data from experiments and plotting the relevant information.  
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