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Abstract

Autonomous robots typically rely on internal representations of the envi-
ronment, or maps, to plan and execute their tasks. Several types of maps
have been proposed in the literature, and there is general consensus that
different types have different advantages and limitations, and that each
type is more suited to certain tasks and less to others. Because of these
reasons, it is becoming common wisdom in the field of mobile robotics to
use hybrid maps that integrate several representations, usually of differ-
ent types. Hybrid maps provide scalability and multiple views, allowing
for instance to combine robot-centered and human-centered representa-
tions. There is, however, little understanding of the general principles
that can be used to combine different maps into a hybrid one, and to
make it something more than the sum of its parts. There is no systematic
analysis of the different ways in which different maps can be combined,
and how they can be made to cooperate. This makes it difficult to evalu-
ate and compare different systems, and precludes us from getting a clear
understanding of how a hybrid map can be designed or improved.

The investigation presented in this thesis aims to contribute to fill
this foundational gap, and to get a clearer understanding of the nature
of hybrid maps. To help in this investigation, we develop two tools: The
first one is a conceptual tool, an analytical framework in which the main
ingredients of a hybrid map are described; the second one is an empirical
tool, a new hybrid map that allows us to experimentally verify our claims
and hypotheses.

While these tools are themselves important contributions of this the-
sis, our investigation has resulted in the following additional outcomes:

• A set of concepts that allow us to better understand the structure
and operation of hybrid maps, and that help us to design them,
compare them, identify their problems, and possibly improve them;

• The identification of the notion of synergy as the fundamental way
in which component maps inside a hybrid map cooperate.

To assess the significance of these outcomes, we make and validate
the following claims:
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ii Abstract

1. Our framework allows us to classify and describe existing maps
in a uniform way. This claim is validated constructively by mak-
ing a thorough classification of the hybrid maps reported in the
literature.

2. Our framework also allows us to enhance an existing hybrid map
by identifying spots for improvement. This claim is verified exper-
imentally by modifying an existing map and evaluating its perfor-
mance against the original one.

3. The notion of synergy plays an important role in hybrid maps.
This claim is verified experimentally by testing the performance of
a hybrid map with and without synergy.
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Chapter 1

Introduction

1.1 A world of maps

In the interesting time we live in, so called autonomous mobile robots
gradually find their way into our society. An autonomous mobile robot is
a robot that has the capability to move around and navigate in unstruc-
tured environments by itself, and carry out tasks without intervention by
humans. With unstructured environments we mean environments that
have not been modified in order to fit the robot. Such an autonomous
robot can for instance be an automatic vacuum cleaner, a rescue robot to
explore and search for victims in disaster areas, or something else where
only our imagination sets the limits.

Many of the complex tasks the robot performs rely on simpler tasks,
such as navigation, and planning paths of how to travel from one point
to another. For example, delivering mail in an office building requires
that the robot can plan the path it has to travel to deliver the mail in
an efficient way, and then navigate that path. An autonomous mobile
robot that does its own navigation and path planning must somehow be
able to know its position, as well as the position of its goal, in the real
world, otherwise it would not know where it should go next. In robots,
that is achieved with the help of some type of map, similar to how a
human traveller uses a map, like the old map in Figure 1.1, to find the
way from one place to another.

The maps that are used by mobile robots vary a lot and researchers
have developed several different types of maps. For instance, there are
maps where the environment is divided in small cells, and each cell is
marked as empty, if the robot can travel there, or occupied. There are
other maps with lines that represent walls. Other robot maps store some
signature given by the sensors, for different places in the environment.
In the rich flora of existing robot maps it is possible to distinguish two
different dominating types of maps. The first type we call a metric
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Figure 1.1: A map of northern Europe from the sixteenth century.

map. It is what we people intuitively consider a “normal” map, a scaled
map where a distance in the map corresponds to a distance in the real
world. Most maps are of this type, for instance the street maps found
in any tourist office. The second type we call a topological map. It
describes how different places are connected to each other, like a map
of a subway that describes which subway lines are connected to each
other and at which stations. These two types of maps complement each
other for different tasks, for example, we use the subway map to find
what station we should go to by the train, and then the street map
to find what streets to go from the station to the opera house which
is our goal. The complementary properties are one major reason for
the development of what we call a hybrid map. It is a combination of
different maps, for example one metric and one topological map of the
same environment. Hybrid maps are becoming more and more popular
to use with mobile robots, with new variants presented regularly. For
instance, several authors have recently proposed different hybrid metric-
topological maps with the intent to combine the accuracy of metric maps
with the scalability of topological maps.

1.2 Motivation and goals

When taking a closer look at the hybrid maps proposed in the literature,
we notice that there are almost as many different setups and models for
hybrid maps as there are authors. There are maps with a hierarchical
structure, while others have a more flat structure. Some authors propose
to combine many small metric maps with one topological map, while
others use only one large metric map with the topological map. There
are hybrid maps where the topological and the metrical maps are clearly
separated, while other hybrid maps have them integrated.

Although there are so many different hybrid maps presented, there
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exist, to our knowledge, no systematic description, nor analysis, of hy-
brid maps. There are of course descriptions of the specific hybrid maps
presented, but if we want to know more about hybrid maps in general,
for example what they consist of, how they are organized, how they
work, and what new problems we can expect, there is nowhere to find
such information.

Now that hybrid maps have shown to be useful, are increasing in pop-
ularity, and we want to use them for our robots, we think it is important
to have better understanding of them in order to gain the maximum out
of them. Not just to get high performance from the map, but also to
design maps that fit the needs, to find the setup of the hybrid map that
is best for our desires. Unfortunately, there seem to be a foundational
gap in this kind of understanding today.

The main goal of this thesis is to start filling that gap. We will study
what is a hybrid map, what are the components that constitute a hybrid
map, how it works, what problems we can expect, how we can make it
perform its best, and how we can design and create a hybrid map.

1.3 Proposed approach

To achieve our goals we propose the following approach:

Define some basic concepts of hybrid maps that will give us a frame-
work to organize, analyze, design, and enhance hybrid maps in a
structured way. These concepts include:

• Definitions of the components that a hybrid map is composed
of, especially metric and topological maps.

• Definitions of a hybrid map and its structures, including the
links that bind the components together into a hybrid map.

• Properties of a hybrid map that are important for its perfor-
mance and usability.

• Usabilities of a hybrid map, different ways to use the compo-
nents and the hybrid map.

• Co-operation between components of the hybrid map, and the
different modes that can be exploited, namely injection and
synergy.

• New problems that may appear due to the “hybridization”.

Analyze and organize existing hybrid maps using the above frame-
work. The reason is to observe what hybrid maps are in order to
understand them, as well as to verify the analytical power of this
framework.
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Design our own hybrid map using our framework. This verifies the
synthetic power of the framework, illustrates how to design and
create a hybrid map, and also gives us possibilities to verify some of
the concepts we come up with during the framework-specification.

Enhance an existing hybrid map using the framework. This is another
way to verify the synthetic power of our framework.

Evaluate and validate the proposed approach and our hypotheses ex-
perimentally. This includes:

• Evaluate our hybrid map approach.

• Verify that synergies help to increase performance.

• Verify that we can enhance an existing map using the frame-
work.

1.4 Main contributions

The main contributions of this thesis are:

1. A framework with definitions of robot maps and usabilities, de-
scriptions of three important properties for hybrid maps: hetero-
geneity, hierarchy and separability, descriptions of component co-
operation, especially synergies, and descriptions of specific hybrid
map problems.

2. A systematic and comprehensive survey and classification of exist-
ing hybrid maps according to the framework.

3. A specific hybrid map with several novel methods for map build-
ing and localization. These methods include incremental topologi-
cal map building, simultaneous topological and metric localization
with location seeding, and different combinations of component
co-operation.

4. A case study in which we use our framework to find ways to en-
hance an existing hybrid map.

5. An experimental validation of the two hypotheses i) that synergies
can increase performance, and ii) that the enhanced map is indeed
enhanced.

1.5 Outline of this thesis

The rest of the thesis is organized as follows.
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Chapter 2 is a survey on different types of maps presented in the lit-
erature. We focus especially on metric, topological, and hybrid
maps. This survey is not comprehensive, but it is rather meant to
provide a context for the rest of the thesis.

Chapter 3 presents a framework for hybrid maps with precise defini-
tions of metric, topological, and hybrid maps. We look into three
basic usabilities for hybrid maps, namely localizability, traversabil-
ity, and buildability. Further, we point out three important proper-
ties for hybrid maps, which are heterogeneity, hierarchy, and sepa-
rability, together with an explanation why we consider them impor-
tant. We also describe how hybrid map components can be made
to co-operate via one of two different modes, injection or synergy,
and explain what are the differences between these modes. We
point out specific hybrid map problems that may arise because of
the “hybridization”. Finally, we present some indicative guidelines
how to use the framework to define a new hybrid map, or how to
improve an already existing hybrid map.

Chapter 4 is an in-depth survey and classification of many of the ex-
isting hybrid maps, given the hybrid map framework. The maps
are all presented using the same template, which makes it eas-
ier to compare them, and highlights certain information about the
maps, such as what is the setup of the map, what usabilities a map
possesses, and how component co-operation is performed.

Chapter 5 describes our own metric-topological hybrid map. The map
is first designed with the help of the design guidelines. We then
describe in detail how to build the hybrid map, and how to per-
form localization using the map, with different combinations of
map co-operation. In this chapter we present new methods to in-
crementally extract topological maps, to simultaneously localize in
metric and topological maps, and solutions to localization seeding
problems.

Chapter 6 presents how an existing hybrid map can be enhanced. First,
the map is analyzed according to the framework, and given that,
weak points in the map are identified. These weak points are then
strengthened by adding functionalities which improve the perfor-
mance of the map.

Chapter 7 is devoted to the experimental validation of the above ideas.
First, we test our hybrid map to find if it is “good enough” for our
purposes. Second, we verify the hypothesis that synergies actually
do improve performance for component co-operation. Finally we
verify that the performance of the enhanced existing hybrid map
actually is improved.
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Chapter 8 concludes this thesis. We summarize and discuss the results
with critical eyes, give some suggestions for improvements, and
suggest future research directions.



Chapter 2

Literature Survey

2.1 Introduction

In this chapter we survey some of the maps used in mobile robots that
can be found in the literature. The idea of using maps have existed
for a long time and the amount of information on maps in general is
tremendous, but we are mainly interested in the area of mobile robots
and hence the restriction. Even if we have this restriction, there exist a
large number of different types of maps and so we here merely scratch
the surface and present some of the most popular and well known maps
for mobile robots.

The maps we present can be grouped in a few basic categories. Here
we briefly present these categories, and classify the maps we survey ac-
cordingly. In this process we follow the classification given by the authors
of the respective maps. In Chapter 3 we will give our own, more precise
definitions of these map types, and then in Chapter 4 we will analyze
some of the maps more in-depth according to the definitions given. Most
maps reported in the literature fall within the following categories:

Metric maps: Maps that include distance information that corresponds
to the distance actually found in the real world that is mapped.
Such a map can for instance give the length of a path, the size of
a building, or the metric position of an object.

The map of the London subway in Figure 2.1 shows how a metric
map looks like. The positions of the subway stations and the tracks
correspond to the positions in the real world.

Metric maps are also called geometric maps by some authors.

Topological maps: Maps where the environment is modeled accord-
ing to its structure and connectivity, often represented as a graph
where the nodes are places considered important and the edges are

7
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the connections or relations between these places. In such a map
we can for instance find what places are connected to other places
such that we can decide what edges and nodes to pass to go from
one place to another.

The map of the London subway in Figure 2.2 shows how it looks
as a topological map. The positions of the subway stations and the
tracks do not follow the corresponding positions in the real world,
instead it is the relations between the stations and the tracks that
are presented in a more easy-to-read format than in the corre-
sponding metric counterpart.

Sensor level maps: Maps that are derived directly from the interpre-
tation of the sensor inputs from the robots current position, and
thus highly local, as described in [Elfes, 1986].

Appearance based maps: Maps where sensor data are used directly
to form a function from sensor data to a position. One such map
is described in [Kröse et al., 2001].

In everyday life such map can be made of known landmarks such
as the bus-station, the church and the parking spot that we have
to pass to go from our home to our work place.

Semantic maps: Maps which are used for making decisions at a high
level and contain information about objects and space properties
and relationships. See [Chatila and Laumond, 1985; Dudek, 1996;
Galindo et al., 2005].

For example, a map where places are referenced by names like
“Tom’s room” can be considered a semantic map.

Hybrid maps: A combination of different maps. The maps combined
in this way are usually of different types, like a metric and a topo-
logical map. A hybrid map has additional links that connects el-
ements in one map to elements in another map. If these links do
not exist, the hybrid map has degenerated into merely a collection
of totally unrelated maps.

A simple example of a hybrid map is a city map combined with a
road map as in Figure 2.3.

In this thesis we are especially interested in hybrid maps, so in this
chapter we survey hybrid maps as well as metric and topological maps,
since they are the most common ones in the field of mobile robotics.

We are interested in how the maps are used with mobile robots,
and how useful the maps are for the respective tasks, the usability. We
therefore investigate the usage for each type of map for some mobile
robot tasks we consider important:
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Figure 2.1: A metric map of London subway.

Figure 2.2: A topological map of London subway.
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Map building: How a map is created from the sensorial input of the
robot.

Self localization: How the robot uses its available sensors to establish
an estimate of its own position in the map.

Route and path planning: How the robot searches for a suitable route
or path to go from one place in the map to another.

Notice that most automatic map building performed today also performs
a simultaneous localization using the map that is about to be created.
This particular task is often shortened to SLAM (for Simultaneous Lo-
calization And Map building). SLAM is a very much studied problem,
but in this thesis we focus on properties of hybrid maps and thus do not
deal with SLAM other than a few notes where appropriate.

In the rest of the chapter, Section 2.2 is dedicated to metric maps
and Section 2.3 to topological maps. The maps are described in more
detail followed by a survey on how the maps are used for different tasks.
Section 2.4 deals with hybrid maps where we look into different types of
hybrid maps and present many of the existing approaches accordingly.
In this chapter we offer a more historical survey: a deeper analysis of
various hybrid maps proposed in the literature will be the subject of
Chapter 4, after we have defined a set of concepts and tools needed to
perform that analysis.

2.2 Metric maps

Metric maps describe the world in terms of distances, and a distance
extracted from a metric map corresponds to the distance actually found
in the real world that is mapped. For instance, with a metric map of a
city, we can measure the distance to travel from one address to another.
Typical maps of this type are for instance a scaled city map, or a CAD-
drawing of a building as is shown in Figure 2.4.

From a mobile robot point of view, it is for example possible to
measure the distance from the robots position to a wall, or the distance to
the next door, using a metric map. Therefore metric maps are used when
metric accuracy is necessary, for example for precise self-localization, and
accurate and optimal path planning.

The group of metric maps can be divided in two major subtypes
[Jensfelt, 2001]; Feature maps and Grid maps:

Feature maps: A metric feature map as in Figure 2.5 consists of fea-
tures or landmarks that occur in the mapped environment. The features
and landmarks are often such that they can be reliably observed by the
robots sensors. In structured indoor environments such landmarks can
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be walls, corners and edges. Also artificial landmarks can be used, like
bar code or reflector tags.

Feature metric maps are frequently used by researchers in the field of
mobile robotics. The idea of using walls, edges and corners as features is
very common. In [Drumheller, 1987; Crowley, 1989; Gasós and Mart́ın,
1996] the features consist of walls, while [Leonard and Durrant-Whyte,
1991] uses walls and corners as features and [Cox, 1991; Rencken, 1994]
uses walls, corners and edges.

Grid maps: In a grid-based map, the environment is represented by
a matrix of cells where each cell represents a small part of the world.
The cell holds one or more values representing the status for the cell.
One of the most used representations is the occupancy of the cell, which
describes if the cell is occupied by some obstacle or not. If the area the
cell represents is at least partially occupied by some obstacle, the entire
area is considered occupied and the cell has a high occupancy value. If
the entire area is totally empty from obstacles, it is considered empty
and the cell has a low occupancy value. Such a grid map is often called
“Occupancy Grid Map” and can look like in Figure 2.6.

Grid maps were mentioned already in [Nilsson, 1969] where the map
is called a “grid model”, and consists of a hierarchically organized system
of four-by-four cells. If a cell is considered occupied it is split in sixteen
new cells recursively.

For occupancy grid maps, several different suggestions have been pre-
sented of how to represent the occupancy for the cells. The most common
is to use probability values of the occupancy. This representation was
made popular by [Moravec and Elfes, 1985]. In that work each cell has
occupancy and emptiness probability values. The values are calculated
separately and then combined to either occupied or empty. The two
values were in successive work [Elfes, 1986] combined to one value, and
it is this representation that has later been widely used. For further
information about this type of grid maps, see [Elfes, 1989].

Other existing representations instead of probability values are for
instance fuzzy sets [Zadeh, 1965; Saffiotti, 1997] as in [Oriolo et al., 1997],
where occupancy values and emptiness values are held separately as fuzzy
values. In [Pagac et al., 1996], belief values are used for occupancy
and emptiness and are updated using Dempster-Shafer calculus [Shafer,
1976]. A simpler model can be found in [Borenstein and Koren, 1991].
Their grid map is a histogram grid where each cell holds a value of how
often a sensor has detected it.

Other representations for the cell can be for instance what type of
ground dominates the cell or what elevation the area has. Those rep-
resentations are more used in the area of GIS (Geographic Information
Systems) [Chrisman, 2002]. In [Lilienthal and Duckett, 2004] each cell
contains an estimate of the concentration of gas in the area the cell repre-
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Figure 2.4: A CAD drawing of an office space.
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Figure 2.5: A feature map where walls are features.

Figure 2.6: A grid map. The white cells show emptiness, the dark cells
show occupancy and the grey cells show uncertainty.
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sents. The map presented in [Stachniss and Burgard, 2003] is a coverage
map that, instead of an occupancy value, stores a value representing how
much each cell is covered by an obstacle.

2.2.1 Metric map building

The method to build a metric map is dependent on what type of metric
map to build. Here we briefly recall some of the methods to build grid
maps and feature maps.

Building grid maps: Most of the methods for building grid maps use
the same basic technique, where the cells of the map are updated when-
ever the robot has a new set of sensor data. The robot’s position is first
estimated and then the values in the cells in the grid map are updated
using some update rule and a model of the sensor, according to a given
uncertainty theory. The models for the sensors describe the uncertainty
of the sensor data, and the rule used to update the cells describes the
uncertainty of the resulting map. The most commonly used uncertainty
theory for occupancy grid maps is based on probability theory [Moravec
and Elfes, 1985; Elfes, 1989], and the cells are updated using a Bayesian
method. Other uncertainty theories used with occupancy grid maps are
based on fuzzy logic [Oriolo et al., 1997] and Dempster-Shafer theory [Pa-
gac et al., 1996] where the update rules and the uncertainty representa-
tion are somewhat different than for the probability theory counterparts.
A method to build an occupancy grid map based on Dempster-Shafer
theory is described in more detail in section 5.3.2.1.

The most näıve way to estimate the robot’s position during map
building is to use only the odometry values given by wheel encoders.
This technique has the drawback that the error of the estimate is ad-
ditive, and thus grows the longer the robot travels. To overcome this
problem, one apparently attractive idea is to use the map that is in pro-
cess to be built to estimate the position, what is know as Simultaneous
Localization And Map-building (SLAM), a problem identified already in
[Chatila and Laumond, 1985]. However, SLAM is not an easy problem
to solve and is particularly difficult for grid maps, since the positions of
the cells in a grid map are static and cannot be adjusted if later mea-
surements would indicate the necessity of doing so (feature maps are
easier to adjust, since the features normally have associated positions
that can be adjusted). For example, if the robot detects that it is back
in an already explored area (it has closed a loop), it might find that it’s
position estimation is a little off and must be corrected. To correct the
grid map, though, the entire map would have to be recalculated, while
with a feature map in that case only the positions for the affected objects
had to be adjusted. One approach to SLAM for grid maps is presented
in [Thrun et al., 1998a]. The map building and the localization are
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done in an alternating sequence, localization is performed in the map
to correct the position estimates, then the map is rebuilt using these
adjusted position estimates. The method assumes that the robot can
observe landmarks. Another solution described in [Duckett, 2003] is to
use genetic algorithms to correct the estimated path. Several maps are
built using different slightly altered paths. A genetic algorithm is then
used to select the best maps and combine new paths to test. In [Eliazar
and Parr, 2003] each cell in the grid map holds a “smart” data structure
that is able to store multiple hypotheses of maps. When the map is up-
dated the least probable hypotheses are removed. In [Murphy, 1999] is
introduced a method to produce a grid map using a Rao-Blackwellized
particle filter. In short, a few samples of possible maps are stored and
updated. Recent development of that method deal with how to reduce
the number of samples and still acquire a good result, [Grisetti et al.,
2005], and how to recover if a loop is detected [Stachniss et al., 2005].

Building feature maps: Feature map building (normally) differs from
grid map building in that the sensor data are not used directly but are
first transformed into features that are then used to build the map. Each
extracted feature is matched against the features in the existing map and
can then be added if the feature does not exist in the map, or be used
to update an existing feature, or used to correct the position estimate
(SLAM).

Many of the existing feature map building solutions are based on a
SLAM method presented by [Smith et al., 1990]. Features like walls or
corners are extracted from the sensor data and a position is estimated
of these features relative the position of the robot. Information on al-
ready extracted features along with the position estimation of the robot
is represented in a vector along with a covariance matrix that represents
the uncertainty of all positions of all objects. The position estimates
and covariances are updated using a Kalman filter [Kalman, 1960]. The
estimation vector along with the covariance matrix grows as more fea-
tures are added to the map, which can make it difficult to build large
maps due to the increase in calculation cost. Recent research shows
some impressive development for SLAM using Kalman filters. Instead
of the covariance matrix, its inverse, the information matrix, can be
used to reduce the calculation burden since the information in it is more
sparse and there is no need to invert the matrix, as proposed in [Frese
and Hirzinger, 2001]. The idea is further refined in [Thrun et al., 2004;
Eustice et al., 2005]. In [Chong and Kleeman, 1999] an unscented filter
[Julier and Uhlmann, 1997] was introduced to cope with the inherent
non-linearity of the SLAM problem, an idea that is still in development,
for instance in [Martinez-Cantin and Castellanos, 2005].

Other methods to perform SLAM on feature maps exists. One is
presented in [Gasós and Mart́ın, 1996] where segments that represent
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walls are made up by fuzzy sets that reflect the uncertainty. A small
local map is first made, that is matched by translation and rotation to
the global map that is about to be built. The global map is then updated
using information from the local map. Another method is presented in
[Begum et al., 2005] that uses fuzzy logic to establish an initial position
estimate of the robot, and a genetic algorithm to refine it.

The method to transform raw sensor data into features (feature ex-
traction) depends on what sensor is used and what features are to be
extracted. For a normal indoor office like space (which is the environment
used by most mobile robot researchers), common features are edges, cor-
ners and walls. This type of features can be extracted using for example
sonars [Crowley, 1989; Wijk, 2001] or laser scanners [Borges and Aldon,
2004; Pfister et al., 2003; Jensfelt and Christensen, 2001]. For other en-
vironments, like outdoors, these structural elements might not exist in
the same extent, and other features must be chosen, like in [Forsman,
2001] where tree trunks are detected as landmarks.

The task of matching the extracted features against features already
existing in the map, known as data association, can for example be done
using a nearest neighbor algorithm [Shalom and Fortmann, 1988].

2.2.2 Metric localization

Localization using metric maps is a well explored research area and there
exist a lot of methods to do that, of which we present a few of the most
well-known.

The task is to find an estimate, or belief, of the robot’s pose (posi-
tion and orientation) in the world, given an a-priori known map. The
estimate is also often augmented with some uncertainty measure that
reflects noise in measuring devices and incorrectness in the map. The
belief is updated when the robot performs an action or makes an observa-
tion. The action in this case is that the robot moves, and the observation
can be new measurements from some range finder or video camera. The
uncertainty grows when the robot performs an action, and can often be
reduced when the robot makes an observation.

The method to localize differs in the way the belief is represented, and
how the update of the belief is calculated. In the real world, an objects
pose is described in six dimensions (x, y, z, pitch, roll, yaw), and together
with a complex world and imperfect sensors, the belief distribution is
enormously complicated. For that reason, the pose representation is
most often simplified to only three dimensions (x, y, yaw). Even with
that simplification, though, the belief distribution is complicated.

One way to overcome that problem is to perform position tracking,
where the belief distribution is further simplified such that only one
single pose is considered. This has the advantage that the representation
is simple, and that the update calculations are cheap. One problem
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with that approach is if somehow the measurements are ambiguous, the
position tracking might be lost. Also the initial position must be known.
One common alternative is to somehow represent multiple hypotheses of
the belief space, by many researchers called global position estimation.
The advantage is that this can resolve measurement ambiguities, and also
does not need an initially known position. The drawback is that these
multiple hypotheses are often much more computationally expensive to
update.

Position tracking: The position is estimated in one hypothesis, and
whenever an action is performed or an observation is made, the estimate
is updated given this only hypothesis. Due to this, the starting position
must be known. A popular method to track positions is to use some vari-
ant of a Kalman Filter to update the position estimate [Kalman, 1960;
Maybeck, 1990]. In [Crowley, 1989] lines are extracted from sonar data,
and these are then used in the matching phase in a Kalman filter. In
[Leonard and Durrant-Whyte, 1991] an Extended Kalman Filter (EKF)
is used, but contrary to Crowley’s approach, the sonar data are used
directly to match against the feature map that consists of walls and
corners. The probabilistic Kalman filter approach is not the only po-
sition tracking method even if it is by far the most used. For instance
[Gasós and Rosetti, 1999] use a possibilistic approach with fuzzy sets to
represent the uncertainty.

Global position estimation: To overcome the problem of having to
know the initial position and the fatal error that can occur if the position
is lost due to a wrong estimate at some time, multiple position estimates
can be tracked simultaneously.

In [Piasecki, 1995] and [Jensfelt and Kristensen, 1999] are presented
methods for multiple hypotheses tracking. Several candidates are tracked
using Kalman filters. The number of hypotheses adapts to the uncer-
tainty of the localization. The extension makes it possible to do global
localization without an a priori known pose. Another multiple hypoth-
esis tracking method is presented in [Saffiotti and Wesley, 1996] where
the representation of uncertainty is based on fuzzy sets.

Another approach is to use a spatially discretized representation of
the environment, similar to a grid map but where each cell instead of
occupancy holds a belief of how much the actual position of the robot
is in that cell. In [Fox, 1998] a method called Markov localization was
introduced where the localization grid map represents the probability
density function (pdf) of the belief of localization. The cells are updated
using Bayesian updating. Although this method gives a nice way to
handle global uncertainty, it suffers from a heavy computational burden.
Some extensions of the original method have been presented to overcome
this problem [Burgard et al., 1998].
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(a) (b)

Figure 2.7: a) Sony robot dogs in the environment for RoboCup. b)
Fuzzy localization as described in [Buschka et al., 2000]. Dark cells
represent higher possibility of where robot is positioned. The white
circle shows the real position, the small white arrow shows the estimated
position.

In [Buschka et al., 2000] the world is divided in cells that give a
possibilistic, instead of probabilistic, value reflecting the belief of being
localized in the respective position. The main differences compared to
the Markov localization approach is that the update is performed using
fuzzy logic instead of Bayesian methods, and that the directional dimen-
sion is represented by a parametric distribution instead of a discretized
one. This reduces the calculation cost but also limits the applicability
of the method to more specialized environments. The method was im-
plemented for the RoboCup 4-legged League domain [RoboCup, 2005].
Figure 2.7 shows the robots used and the specialized environment where
the method was applied.

The idea of representing the localization belief with a pdf is also uti-
lized in the Monte Carlo localization [Dellaert et al., 1999] where the pdf
is represented by a set of samples. This reduces the number of calcu-
lations compared to the Markov localization while it still is possible to
localize globally. The original method requires quite a large amount
of samples, but further improvements have been made that increase
the accuracy and reduce the number of samples needed [Jensfelt, 2001;
Thrun et al., 2000a; Fox, 2001].
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2.2.3 Metric path planning

Metric maps are useful for precise path planning. Due to the metric
property it is possible to find nearly optimal paths using a metric map.
We distinguish between two different types of usage for path planning:
Normal path planning to find the best way from one point to another,
and area coverage where a path is planned such that the robot covers an
entire certain area during the traversal of the path.

There exist several different methods for path planning, but they are
based on a few general approaches. These are road map, cell decompo-
sition, and potential field, according to the detailed descriptions of all
kinds of path planning in [Latombe, 1990].

Road map A road map is a set of paths that are safe and do not
lead into known obstacles. Shortly, they describe the connectivity of the
robots free space and can be seen as a set of standardized paths. Path
planning with such a road map is then reduced to merely connecting
the initial position and the goal position to points in the road map, and
then search the road map for a path between these points. The problem
is how to construct the road map. One early such method is called
visibility graph which is a graph leading from one point to other points
visible from that point, and was described for mobile robots already in
[Nilsson, 1969]. Another way is to construct a Voronoi graph, which is a
graph that maximizes the clearance between the robot and the obstacles
[Choset and Burdick, 2000].

Cell decomposition The free space the robot can travel is divided
in non-overlapping regions, called cells. A connectivity graph that de-
scribes how the cells are connected to each other is constructed, and then
searched. That results in a sequence of cells to pass from the start to
the goal. Finally, a path is extracted from that sequence. The problem
is how to decompose the cells, to make them such that making a path
through each cell is easy. One example is the trapezoidal decomposition,
where a polygonal map is divided in cells by setting vertical lines par-
allel to the y-axis at every corner of each polygon [Latombe, 1990]. An
interesting method to find the cells in the path is presented in [Freksa
et al., 2000] that makes use of qualitative spatial reasoning, inspired of
how humans find their way with imprecise knowledge of orientation and
distance [Zimmermann and Freksa, 1996].

Cell decomposition is a method suitable for area coverage planning.
The planner breaks down the target area into cells such that covering
each cell is simple, for instance by letting the robot go forth and back in
parallel tracks. A survey on such area coverage can be found in [Choset,
2001].
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Figure 2.8: A topological map represented as a graph, with rooms and
corridors as nodes and doors between them as edges.

Potential field A potential field in this case is a function defined over
free space that has an attractive potential pulling the robot towards the
goal, and a repulsive potential pushing the robot away from obstacles.
The path is then planned such that for each point it aims in the direction
where the derivative of the potential field is steepest. The approach, first
developed for on-line collision avoidance [Khatib, 1986], is combined with
a graph search technique for path planning [Latombe, 1990].

2.3 Topological maps

A topological map describes how places or objects in the world are con-
nected or related to each other and thus describes the structure of the
environment. A place in this case can for instance be a room or a cor-
ridor while an object can be a workstation. The topological map can
be represented as a connected graph as in fig. 2.8 where the places or
objects are the nodes and the connections are the edges in the graph.

Note that contrary to metric maps, topological maps do not comprise
metric information, and thus no distance information how far different
points lie from each other. Instead, the main information represented in
topological maps are the relations between places, where the most com-
mon relation of interest is that the robot can navigate directly from one
place to another. In practice though, most topological maps are aug-
mented with at least some metric information to be used for instance
as cost functions in decision processes. Topological maps focus on the
connectivity between places, which metric maps does not. Hence, topo-
logical maps are better suited for problems which involve searching using
connectivity, like path planning and alike.

Topological maps can be differentiated in how the nodes and the
links are defined. This depends to a large extent on the intended use of
the topological map. Since we are dealing with mobile robots the nodes
and edges often are such that they can be detected and distinguished
by the sensors the robot has available. If a human is to interact with
the map the definitions of the nodes and edges must additionally be
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understandable from a human point of view. The nodes are often defined
as some distinctive place like a room or a corridor, while the doors and
passageways in between are defined as the edges. Such definitions can be
found for instance in [Kuipers and Byun, 1991] where nodes are places
that have a “distinctiveness measure”. In [Thrun et al., 1998b] nodes
are “significant places” and [Fabrizi and Saffiotti, 2000b] defines a node
as a “large open space”. In [Chatila and Laumond, 1985] a place (node)
is defined as an area that is either a topological or a functional unit. A
room or a corridor is then a topological unit, while a workstation is a
functional unit. A somewhat different definition of nodes can be found
in [Yamauchi and Langley, 1997; Duckett et al., 2002]. The nodes are
placed when the robot has travelled far enough from the previous node,
and are then associated with either a small occupancy grid map built at
that place, or some signature. The definition of the nodes thus do not
correspond to some predetermined property of the environment but to
internal states of the map-builder.

Topological maps were introduced into the AI society, and hence mo-
bile robots, by [Kuipers, 1978] who was inspired by biological mapping.
That work was further extended in [Kuipers, 2000] where different types
of maps were introduced into the framework, both topological and metric
maps.

Other early references to the idea of topological maps in the field of
mobile robots are for instance [Crowley, 1985] were the map is called a
“network of places” and [Elfes, 1986; Elfes, 1987] where a topological
map is called a “Symbolic level map”. The article [Mataric’, 1992] is one
of the first to describe map building, localization, and path planning for
pure topological maps.

2.3.1 Topological map building

There are many ways to build topological maps automatically, with two
main strategies in use [Shatkay and Kaelbling, 1997]; to build the map
directly from a set of sensor data, or to build it from another type of
map, most often a metric map. Building the map directly from sensor
data can be done as in the following examples:
In [Choset and Nagatani, 2001] a generalized Voronoi graph [Aurenham-
mer and Klein, 2000] is used as a topological map. The diagram is found
by using control laws that move the robot to meet points. A revisited
node is detected by using a signature match where the signature consists
of the distance to the wall from the meet point plus the departure node
angles and also some graph-matching given the edges and the nodes.
In [Lu and Milios, 1997] scans from a laser range meter are collected and
organized in a topological map where each node consists of one scan.
The nodes are then aligned globally using scan matching and an opti-
mization algorithm.
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In [Edlinger and Weiß, 1995] each node is a circle of a predefined size,
and when the robot gets outside of the circle a new node is added to the
topological map unless there already is a node defined at that spot.

There are also several techniques presented to extract a topological
map from a metric map, most often a grid map. In most cases these
techniques rely on that the metric map is globally consistent, which can
be a difficult problem in itself if the mapped area is large. In [Thrun and
Bücken, 1996] the grid map is first preprocessed such that the values for
the emptiness and occupancy are set to crisp values by thresholding. A
Voronoi diagram that covers the emptiness portion is built based upon
the thresholded grid map. The local minima found on the Voronoi dia-
gram are then used for partitioning the grid map into nodes for a topo-
logical map. A similar technique is used in [Choi et al., 2002] that uses
a thinning algorithm instead of a Voronoi diagram. Nodes are in this
case selected where: 1) There is an end point of an arc (of the thinned
skeleton); 2) There is a corner point where the arc slope varies; 3) At
a branch point where more than two arcs intersect. Also in [Poncela et
al., 2002] the grid map is first preprocessed. Here the cells are divided
into empty, occupied or unexplored cells. The empty and unexplored
cells are then clustered into a node if they are of the same type and close
enough to each other, and nodes that touch each other are joined by
arcs.
[Fabrizi and Saffiotti, 2000b] builds a topological map using image pro-
cessing techniques on the grid map. The nodes in the map are defined
as “large open spaces”, and the edges are the connections between these
nodes like doors and hallways. The method is described in more detail
in Section 5.3.2.2.

2.3.2 Topological localization

Localization in topological maps is basically to tell in which node or edge
the robot is. The ability to do that relies on reliable place recognition
and detection of edge traversal. These abilities depend among other
things on how places and edges are defined.
In [Lope and Maravall, 2003] the nodes are defined based on the control-
sequence the robot executes. When there is an abrupt change in the
behavior pattern, there is a node. For instance, if the robot is following
a wall, and suddenly there is an obstacle blocking the way in the front,
then the robot has to do some action to avoid the obstacle. This place
is then seen as a node because of the abrupt change in the behavior
pattern. The nodes are then identified using several features, like dis-
tance travelled since last node, robot coordinates at the present node,
and a signature given by the sonar sensors. For the signature an artifi-
cial neural net is used. The nodes are linked by sequences of navigation
strategies. For localization in this topological map, a Fuzzy Petri Net is
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used.
In [Nehmzow and Owen, 2000] the nodes are recognized through a sig-
nature given by a set of sonar measurements at the center of the node.
The signatures are learned using a growing neural network, or RCE net
[Patterson, 1996]. The localization is then performed by using both the
signature matching and odometry in combination to estimate the cur-
rent node.
The map built in [Choi et al., 2002] is also used for localization. A local
topological map is built, which is then compared to the global topological
map, to obtain the most likely position. A number of samples are spread
over the possible locations, and for each sample is calculated whether or
not it is a plausible position.
In [Ulrich and Nourbakhsh, 2000] topological localization is performed by
comparing images from an omnicam with images stored in the map. The
images are compared using their histograms, thus reducing the amount
of information that needs to be stored.

2.3.3 Topological path planning

A topological map is well suited for planning paths and routes. That
type of planning in a topological map is normally performed by using a
graph search algorithm like A∗ or similar. This is for instance done in
[Lope and Maravall, 2003]. The number of nodes and edges in the map
are in many cases moderate and thus the search algorithms can do their
job in a short time. In some cases it is even possible to store all paths
in lookup-tables to further decrease the time, like in [Thrun, 1998].

Other examples of topological maps used for path planning can be
found for instance in [Crowley, 1985] that uses a topological map for
global path planning, where a node is defined as a “landmark point”
and the edges are straight line paths that connect two nodes. Also
[Edlinger and Weiß, 1995] use their topological map for path planning.
The map in [Choi et al., 2002] is used for path planning, together with
a wave-front algorithm for collision avoidance.

Planning on very large maps is described in [Fernández-Madrigal
et al., 2004; Galindo et al., 2004], where the planning is performed in
hierarchies of topological maps.

2.4 Hybrid maps

Here we survey a type of map that consists of a combination of other
maps, most often metric and topological. Recall that this survey is
mostly from a historical point of view, and a more in-depth analysis of
hybrid maps will be performed in Chapter 4. But first we reason a little
why this type of map is interesting.
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2.4.1 Motivation

Since metric and topological maps are of fundamentally different type,
it is consistent that they have different strengths and weaknesses. We
describe here some of their respective advantages and disadvantages, and
give a summary in Table 2.1.

A metric map normally has a high density, i.e. the number of objects
in the map for the area it covers, compared to a topological map. Fur-
ther, the metric map usually has a higher resolution than a topological
map. That, together with the metric property, makes it possible to both
localize and plan a path with higher precision using a metric map com-
pared to using a topological map. The paths can also be made optimal
in the metric map, while using a topological map may result in subop-
timal paths. On the other hand, the lower density together with the
relation information given in a topological map makes planning simpler
and faster than if a metric map is used. Another advantage with the
lower density in a topological map is that it therefore is easier to scale
up to larger environments than a metric map.

According to [Thrun, 1998], metric maps are easier to build, rep-
resent and maintain than topological maps. It is not required to do a
precise position estimate during topological map building, and meth-
ods for localizing in a topological map are well developed in theory. In
practice the data association problem for recognizing nodes are not yet
that successful, which can make topological maps hard to build for large
environments.

A somewhat different view is given in [Filliat and Meyer, 2003]. There
is stated that it can be difficult to obtain a reliable sensor model for
building a metric map, and that metric map building relies heavily on
an accurate position estimate, which can be difficult to get. Topological
maps do not suffer from that problem since they do not require a reliable
metric sensor model. There is also mentioned that the metric map layout
is often similar to a CAD-drawing which makes it easy for humans to
read. On the other hand, as can be seen in Figure 2.2, topological maps
can also be easy to read for certain applications.

Finally, [Thrun, 1998] points out that a metric map constitutes a poor
interface for most symbolic problem solvers while a topological map is a
good interface.

It is clear that the listed advantages and disadvantages are comple-
mentary in several ways. What is negative with a metric map, is positive
with a topological map, and vice versa. That insight has been one major
incentive in the development of hybrid maps, which are combinations of
several different maps, which we call components. A hybrid map makes
it possible to overcome the weaknesses of each type of map and for each
task use the component in the hybrid map that is best suited for the
task. Other reasons to use hybrid maps can be to represent different
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types of knowledge to perform different tasks (like interacting with hu-
mans), or to build a comprehensive, psychologically plausible system
(e.g. [Kuipers, 2000]).

The idea of hybrid maps was suggested already in some early works
in the seventies [Kuipers, 1978] and the eighties [Chatila and Laumond,
1985; Elfes, 1986], but it is over the last years that the field has burgeoned
with the appearance of an increasing number of hybrid maps in the
literature.

2.4.2 Early hybrid maps

These maps are among the first attempts to combine maps into hybrid
maps, and many of the ideas that are utilized later can be found in these
works.

One of the most comprehensive hybrid maps for mobile robots is pre-
sented in [Kuipers, 2000], but its origin can be traced back to Kuipers’
research on human spatial reasoning skills and cognitive maps [Kuipers,
1978] in the seventies. The spatial knowledge is represented in an onto-
logical (set of objects and relations to describe the world) hierarchy of
representations, the Spatial Semantic Hierarchy (SSH) and consists of
several layers of both topological and metric maps. The SSH is the basis
for several directions of research. One example is [Kuipers and Byun,
1991] where a map at the topological level is built using “distinctiveness
measures” for nodes. Each node has metric information embedded, such
that a metric map can be built after the topological map is completed.
In [Lee, 1996] the SSH is implemented on a real robot system. The SSH
has been continually improved and developed towards its current com-
prehensive state: In [Kuipers et al., 2004] is described how local metric
maps are extracted and incorporated in the SSH along with multiple
hypothesis topological map building. An extension to the Voronoi graph
used for place detection was presented in [Beeson et al., 2005]. The
multiple hypothesis topological map building is further refined using a
planarity test as a filter, described in [Savelli and Kuipers, 2004]. A
highly accurate global metrical map can be built by using the structure
of the topological map, and that is described in [Modayil et al., 2004].

Another early hybrid map is presented in [Giralt et al., 1979; Chatila
and Laumond, 1985] in which the authors show great insight in hybrid
maps. Apart from a topological map and a metric map, they introduced
a semantic map, that “should contain information about objects and
space properties and relationships”. Another interesting thing about
this work is that the metric model is built using some form of SLAM,
the earliest references to that problem that we have found.

In the article [Elfes, 1986] is presented several ideas of how hybrid
maps can be configured, with both topological and metric maps, illus-
trated in Figure 2.9. Notable in this work is the many different metric
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Figure 2.9: A Hybrid map with many different maps in different hierar-
chies and resolutions, as described by [Elfes, 1986].

maps that are used. They differ both in resolution and in lateral exten-
sion, and also in type (grid map and feature map). The author later
concentrated on occupancy grid maps and we have found no further
development of this particular system regarding the hybrid components.

The robot Flakey [Congdon et al., 1993] used hybrid maps in the 1992
Robot Competition by AAAI. The environment was a large polygonal
area. The robot’s map consisted of a set of local metric maps, one
for each edge (wall) of the polygon, connected in a graph structure.
The robot traversed nodes just by following walls and noticing changes
in the wall structure. In the competition, objects placed away from
the walls were supposed to be found and identified, and for that the
robot navigated within each node using local metrics. The topological
structure was hand-coded a priori, while the metric patches were built
by the robot during exploration. This is one of the earliest “patch works”
(Section 2.4.4) found.

2.4.3 Parallel maps

What we call a parallel map is a system that has at least two different
maps that cover the same area. This has the advantage that the map
that is best suited for a given situation can be used. On the other hand,
since the maps cover the same space, there might be problems to cover
large areas with this solution since there might be maps that are hard
to scale up (i.e. metric maps).

Most maps in this category that are built automatically, are built
by extracting one map from the other, and in most such cases it is the
topological map that is extracted out of the metric map. This is for



28 CHAPTER 2. LITERATURE SURVEY

instance the case in [Thrun and Bücken, 1996; Thrun, 1998] where the
topological map is extracted by utilizing a Voronoi diagram of the empty
part of a grid map that is divided in segments where extremes are found
in the diagram. Similar segments are extracted in [Fabrizi and Saffiotti,
2000b] but the method is based on image processing techniques, which
is presented in more detail in Chapter 5. Another method to extract
a topological map from a metric map is described in [Bandera et al.,
2001; Poncela et al., 2002]. The metric map is segmented by clustering
cells from the grid map that are of same type, either occupied, empty
or unexplored. All these topological maps were extracted to be able
to do fast path planning. The opposite, to extract metric maps from
topological maps is not that common, but is done for instance in [Duckett
and Saffiotti, 2000]. The resulting global metric map is made out of the
topological map plus the signatures stored in each node, see Figure 2.10.

An interesting method to make a hybrid parallel metric-topological
map globally consistent is presented in [Thrun et al., 1998b]. The topo-
logical map is used to do global alignment while the metric map is used to
do local alignment. The process is repeated as soon as new observations
arrive, until the map is finished.

Efficient planning is the main focus for the parallel hybrid map in
[Fernández-Madrigal et al., 2004; Galindo et al., 2004], named AH-graph
(for Annotated Hierarchical-graph). The hybrid map consists of hierar-
chically ordered topological maps with increasing abstraction level. The
map is also augmented with local metric maps to aid in localization.
Figure 4.1 shows an example of AH-graphs.

An interesting combination of parallel maps is presented in [Nieto et
al., 2004]. Two metric maps are combined, one feature based, and one
occupancy grid map. The rationale is to use the feature map to perform
localization, and the grid map to perform path planning.

2.4.4 Patchwork maps

We call “patchwork map” a system consisting of a topological map that
covers the entire area plus a set of small metric patches for each node
of the topological map. The main advantage of such structure is that
the map can be scaled up to really large environments, which is the
benefits of a topological map, while still being able to perform fine metric
localization and path planning, due to the metric map patches.

This is by far the most commonly used hybrid map and most modern
hybrid maps have adopted or incorporated this structure. An example
is [Kuipers et al., 2004] where this structure is incorporated in the well-
known SSH described above.

Several maps follow the idea of having small sized feature maps con-
nected with quite simple topological maps. The main focus is on the
metric maps with the idea to have metric maps of convenient size. The
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Figure 2.10: The global metric map is extracted form the topological
map plus the signatures stored in each node (that also acts as metric
map patches), as described by [Duckett and Saffiotti, 2000].

topological maps are there only to connect these metric maps, and thus
they are not augmented with signatures or something similar, nor do the
nodes correspond to any particular environmental structure. Such maps
can be found in [Gasós and Saffiotti, 1999; Chong and Kleeman, 1997;
Bosse et al., 2003; Bailey and Nebot, 2001]. The difference between these
maps is more in the details. In [Gasós and Saffiotti, 1999] for instance,
fuzzy sets are used to represent the features positional uncertainty, while
the others utilize Kalman filters for that.

Other hybrid maps with metric patches have more complex and de-
scriptive topological maps. There are for instance topological maps that
have nodes which correspond to existing environmental structures.
An example is the map presented in [Dudek, 1996]. In the introduc-
tory part is described a hybrid map consisting of several types of maps
in different abstraction levels: sensorial, geometric (metric), local rela-
tional, topological and semantic. In the rest of the article the hybrid
map is reduced, though, to topological maps with metric map patches.
The nodes correspond to “distinctive places” [Simhon and Dudek, 1998;
Simhon, 1999]. Related to that work is an interesting idea about build-
ing the topological map using multiple hypotheses, presented in [Dudek
et al., 1993]. The method described in [Edlinger and Puttkamer, 1994]
generates a topological map along with a feature based metric map. A
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room is found using a “virtual bubble” that is placed around the robot
with virtual borders. When an obstacle is detected the virtual border
is changed to a real border, and when all borders are real the gener-
ated bubble corresponds to a room. Bubbles are not allowed to deform
through holes smaller than a certain size, to be able to deal with door-
ways.
In [Tomatis, 2002; Tomatis et al., 2003] is presented a hybrid map where
the nodes in the topological map correspond to openings to either rooms
or hallways. Each room has a metric map associated. The edges have
information on landmarks that can be detected between two nodes. In
a related article, [Tomatis et al., 2002], is described a method to detect
if a loop is found during the map building process by using localization
information. The topological map will then be globally consistent.
“The Hierarchical Atlas” presented in [Lisien et al., 2005] is a hybrid
topological-metric map targeted to SLAM, navigation and exploration.
The topological map is made from a Reduced Generalized Voronoi Graph
([Nagatani and Choset, 1999]), which means that nodes corresponds to
corridor crossings and alike, and the metric maps are feature maps. An-
other hybrid map that utilizes Voronoi graphs to establish nodes that
corresponds to corridor crossings and alike, is presented in [Victorino and
Rives, 2004], where each node also is associated with a metric feature
map.

There are also complex topological maps where the nodes do not
correspond to environmental structures. One such map is described in
[Yamauchi and Beer, 1996; Yamauchi and Langley, 1997]. The nodes
in the topological component are defined as places that the robot can
occupy and the edges are defined as paths in between that the robot
can travel. The nodes are placed in the environment with a distance in
between of approximately 1.5 meters. Each node is associated with an
occupancy grid map used for localization. A similar map is described
in [Duckett, 2000; Duckett et al., 2002]. The nodes in the topological
component are likewise defined as places that the robot can occupy and
the edges are defined as paths in between that the robot can travel. The
nodes are placed in the environment like a web with a distance in between
of approximately one meter. Each node has a signature consisting of an
occupancy histogram for the x- and y- direction of a local occupancy
grid map. These signatures have so much information stored that they
also act as metric maps with the possibility to localize metrically within
each node.

Another complex topological map can be found in [Aguirre and Gon-
zález, 2002]. The hybrid map consists of two hierarchical, topological
maps and local metric maps for each room. For each room there is
actually two metric maps, one is a feature map that uses fuzzy sets to
represent uncertainty, and the other is an occupancy grid map built from
the feature map. The main focus is the integration problem between
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different types of maps which is studied in detail for planning a path,
using information from both the topological and the metric maps.
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Metric maps Topological maps

Pros

• Many high quality
methods exist for local-
ization, map building,
and route and path
planning

• Can provide high ac-
curacy for localization,
and route and path
planning

• Can give optimal paths

• Easy to build, represent
and maintain for small-
size environments

• Layout often easy to
read for humans

• Easy to scale up to
larger environments

• Very good for planning
tasks

• Do not need a reliable
metric sensor model

• Do not need a pre-
cise position estimate
for map building

• Good interface for sym-
bolic problem solvers

Cons

• Difficult to scale up to
large environments

• Costly path planning

• Need a reliable metric
sensor model

• Need a precise position
estimate for map build-
ing

• Poor interface for sym-
bolic problem solvers

• Can not provide high
accuracy

• Can give suboptimal
paths

• Difficult to build and
maintain

Table 2.1: Advantages (pros) and disadvantages (cons) of metric and
topological maps, as discussed in Section 2.4.1.



Chapter 3

Anatomy of Hybrid
Maps

We have seen in Chapter 2 that there exists different types of robot
maps that have different advantages and disadvantages, in some cases
complementary. Due to that, the idea to combine different maps becomes
really appealing. More and more effort therefore is put into combining
different types of maps into hybrid maps to gain more advantages than
if only one type of map is used, as we discussed in Section 2.4.

But in order to gain maximally out of a hybrid map, we want to
understand what is a hybrid map? How does it work? How do we get
most out of it? Is there something more to gain than the obvious out of
the hybridization itself? Are there any new problems that arise due to
hybridization? How do we design a hybrid map that fits our needs?

Existing texts about hybrid maps, like the references mentioned in
Section 2.4, seem not to supply the answers to these questions.

3.1 A foundational gap

Given the survey in the previous chapter, we can deduce that the diver-
sity of hybrid maps is quite large, and that there exist almost as many
solutions as there are authors. There are a few basic structures of hy-
brid maps, but there are many different ways to combine the constituent
maps and make them work together. Further, hybrid maps consisting of
the same types of maps can differ a lot. Some of the constituent maps
are full-fledged maps, while others are the simplest maps possible.

To our knowledge, there exist no analysis or examination of the struc-
ture of the hybrid map, the forms of co-operation between maps, nor
what new problems will arise due to hybridization. There exist a foun-
dational gap.

33
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In this thesis we will start filling that gap. We begin in this chapter
to define a framework for hybrid maps. The framework defines what a
hybrid map is and what the components that constitute a hybrid map
are. We define how maps are used, and properties of hybrid maps that
play an important role in how maps can co-operate with each other.
The aim of the definitions is to be able to answer the question “what is
a hybrid map?”, but also to be used for further examining hybrid maps.
We continue by examining how maps can be made to co-operate, and
answers the questions “How does it work?”, “How do we get most out of
it?” and “Is there something more to gain than the obvious out of the
hybridization itself?”. We complete the framework by examining new
problems that can arise due to hybridization, answering the question
“Are there any new problems that arise due to hybridization?”. Finally,
we show that our framework enables us to identify a few design guide-
lines, which may help us to answer the last question, “How do we design
a hybrid map that fits our needs?”

The framework and its definitions are verified in the following chap-
ters. In Chapter 4 we show that the framework allows us to better
understand and compare existing systems. In Chapter 5 we show that
with the framework we can design a new hybrid map. In Chapter 5 we
show how the framework can be used to enhance existing systems.

The rest of this chapter is organized as follows: In Section 3.2 we
give definitions to hybrid maps and the most common of its compo-
nents, metric and topological maps, plus a definition of the additional
necessary links between components. In Section 3.3 we discuss the no-
tion of “usabilities” for components of a hybrid map. In Section 3.4
we discuss certain properties of a hybrid map, heterogeneity, hierarchy,
and separability. In Section 3.5 we focus on co-operation between the
different components of a hybrid map, and list some possible ways for
components to co-operate. In Section 3.6 we mention some of the new
problems that arise due to hybridization. In Section 3.7 we hint at some
guidelines to design a hybrid map given the framework we have provided.
Finally, in Section 3.8 we provide some concluding remarks.

3.2 Map definitions

For the studies of hybrid map we first need to fix some terminology and
definitions for some basic notions related to robot maps. Our definitions
are rather minimalistic: their aim is to allow us to discuss more pre-
cisely the different varieties of hybrid maps and their inner mechanisms,
without committing to any specific formalism. The definitions of robot-,
metric- and topological maps are meant to be used merely in the context
of this thesis and we do not claim them to be “best”, or “most adequate”
in any way. The other definitions on the other hand, of hybrid maps,
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g

W - world

X - map objects

g-function

Figure 3.1: A map. W is the world, X is the set of objects in the map,
and g is the function that associates each object in X with a subset of
the space in W .

usabilities and integration, are meant to be meaningful also outside the
scope of this thesis.

Each map we use with robots is connected to a physical space. Let
W denote the physical space, or work space, that we want to map. For
instance, W can be R3. We define a map as

Definition 3.1 (Map) A map M for W is a pair 〈X, f〉 where X is a
set, and g : X → 2W associates each element in X with a subset of the
space W .

An illustration of a map can be seen in Figure 3.1. Examples of maps
are:

• An occupancy grid map where X is a set of [0, 1] values (cells)
indicating the probability of the cell being occupied, and g is a
function from X to squares in R2.

• A feature map where X is a set of landmarks, and g is a function
from X to points in R2.

We call the extent of the map M the region of W which is covered
by M . Formally, the extent of M is g(X) =

⋃{g(x)|x ∈ X}. Sometimes
we are interested in the closed extent of a map, that is, the convex hull
of g(X).

In practice we shall usually consider specific types of maps, in which
the set X of objects is endowed with a specific mathematical structure
S. For instance, S can be a metric structure or a graph structure. We
call these maps robot maps.

Definition 3.2 (Robot map) A robot map M for W is a tuple
〈X, f,S, pos〉 where X is a set, S is a mathematical structure, pos :
X → 2S associates each object in X with a subset of S, and f : S → 2W

associates each element in S with a subset of the space W .
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f

W - world

X - map objects

f-function

pos pos-position

S - structure

Figure 3.2: A Robot map. W is the world, X is the set of objects in the
map, S is a structure, pos associates each object in X with a subset of
the structure S, and f is the function that associates each element in S
with a subset of the space in W .

The idea with the definition is to have a generic base for robot maps.
The set X contains the objects found in a map, like cells in a grid
map or features in a feature map, and the structure S describes how to
interpret the objects. We will shortly see how it can capture both metric
and topological maps in a uniform way. This definition is graphically
illustrated in Figure 3.2.

The definition of a robot map follows the idea of aspect maps, as dis-
cussed in [Berendt et al., 1998]. An aspect map is a spatial organization
structure that represents some aspects of geographic entities, with the
intention to solve a given task. An aspect map can be described as a
triple 〈E, R, M〉, where E represent cartographic objects, similar to X
in the robot map, and R are relations on the set E as specified by the
map as a picture (e.g. attributes, position, distances and angles), which
is similar to the mathematical structure S in the robot map definition.
M is meta knowledge associated with the map, and that is similar to
the implicit knowledge for each robot map and not part of the definition
above.

Among the several types of robot maps which have been proposed,
metric and topological maps are the ones which are most used and most
frequently combined to form a hybrid map and therefore we focus specif-
ically on these, but there is no assumption in the framework proposed
in this thesis that limits its applicability only to these types.
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When studying several of the presented robot maps it is easy to get
the impression that there seems to be no uniform definition of these maps
in the literature. Most authors seem to adopt an intuitive feeling of what
each type of map really implies, and as pointed out in [Jensfelt, 2001],
“The border between the metric and the topological representation is
not razor sharp”. But our goal is to study hybrid maps and thus we
want definitions that give a clear distinction between these maps.

Especially the definitions of metric maps found in the literature differs
from each other. The definition in [Thrun and Bücken, 1996] says

Recent research has produced two fundamental paradigms for
modeling indoor robot environments: the grid-based (metric)
paradigm and the topological paradigm.

This gives the impression that a metric map must be grid based, but
as we have seen in Section 2.2 there exist feature based maps which we
consider as metric maps. More generic definitions of metric maps that
cover both grid maps and feature maps can be found in [Borenstein et
al., 1996]:

A geometric map represents objects according to their abso-
lute geometric relationships. It can be a grid map, or a more
abstracted map, such as a line map or a polygon map.

and in [Kuipers, 2000]:

Many robot mapping projects . . . take as their goal the con-
struction of a map that specifies the locations of the robot
and relevant environmental features within a single, global
frame of reference. This has natural appeal: when an agent
knows its position and orientation within a global map, it is
straight-forward to infer the vector to any known feature of
the environment.

The approach of the latter definitions where the metric relationships be-
tween objects are the essential is appealing, and we follow that approach
in our own definition.

To be able to describe metric relations we adopt a definition of a
metric map based on the definition of a mathematical metric space (see
e.g. [Sutherland, 1975]). Recall that a metric space S is a set of points
together with a distance function d : S×S → R which, for all x, y, z ∈ S,
satisfies:

1. d(x, y) ≥ 0

2. d(x, y) = 0 if and only if x = y (identity of indiscernibles)

3. d(x, y) = d(y, x) (symmetry)
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4. d(x, z) ≤ d(x, y) + d(y, z) (triangle inequality)

The axioms express that the distance between different points follows
some intuitive constraints: The distance is always positive, it is the same
regardless direction, two points that are not positioned at the same spot
have a distance between them larger than zero, and the shortest distance
between two points is to go between them directly and not via some third
point (that is not positioned in the direct path). We then define a metric
map as follows.

Definition 3.3 (Metric map) A metric map for W is a robot map
M = 〈X, f, 〈S, d〉, pos〉 as in definition 3.2 where the structure S = 〈S, d〉
is a metric space.

In other words, the definition states that it is possible to find the distance
between any points in the map, and that each object has a corresponding
position in the real world. An illustration of the definition of a metric
map is in Figure 3.3. Examples of metric maps are:

• An occupancy grid map where X is a set of [0, 1] cells indicating
the probability of the cell being occupied, S = R2, and thus pos is
a function from X to squares in R2, and d(a, b) = |a − b|.
Each cell in the occupancy grid map is associated with a small
two-dimensional area in the real world. The distance function d is
the Euclidean distance between two points.

• A feature map where X is a set of landmarks, S = R×R× [−π, π],
and thus pos is a function from X to points in R × R × [−π, π],
d(〈xa, ya, θa〉, 〈xb, yb, θb〉) = (|xa − xb|2 + |ya − yb|2 + min(|θa −
θb|, 2π − |θa − θb|)2) 1

2 .
Each object in the feature map is associated with a position and
an orientation 〈x, y, θ〉 in the real world. The distance function
d is a distance between the positions of the two objects plus the
orientation difference.

The metric space, and hence the map, can have any number of dimen-
sions, although most common robot maps only have two or three di-
mensions. As shown in the examples the definition covers both feature
maps and grid maps, and the definition also implies the above definitions
of metric maps in [Thrun and Bücken, 1996; Borenstein et al., 1996;
Kuipers, 2000].

The definitions for topological maps found in the literature all follow
the same line, that a topological map can be regarded as a graph.

Definition 3.4 (Topological map) A topological map for W is a robot
map T = 〈X, f, 〈N , E〉, pos〉 as in definition 3.2 where the structure
S = 〈N , E〉 is a graph with a set of nodes N and a set of edges E.
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W - world

X - map objects

f-function

pos pos-position

S - metric space

d-distance
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d

Figure 3.3: A Metric map. W is the world, X is the set of objects in the
map, S is a metric space, pos is the function that associates an object
in X with a subset of the points in S, d is a distance function, and f is
the function that associates each point in S with a point in W .

An illustration of this definition is in Figure 3.4. Note that topological
maps are not related to topological spaces, as one could expect but to
graphs, and that topological maps can differ largely in the semantics
associated to the nodes and edges, as discussed in [Fabrizi and Saffiotti,
2000b]:

Unfortunately, the semantics associated to topological maps
are still somehow ambiguous. For example, in the maps de-
fined by [Kuipers and Byun, 1991] nodes represent places,
characterized by sensor data, and arcs represent paths be-
tween places, characterized by control strategies. By con-
trast, the maps defined by [Thrun, 1998] are obtained by par-
titioning a probabilistic occupancy grid into regions (nodes)
separated by narrow passages (arcs) according to some mea-
sure of clearance. Perhaps more puzzling, the topological
maps found in the literature seem to be rather detached from
a description of the environment in terms of the usual notions
of (mathematical) topology.

For example, the last topological map mentioned in the quote can be
defined as:

• The topological map in [Thrun, 1998]: X is a set of regions, and
a set of passages between regions, pos associates the regions to N ,
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W - world

f-function

pos
pos pos-function

E - edges
N - nodes

graph

X - objects

Figure 3.4: A Topological map. W is the world, X is the set of objects
in the map, N is the set of all nodes, E is the set of all edges, pos is the
function that associates an object in X with an element in N ∪ E, and
f is the function that associates each element in N ∪E with a subset of
W .
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and the passages to E, and f is a function from N ∪ E to subsets
of R2.
Each node in the map is associated with a two dimensional area,
and each edge with a line, in the real world.

It is interesting to note that both Definition 3.3 and 3.4 are refinements
of the general definition of a robot map, in which the set X is endowed
with some structure. The difference between the two definitions resides
in this structure: a metric space in one case, and a graph in the other.

From the point of view of interest to us, that is, the study of hybrid
maps, we note two useful properties of the two definitions above. First,
they cover most, if not all, of the concrete instances of (topological and
metric) robot maps reported in the literature. Second, they are clearly
distinct and they clearly point out a fundamental difference between
these maps: a metric map describes distances between objects, while a
topological map describes relations between objects.

Finally, we define the notion of a hybrid map.

Definition 3.5 (Hybrid map) A hybrid map for W is a pair H =
〈M,L〉 where: M = {M1, . . . , Mn} is a set of maps for W such that
Mi = 〈Xi, fi,Si, posi〉 and L = {L1, . . . , Lp} is a set of links, where
Li = 〈xj , xk〉 such that xj ⊆ Xj, xk ⊆ Xk and j 
= k.

Intuitively, a hybrid map is a representation of space that combines two
or more distinct maps of different types. An illustration of this definition
is given in Figure 3.5.

We call the constituent maps in the M-set components in order to dis-
tinguish them from the hybrid map itself. We also use the abbreviations
M-component and T-component to refer to a metric and a topological
component of a hybrid map, respectively. The set of maps, M, in a
hybrid map can hold all kinds of maps, including other hybrid maps.

We give three examples of hybrid maps that will often be used in this
chapter to illustrate several concepts:

Example 3.1 (Global metric-topological map) This hybrid map
consists of a global metric component and a global topological com-
ponent, both covering the same space, with the nodes and edges in
the topological component linked to areas in the metric component.
This can be denoted as:

H1 = 〈{M, T},L〉
where M is a global metric component, T is a topological component
covering the same space, and L connects each edge and node in T to
an area in M .
See Figure 3.6 for an illustration of this map. Similar setup can for
instance be found in [Fabrizi and Saffiotti, 2000b; Thrun and Bücken,
1996; Bandera et al., 2001].
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W - world

M1 - metric map L - links

M2 - topological map

f

X - map objects

f-function

pos pos-position

S - metric space
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E - edges
N - nodes

graph

X - objects

Figure 3.5: One instance of a hybrid map. W is the world, M1 is a
metric map, M2 is a topological map, and L is a set of links between M1

and M2.

Example 3.2 (Hierarchical occupancy grid map) This map con-
sists of a global metric occupancy grid map that covers the entire
space. For each cell in that map there is another grid map with
higher resolution that maps the area of that cell. This continues
until the highest resolution is achieved. If the cell is empty, conse-
quently the higher resolution map is totally empty as well, and in an
implementation thus often omitted. The map can be denoted as:

H2 = 〈{G1, . . . , Gn},L〉
where G1, . . . , Gn are grid maps that constitute a tessellation of the
environment, and L connects cells in Gi to a corresponding Gk.
An illustration of this map can be seen in Figure 3.7. Similar maps
are found, e.g., in [Nilsson, 1969; Zelinsky, 1992; Chen et al., 1997].

Example 3.3 (Topological-metric patchwork) This map has a glo-
bal topological component that covers the entire space. For each
node in the topological component there is a metric component that
covers a subset of the space. This is denoted as:

H3 = 〈{T,M1, . . . ,Mn},L〉
where T is a topological component with n nodes representing a
place each, M1, . . . ,Mn are metric components whose extent covers
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Figure 3.6: Hybrid map, Example 3.1 (Global metric-topological map).
A topological component (T ) and a metric component (M) are connected
via links (L). The links between edges and doors are omitted in the
illustration, in order not to clutter the figure too much.

the area associated with each nodes place, and L connects each node
in T to a corresponding Mk.
An illustration of this map is in Figure 3.8. This configuration is one
of the most used for hybrid maps for mobile robots and is used in for
instance [Tomatis et al., 2003; Gasós and Saffiotti, 1999; Chong and
Kleeman, 1997; Bosse et al., 2003; Duckett et al., 2002; Edlinger and
Puttkamer, 1994].

The links L in a hybrid map establish the correspondence between
its components by connecting some of their elements. Without this link
information, the hybrid map would simply be a storage for independent
maps, and most of the advantages of the hybridization would be lost.
The links are pivotal to component co-operation, as we will discuss in
Section 3.5. Note that a link connects subsets of elements between differ-
ent maps. For instance, a link can connect a node in a topological map
to an area of a metric map, e.g. a set of cells in an occupancy grid map,
or connect a single point in one metric map to a single point in another
metric map. The links can be divided in two types: A co-extensive link
connects elements in two maps that cover the same physical space, as in
Figure 3.9(a). Most hybrid maps utilize this type of link to connect maps
of different types. A non co-extensive link connects two map areas that
do not cover the same physical space, as in Figure 3.9(b). This type of
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L

G2-G10

G1

Figure 3.7: Hybrid map, Example 3.2 (Hierarchical occupancy grid
map). Cells in a metric grid map G1 that are considered occupied are
connected with links L to a more high resolution grid map, Gi. Only a
few links from occupied cells in G1 are shown.



3.2. MAP DEFINITIONS 45

Figure 3.8: Hybrid map, Example 3.3 (Topological-metric patchwork).
A topological component (T ) and one metric component per node
(M1, . . . , Mn) is connected via links (L). The links between edges and
doors are omitted in the illustration, in order not to clutter the figure
too much.
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W - world

M2M1

L - links
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W - world
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Figure 3.9: (a) Co-extensive link. The linked elements cover the same
physical area in both maps. (b) Non co-extensive link. The linked
elements do not cover the same physical space.

link is more rare, but can be used for instance if the hybrid map consists
of local metric “patches” only, where the patches cover different physical
areas. The links then can represent the relative positions between the
local maps.

3.3 Usabilities

It is interesting to better specify the notion of a map being “useful” to a
robot for a given task. We restrict ourself here to three areas of usability
that we find important and that are the basis for several tasks for a
robot, namely the ability to localize, the ability to find a way between
two points and the ability to automatically build a map. The three
usabilities can be further combined into more complex tasks, and cover
most of what we want to perform with a robot (that involves maps).

Consider a robot r, described in terms of its motion and sensing
capabilities. In general, we are interested in maps that contain the right
information to allow r to localize in them.

Definition 3.6 (Localizable map) A robot map M = 〈X, f,S, pos〉
is localizable for a robot r if there is a function Locr(t) that estimates
the position of r in S at any point in time t.

In particular, if M = 〈X, f, 〈S, d〉, pos〉 is a metric map, then Locr(t)
must associate the robot to a point or subset in the metric space S. If
M = 〈X, f, 〈N , E〉, pos〉 is a topological map, then Locr(t) must asso-
ciate the robot to an element in the graph N ∪ E. Note that in most
practical cases, this location estimate is affected by uncertainty, which is
represented according to some uncertainty theory, but this point is not
relevant to the goals of this thesis.
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This definition, as well as the two definitions that follow, is intention-
ally vague. One could give more specific definitions by choosing a specific
formalism to describe the robot and the map, e.g., as a discrete event
system, but this would reduce generality. The pre-theoretic definitions
we give shall suffice for our purposes in this thesis.

As an example of the above definition, consider the occupancy grid
map in [Elfes, 1986]. This map is localizable for a robot equipped with a
sonar or laser range finder. The range information from the sensor can be
used to match against the occupancy grid map, and provide an estimate
of the position which means that Locr(t) exists. An example of a map
that is not localizable for any robot is a topological map where there is
no signature for neither the nodes nor the edges, such as the topological
map in [Chong and Kleeman, 1997]. The lack of signatures makes it
impossible to associate any sensor readings to N ∪ E and therefore no
Locr(t) can exist. Note that the fact that this map is not localizable
is consistent with the intentions of its designer, since the map was only
meant to be used for maintaining the relations among a set of local
metric maps.

Another interesting usability property for a map is that it contains
the right information to decide how the robot can move, e.g., information
about the geometry of free space.

Definition 3.7 (Traversable map) A robot map M = 〈X, f,S, pos〉
is traversable for a robot r if there is a predicate Connr(x, y) such that,
for any x, y ∈ S, Connr(x, y) is true if and only if there is a sequence
of actions for r to go from x to y.

In many cases, the Connr(x, y) predicate computes the connecting path
as a side effect.

A typical example of a traversable metric map is an occupancy grid
map equipped with a path-planning algorithm [Zelinsky, 1992], while an
example of a traversable topological map is [Kuipers, 2000], since the
edges describe paths between nodes in the form of control strategies.
An example of a map that is not traversable is the “minimalistic en-
vironment model” [Jensfelt and Christensen, 2001], where infinite lines
represent walls, which makes it impossible to verify if there is a path
leading from one room to another, since no openings are marked in the
map. In fact, the intended use of this map is to be a compact metric
representation for localization.

Finally, we introduce the notion of a map being buildable by a robot
r with given sensing and motion capabilities.
Consider a robot r in an environment W . We call a “map-build function”
for r a computable function Buildr(s,�a) that associates each starting
position s and sequence of actions �a = (a1, . . . , an) to a robot map
M = 〈X, f,S, pos〉.
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Definition 3.8 (Buildable map) A robot map M = 〈X, f,S, pos〉 for
W is buildable for a robot r if there is a map-building function
Buildr(s,�a), a starting position s, and a sequence of actions �a such
that Buildr(s,�a) = M .

Please remember that the above definition is mainly for the analysis
performed in this thesis, and should be considered as such.

An example of a map that is buildable given a robot with range
sensors is the occupancy grid map in [Elfes, 1986]. The range values
are used to determine which cells should be considered occupied versus
empty. An example of a map that is not buildable for a certain robot
is a topological map with nodes augmented with landmarks that are
detectable only using vision, but where the robot lacks such sensor.

It should be noted that being localizable, traversable and buildable
are not just properties of a map, but rather of the relation between a
map and a robot. The same map can be localizable (or traversable)
for a robot but not for another one, depending on the correspondence
between the information stored in the map and the sensors available to
the robot. Consider for instance an occupancy grid map, like in [Elfes,
1986]. If there is a robot equipped with some range finder, then the
range information that the sensor provides can be used to match against
the occupancy grid map, and provide an estimate of the position, which
means that Locr(t) exists and the map is localizable for that robot. If,
on the other hand, there is a robot that is equipped with only a GPS-
receiver, then that robot cannot localize using the occupancy grid map
since there is no connection between the values given by the GPS and the
occupancy grid map. Hence, the map is not localizable for that robot.

For simplicity, we keep the reference to a robot implicit in the rest of
the thesis. We say that a hybrid map has usability u, or is u-sable, if at
least one component has it. We say that a hybrid map is fully u-sable if
all components have it.

3.4 Properties of hybridization

Hybrid maps proposed in the literature range from maps that are just
mosaics of different maps, to systems that closely integrate essentially
different types of representations. In fact, maps which are fairly differ-
ent are all collapsed under this same, generic denomination. We propose
here three properties that allow us to classify different instances of hy-
brid maps: heterogeneity, hierarchy, and separability. Moreover, We
claim that these three properties have great impact on the usefulness
and performance of hybrid maps and also make a hybrid map a “real”
hybrid map according to our intuition.

Heterogeneity. A hybrid map is heterogeneous if at least two of its



3.4. PROPERTIES OF HYBRIDIZATION 49

components are of essentially different types, and it is homoge-
neous if all its components are of similar types. See Figure 3.10.
A map that is heterogeneous allows us to choose maps that are
better suited for specific tasks, for instance a topological map for
path planning and a metric map for precise localization, while if
the map is homogeneous there is no such choice. The maps in Ex-
ample 3.1 (Global metric-topological map) and 3.3 (Topological-
metric patchwork) are examples of heterogeneous H-maps, while
the map in Example 3.2 (Hierarchical occupancy grid map) pro-
vides an example of a homogeneous H-map.

Note that we would naturally expect this property to be “hetero-
geneous” in a map called “hybrid”. The term stems from biology
where a hybrid is an offspring of parents that differs in genetically
determined traits.

Hierarchy. A H-map is hierarchical if at least two of its components
are hierarchically ordered, and it is flat otherwise. See Figure 3.11.
Two maps are hierarchically ordered if they fulfill at least one of
two criteria:

1. If one map covers a subpart of the area covered by the other,
then they are hierarchically ordered regarding extent. This
can be the case both when the maps are of different types or
when they are of the same type.

2. If the abstraction level of one map is higher than the ab-
straction level of the other map, and they are of the same
type, then they are hierarchically ordered regarding abstrac-
tion level. The maps must be of the same type, since otherwise
the different semantics for different types of maps would not
allow us to compare abstraction levels. This is for instance
the case for T- and M-maps with totally different definitions.

The map in Example 3.3 (Topological-metric patchwork) fits into
the first category. An example that fits in the second category is
the map in [Aguirre and González, 2002] that has two topologi-
cal maps of different abstraction level, covering the same space.
Both maps are thus hierarchical. The map in Example 3.1 (Global
metric-topological map) is not hierarchical, since the maps are of
different types and cover the same area.

Hierarchical maps give us the possibility to perform tasks at dif-
ferent abstraction levels, which may affect the computational cost.
For example path planning at a high abstraction level is computa-
tionally cheaper than doing it at a low abstraction level.

Separability The idea of separability is that each component in the
hybrid map is a self-contained map in itself, which can be used
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(a) (b)

Figure 3.10: (a) A heterogeneous hybrid map consisting of a topological
map T and a metric map M . (b) A homogeneous hybrid map consisting
of metric map patches M1, . . . , Mn with links L that gives the relative
positions between the patches.

independently from the other components, possibly with reduced
efficiency. More precisely, we say that a component of a hybrid
map is separable with respect to a given usability u if it possesses
that usability even if it is isolated from the whole hybrid map. We
call an hybrid map separable for usability u if all its components
are separable for u, and we call it monolithic otherwise.

Consider for example the map in Example 3.1 (Global metric-
topological map), and suppose that the M component has its own
metric localization function. If the T component also has its own
topological localization function, then T is separable with respect
to the localization usability, and so is the full hybrid map. If T
does not have its own localization function, then T must rely en-
tirely on the metric localization in M to determine the current
node. In this case, T , and hence the hybrid map, is not separa-
ble for localization, but monolithic. This example is illustrated in
Fig. 3.12.

Separability is a necessary requirement for synergies that we dis-
cuss in Section 3.5.2.

The three properties can be visualized as in Figure 3.13. Each prop-
erty is represented with an axis, and together the properties form a three
dimensional cube. Further, if we let 0 denote absence and 1 denote pres-
ence of that property, we can code each combination with a three digit
binary number. For example, a map that is separable, heterogeneous,
and flat, would have the code 101. The codes are used in the analysis
performed in Chapter 4.
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(a) (b)

Figure 3.11: (a) A hierarchical hybrid map consisting of a topological
map with metric map patches for each node. (b) A flat hybrid map
consisting of two linked different metric maps.

(a) (b)

Figure 3.12: (a) A monolithic hybrid map consisting of a topological map
and a metric map where only the metric map has a Locr(t) function. (b)
A separable hybrid map consisting of a topological map and a metric map
each having their own Locr(t) function.
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Figure 3.13: The three properties heterogeneity, hierarchy, and separa-
bility visualized in a three dimensional cube.

3.5 Component co-operation

The most obvious reason for using a hybrid map is the ability to exploit
the individual advantages of each one of its component maps. There
can be even more to gain, though, by exploiting the interaction between
these components, to make them co-operate. The co-operation is real-
ized by information transfer between the maps, for instance localization
information can be transferred from one map to another.

The importance of the links between the different components be-
comes more clear when co-operation is considered. In order for the in-
formation to be transferred and used there must be a link between the
maps.

In order to gain a deeper understanding of what co-operation is and
how it works, we have compiled a list of the different co-operations we
have found possible. The list is probably not complete, but it reflects
the co-operations we are aware of today. The examples of co-operation
we list concern topological-metric maps, since these are currently the
most popular hybrid maps, but similar co-operations can most likely be
exploited between other types of components as well.

We divide the co-operation in two different modes, injection and
synergy. For each mode, the co-operations are further classified by the
usability which is involved, localization, traversing and map building.

The list is summarized in the tables 3.1 and 3.2 together with refer-
ences to hybrid maps using respective co-operation. The labels in front
of each item in the list below have corresponding labels in the tables.
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(a) (b)

Figure 3.14: Forms of co-operation in the case of the localization usabil-
ity. (a) injection: the map M2 has no separate Locr(t) function, but
is integrated with M1’s Locr(t) function. (b) synergy: both maps have
their own independent Locr(t) function, which share information.

3.5.1 Injection

The first form of co-operation that we consider is when one component
of the hybrid map does not have a given usability, i.e. it is not separable
with respect to that usability. When this is the case, there are two types
of co-operation possible. In the first case, the component “borrows”
the lacking usability from another component that does have it, which
in a sense means that the second component that is able to produce
some information (e.g. self localization) injects this information into the
first component, which is unable to produce it by itself. In the second
case, the component with an existing usability obtains information from
the component that does not have the usability. We can say that the
information is injected into the usability. This principle is illustrated in
Figure 3.14(a). Note that injection from one map to another does not
change the status of separability. A map that is not separable continues
to be that even if there is an injection, since it still can not perform the
usability as a self-contained map.

An example of injection is a global metric-topological map, like Ex-
ample 3.1, where a localization can be performed in the metric compo-
nent, and the position estimate from that localization can be used in the
topological component to decide what node the robot occupies. This
pattern can be found in several existing hybrid maps [Gasós and Saf-
fiotti, 1999; Bosse et al., 2003; Chong and Kleeman, 1997; Edlinger and
Puttkamer, 1994]. The requirements for this to work is of course that
there is a link to connect the different maps.
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Localization. The result of a localization function Locr(t) for a map
M1 is used to localize in a map M2 that does not have its own localization
function. For example, if M1 is a metric map with a localization function,
then the result from its localization can be transferred to a topological
map M2 via the links in L and indicate what node or edge the robot
occupies.

There are two patterns of localization injection which are often seen
in the literature: transition detection, and node/edge identification. In
both patterns, the idea is to use information from metric localization to
perform topological localization, in those cases in which the topologi-
cal map does not have its own Locr(t) functional to perform transition
detection and node/edge identification independently from sensor data,
e.g. because nodes do not have a signature associated with them, as
discussed above. These two patterns are summarized as follows.

L1 Node transition with edge identification. The position given by
the localization in a M-component is used to find if an edge in a
T-component has been passed and a node transition has occurred,
and in that case identify which edge has been passed. The edge
must be linked to a position in the metric map. For example, if
doors are edges, the M-localization can tell when the door is passed,
plus which door it is, since the position of the door is known. This
injection can be incorporated in maps consisting of a T-component
with M-component patches associated for each node, like the map
in Example 3.3.

L2 Node and edge identification. The localization in a M-component
is used to indicate what node or edge is current in a T-component.
If the hybrid map consists of two parallel maps covering the same
space, like the map in Example 3.1, it is the position given by the
localization in the M-component that is used to find what is the
current node or edge in the T-component. If the map consists of a
T-component with M-component patches associated for each node,
like the map in Example 3.3, the localization in the M-component
is used to indicate what node or edge is current in the T-component
given some metrics of the localization quality or some other place
recognition, but not on the position only. This is utilized in this
thesis, see Section 5.4.

L3 Decide position. The localization in one M-component is used to
find the position in another M-component. This can for instance
be performed when there are two parallel metric maps where one is
used to perform localization, and the other is used for other tasks
such as path planning.
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Traversing. The traversing injections can be of both types, where the
traversing function Connr(x, y) can both inject information into another
component, and be injected with information from another component.
An example of the former is when a path planned in a topological map
M1 is used in a metric map M2 for navigation.

T1 Path plan used for navigation. A path is planned in a T-compo-
nent and used on a M-component for navigation. The nodes and
edges must be linked to the corresponding positions in the metric
map. For example, the path planner in the T-component gives
the sequence of corridors and rooms to go from one room to an-
other. The robot then navigates the path with the help of the M-
component.

T2 Distance between nodes. An M-component is used to calculate
metric distances of the nodes and edges in a T-component, to be
used for path planning in the T-component. For instance, the M-
component can be used to find how far it is to go from one door to
another across a room. This is then used to optimize the path.

Building. For all cases of map building injection that we have found
in the literature, the receiving component has a map building function
Buildr(s,�a) that is injected with an already existing map as input. There
is no requirement that the source map has its own map building function
(the map can be manually built for instance). All building injections in
this list are about extracting one map from another.

B1 Extract global topological map. An already existing global M-
component is used to build a global T-component by extracting
nodes and edges from the M-component. The maps will be parallel
and cover the same area, like the map in Example 3.1. A typical
example is a grid map covering an entire office building, from where
rooms, corridors and doorways are extracted as a topological map.

B2 Extract global metric map. An already existing global T-compo-
nent is used to build a global M-component by extracting metric
features stored in the nodes and edges in the T-component. The
maps will be parallel and cover the same area, like the map in Ex-
ample 3.1. An example is a T-component where the nodes have
stored laser scans as signatures, that can be combined to form
a M-component. The global consistency of the source map is a
motivation advantage of this approach.

B3 Hierarchy extraction. The result of the building function of one
component can be used to extract another component that is hi-
erarchically ordered. An example is the map in Example 3.2 that
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can be built by first building a coarse grid map, then for each
occupied cell further build a new level of a grid map. Another
example is a hybrid map with a fine-grained T-component where
nodes are small details like chairs and tables. The nodes in that
T-component can be clustered to a new T-component, with nodes
that define rooms.

B4 Convert metric map. The result of the building function of one M-
component of one type can be used to build another M-component
of another type, with the same extent. This can for example be to
extract an occupancy grid map out of a feature map.

3.5.2 Synergy

The second form of co-operation that we consider is when at least two
components of the hybrid map have a given usability. The usability of
one map transfers information to the usability of another map, as in Fig-
ure 3.14(b). Synergy can increase performance to a level that would be
hard or impossible to achieve using one single component. For synergy
to be possible between two components, both of them must be separable
for that usability, and the transfer of information between different com-
ponents requires that appropriate connections between them have been
established through the L set of links in the hybrid map. Note that the
status of separability does not change when synergies are effectuated. A
map that is separable, which is required for synergies, is still separable
regardless of what synergies are implemented.

An example of synergy is when localization is made in a metric com-
ponent, and the result is transferred to the localization function of a
topological component, in order to improve the result. The localization
function of the topological map is not dependent on the information, it
still works independently, but the localization result is improved.

Localization. The output of a localization function Locr(t) in M1 is
used as an input for the Locr(t) function in M2. This input can be
seen as a sort of a virtual sensor by the latter Locr(t) function. Most
of these synergies concern metric components that reports to a topolog-
ical component, will it be node transition detection or node recognition.
The input can either be redundant information that already exists in
the topological component, or be complementary information the topo-
logical Locr(t) does not have. An example of the former is that the
localization quality in the metric Locr(t) is used to improve the existing
node identification in the topological Locr(t). An example of the latter
is that the topological has a Locr(t) that can detect that a node transi-
tion has occurred, but cannot discriminate between possible edges. The
metric Locr(t) can then complement that information. Another type of
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localization synergy is more of a system level synergy, to decide which
metric patch to concentrate localization for instance.

L4 Node transition. The position given by the localization in a M-
component is used to find if an edge in a T-component has been
passed and a node transition has occurred. The edge must be
linked to a position in the metric map. An example is a localization
function in a topological map that has an internal node transition
detection (for instance the one described in Section 5.4), and the
metric localization sends information that further establishes the
belief of a node transition.

L5 Node selection. The position given by the localization in a M-com-
ponent is used to find what is the current node in a T-component.
The nodes and edges must be linked to the corresponding positions
in the metric map. This is mostly used for two parallel maps cover-
ing the same space, like the map in Example 3.1. Since the position
given in the M-component is linked to either a node or an edge in
the T-component, the position in the M-component reveals what
is the corresponding node (or edge) in the T-component. This can
for instance be used by the T-component localization that has a
node signature identification to further establish the belief of what
is the current node.

L6 Edge selection. The position given by the localization in a M-
component is used to find what edge to select in a T-component,
for instance when a node transition has been detected. The edges
must be linked to the corresponding positions in the metric map.
One example is a topological localization function that has a node
detector, like the one in Section 5.4, but no built-in method to find
what edge is passed. The metric localization can then provide that
information.

L7 Place recognition. The localization in a M-component is used to
recognize nodes and edges in a T-component. This recognition
can be made by some metrics of the localization quality or some
other place recognition, but not on the position only. In a map
like Example 3.3 for example, the localization quality for each M-
component reveals what node is the most probable in the T-com-
ponent. The localization function in the T-component can add the
information to improve the estimate. This is utilized in this thesis,
see Section 5.4.

L8 Patch selection. The localization function in a T-component can
be used to select a subset of the M-component patches to perform
M-component localization. The hybrid map in this case must be a
T-component where the nodes and edges are connected to different
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M-component patches, like the map in Example 3.3. By selecting
only a few of the M-components for the localization function the
overall computation can be reduced.

L9 Sub area focusing. The localization function in one component
can be used to select a sub area in another component where lo-
calization should be performed. This can for instance be utilized
in maps that have the same extent, like the maps in Example 3.1.
This is for instance useful for global localization when the robot
is totally ignorant of its starting position. By focusing on a sub
area the computation to find the position can be reduced. An-
other example is a T-component where nodes are different parts of
a building. The localization function finds what part of the build-
ing the robot occupies, and another T-component where each room
is a node can then be used to further increase the precision of the
localization, focusing the search to only the sub area of interest.
A third example is a hierarchical occupancy grid map, as the map
in Example 3.2, where a localization in the upper level grid map
gives a localization result that can be further improved by focusing
the localization in the lower level grid map to the right sub area.

Traversing. The result of a traversing function Connr(x, y) (normally
a path planner) for a map M1 is used as input to the traversing func-
tion Connr(x, y) for a map M2. Most traversing synergies are about
transferring the result of a path planner from one map to another for
further refinement. For instance, a path planned in a T-component can
be used as input to plan a more fine-grained path in a M-component.
The input reduces the search space significantly for the M-component
path planner.

T3 Sub area focusing. The path plan function in a T-component can
be used to select a sub area in a M-component where its path
planner further refines the path. This is for maps that are parallel
and have the same extent, like the map in Example 3.1. This
is particularly useful for global path planning where a fine-grained
result is wanted, but where planning on only the metric map would
be too costly.

T4 Patch selection. The result from the path plan function in a T-
component can be used to select the M-component patches where
the path is routed, and use their path planner to further refine the
plan. This requires of course that the hybrid map consists of a
T-component and M-component patches linked to the nodes and
edges of the T-component, like the map in Example 3.3.

T5 Hierarchical focusing. The result from the path plan function in
one component can be used in a hierarchically ordered other com-
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ponent that cover the paths extent, and further refine the path. An
example is the map in Example 3.2 that is planned in the highest,
most coarse level, then the lower levels are consulted for further
path planning at the points in the path where the path passes near
occupied cells. Another example is a T-component where nodes are
different parts of a building. The path planner finds what build-
ings are passed, and another T-component where each room is a
node can then be used to further increase the precision of the path,
restricting the search to only the sub area of interest.

T6 Decide traversability. The traversing function of an M-component
can be used to decide if a node or edge in a T-component is tra-
versable for a specific robot, given that the start and end points
where the node/edge should be traversable is linked between the
maps. For example, if a node is a corridor, with a lot of doors that
are edges, then the M-component can be used to decide between
which doors a robot can travel.

Building. The result from a map building function Buildr(s,�a) in
one map can be used as input to the map building function in another
map, as a complement. There is no dominating type of building synergy,
but there is a mosaic of different co-operations. One example is, when
building a map like in Example 3.3, the T-component that is built can
be used to restrict the extent for a metric component patch so it fits the
extent of a node.

B5 Decide patch extent. The building function of a T-component can
be used to decide the extent of a M-component patch so it fits
the extent of a node. For example, for a map like in Example
3.3, if the nodes in the T-component are defined as rooms, then
whenever a node is extracted, it can be decided that the extent of
the corresponding M-component patch is restricted to the size of
the room.

B6 Global consistency. The building function of a T-component can
be used to achieve global consistency for the building function for a
M-component. It is easier to “close the loop” using a T-component
than an M-component, since the number of possible combinations
for the T-component normally is much smaller than for a M-com-
ponent. This implies that the map is parallel, like the map in
Example 3.1.

B7 Node/edge extraction. The result of the building function of a M-
component can be used as input to the building function of a T-
component to extract nodes and edges. This is utilized in this
thesis, where we build a map that is similar to Example 3.3. A
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local grid map is used to extract a local T-component, that in a
later step is used to produce a global T-component, see Section
5.3.

B8 Odometry adjustment. The result of the building function of a M-
component can be used to correct the odometry for the building
function for another component. This can increase the correctness
for that component. This implies that the build function in the M-
component somehow corrects the odometry, i.e., it uses some form
of SLAM (see Section 2.2.1).

The last type (B8) is an example of synergy that involves several us-
abilities. In this particular case the odometry adjustments used in the
topological build function comes from the localization function of the
metric component.

3.6 Challenges in hybrid maps

While hybrid maps may offer advantages compared to single maps, they
also present some new problems due to the hybridization. These prob-
lems must be taken into account when hybrid maps are considered. We
list the specific hybrid map problems that we have found:

Increased complexity A hybrid map consists not only of the different
components, but also of links between them. This extra informa-
tion in itself makes the maps more complex to handle. For example,
one problem is in which order the different usabilities of the com-
ponents should be called. If one component relies on results from
another component then that component should be updated first.
Another example is if there are several flows of information, care
must be taken to avoid circular dependencies.

Information fusion Component co-operation gives new problems that
have to be considered, when the information from one usability in
one component is used with another component. This information
can be seen as some virtual sensor, and a suitable sensor model
for the input has to be modeled. This might not be trivial. For
instance, if the location output from one metric component is used
in a topological component as a virtual node transition detector,
then a suitable sensor model must be defined for that. This is
shown in Section 5.4.4.5. When there are synergies, the same kind
of information might come from different sources, and to find a
suitable model to combine them can be very difficult, but at the
same time it is critical to the good performance of the synergy.
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Unbound error propagation Another problem is the possibility of
unbound error propagation across components. Consider for in-
stance a hybrid map in which a topological component is used to
select one of many local metric components. If the T-localization
is one node off, then the M-localization is attempted in the wrong
metric component, which may result in a catastrophic failure, as
reported, e.g., by [Gasós and Saffiotti, 1999; Tomatis, 2002].

Location seeding Consider a hybrid map in which different compo-
nents (of whatever type) are used to cover different parts of the
environment. Suppose that the robot exits one map and enters
another one. How should its location, or state, in that map be
initialized? The location seeding problem is the problem of how
to set the pose of the robot inside a map patch when it is entered.
This type of problem is mentioned in some of the hybrid metric-
topological maps discussed above, for example [Gasós and Saffiotti,
1999; Tomatis, 2002; Bailey and Nebot, 2001]. Depending on how
this problem is addressed, the resulting hybrid map can have dif-
ferent characteristics in terms of robustness and flexibility. One
solution to location seeding is presented in Section 5.4.4.

Downward mapping In a discussion in [Kuipers, 2000] about upward
and downward mapping in hierarchical maps, where upward map-
ping is to transform from a low abstraction level to a high abstrac-
tion level, and downward mapping is vice versa, is pointed out that
downward mapping can be complex and problematic (opposite to
upward mapping).

An example to the problem is to find a path in a hierarchical topo-
logical map. Presume that a path is found in a high abstraction
level. Each node in that level is linked to several nodes in the level
below. The problem is, if we want this path to be transformed to
the lower level, which of the linked nodes shall we use?

This problem is also related to location seeding. For example,
consider the map in Example 3.3, a topological map with each node
linked to a metric map. On the topological side the link is pointing
to only one object of that map (a node). On the metric side,
all objects in the map are pointed to by the link. If localization
information is transferred from the metric map to the topological
map there is no problem, since any point in the metric map is
linked to one single node in the topological map. If the information
is transferred the other direction, from the topological map to the
metric map, then there is a problem since we cannot know what
position in the metric map to chose. The information about the
position in the topological map is not enough to get a position in
the metric map, since it points to all positions in the map. The
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information is suitable only to select which metric map to use.

Map consistency Finally there is the problem of maintaining consis-
tency across all the components of a hybrid map. If one component
M1 in the hybrid map is updated, then the other components and
links must be updated as well if their extent overlaps with M1.
This problem is observed in [Galindo et al., 2004].

3.7 Design guidelines

In addition to its explanatory purpose, the analytical framework pro-
posed above can serve as a basis to develop guidelines of how to design
and better exploit the potentialities of hybrid maps. We propose a sim-
ple set of guidelines based on the framework, to answer our last question
“How do we design a hybrid map that fits our needs?”.

The result we want to achieve when designing a hybrid map is a map
that gives the best performance possible for the constraints and desires
given. We therefore look into how different constraints and desires, which
we call domain parameters, affect different hybrid map configurations.

Recall that according to the framework, a hybrid map can be de-
scribed as H = 〈M,L〉. It has some properties of hierarchy, hetero-
geneity, and separability. Each component in M can be localizable,
traversable, and buildable. The links in L can be co-extensive or non
co-extensive, and link objects between the different maps. Co-operation
between the maps can be realized with injection and/or with synergy.
The guidelines should help with deciding what design to choose, follow-
ing the above template.

In addition, we will give some guidelines on how to enhance an exist-
ing system where the existing system is analyzed and possible improve-
ments can be identified with the help of the framework. The guidelines
we will present are quite brief and restricted to metric and topological
components. It should be considered more as a compilation of advices
based on what we have learned from studying hybrid maps, than as
a comprehensive design guide. We put the guidelines into practice in
Chapter 5 and 6, respectively.

3.7.1 Domain parameters

There are several parameters that affect what the final map should look
like. In this section we list a few of them, and in the following sections
we will mention some of the effect they have on the design.

Size and structure of environment. What is the size of the max-
imum area that the robot must cover? What is the structure of
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the environment? Indoor, outdoor, are there any detectable land-
marks, straight walls, office-like or home-like, etc.

Robots abilities (sensors, etc). What sensors does the robot have?
GPS, laser range, sonar, IR, video, etc. Do we get odometry from
the robot?

Performance issues. Do we have real-time issues? What is the mem-
ory limitation?

Interface to system. Should the map be interfaced with a decision
making system? Should the map (in some form) be understandable
for a human?

Usage. What will the robot be doing? The tasks should be broken
down to the basic usabilities of localization, and path and route
planning. Will the map be known a-priori? If not then add map
building to the list.

3.7.2 Design a new hybrid map

When we design a new hybrid map, it is feasible to concentrate and
decide upon the three properties of heterogeneity, hierarchy, and sep-
arability since these have such large impact on the hybrid map. The
structure of the map, i.e. its components, links and layout, is in large
parts decided by the properties of heterogeneity and hierarchy. Fur-
ther refinements of the structure is then made depending on the domain
parameters. In order to gain maximum from the hybrid map, the compo-
nent co-operation should be exploited as much as possible. The property
of separability plays a key role in that matter.

We describe for each property what impact they have on the final
hybrid map and what are the advantages of respective property, in order
to find what properties to aim at in the design.

Heterogeneity allows the hybrid map to represent different facets of
the environment. We can therefore conclude that if a robot is to be
used for several different purposes, tasks or views, heterogeneity is
a desirable property. If not, homogeneity is preferable due to its
less complex handling.

For instance, metric maps are good to use for fine localization and
navigation, and can serve as good interfaces to humans. Topo-
logical maps are good when it comes to path planning, and as an
interface to task planners. Combining them into a heterogeneous
map allows us to use the map for all of those purposes.
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Hierarchy allows the hybrid map to represent large environments while
still maintaining a fine granularity, and while keeping computa-
tional complexity under control. In general, hierarchy allows us
to use the upper layers of the hierarchy to focus computation in
the lower ones. We can conclude that the larger the environment,
and the finer the wanted granularity, the more does the benefits
of using a hierarchical map increase. On the other hand, lower
demands should aim at a flat map due to simplicity.

Separability allows the different components inside the hybrid map
to exchange and combine the information that they produce, and
therefore it enables the establishment of synergies. Synergies are
the key aspect that allows the whole hybrid map to have usabilities
that outperform those provided by each one of its components
individually. For instance, given the right synergies, a patchwork
of metric maps like the map in Example 3.3 could allow a robot
to perform map building, planning and self-localization at the fine
resolution allowed by its metric components over the larger extent
that can be covered by its topological component.

Note that, in order to reduce complexity problems, simpler maps are
preferable to more complex ones. Thus, maps with only one component
should always be considered. For the more demanding domain proper-
ties, though, one component is often insufficient.

A global metric-topological map as in Example 3.1 can benefit from
the heterogeneous property with fast computation in the topological
component, and high resolution in the metric component. Unfortunately,
the metric component limits the extent of such a map, since it is more
problematic to scale up to larger environments.

A hierarchical metric map, as in Example 3.2, is, contrary to the
former map, homogeneous, but benefits from the hierarchical property,
with faster computations in the higher abstraction levels and higher res-
olution in the lower levels. It suffers from the same scale-up problem as
the global metric-topological map though.

The topological-metric patchwork in Example 3.3 is both hierarchi-
cal and heterogeneous, and can benefit from fast computation and fine
resolution, as in the other examples, but can also be scaled up to larger
extents since the metric components are small no matter the extent. The
map is on the other hand more complex with hybridization problems that
must be considered.

Bear also in mind that synergies are often more complex and difficult
to handle and implement than the alternative, injections. In particular,
we emphasize that the hybridization problems listed in Section 3.6 should
be considered, and many of them become more challenging the more
synergies we add. For instance, information fusion mostly occurs with
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synergies. If the fusion of different sources becomes too complex, maybe
it is better to skip that particular synergy.

3.7.3 Enhancing an existing map

The first step in enhancing an existing map is to analyze it according to
the framework. Examples of such analyses can be found in Chapter 4
and 6. The analysis reveals important information about the map such
as its structure and how component co-operation is performed.

The existing structure is then examined with respect to the domain
parameters, as in Section 3.7.2. If needed, new components can be added
to the hybrid map.

The next step is to find ways to improve the performance of the
usabilities. There are often ways to do that by adding more synergies.
Recall that a synergy connects a usability u in one component M1 of
the H-map and one in another component M2. If M1 and M2 both have
u already, then a new synergy can be directly implemented to connect
those two usabilities. What synergies we should add, and how, clearly
depends on the hybrid map. In Section 3.5.2 are listed many of the
available synergies. If the usability u is not implemented in one, or
both, of M1 and M2, however, then we have to implement it before we
can establish a new synergy. That is, we first have to make the H-map
separable with respect to u.

As the final step, we examine if there is any known “hybridization”
problem in Section 3.6 that has not been addressed. If that is the case,
it should be taken care of.

3.8 Summary

Hybrid maps are likely to become the dominant paradigm for represent-
ing spatial information in autonomous robots. Still, the term “hybrid
map” is used today to denote very different systems, and with little un-
derstanding of the principles underlying map combinations. Instead, the
author’s of the respective hybrid maps described in the literature have
provided their own, somewhat ad-hoc, description of such maps.

In the introduction, we asked a number of questions regarding hybrid
maps: “What is a hybrid map really?”, “How does it work?”, “How do
we get most out of it?”, “Is there something more to gain than the
obvious out of the hybridization itself?”, “Are there any new problems
that arise due to hybridization?” and “How do we design a hybrid map
that fits our needs?”.

By answering these questions we would improve our understanding
of hybrid maps and fill some of the foundational gap. So, to answer the
questions, we provide a framework that can be used to systematically
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describe a hybrid map with definitions and structures, along with lists
of alternatives for how the components of a hybrid map can co-operate.

In more detail, the framework gives a definition of hybrid map, and
definitions of the two most used components in a hybrid map, metric
map and topological map, plus links between components. Further, we
give definitions of the usabilities, that is if a map can support a certain
function, localizable, traversable, and buildable. Also, there are defini-
tions of the properties hierarchy, heterogeneity, and separability, that
affects the hybrid maps ability to perform different operations. Last in
the framework we discuss how the components of the hybrid map can
be made to co-operate, in either of two modes: Injection, that is infor-
mation from one map that has a certain usability to another that does
not, and synergy, that is information between two maps that both have
a certain usability. We give extensive lists of possible injections and syn-
ergies, and a summary of these injections and synergies can be found in
Table 3.1 and Table 3.2, respectively.

Finally, we have pointed out some of the new problems that arise due
to the hybridization.

Besides the framework we also provide guidelines how to use the
framework to design a new hybrid map, or to enhance an already existing
one. The guidelines are not meant to be comprehensive but to show the
usefulness of the framework, plus to give some advice from what we
learned when studying all these hybrid maps.

So, did we manage to answer the questions we asked? At least to
some extent, we think. In the next chapters we will test the validity of
the framework when we analyze existing hybrid maps, design our own
map, and enhance an existing map.
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Type No. Dir. Description References

Loc. L1 M → T Node
transition
with edge
identification

[Gasós and Saffiotti, 1999;
Bosse et al., 2003;
Chong and Kleeman, 1997;
Edlinger and Puttkamer, 1994]

(5.4.4.4)

L2 M → T Node and
edge
identification
by position

[Poncela et al., 2002;
Elfes, 1986;
Chatila and Laumond, 1985;
Fernández-Madrigal et al., 2004;
Chong and Kleeman, 1997;
Bosse et al., 2003] (5.4.4.4)

L3 M → M Position
transferred
between maps

[Nieto et al., 2004]

Trav. T1 T → M Path plan
used for
navigation

[Chatila and Laumond, 1985;
Elfes, 1986;
Kuipers, 2000;
Aguirre and González, 2002;
Gasós and Saffiotti, 1999;
Thrun and Bücken, 1996;
Lisien et al., 2005]

T2 M → T Distance
between
nodes

[Aguirre and González, 2002]

Build. B1 M → T Extract
global
topological
map

[Chatila and Laumond, 1985;
Giralt et al., 1979;
Fabrizi and Saffiotti, 2000b;
Thrun and Bücken, 1996;
Poncela et al., 2002]

B2 T → M Extract
global metric
map

[Kuipers, 2000;
Fernández-Madrigal et al., 2004]

B3 M → M ,
T → T

Hierarchy
extraction

[Elfes, 1986;
Nilsson, 1969;
Zelinsky, 1992;
Chen et al., 1997;
Aguirre and González, 2002]

B4 M → T Convert
metric map

[Aguirre and González, 2002]

Table 3.1: Co-operations between maps using injection. References in-
side parentheses are sections in this thesis.
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Type No. Dir. Description References

Loc. L4 M → T Node transition [Lisien et al., 2005]

L5 M → T Node selection (5.4.4.5)

L6 M → T Edge selection (5.4.4.5)

L7 M → T Place
recognition

[Duckett et al., 2002;
Victorino and Rives, 2004]

(5.4.4.5)

L8 T → M Patch selection [Kuipers, 2000;
Dudek, 1996;
Tomatis et al., 2003;
Lisien et al., 2005;
Victorino and Rives, 2004]

(5.4.4)

L9 T → M ,
T → T ,
M → M

Sub area
focusing

[Kuipers, 2000;
Nilsson, 1969]

Trav. T3 T → M Sub area
focusing

[Elfes, 1986;
Fernández-Madrigal et al., 2004;
Aguirre and González, 2002;
Poncela et al., 2002]

T4 T → M Patch selection [Aguirre and González, 2002;
Edlinger and Puttkamer, 1994]

T5 M → M Hierarchical
focusing

[Elfes, 1986;
Nilsson, 1969;
Zelinsky, 1992;
Chen et al., 1997;
Fernández-Madrigal et al., 2004;
Galindo et al., 2004]

T6 M → T Decide
traversability

[Aguirre and González, 2002]

Build. B5 T → M Decide patch
extent

[Simhon and Dudek, 1998;
Tomatis et al., 2003;
Lisien et al., 2005;
Victorino and Rives, 2004;
Yamauchi and Langley, 1997]

(5.3.4)

B6 T → M Global
consistency

[Thrun et al., 1998b]

B7 M → T Node/edge
extraction

[Aguirre and González, 2002;
Chong and Kleeman, 1997;
Bosse et al., 2003] (5.3.3)

B8 M → M ,
M → T

Odometry
adjustment

[Chong and Kleeman, 1997;
Bosse et al., 2003;
Duckett et al., 2002;
Thrun et al., 1998b;
Nieto et al., 2004;
Victorino and Rives, 2004]

Table 3.2: Co-operations between maps using synergy. References inside
parentheses are sections in this thesis.



Chapter 4

Analysis of Existing
Hybrid Maps

In this chapter we will make a systematic analysis of existing hybrid
maps, with the help of the framework presented in Chapter 3. The
analysis is another brick in the understanding of the principles of hybrid
maps, and also a verification that the framework works for such tasks.

We want to bring some structure into the field of hybrid maps, that
today seems to be rather unstructured. The framework allows us to do
that, to compare and classify maps in a structured and systematic way.

The analysis shows us what structures are used, what usabilities the
maps support, and how the components of the map co-operate, things
we think are crucial for answering our questions about hybrid maps and
that can further fill the foundational knowledge gap.

This chapter differs from, and complements, Section 2.4, by giving
an in-depth analysis and description of the hybrid maps to the more
historical viewpoint in the previous survey.

The rest of this chapter consists of six sections. First in section 4.1,
we describe the methodology we used when we analyzed these hybrid
maps, and also explain the four different groups in which we divide the
hybrid maps. In the following four sections, 4.2 to 4.5, we describe each
of the hybrid map groups and give descriptions of the existing hybrid
maps that fit into each category. Section 4.6 consists of a discussion and
a summary of the analysis.

4.1 Analysis methodology

During the analysis of the hybrid maps, we found that besides the frame-
work classification, the maps could intuitively be classified according to
the following four groups:

69
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I Extensive Hybrid maps

II Patchwork of metric maps

III Parallel maps

IV Purely hierarchical maps

Each group has unique characteristics which will be explained below.
All hybrid maps that are analyzed are first divided into one of these

groups. The maps are then analyzed according to the framework, and
for each map the result is reported using the following template:

Name of main author [Reference to article or articles describing the
map]. A short introduction to the map. (Additional, more historical
information can be found in Section 2.4).

• Representation: Description of the components and links in the
hybrid map.

• Usabilities: What usabilities (localizability, traversability, build-
ability) have been described and/or implemented. Note that when
we say that a map does not have a given usability, e.g. it is not lo-
calizable, we mean that this usability has not been implemented or
described for that map, not that it cannot be implemented. When
applicable, we also note if some usability is intrinsically impossible.

• Co-operation: List of co-operations implemented in this map,
divided in injections and synergies.

• Classification: Classification of the map according to the three
properties hierarchy, homogeneity and separability, together with
the position in the classification cube in Figure 3.13.

The analysis is summarized in two tables at the end of the chapter:
Table 4.1 that shows the classification and representation of each map,
and Table 4.2 that shows how the components in each map co-operate.

During the analysis we were in a few cases faced to descriptions of
maps that were not enough detailed or complete from our analysis point
of view. In those cases, we had to do some guesswork about the map. For
instance, links between maps were not always explicitly described, but
could often be deduced from how co-operation were made, or some other
information. For some usabilities we had to guess about their existence
based on indirect information. For example, if a topological map is built
by a robot, and the nodes are made only where the robot has travelled,
then we can guess that the topological component is traversable since
the robot actually travelled through all nodes and edges and therefore
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edges implicitly encode traversability. In some cases it is not entirely
clear if a map is buildable or not. If the authors built the map by hand,
and no other clue were given how to build it automatically, we judged
the map to be not buildable. Whenever some property is the result of
our guess, rather than being explicitly stated by the author, this will be
mentioned in the text.

It is worth to mention that no maps had to be “tweaked” or altered
to fit in the framework, and that using the framework we were able to
express all maps we analyzed.

4.2 Group I: Extensive hybrid maps

The maps in this group are somehow more than just robot maps. They
are general, comprehensive hybrid systems, in which spatial knowledge
can be adequately represented in its different facets and different levels
of abstraction or granularity.

This is the most non-uniform group of maps in this classification.
The maps are different from each other and the description of the other
groups of maps in some cases fit parts of the maps here.

In this group we for instance can find hierarchies of topological or
metric maps, semantic maps, and other constructs not found in the other
groups.

Chatila [Chatila and Laumond, 1985; Giralt et al., 1979]. This is one
of the earliest hybrid maps for mobile robots. In this work, some of the
concepts that are now common for mobile robot maps are introduced,
such as SLAM. The world model consists of: A geometric map that is
directly deduced from sensor data and corresponds to a metric feature
map; a topological map representing the structure of space; and a seman-
tic map, perhaps the first explicit mention of semantic maps, although
the authors do not give any details. There is also described an early
method to build a topological map that is extracted from a metric map
using cell-graph decomposition.

• Representation: H = 〈{T, M, S},L〉. T is a topological map
where the nodes are defined as convex polygonal places, and the
edges connect nodes that have a common border. M is a metric
feature map with polygons representing features, such as walls.
S is a Semantic map (S-map) that “should contain information
about objects and space properties and relationships”. All maps
cover the same extent. The links in L connect the nodes and edges
in T with areas in M . The S-map should also have links, most
likely to nodes and edges in T , but nothing of this is mentioned in
the text.
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• Usabilities: Implemented usabilities are traversability (planning)
and map building for the T-component, and localization and map
building for the M-component. It should not be possible to cor-
rectly localize in a standalone T-component, since the definition of
both edges and nodes are such that they can differ for the same
sensor readings. This stems from the way the T-component is ex-
tracted from the M-component, by dividing it in convex polygons.
That can be made in many different ways, with different results.

No usabilities were mentioned for the semantic map, thus we con-
clude it is neither localizable, traversable, nor buildable.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node and edge identification (L2).

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

– The T-component is built from an existing M-component (B1).

No synergies have been implemented in this map.

• Classification: The map is flat, since all components are of dif-
ferent type and are global. It is also heterogeneous. The map
is separable when it comes to buildability, but not for localizabil-
ity nor traversability. The T-component is intrinsically monolithic
with respect to localization. The semantic map is not considered
in this judgment since no details are available about it. With re-
spect to the classification cube in Figure 3.13, then, this map lies
somewhere on the vertex “100” and “101”.

Elfes [Elfes, 1986]. In the description of this hybrid map, the author
mentioned many different metric maps that differ both in resolution
and in spatial extension, and also in type (grid map and feature map).
It is also mentioned that a topological map can be built from a metric
map, where the nodes of the topological map are defined as “interesting”
areas, and the edges are similarly defined as “uninteresting” areas, from
a navigational point of view. There is, though, no description of how
such nodes are extracted from the metric map.

• Representation: H = 〈{T,M1, . . . , Mn},L〉. T is a topologi-
cal map where the nodes are defined as “interesting areas” and the
edges are defined as “uninteresting areas” like corridors.
M1, . . . , Mn are metric maps of different types (grid maps and fea-
ture maps), different geographical areas (sensor area, local area,
global area) and different resolutions. The links in L connect the
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nodes and the edges of the T-component to areas in the M-com-
ponents, and also between areas in the different M-components.

• Usabilities: Implemented usabilities are planning in both T- and
M-components, and localization and map building in M-compo-
nents. Due to the vague description of the nodes in the T-com-
ponent, it is hard to conclude if it is localizable or not, but we
consider this map as not localizable. The same reasoning can be
used for building the T-component and thus we conclude it to be
not buildable.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node and edge identification (L2).

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

– The build of a M-component is used to extract another hier-
archically ordered M-component (B3).

Synergies in this map are:

– Path planning is performed in the T-component and further
refined in a M-component (T3).

– Path planning is performed in a M-component and further
refined in another hierarchically ordered M-component (T5).

• Classification: The hybrid map is hierarchical for the metric
maps. It is also heterogeneous. The map is separable regarding
traversability. Therefore, this map lies on the edge between vertex
“110” and “111” in Figure 3.13.

Kuipers [Kuipers, 2000]. The hybrid map presented in this work is
known as the “Spatial Semantics Hierarchy”. The spatial knowledge is
represented in an ontological (set of objects and relations to describe
the world) hierarchy of representations that consists of the following
levels: 1) A control level where the ontology is an egocentric sensorimotor
one. 2) A procedural level where the ontology consists of views that
describe sensori images at distinctive states, and actions which represent
trajectories of control laws that allow the robot to go from one view to
another. 3) A topological level where the ontology consists of places,
paths and regions, with connectivity and containment between regions.
4) A geometrical level where the topological level is extended to include
metrical properties.
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• Representation: H = 〈{T1, . . . , Tn,MG, MP1 , . . . , MPm
},L〉.

T1, . . . , Tn are hierarchical T-components with different abstrac-
tion levels, where nodes are defined as a place augmented with
a view (signature), and edges are defined as descriptions of how
to travel from one node to another. Kuipers considers the views
and the travel descriptions as different levels of the hybrid map,
but to be consistent with the other presented maps in this section
we consider them as one T-component. MG is a global M-compo-
nent. MP1 , . . . , MPm are local M-components associated one map
per node for a T-component. In L there are links between the T-
components, and between the T-components and the M-compo-
nents.

• Usabilities: All usabilities mentioned in this thesis, localization,
map building and planning, have been implemented, both for T-
components and for M-components.

• Co-operation:
Injections in this map are:

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

– Map building of a global M-component is performed using an
already built global T-component (B2).

Synergies in this map are:

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– Localization is performed in one T-component and used to
select a sub area of another T-component to perform local-
ization in (L9).

• Classification: The map is heterogeneous and hierarchical, both
for T-components and for T- and M-components. The map is
separable regarding localizability, buildability and traversability.
Therefore, this map lies on the vertex “111” in Figure 3.13.

Aguirre and González [Aguirre and González, 2002]. This article
targets the integration problem between different types of maps in a
hybrid map. The map consists of two hierarchical, topological maps
and local metric maps for each room. For each room there are actually
two metric maps, one is a feature map that uses fuzzy sets to represent
uncertainty, and the other is an occupancy grid map built from the
feature map. The integration problem is studied in detail for planning a
path, using information from both the topological and the metric maps.
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• Representation:
H = 〈{T1, T2,MG,MP1 , . . . ,MPm , FP1 , . . . , FPm},L〉. T1 and T2

are hierarchical T-components with different abstraction levels. T1

has a low abstraction level where nodes are one of: i) corner, ii)
door, iii) hallway, iv) end of corridor or v) long irregular boundary.
The edges are either walls or corridors that connect nodes. For
T2 nodes are dividing rooms, and are one of either a door or a
hallway. Only nodes of different types are connected by edges that
are corridors or paths in between nodes. MG is a global M-compo-
nent. MP1 , . . . ,MPm

are local metric grid maps, one map per room.
FP1 , . . . , FPm are local fuzzy feature maps, also one per room. Fea-
tures are walls represented as fuzzy segments. MPi corresponds to
FPi . The nodes of the T2 are linked to the corresponding node in
T1. The nodes and edges in Ti are linked to respective position in
suitable MPj

and FPj
plus the global M-component MG.

• Usabilities: Automatic map building is described for all maps ex-
cept the global M-component which is built manually. Path plan-
ning is also implemented for all maps. No localization is described
though.

• Co-operation:
Injections in this map are:

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

– A M-component is used to calculate metric distances of the
nodes and edges in a T-component for path planning (T2).

– The build of a T-component is used to extract another hier-
archically ordered T-component (B3).

– The build of one type of M-component is used to build another
type of M-component (B4).

Synergies in this map are:

– Path planning is performed in the T-component and further
refined in a M-component (T3).

– Path planning is performed in the T-component and used
to select a subset of the M-component patches for further
refinement (T4).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

– The build of a M-component is used in the build of a T-
component to decide if nodes and edges are traversable (T6).
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• Classification: This map is hierarchical between the T-compo-
nents and between the global M-component and the local metric
maps. The map is not hierarchical between the T-components and
the M-components though, no such hierarchy is really defined. The
map is also heterogeneous. The map is separable regarding build-
ability and traversability. Therefore, this map lies on the plane
between the vertices “100”, “101”, “110”, and “111” in Figure
3.13.

Fernández and Galindo [Fernández-Madrigal et al., 2004; Galindo
et al., 2004]. This hybrid map is named AH-graph (for Annotated
Hierarchical-graph) and describes the world using a hierarchical rela-
tional graph representation of the environment (i.e. a hierarchical topo-
logical map). The main focus for this map is how to perform efficient
planning for large environments. The lowest level consists of all objects
constituting the environment. These are then clustered in groups of ele-
ments to single nodes in the higher levels which are further clustered to
new nodes, until the highest level that consists of only one node. The
model can be further expanded by having multiple hierarchies for differ-
ent purposes. The map is also augmented with metric maps to aid in
localization. Figure 4.1 shows an example of AH-graphs.

• Representation: H = 〈{T1, . . . , Tn,MG, MP1 , . . . , MPm
},L〉.

T1, . . . , Tn are hierarchical topological maps with different abstrac-
tion levels, where nodes are defined as a distinctive place selected
by a human, and edges are navigable relations between the nodes.
MG is a global metric map. MP1 , . . . , MPm

are local metric maps
associated one per node for a topological map. Each metric map is
a feature map where the features are segments representing walls.
The links in L links nodes of different topological maps, nodes of a
topological map to a local metric map MPi

, and local metric maps
to an area in the global metric map MG.

• Usabilities: The M-components are localizable, traversable and
buildable. The T-components are traversable. The T-components
as they are defined are not buildable nor localizable, since the nodes
are selected by humans and therefore have no signature detectable
by any sensor.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node and edge identification (L2).

– Map building of a global M-component is performed using an
already built global T-component (B2).
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Figure 4.1: Two examples of AH-graphs. The left has four hierarchical
levels and the right has three. To the left the nodes are abstracted and
to the right the arcs. Figure is courtesy of J.A. Fernandez and Kluwer
Academic Publishers.

Synergies in this map are:

– Path planning is performed in the T-component and further
refined in a M-component (T3).

– Path planning is performed in a T-component and further
refined in another hierarchically ordered T-component (T5).

• Classification: This map is heterogeneous and hierarchical both
between T-components, between M-components and between T-
and M-components. The map is separable regarding traversabil-
ity. The components are intrinsically monolithic with respect to
building and localization. Therefore, this map lies on the edge
between vertex “110” and “111” in Figure 3.13.

Galindo et al [Galindo et al., 2005] This is a hybrid map that extends
the previous AH-graph map by: adding building and localization usabil-
ities for the topological map, and by including a semantic component.
Links between the semantic component and the spatial components are
performed using a technique called anchoring, see [Coradeschi and Saf-
fiotti, 2003]. The topological and metric components are similar to the
hybrid map described in this thesis, see Chapter 5 for a more in-depth
description.
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• Representation: H = 〈{T1, . . . , Tn,M1, . . . , Mm, S},L〉.
T1, . . . , Tn are hierarchical topological components with different
abstraction levels, where nodes are defined as large open places,
and edges are navigable relations between the nodes. M1, . . . ,Mm

are local metric components associated one per node for a topo-
logical component. Each metric component is an occupancy grid
map. S is a semantic component, with symbols denoting objects
like “room-A” and “sofa-1”. The links in L link nodes of differ-
ent topological components, nodes of a topological component to
a local metric component Mi, nodes of a topological component to
symbols of a semantic component, and symbols of different seman-
tic components.

• Usabilities: All components are localizable and buildable. The
topological and the metric components are traversable, but not the
semantic components.

• Co-operation:
Injections in this map are:

– The build of a T-component is used to extract another hier-
archically ordered T-component (B3).

Synergies in this map are:

– Path planning is performed in a T-component and further
refined in another hierarchically ordered T-component (T5).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: This map is hierarchical between the T-compo-
nents, between the semantic components, and between the T-
components and the M-components. The map is also heteroge-
neous. The map is separable regarding localizability, buildability
and traversability. If the semantic map is considered, the map
is not separable regarding localizability. Therefore, if we do not
consider the semantic map, this map lies on the vertex “111” in
Figure 3.13. Otherwise, it lies on the edge between vertex “110”
and “111”.

4.3 Group II: Patchwork of metric maps

The hybrid maps in this class consist of a set of small metric components
that each has a small extent, but together cover a larger area. For most
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(a) (b)

Figure 4.2: a) An example of a hybrid map consisting of a topological
component with local metric occupancy grid maps for each node. b) An
example of a hybrid map consisting of local metric occupancy grid maps
for each room and corridor. Note that the maps are linked but that no
topological component is present.

maps in this group there is also a topological component such that each
node in the topological component is associated with one of the metric
components. Such hybrid map looks like in Figure 4.2(a).

This type of map can cover a large area and still have the benefits of
the small metric component. When the topological component is present,
there is also the benefit of fast path planning. These advantages have
made this setup one of the most popular to use for mobile robots.

One interesting thing to note in this group is that in the case there
is no topological component, as in Figure 4.2(b), the metric patches are
linked without connectivity information which normally describes if a
robot can travel from one patch to the other, since the definition of L
does not provide that. Further, if the links are defined as strict relative
positions between the patches without any uncertainty information, the
hybrid map is equivalent to one large global metric map that has map
information only in the parts that are covered by the patches and lack
information in the uncovered areas. With respect to the classification
cube in Figure 3.13, all maps in this group that have an explicit topolog-
ical component lay somewhere on the edge between vertices “110” and
“111”.

Dudek and Simhon [Dudek et al., 1993; Dudek, 1996; Simhon and
Dudek, 1998]. This hybrid map is presented in a series of articles. In
[Dudek, 1996] is briefly described a hybrid map that consists of several
types of maps in different abstraction levels: sensorial, geometric (met-
ric), local relational, topological and semantic. In the rest of the article



80 CHAPTER 4. ANALYSIS OF EXISTING HYBRID MAPS

the hybrid map is reduced, though, to metric and topological maps.
The idea is to have local metrically accurate maps for different subre-
gions that can be connected with links that do not have to be metrically
accurate. An important issue for this type of hybrid maps is described in
[Simhon and Dudek, 1998]: the problem of finding the most rewarding
area of the environment to form a node in a topological map using a
distinctiveness measure. Further, in [Dudek et al., 1993] is presented an
approach for building a topological map using multiple hypotheses.

• Representation: H = 〈{T,M1, . . . , Mk},L〉. T is a T-compo-
nent where nodes are “islands of reliability” and edges “provide
instruction to follow between adjacent nodes” [Simhon and Dudek,
1998]. M1, . . . , Mk are local feature M-components associated one
per node to a T-component. Features in this case are lines (walls).
In L the M-components are linked to nodes in the T-component.

• Usabilities: The T-component is buildable and the definition of
edges hints that the map is both localizable and traversable. The
M-component is described as localizable and buildable but nothing
is mentioned on traversability.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability and buildability.

Tomatis [Tomatis, 2002; Tomatis et al., 2003]. This is a topological-
metric hybrid map where the metric component patches are made of
a “minimalistic” feature map where the features are infinite lines. This
minimizes the space necessary to represent the map in memory. Worth to
note is also the method for loop detection during the building process,
utilized by using localization information, which assumes to make the
topological map globally consistent.

• Representation: H = 〈{T, M1, . . . , Mn},L〉. T is a T-compo-
nent where nodes represent places and edges represent features
between the nodes. M1, . . . , Mn are metric feature maps where
features are walls represented as infinite lines. In L each M-com-
ponent is linked to one node in the T-component.



4.3. GROUP II: PATCHWORK OF METRIC MAPS 81

• Usabilities: The article describes both map building and local-
ization for both the T- and M-component. It is impossible to make
a path plan in the M-component, because the features represent
walls as infinite lines. The planner can therefore not find a way
out of a room since all doorways then would be blocked by these
infinite lines, so the M-component is not traversable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability, buildability. The map is
intrinsically monolithic with respect to traversability, since the M-
components are so.

Gasós [Gasós and Saffiotti, 1999]. In this hybrid map the metric
patches are feature maps that consist of segments representing walls,
and whose positional uncertainty is modeled by fuzzy sets. The connec-
tivity between the metric patches is managed by a topological map.

• Representation: H = 〈{T,M1, . . . ,Mn},L〉. T is a T-compo-
nent where nodes are “sectors”, that corresponds to a room or
a corridor, with a M-component associated per node. Edges are
gateways between these sectors. M1, . . . ,Mn are metric feature
maps where the features are walls represented as segments, with
fuzzy sets to describe uncertainty. The metric maps are linked
to one node each in the topological map, and the edges of the T-
component are linked to corresponding areas in the M-components.

• Usabilities: The M-component is both buildable, localizable and
traversable. The only usability mentioned for the T-component is
traversability. In the article nothing is mentioned about localiza-
tion in the T-component. The T-component is not buildable but
was built by hand.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node transition detection (L1).
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– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

No synergies have been implemented in this map.

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding traversability.

Chong [Chong and Kleeman, 1997]. In this hybrid map the metric
patches are feature maps that consist of planes, corners and edges. The
positional uncertainty of the features is represented in a covariance ma-
trix. There is a topological map maintaining the connectivity between
the patches. The positional uncertainty between the patches is also rep-
resented with a covariance matrix.

• Representation: H = 〈{T, M1, . . . , Mn},L〉. T is a T-compo-
nent where nodes are defined as a place with a M-component.
Edges are traversed by the robot. M1, . . . , Mn are metric feature
maps, with the features planes, corners and edges. The M-com-
ponents are linked to nodes in the T-component. M-components
are linked to other M-components, and those links are augmented
with uncertainty measures.

• Usabilities: Map building has been implemented, both for the M-
components and the T-component. Localization has been imple-
mented for the M-component only. Localization can not be done
using only the T-component, since no signature for neither node
or edge exist.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node transition detection (L1).

– Localization is performed in the M-component and used in the
T-component for node and edge identification by recognition
(L2).

Synergies in this map are:

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability. It is intrinsically mono-
lithic with respect to localization.
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Bosse [Bosse et al., 2003]. This hybrid map named Atlas is a generic
framework allowing a variety of techniques used as local maps. We clas-
sify the hybrid map given the technique used in the article though. There
are six core concepts that are the focus of the article, uncertainty projec-
tion, competing hypotheses, creation of new local maps (map-frames),
closing loops, instantiating and evaluating new hypotheses in adjacent
map-frames, and transformation edge refinement.

• Representation: H = 〈{T,M1, . . . ,Mn},L〉. T is a T-compo-
nent where nodes are defined as a place with a M-component.
M1, . . . , Mn are metric feature maps. The metric components are
linked to one node each in the topological component and aug-
mented with uncertainty measures.

• Usabilities: The M-components are both buildable and local-
izable. Traversability is not implemented for the M-component.
The T-component is buildable and traversable. The T-component
is not localizable, it is not clear how to distinguish one node form
another. It is unclear whether the M-component is traversable or
not.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node transition detection (L1).

– Localization is performed in the M-component and used in the
T-component for node and edge identification by recognition
(L2).

Synergies in this map are:

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability.

Yamauchi [Yamauchi and Beer, 1996; Yamauchi and Langley, 1997].
This hybrid map is part of a system developed for exploration, learning
and navigation, named ELDEN. In the earlier version the hybrid map
consists of a topological component with one single metric component
at the “home base”, but is in later versions developed and consists of a
topological component with metric components associated for each node.



84 CHAPTER 4. ANALYSIS OF EXISTING HYBRID MAPS

• Representation: H = 〈{T, M1, . . . , Mn},L〉. T is a T-compo-
nent where nodes are defined as a place with a M-component.
Nodes are placed with a predefined distance in between. Edges
are connecting nodes whenever the distance was travelled by the
robot in the building phase. M1, . . . , Mn are occupancy grid maps.
The metric components are linked to one node each in the topo-
logical component.

• Usabilities: The T-component is buildable and traversable but
not localizable. The M-component is localizable and buildable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability.

Duckett [Duckett et al., 2002]. The core of this hybrid map is a topo-
logical map that is equipped with signatures for each node. Each sig-
nature consists of an occupancy histogram for the x- and y- direction
extracted from a local occupancy grid map. The signatures have enough
information to act as metric components with the possibility to localize
metrically within each node.

• Representation: H = 〈{T, M1, . . . , Mn},L〉. T is a T-compo-
nent where nodes are defined as a place with a M-component as
signature. Nodes are placed with a predefined distance in between.
Edges are connecting nodes whenever the distance was travelled by
the robot in the building phase. M1, . . . , Mn are occupancy his-
tograms of the local sensor map in x- and y-direction. Each node
in the T-component has a signature that also acts as the metric
map and are thus linked together.

• Usabilities: The T-component is localizable, buildable and tra-
versable. The M-component is localizable and buildable. The M-
component is not traversable, since several configurations of real
space give the same histogram map, thus making it impossible to
find if a path is traversable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:
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– Localization is performed in the M-component and some met-
rics of that localization are used in the localization in the T-
component to find what node or edge is current (L7).

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability and buildability, but in-
trinsically monolithic for traversability.

Edlinger and Puttkamer [Edlinger and Puttkamer, 1994]. This map
is based on the room structure of a building, using a “virtual bubble”
to find the extent of rooms, that are then the base for building a metric
component plus a node of a topological map.

• Representation:

H = 〈{T,M1, . . . ,Mn},L〉. T is a topological map where the nodes
are defined as rooms and doors in between. The edges connect
rooms with associated doors. M1, . . . , Mn are metric feature maps,
where the features are line segments representing walls. The links
in L connect each Mi to corresponding nodes in T .

• Usabilities: The metric maps are localizable, traversable and
buildable. The topological map is traversable and buildable.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node transition detection (L1).

Synergies in this map are:

– Path planning is performed in the T-component and used
to select a subset of the M-component patches for further
refinement (T4).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability and traversability.

Lisien et al [Lisien et al., 2005]. The hybrid map is named The Hi-
erarchical Atlas with a topological map given by a Reduced Generalized
Voronoi Graph (RGVG), and metric patches made up of feature maps.
This map is focused on SLAM, navigation and exploration.
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• Representation:

H = 〈{T,M1, . . . ,M2n},L〉. T is a topological map where the
nodes are defined as meet points in the RGVG. The edges are
defined as the edges in the RGVG connecting the meet points.
M1, . . . , M2n are metric feature maps, two per edge in T , where
the features are point landmarks. The links in L connect each
node in T to two metric patches Mi,Mi+1, one for each direction
of the edge.

• Usabilities: The metric maps are localizable and buildable. The
topological map is localizable, traversable and buildable.

• Co-operation:
Injections in this map are:

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

Synergies in this map are:

– Localization is performed in the M-component and used in the
localization in the T-component to find if a node transition
has occurred (L4).

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability and traversability.

Victorino [Victorino and Rives, 2004]. This is a hybrid map where
nodes are defined by a Voronoi graph that arise due to the navigation
strategy, that is to follow the line equidistant from obstacles on both
sides.

• Representation:

H = 〈{T, M1, . . . , Mn},L〉. T is a topological map where the nodes
are defined as bifurcation points in the Voronoi graph. The edges
are defined as the edges in the Voronoi graph connecting the bi-
furcation points. M1, . . . , Mn are metric feature maps where the
features are line segments corresponding to walls. The links in L
connect each node in T to the corresponding metric patches Mi.

• Usabilities: The metric maps are localizable and buildable. The
topological map is localizable, traversable and buildable.
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• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– Localization is performed in the M-component and some met-
rics of that localization are used in the localization in the T-
component to find what node or edge is current (L7).

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability and localizability.

Bailey [Bailey and Nebot, 2001]. This hybrid map consists of local
metric component patches with relational information of their relative
positions. No uncertainty is expressed in the relations, but they are
totally fixed. In the article is mentioned that a topological map holds
the positional relations. However, this “map” is only used to store the
metric relations between the patches, and it does not contain any non-
metric information (e.g. connectivity). In our framework the relations
between components are stored in the L links. Therefore we do not
consider that this map has a proper topological component. The fixed
relations could also imply that the entire hybrid map is equivalent to
having one large metric map, where the areas not covered by the local
metric maps are considered as unknown.

• Representation: H = 〈{M1, . . . ,Mn},L〉. M1, . . . , Mn are met-
ric feature maps. The maps are linked with relative positions to
each other.

• Usabilities: The M-components are localizable and buildable.
Nothing has been mentioned about traversability.

• Co-operation:
No injections nor synergies have been implemented in this map.

• Classification: The H-map is homogeneous and flat. The map is
separable regarding localizability and buildability. Therefore, this
map lies on the edge between vertex “000” and “001” in Figure
3.13.
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Figure 4.3: An example of a parallel hybrid map that consists of a topo-
logical and a metric component. Each node in the topological component
is linked to a small area of the metric component.

4.4 Group III: Parallel maps

The hybrid maps in this group consist of two components, usually one
metric and one topological, that have the same extent, and are thus
“parallel”, as in Figure 4.3.

This type of map is normally used to gain the advantages of each
component, most often precise localization in the M-component and path
planning in the T-component. These maps are less complicated to use
than a patchwork of metric maps (for example, no switching between
different patches of the M-component is needed), but they are more
error sensitive and more computationally expensive when the map grows
larger. Many of the maps in this group are built by extracting one
component from the other. In terms of the classification cube in Figure
3.13, all the maps in this group lay on the edge between vertices “100”
and “101”.

Fabrizi and Saffiotti [Fabrizi and Saffiotti, 2000b; Fabrizi and Saf-
fiotti, 2000a]. In this hybrid map the topological component is extracted
from the metrical component, which is an occupancy grid map, using im-
age processing techniques. The result is a hybrid map with one metric
and one topological component covering the same area. The techniques
presented in the article are utilized in this thesis and therefore presented
in more detail in Chapter 5.

• Representation: H = 〈{T, M},L〉. T is a T-component where
nodes are defined as large open spaces, edges are narrow passages
between neighbor nodes. M is a M-component occupancy grid
map. The links connect areas in the M-component to nodes and
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edges in the T-component.

• Usabilities: Map building has been implemented for both the
T-and M-component. Path planning is implemented for the T-
component.

• Co-operation:
Injections in this map are:

– The T-component is built from an existing M-component (B1).

No synergies have been implemented in this map.

• Classification: The map is heterogeneous and flat (since the maps
are of different type). The map is separable when it comes to
buildability.

Thrun and Bücken [Thrun and Bücken, 1996]. In this hybrid map
the topological component is extracted from the metrical component,
which is an occupancy grid map. First a Voronoi diagram is created out
of the empty part of a grid map, and then the world is divided in segments
where extremes are found in that Voronoi diagram. The method has
become quite popular for this type of topological map building.

• Representation: H = 〈{T,M},L〉. T is a T-component where
nodes are defined as large open space, edges are narrow passages
between neighbor nodes. M is a M-component occupancy grid
map. The links connect areas in the M-component to nodes and
edges in the T-component.

• Usabilities: Map building has been implemented for both the T-
and M-component. Planning has been implemented for T. Nothing
is mentioned on signatures for the T-component nor any other way
of localization in T.

• Co-operation:
Injections in this map are:

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

– The T-component is built from an existing M-component (B1).

No synergies have been implemented in this map.

• Classification: The map is heterogeneous and flat. The map is
separable regarding buildability. Therefore, this map lies on the
edge between vertex “100” and “101” in Figure 3.13.
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Thrun [Thrun et al., 1998b]. This article presents a method to glob-
ally align topological and metric maps. It is not a complete hybrid map
per se, nor are the components completely described, but it is interest-
ing since it demonstrates synergies between metric and topological map
building.

• Representation: H = 〈{T, M},L〉. T is a T-component where
nodes are defined as significant places, a sensor can recognize if
the robot is inside a node, but can not distinguish which node.
Edges are between adjacent nodes traversed by the robot. M is a
M-component consisting of a set of Laser range scans. The links
connect nodes in T with areas in M .

• Usabilities: The topological component is neither localizable nor
traversable. Map building is not implemented but simulated man-
ually. Since it is a prerequisite for the described method, we there-
fore assume the topological component to be buildable. The metric
component is localizable and buildable. The topological compo-
nent can not be localizable. The definition does not support it
since nodes or edges have to be distinguishable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– The build of a T-component is used to give global consistency
for the build of a M-component (B6).

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

• Classification: The map is heterogeneous and flat. The map is
not separable. It is intrinsically monolithic for localization. There-
fore, this map lies on the vertex “110” in Figure 3.13.

Bandera [Bandera et al., 2001; Poncela et al., 2002]. In this hybrid
map the topological component is extracted from the metrical compo-
nent, which is an occupancy grid map, by clustering cells from the grid
map that are of same type, either occupied, empty or unexplored. Some
rules are applied during the clustering phase to make clusters of some
predefined maximum size. Each cluster is considered a node, and neigh-
bor clusters are linked with an edge. The main emphasis of these arti-
cles is the exploration problem, and no use of the topological component
other than exploration planning is mentioned.

• Representation: H = 〈{T, M},L〉. T is a T-component where
nodes are defined as homogeneous places (empty or unknown area)
of a maximum size. Edges are between two neighbor nodes, not
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necessarily traversable by a robot. M is a M-component , occu-
pancy grid map. The nodes and edges of the T-component are
linked to areas in the M-component.

• Usabilities: T-component is buildable and traversable, both are
implemented. M-component is buildable, localizable and travers-
able, all are implemented or mentioned. T-component is not local-
izable, since same sensor data can give different T-component.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node and edge identification (L2).

– The T-component is built from an existing M-component (B1).

Synergies in this map are:

– Path planning is performed in the T-component and further
refined in a M-component (T3).

• Classification: The map is heterogeneous and flat. The map is
separable regarding buildability and traversability. It is intrinsi-
cally monolithic regarding localizability. Therefore, this map lies
on the edge between vertex “100” and “101” in Figure 3.13.

Nieto [Nieto et al., 2004]. This hybrid map consists of a metric feature
map and a metric occupancy grid map.

• Representation: H = 〈{M1, . . . ,M2},L〉. M1 is a feature map
formed by point feature landmarks and object. M2 is an occu-
pancy grid map. The links connect all positions in M1 to the
corresponding positions in M2.

• Usabilities: The feature map is buildable and localizable. The
occupancy grid map is buildable and traversable.

• Co-operation:
Injections in this map are:

– The localization in one M-component is used to find the po-
sition in another M-component (B3)

Synergies in this map are:

– The build of a M-component is used to correct the odometry
for the build of another component (B8).

• Classification: The map is heterogeneous and flat. The map is
separable regarding buildability. Therefore, this map lies on the
edge between vertex “100” and “101” in Figure 3.13.
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L

G2-G10

G1

Figure 4.4: An example of a purely hierarchical map. A cell that is
considered occupied is further mapped with higher resolution. Cells
considered empty are not further mapped though.

4.5 Group IV: Purely hierarchical maps

All maps in this group have components of the same type at different
resolutions connected to each other, and the links connect an area in
one component to an area in another component as in Figure 4.4. The
advantage with this type of map is the hierarchical structure that makes
it possible to save calculation time and storage space. Both localiza-
tion and path planning can be performed in a hierarchical manner, with
coarse results at the top level that are further refined in the lower ab-
straction levels. Since the maps consist of only one type of components,
they are not hybrid maps strictly speaking, but we consider them here
for completeness. All hybrid maps described in this section consist of oc-
cupancy grid maps that are hierarchically expanded for cells considered
occupied. With respect to the classification cube in Figure 3.13, all the
maps in this group lay somewhere on the edge between vertices “010”
and “011”.

Nilsson [Nilsson, 1969]. This is one of the first maps ever described
for mobile robots. The top level consists of four-by-four grid of cells. If
a cell is considered occupied it is split in sixteen new cells recursively.
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• Representation: H = 〈{M1, . . . ,Mn},L〉. M1, . . . , Mn are met-
ric occupancy grid maps with different resolutions.

• Usabilities: The maps are traversable and buildable.

• Co-operation:
Injections in this map are:

– The build of a M-component is used to extract another hier-
archically ordered M-component (B3).

Synergies in this map are:

– Path planning is performed in a M-component and further
refined in another hierarchically ordered M-component (T5).

• Classification: The map is homogeneous, hierarchical and sepa-
rable with respect to traversability and buildability, but monolithic
regarding localizability. Therefore, this map lies on the edge be-
tween vertex “010” and “011” in Figure 3.13.

Zelinsky [Zelinsky, 1992]. This main focus for this map is to do ef-
ficient and cost-effective path planning in grid maps. The hierarchical
structure is organized using quad-trees to hold the different abstraction
levels.

• Representation: H = 〈{M1, . . . ,Mn},L〉. M1, . . . , Mn are met-
ric occupancy grid maps with different resolutions.

• Usabilities: The maps are localizable, traversable and buildable.

• Co-operation:
Injections in this map are:

– The build of a M-component is used to extract another hier-
archically ordered M-component (B3).

Synergies in this map are:

– Path planning is performed in a M-component and further
refined in another hierarchically ordered M-component (T5).

• Classification: The map is homogeneous, hierarchical and sepa-
rable. Therefore, this map lies on the vertex “011” in Figure 3.13.
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Chen [Chen et al., 1997]. The hierarchical structure in this hybrid map
is organized using quad-trees to hold the different abstraction levels. The
cells in the quad tree are also augmented with extra information around
the borders of each cell to be able to plan paths that are more accurate.

• Representation: H = 〈{M1, . . . , Mn},L〉. M1, . . . ,Mn are met-
ric occupancy grid maps with different resolutions.

• Usabilities: The maps are buildable and traversable.

• Co-operation:
Injections in this map are:

– The build of a M-component is used to extract another hier-
archically ordered M-component (B3).

Synergies in this map are:

– Path planning is performed in a M-component and further
refined in another hierarchically ordered M-component (T5).

• Classification: The map is homogeneous and hierarchical. The
map is separable regarding buildability and traversability, but not
localizability. Therefore, this map lies on the edge between vertex
“010” and “011” in Figure 3.13.

4.6 Discussion

We have analyzed several hybrid maps according to our framework, in
order to learn more about hybrid maps. So, what did we learn? First
we can conclude that the framework is functional with respect to this
type of analysis. Given the framework the maps could be systematically
examined when it comes to what configuration was used, the maps abili-
ties, and how the components in the maps co-operate. The analysis itself
has given us further insight in how existing hybrid maps are organized
and how they work. We have seen what kind of usabilities the different
maps utilize, and how component co-operation has been realized.

To make things more clear, we have summarized the results in two
tables. Table 4.1 shows the classification of each map. In the “Com-
ponents” column, the meaning of T , M , F and S is Topological map,
Metric map, Metric Feature map, and Semantic map, respectively. If
there is no index, or the index is G, the map is global. If there are
several maps of the same type, and the index is ordered from 1 to n or
m, there are several different maps of that type (they might differ in
resolution for instance). If the index is P , that means several patches
of same type of map. “Hie” and “Het” means hierarchical and hetero-
geneity, respectively. “Sep” stands for separability and is divided into
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three columns according to the three usabilities buildable (b), localiz-
able (l) and traversable (t). A filled circle (•) means that the usability
that underlies the corresponding separability property has actually been
reported (described or implemented). A cross (×) means that the us-
ability cannot be implemented on that map, so the map is intrinsically
monolithic (non-separable) with respect to this usability. For example,
the map by Dudek and Simhon is a map of group II, consisting of a
global T-component, and several patches of M-components. It is hetero-
geneous, hierarchical, and separable when it comes to map building and
localization. Regarding traversability, the authors have not implemented
or mentioned anything.

Figure 4.5 graphically shows the place the hybrid maps discussed have
in the classification cube. Groups II, III and IV occupy different areas in
this cube, corresponding to different ways to approach the hybridization
problem. Group I is less uniform.

Table 4.2 is a map co-operation summary. For simplicity, we focus
on co-operations between metric and topological components, since these
are the most used ones. The arrows indicate the direction of the informa-
tion flow. An arrow pointed to right (→) indicates that the direction is
from a T-component to a M-component, and vice versa. A double arrow
(↔) means that the information flow is in both directions. An arrow
between two filled circles (•→•) means that it is a synergy. An arrow
from a filled circle to an empty circle (•→◦) means that the usability
function of one component injects information into another component,
while an arrow from an empty circle to a filled circle (◦→•) means that
the usability function is injected with information. An arrow and only
one filled circle (•←) means that there is a synergy in two hierarchical
components of the same type. For example, the map by Elfes is a map
of group I, co-operating such that the localization in the M-component
injects the localization in the T-component since there exist no localiza-
tion exclusively for the T-component, and there is a synergy because the
planner in the T-component sends information to the planner in the M-
component.

From the table we can note that the usabilities, buildable and tra-
versable, are often made to co-operate using synergies, but when it comes
to localization, the co-operation is mostly made by injection. We guess
the reason is because there exist many good metric localization methods
that work so well that it is mostly adequate using only injection, and
that it can be hard to fuse information from both metric and topolog-
ical localization. With that in mind it is interesting to see how such
synergies can be implemented for metric-topological localization, which
we will show in Section 5.4. We can also see that a majority of the
localization synergies is directed from the topological component to the
metric component, while a majority of the localization injections flows
in the opposite direction. Traversability, which for most of the cases are
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Figure 4.5: The classification cube with the different groups and maps
placed in position. The maps in the groups II - IV have uniform po-
sitions, while group I are more spread throughout the space (maps a -
f).

the same as path planning, flows in most cases from topological maps to
metric maps, most likely because topological maps are superior to metric
maps in efficient coarse path planning.

Finally, the two tables make it clear that the most popular configura-
tion of a hybrid map is a map with a topological component and metric
patches for each node. That type of map has attractive properties, such
as possibilities to scale up to large environments, while having the possi-
bility to achieve high precision thanks to the metric patches, which has
made it popular. The more comprehensive hybrid maps also tend to
have hierarchical topological maps, which makes it possible to scale up
even more.
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Grp Authors Components Het Hie Sep

b l t

I a) Chatila
and Laumond

T, M, S • • ×

b) Elfes T, M1, . . . , Mn • • •
c) Kuipers T1, . . . , Tn, MG, MP1 , . . . , MPm • • • • •
d) Aguirre
and González

T1, MG, MP1 , . . . , MPm , FP1 , . . . , FPm • • • •

e) Fernández
and Galindo

T1, . . . , Tn, MG, MP1 , . . . , MPm • • × × •

f) Galindo et
al

T1, . . . , Tn, M1, . . . , Mm, S1, . . . , Sk • • • • •

II Dudek and
Simhon

T, MP1 , . . . , MPm • • • •

Tomatis et al T, MP1 , . . . , MPm • • • • ×
Gasós and
Saffiotti

T, MP1 , . . . , MPm • • •

Chong and
Kleeman

T, MP1 , . . . , MPm • • • ×

Bosse et al T, MP1 , . . . , MPm • • •
Yamauchi et
al

T, MP1 , . . . , MPm • • •

Duckett et al T, MP1 , . . . , MPm • • • • ×
Edlinger and
Puttkamer

T, MP1 , . . . , MPm • • • •

Lisien et al T, MP1 , . . . , MPm • • • •
Victorino and
Rives

T, MP1 , . . . , MPm • • • •

Bailey and
Nebot

MP1 , . . . , MPm • •

III Fabrizi and
Saffiotti

T, M • •

Thrun and
Bücken

T, M • •

Thrun et al T, M • • ×
Bandera et al T, M • • × •
Nieto et al M1, M2 • •

IV Nilsson M1, . . . , Mn • • •
Zelinsky M1, . . . , Mn • • • •
Chen et al M1, . . . , Mn • •

Table 4.1: Classification of each map. See Section 4.6 for an explanation
of the table.
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Grp Author T
build←→ M T

loc←→ M T
plan←→ M

I Chatila and Laumond •←◦ ◦←• •→◦
Elfes →• ◦←• •→•
Kuipers ◦→• •→• •→◦
Aguirre and González •←• •→•
Fernández and Galindo ◦→• ◦←• •→•
Galindo et al •↔• •←

II Dudek and Simhon •→• •→•
Tomatis et al •→• •→•
Gasós and Saffiotti ◦←• •→◦
Chong and Kleeman •←• ◦←•
Bosse et al •←• ◦←•
Yamauchi et al •→•
Duckett et al •←• •←•
Edlinger and Puttkamer ◦←• •→•
Lisien et al •→• •↔• •→◦
Victorino and Rives •↔• •↔•
Bailey and Nebot

III Fabrizi and Saffiotti •←◦
Thrun and Bücken •←◦ •→◦
Thrun et al •↔•
Bandera et al •←◦ ◦←• •→•
Nieto et al →• →•

IV Nilsson →• →•
Zelinsky →• →•
Chen et al →• →•

Table 4.2: Synergy and integration summary. See Section 4.6 for an
explanation of the table.



Chapter 5

Design of a Hybrid Map

In Chapter 3 we have presented a framework for hybrid maps, and in
connection with that, some guidelines on how to design new maps. In
this chapter we will make use of these guidelines to design a new hybrid
map. The process will demonstrate the validity of the framework and
the guidelines, and show how a design can be realized into a working
hybrid map. We also hope it can inspire how to find solutions to many
hybrid map issues. In addition to the design itself we present methods
to perform the usabilities of map building and localization, and also
solutions to some of the specific hybrid map problems we have observed.
The localization method is described with three different alternatives,
to demonstrate different ways to perform component co-operation. The
result is a broad spectrum of the co-operations presented in Section 3.5,
both for map building and localization, and with both injections and
synergies.

The final result will be a fully working hybrid map. In addition to
being a demonstration of how to design a hybrid map, this map will be
an important tool to experimentally verify our hypothesis that synergies
can increase performance, which we will do in Chapter 7.

The rest of the chapter is organized as follows: In section 5.1 is a
description of the design of the hybrid map. Section 5.2 is a presen-
tation of the resulting map from the design stage. In Section 5.3 is a
detailed description of hybrid map building for the map. Section 5.4 is
a detailed description of localization using the hybrid map. In Section
5.5 the hybrid map building and localization methods are summarized.
Finally, in Section 5.6 we conclude the chapter with a discussion about
the approach.

99
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5.1 Map design

For this design process we first create an imagined scenario, to have
something to refer back to when we make decisions in the design process.
The scenario is a realistic one, and thought to be recognizable for many
situations. We then follow the guidelines in Section 3.7 to design a map
that is adequate for the given scenario.

5.1.1 Scenario

We have two types of robots we will use that can be seen in Figure 5.1.
One is an indoor robot, a Magellan Pro, and the other is an outdoor
robot, an ATRV Jr, both manufactured by iRobot.

The robots are equipped with odometry sensors that measure the
relative distance and rotation the robot has travelled. The odometry
measurements consist of one value of the lateral distance the robot trav-
elled, and one rotational value how many degrees the robot rotated.
The odometry measurements are updated with a 10 Hz interval for both
robots. The robots are steered using so called differential drive. The
Magellan Pro has two wheels on each side of the robot that controls the
steering, and one slave wheel in the back that rotates freely, this makes
the odometry pretty accurate. The ATRV Jr relies on skid steering, two
wheels on each side are connected to each other, and to rotate the robot
one wheel pair rotates with different speed than the other wheel pair.
This inevitably gives rise to a sliding whenever a rotation is performed,
making the odometry pretty unreliable.

The robots are further equipped with devices that give range mea-
sures to obstacles. The Magellan Pro has 16 Polaroid (see [Polaroid OEM
Components Group, 1999]) sonar sensors equally distributed around the
robot, sensing in every direction. The ATRV Jr has 17 sonars mostly
pointing forward and to the sides. The Magellan Pro has a SICK PLS
proximity laser scanner, and the ATRV Jr has a SICK LMS laser range
finder. Both scanners are pointing forward, giving a 180◦ view.

The environment in which the robots will operate is an indoor office
environment, with rooms and corridors. The robots will move around
on one entire floor of the building. There are no stairways the robots
have to travel, and they do not have to leave the building. All doors
are opened so the robots can travel freely, without needing the ability to
open doors. Figure 5.2 shows a CAD-drawing of a typical office wing of
the environment. The size of the environment is approximately 100×150
meters.

The robots will be used for several tasks that involve going from one
position to another, distant position. One such task we have in mind
is to deliver goods and mail to different persons. The mail should be
fetched from and delivered to a mailbox in each persons room. We want
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(a) (b)

Figure 5.1: (a) A photo of our indoor robot, a Magellan Pro. (b) A
photo of our outdoor robot driving in the snow, an ATRV Jr. Both are
manufactured by iRobot.

the robots to find their way to the goal without any kind of intervention
by a human. We do not have a map to provide the robots, which means
they have to build their own map. We intend to let one robot build the
map and let the other robot use it. Finally, we want humans to be able
to communicate with the robots in an easy way to tell them in what
room they should go to deliver the goods.

5.1.2 Domain parameters

Following the design guidelines, we first list the domain parameters that
affect the design. These are extracted from the needs we have and what
constraints we face. In our case that is described in the scenario above.

Size and structure of environment. The maximum size of the
environment is 100 × 150 meters. The environment is office like
and indoors with walls with many glass surfaces.

Robots abilities (sensors, etc). The robots have sonar and laser
range sensors. The robots have odometry, for the Magellan Pro it
is quite accurate, and for the ATRV Jr it is less accurate.

Performance issues. The robots are equipped with PCs and can
therefore run quite memory expensive programs. Map building
can be done off-line while localization must be performed on-line.

Interface to system. The map should be understandable for humans,
who must be able to pick start and goal positions in the map, in
the form of rooms.
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Figure 5.2: A typical office wing.

Usage. The robots must be able to build the maps, localize, and plan
paths in the maps. Localization must be good enough to find a
mailbox in a room. A map built by one robot must be usable for
the other robot.

5.1.3 Deciding the structure

Following the guidelines we decide what properties of heterogeneity and
hierarchy we should aim at. Heterogeneity is favorable if we want to
do fine localization and path planning for instance, and since both of
those constraints are listed in the domain parameters we select the map
to be heterogeneous, i.e. to have both metric and topological maps.
Hierarchy is favorable when we want to perform usability functions in
large environments, which we consider we have, and still be able to
get the fine precision, which we also prefer. Thus, we should select a
hierarchical map. We notice that the complexity of the map increases if
the map is both heterogeneous and hierarchical, and thus should consider
to simplify. One way to do that is to have only global maps, one metric
and one topological, but since the environment is large, we discard that
alternative, and instead select to have a topological map with small
metric patches for each node. It is more complex, but have less problems
with large scales.

The nodes in the topological component we select to represent rooms,
to fit with the desire to let humans select single rooms for targets. As
a natural consequence, we chose the edges to be the gateways in be-
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tween the rooms, like doors and narrow passages. We also consider each
corridor to be one node. According to [Fabrizi and Saffiotti, 2000b],
with rooms and corridors as desirable nodes, we can define the nodes as
“large open spaces” and the edges as the space that connects the nodes.
Further, for each node in the topological component we chose to have a
corresponding metric component in the form of a metric grid map. The
extent for each such grid map is the area that the node itself covers.

5.1.4 Deciding the co-operations

The guidelines advice to exploit co-operations as much as possible in
order to gain maximum from our hybrid map. We therefore strive to
exploit synergies in as many cases as possible. To be able to exploit syn-
ergies, we first have to make the maps separable. In this thesis we will
present methods for localization and map building, but not path plan-
ning. Path planning is important and interesting to us, and definitely
part of the desires for our scenario, and therefore we make the map such
that path planning is possible to add in the future. To sum up, we design
separable localization and map building functions for both the topologi-
cal and the metric components, and further design the components such
that path planning can be easily implemented.

5.2 The final map

We will describe three different versions for localization co-operation
in this chapter, and thus we give three alternatives of the final map
design below. Before we go into the technical details of our map, we
give an overview description of the three versions of it, using the same
schema that we used throughout Chapter 4. Normally, we would only
present the best version, in our case alternative III, but we intend to
compare different component co-operations in experiments, and thus we
present the three different alternatives to clearly point out what are the
differences. Note that map building is the same for all alternatives.
Note also that no map has the usability traversability presented in this
thesis, but that such functions are described in [Galindo et al., 2005] for
a version of this map. Figure 5.3 shows an illustrative diagram of the
alternative hybrid maps.

5.2.1 Alternative I, No localization co-operation

The map is classified in group II, patchwork of metric maps.

• Representation: H = 〈{T,M1, . . . ,Mn},L〉. T is a T-compo-
nent with nodes that represent open spaces in the environment,
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(I) (II) (III)

Figure 5.3: Diagrams of how the co-operation of the three alternatives
works. (I) Minimal localization co-operation. (II) Localization injec-
tions. (III) Localization synergies.

like rooms and corridors, and edges that represent traversable con-
nections between the nodes, like narrow passages and doorways.
Each node is augmented with additional attributes: i) a bounding
box that represents the extent of the open space in terms of width
and length, ii) the size of the empty space in the area the node
represents, and iii) a grid map (that we call a segment) represent-
ing the open space of the node. M1, . . . , Mn are metric occupancy
grid maps where each cell indicates the occupancy and emptiness
of that cell. The metric maps are linked to one node each in the
topological map, and the edges of the T-component are linked to
corresponding areas in the M-components.

• Usabilities:

Both the T-component and the M-components are buildable and
localizable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

–

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability and buildability. There-
fore, this map lies on the vertex “111” in Figure 3.13.
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5.2.2 Alternative II, localization injections

The map is classified in group II, patchwork of metric maps.

• Representation: The same as for alternative I.

• Usabilities:

Both the T-component and the M-components are buildable, and
the M-component is localizable.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and then used
in the T-component for node transition detection (L1).

– Localization is performed in the M-component and then used
in the T-component for node and edge identification by recog-
nition (L2).

Synergies in this map are:

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding buildability. Therefore, this map lies
on the edge between vertex “110” and “111” in Figure 3.13.

5.2.3 Alternative III, localization synergies

The map is classified in group II, patchwork of metric maps.

• Representation: The same as for alternative I.

• Usabilities:

Both the T-component and the M-components are buildable and
localizable.

• Co-operation:
No injections have been implemented in this map.
Synergies in this map are:

– Localization is performed in the M-component and used in the
localization in the T-component to find what node is current
(L5).
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– Localization is performed in the M-component and used in the
localization in the T-component to find what edge is current
(L6).

– Localization is performed in the M-component and some met-
rics of that localization are used in the localization in the T-
component to find what node or edge is current (L7).

– Localization is performed in the T-component and used to se-
lect a subset of the M-component patches in where to perform
localization (L8).

– The build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability and buildability. There-
fore, this map lies on the edge between vertex “110” and “111” in
Figure 3.13.

5.3 Building the hybrid map

We propose a process to build a hybrid map according to the design in
Section 5.2. The goal is to build a global topological component with
local metric components for each node.

5.3.1 Overview

In a concise manner, a local topological map that covers a small neigh-
borhood of the robot is built first. That local map is compared with
the global component which is updated depending on the comparison
results. The process is repeated such that a new local map is built every
iteration, until the global component is finished. Metric components are
then built for each node in the global topological component and added
to the hybrid map.

A flowchart of all steps in the process is shown in Figure 5.4.
The preprocessing fuses the robots sensor data and creates a local occu-
pancy grid map. From that grid map two-dimensional segments (regions)
are extracted using some image processing techniques.
Next, the local topological map is built: The segments from the pre-
processing are filtered so that parts unvisited by the robot are removed,
and segments that are too small are merged with neighbor segments.
The result is segments that highly correlate to rooms and corridors.
The segments are furthermore used to find attributes for each node that
for example can serve as signatures for localization or for illustrational
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Figure 5.4: a) A flowchart of the steps to build a H-map
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purposes in human-machine interaction. The attributes are found by
matching a bounding box around the segment, giving an estimate of the
length and the width of the node.
The forthcoming procedures utilize a data structure we call node sec-
tions, that holds information about in which order the segments were
visited by the robot. These are extracted from the segments and the
path the robot travelled. Given these node sections and the segments
for each node the extracted local map is compared to the global com-
ponent. The comparison reveals how the global component should be
updated, which completes the building of the topological map
Then, the metric maps are built: One occupancy grid map per node are
built where the extent of the map is decided by the node sections from
the topological map building. Each metric map is added to the hybrid
map.
The metric maps and the nodes in the topological map are linked to each
other. Each edge in the topological map is linked to the corresponding
area in the metric maps. All links are stored in the hybrid map.
The final procedure is to maintain the locality of the process by remov-
ing old measurements from the repository.
The process is repeated when new data arrive. The resulting map is
illustrated in Figure 5.5.

Methods to extract topological maps from metric maps have ear-
lier been described by other researchers, like [Thrun and Bücken, 1996;
Poncela et al., 2002; Fabrizi and Saffiotti, 2000b; Choi et al., 2002]. The
common denominator of all these methods is that they build a topolog-
ical map out of a global grid map that covers the entire area of interest.
We want to build maps for environments that are very large, and that
can be a problem if we first have to build a consistent metric map of the
entire space since that can be very difficult. We therefore use the method
presented by [Fabrizi and Saffiotti, 2000b] but modified so that instead of
building the entire topological component from one global metric map
at once, it works in an incremental way on local grid maps that map
only a small neighborhood of the robot, and extracts only a few nodes
at a time. One advantage of using that approach with small local grid
maps over large global ones is that the error in the local map can be
bounded to a much lower value than in a global map since they cover a
much smaller area. In this work we do not really deal with SLAM, nor
the related problem of global loop closing. We do however perform local
loop detection and closing

5.3.2 Preprocessing

In this preprocessing step the sensor data that come from the robot are
fused and transformed into information about occupancy and emptiness
of the local space of the robot in the form of an occupancy grid map.
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Figure 5.5: An illustration of the hybrid map that is built. It consists of
a topological component, with one metric occupancy grid map for each
node.
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That grid map is then segmented into larger, connected, empty areas.
The resulting segments are used as inputs for both map building as well
as topological localization. The preprocessing methods are well known
and briefly described here only for completeness.

The inputs to this step are the measurements the robot acquires.
These are collected in an ordered list Γ = [γi|i = 1, . . . , n], ordered so
that γi was measured before γi+1, with a measurement
γi = 〈pi, ρi,1, ρi,2, . . . , ρi,m〉, where pi = 〈x, y, θ〉 is a pose in space and
ρi,1, ρi,2, . . . , ρi,m are range measures from some range sensor. Each time
a new measurement γ is received, it is added to the measurement list,
Γ ← Γ + [γ].

The outputs are an occupancy grid map G and a segment set S.

5.3.2.1 Building an occupancy grid map

The problem of building metric occupancy grid maps out of range data
for a mobile robot is a well explored research area, and there exist several
solutions to this as we showed in Section 2.2.1. The basic principles are
mostly the same for all solutions. We present here in a dense form how
to build a grid map using Dempster-Shafer theory of evidence [Shafer,
1976; Pagac et al., 1998], which is the method used in our experiments
presented in Chapter 7. The reason why we use that representation
is that it performs well (see [Wijk, 2001] for an evaluation) and that
the emptiness portion is reported separately, which is desirable for the
forthcoming segmentation step. The following text is mainly inspired
from the description of building D-S grid maps given in [Wijk, 2001].

Let G = {Cij |i = 1, . . . , n and j = 1, . . . , m} denote a grid map
with cells Cij that has a value attached to it. The value for a cell is
distinguished by two states, empty (E) or occupied (O).

The Dempster-Shafer (D-S) theory of evidence is characterized by a
frame of discernment (FOD), denoted Θ, which is defined to be a finite
set of labels representing mutually exclusive events. The FOD of a cell
Cij is given by

Θij = {E, O}. (5.1)

D-S theory also relies on a basic probability assignment (bpa) function

mG
ij : Ψij → [0, 1] (5.2)

where Ψij is the set of all subsets of Θij , or the power set of Θij which
can be written as Ψij = 2Θij . In our case

Ψij = {∅, {E}, {O}, {E, O}}. (5.3)

The function mG
ij can be interpreted as a distribution of belief to each
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of the sets in Ψij . The following criteria must be satisfied∑
A∈Ψij

mG
ij(A) = 1 (5.4)

mij(∅) = 0 (5.5)

In our case it means that

mG
ij({E}) + mG

ij({O}) + mG
ij({E, O}) = 1. (5.6)

Intuitively, the bpa value for mG
ij({E}) gives the value for how much we

believe the cell to be empty, the value for mG
ij({O}) gives value for how

much we believe the cell to be occupied, and the value for mG
ij({E, O})

indicates how much we believe the cell to be either empty or occupied,
which can be interpreted as a value of uncertainty.

Whenever new sensor data are available, the occupancy grid map is
updated. The values of each cell are updated according to a model of
the sensor. We describe here a model for sonars (especially the Polaroid
6500 Series Sonar Ranging Module, [Polaroid OEM Components Group,
1999]) taken from [Oriolo et al., 1997]. We need to specify two sensor
models that represents the evidence of a cell being occupied or empty
given a sonar reading R.

mR
ij({O}) = α(θ)Δ(ρ)fO(ρ, r) (5.7)

mR
ij({E}) = α(θ)Δ(ρ)fE(ρ, r) (5.8)

where α(θ) and Δ(ρ) are angular and radial modulation functions given
by

α(θ) =

{
1 − ( θ

βS/2 )2 0 ≤ |θ| ≤ βS/2

0 |θ| > βS/2
(5.9)

Δ(ρ) = 1 − 1 + tanh(2(ρ − ρν))
2

(5.10)

where θ is the angle between the sensors direction and the direction
from the sensor to cell Cij , βS is the angular width of the main lobe of
the sonar (in the case of a Polaroid sonar βS = 25◦), ρ is the distance
from the sensors position to cell Cij and ρν is the so called visibility
radius. The radial modulation puts less emphasis on cells far away and
the visibility radius determines the distance where this starts. The other
functions are given by

fO(ρ, r) =

⎧⎪⎨
⎪⎩

0 ρ < r − Δr

kO(1 − ( r−ρ
Δr )2) r − Δr ≤ ρ < r + Δr

0 ρ ≥ r + Δr

(5.11)
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fE(ρ, r) =

⎧⎪⎨
⎪⎩

kE ρ < r − Δr

kE( r−ρ
Δr )2 r − Δr ≤ ρ < r

0 ρ ≥ r

(5.12)

where r is the measurement and Δr is the range in which r is considered
proximal. The parameters kO and kE specify the maximum evidence
support for a cell being occupied or empty, respectively.

The D-S map is initialized as:

(∀Cij ∈ G)[mG
ij({O}) = 0, mG

ij({E}) = 0, mG
ij({E, O}) = 1 ] (5.13)

The update of the cell values is done according to D-S rule of com-
bination. This can be written as

mij ⊕ mij(A)
�
=

∑
B,C∈Ψij |B∩C=A mij(B)mij(C)

1 − ∑
B,C∈Ψij |B∩C=∅ mij(B)mij(C)

(5.14)

For our grid map update that will be

mG
ij({O}) = (5.15)

mG
ij({O})mR

ij({O}) + mG
ij({O})mR

ij({E,O}) + mG
ij({E, O})mR

ij({O})
1 − mG

ij({E})mR
ij({O}) − mG

ij({O})mR
ij({E})

mG
ij({E}) = (5.16)

mG
ij({E})mR

ij({E}) + mG
ij({E})mR

ij({E, O}) + mG
ij({E,O})mR

ij({E})
1 − mG

ij({E})mR
ij({O}) − mG

ij({O})mR
ij({E})

Figure 5.6 shows the values of mG
ij({E}) and mG

ij({O}) of a grid map
initialized according to 5.13 and updated according to 5.15 and 5.16
with a reading of 1 m. The values used in that example for the different
constants were: kE = 0.25, kO = 0.45 and Δr = 0.1.

5.3.2.2 Segmentation

We want to divide an occupancy grid map into regions corresponding to
rooms and corridors, or large open spaces as defined in Section 5.2. The
method described below was proposed by [Fabrizi and Saffiotti, 2000b].

Consider a cell in an occupancy grid map. That cell has values de-
scribing the emptiness and the occupancy of the cell. If the cell can be
considered empty given these values, then the area that the cell repre-
sents can be seen as an open space. If several such cells are clustered,
then that is an open space as large as the cluster as long as none of
the included cells are occupied by an object. If we place a circular disc
on top of the map we can investigate the cells beneath that disc. If all
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Figure 5.6: The Dempster-Shafer grid map values after initialization and
update with a sonar reading at 1 m. The thick lines show the border
of the main sonar lobe. a) The values of mG

ij({E}). b) The values of
mG

ij({O}).
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Figure 5.7: A simplified grid map where black areas are walls or occupied
space while white areas are open space. The value of R indicates the
maximum radius of a disc that covers the point and fits into the empty
space.

covered cells are empty, then these cells form a cluster of an open space.
For each cell we find the largest such disc that covers the cell and the
size of that disc then reflects how much the cell belongs to a large open
space with the shape of a circular disc. See Figure 5.7.

If we consider the grid map as an image, where empty cells are white
pixels and non-empty cells are dark pixels, we can use some image pro-
cessing techniques called mathematical morphology [Matheron, 1975;
Sonka et al., 1999] to test if a cell (or pixel) belongs to a disc of open
space. In binary morphology the image is convoluted with a structuring
element using some operator. There are two basic operators, dilation
⊕ and erosion � out of which other operators are made. The dilation
X⊕B is the point set of all possible vector additions of pairs of elements,
one from each of the sets X and B.

X ⊕ B = {p ∈ ε2|p = x + b, x ∈ X and b ∈ B} (5.17)

The erosion X � B combines two sets using vector subtraction of set
elements and is the dual operator of dilation.

X � B = {p ∈ ε2|p + b ∈ X for every b ∈ B} (5.18)

From these basic operators other operators can be made, especially open-
ing and closing, where the opening is defined as
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(a) (b) (c)

Figure 5.8: (a) A small environment. Black pixels represent walls and
white pixels represent open space. (b) The structuring element. (c) The
result of an opening operation.

X ◦ B = (X � B) ⊕ B (5.19)

and the closing is defined as

X • B = (X ⊕ B) � B (5.20)

The operator that are useful for us is the opening (◦) operator that sets
a pixel to white if it can be located under the area of the structuring
element and all pixels covered by the structuring element are white,
otherwise the pixel will be set to black. By choosing the structuring
element as a circle we can test if the cell belongs to a large open space with
the shape of a circular disc, just as described above. In Figure 5.8 the
image in (c) is the result of an opening operation given the original map
in (a) and the structuring element in (b). The result can be translated
to show what area from (a) fits under the disc in (b). To find the largest
disc for each cell we must then test with all sizes of discs possible and
that is of course not feasible. Fortunately, we can achieve that result
if we instead of binary morphology use grey-scale or fuzzy morphology,
where the values are in the range [0,1] instead of two crisp values. We
choose the structuring element to be a cone with the value 1 for the cone
center and the value 0 at the cone bottom, instead of just a flat disc, see
Figure 5.10.

Using a cone instead of a disc means that we can test for all disc sizes
that are equal to or smaller than the cone width in one single convolution.
The operators ⊕ and � must be redefined for fuzzy morphology, but
the other operators that are built upon these can be used as they are
defined. Let I be a fuzzy grid map and K a fuzzy structuring element,
with membership functions μ and ν respectively, then

I ⊕ K(x) = sup
y∈I

min[μ(y), ν(y − x)], (5.21)

I � K(x) = inf
y∈I

max[μ(y), 1 − ν(y − x)]. (5.22)
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(a) (b)

Figure 5.9: a) A grid map where dark cells represent emptiness. b)
Mathematical opening of the grid map, the darker the cell the larger the
opening is that the cell belongs to.
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Figure 5.10: Structuring element in the shape of a cone.
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Figure 5.11: A map as a landscape. The valleys represent three rooms
at the bottom and a corridor at the top. Notice the gorges between the
leftmost rooms and the corridor, representing open doors.

These are the normal operator replacements necessary for the fuzzy mor-
phology. The result we want to accomplish can be done with a special
operator replacing the normal dilation operation [Fabrizi and Saffiotti,
2000b].

When we apply a fuzzy opening with the special operator replacing
the normal dilation operator to a map, the result is an image that de-
scribes how much each cell belongs to a circular open space. The higher
the value of the cell, the larger is the circular space that the cell belongs
to. Such opening has been applied to the map in Figure 5.9.

The next step is to cluster all neighbor cells that belongs to the
same open space, and find the borders between them that corresponds
to passageways, if such exist. A technique called watersheding can do
that for us. The technique can be illustrated by thinking of the image
we have obtained as a landscape, where the value of how much a cell
represents an open space gives the depth of the landscape, that is, the
larger the value, the deeper the cell is located in the landscape, as in
Figure 5.11.

With this illustration, the walls in the environment we map is repre-
sented by high mountains in the landscape, while open spaces are repre-
sented by valleys. If we start to fill the landscape with water, we obtain
a landscape with catchment basins with watersheds in between. These
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Figure 5.12: Catchment basins with watersheds.

watersheds mark the border between the nodes in the environment we
map. Figure 5.12 illustrates this. An efficient method for segmenting
an image using the watershed technique has been presented by [Vincent
and Soille, 1991] and is not further described here.

Due to noise in the input grid map, there can be spurious water-
sheds that do not correspond to what we consider as passageways. The
final step in the segmentation process is therefore to merge the segments
where the watersheds are not high enough, which corresponds to that
the detected passage is not small enough in the real environment. This
is described in [Najman and Schmitt, 1996].

The final outcome of these operations is a set of segments, each rep-
resenting a “large open space”.

Definition 5.1 (Segment) A segment Si = {pj |j = 1, . . . , m} is a set
of points pj = 〈xj , yj〉 where each point pj represents an empty area.

The points pj corresponds to the cells Cij in the occupancy grid map G
such that the area the cell represents, which for instance can be a square
of 100 × 100 mm2, are described by a number of infinitely small points
(mathematically actually an infinite number of points. . . ). We will later
compare positions in segments to positions that are described by single
points, therefore this representation is more feasible than to use cells as
in the occupancy grid map.
We denote the set of all segments extracted from the occupancy grid
map as S = {Si|i = 1, . . . , n}.
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5.3.3 Building the T-component

The goal for this section is to build a global topological map, T = 〈N , E〉,
consisting of nodes, N , that represent large open spaces, and edges, E ,
that connect the nodes where there are passageways in between. The
process is iterative and starts with an empty global topological com-
ponent, T = 〈∅, ∅〉. For each iteration a local topological map is built,
TL = 〈NL, EL〉, that is used to update the global topological component.

The local topological map is built from the segments, S, extracted
in the preprocessing step. From the segments are extracted nodes and
edges that form the local map. This local map is then matched with the
global topological component to find eventual new nodes and edges to
add.

Since this method inherently detects node transitions, it can also be
used for topological map localization as described in Section 5.4.

5.3.3.1 Extract and filter nodes and edges

The segments S that have been extracted in the segmenting step are
processed further in order to extract nodes. Before we describe the
filtering we define a path as the way the robot has travelled.

Definition 5.2 (Path) A path P = [pi|i = 1, . . . , n] is an ordered list
of all points pi = 〈xi, yi〉 a robot r has visited, ordered so that pi was
visited before pi+1.

Denote the entire path the robot has traversed as P and denote a partial
path from point pl to point pm of the path P as Pl,m = P [l, . . . , m].

The first step is to delete segments that have not been traversed by
the robot. Thus,
1: for all S ∈ S do
2: if (∀p ∈ P )[p 
∈ S] then
3: {Segment not visited. Remove it}
4: S ← S \ {S}
5: end if
6: end for

The next step is to filter out segments that are too small to be con-
sidered as nodes but still have been traversed. The segments whose size
is below a threshold value are merged with the neighbor segment visited
either immediately before or immediately after, depending on where the
altitude of the watershed in between the segments is smallest.
A neighbor to a segment is another segment where there is a partial
path between the segments that is not passing any other segment. From
these neighbors are selected the segment to which the too small segment
should be merged.
Let height(Si, Sj) denote a function that gives the watershed between
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two segments Si and Sj , let |Si| denote the area of segment Si, and let
ε be the minimum segment area we accept. Then
1: for all Si ∈ S do
2: {let Bi be the set of neighbors to Si}

3: Bi ←

⎧⎪⎨
⎪⎩Bj

∣∣∣∣∣∣∣
Bj ∈ S and

(∃Pl,m ⊆ P )

[
pl−1 ∈ Si and pm+1 ∈ Bj and
(∀Sn ∈ S)(∀pk ∈ Pl,m)[pk 
∈ Sn]

] ⎫⎪⎬
⎪⎭

4: if |Si| < ε then
5: {Segment too small. Merge with one of the neighbors}
6: Sj ← arg minBk∈Bi height(Si, Bk)
7: S ← S \ {Si, Sj} ∪ {Si ∪ Sj}
8: end if
9: end for

After the filtering is complete, each of the remaining segments in S
is associated with a node, which is defined as

Definition 5.3 (Node) A node is a tuple consisting of a segment S
and attributes a1, . . . , ak.

N = 〈S, a1, . . . , ak〉

All nodes from this step are collected in a set NL = {Ni|i = 1, . . . , n}
which is the result from this step. So far no attributes have been ex-
tracted for the nodes, but will be added in the next section.
1: NL ← ∅
2: for all Si ∈ S do
3: NL ← NL ∪ {〈Si, default attributes〉}
4: end for

5.3.3.2 Extract attributes for each node

For many applications, it is useful to have a set of parameters associated
to each node as some form of signature. These can for instance be used
to distinguish different rooms and to recognize an already visited room.

A few approaches have been proposed in the literature to compute
parameters of a room-like space [Sarachik, 1989; Janet et al., 1996;
Courtney and Jain, 1994]. These approaches typically extract parame-
ters meant to uniquely identify a given room.

In the work presented in [Buschka and Saffiotti, 2002], we explored
the use of a model-based technique to extract parameters that describe
the room shape and dimensions in a way that is robust with respect to
changes in the internal shape of the room. We make two key assump-
tions: (i) the nodes that we try to identify (rooms and corridors) have
a rectangular shape; and (ii) the observed empty space in a room fully
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Figure 5.13: Left: A room in the form of a grid map and corresponding
bounding boxes for two different angles. Right: Degree of match for each
angle.

lies inside the rectangular contour of that room. Based on these assump-
tions, we extract the room contour by searching the bounding rectangle
of the empty space in the room that has the greatest overlap with the
frontier of that empty space. See [Jensfelt and Christensen, 2001] for a
related approach. We proceed in four steps:

First, extract the fuzzy frontier of a given room region R by computing
its fuzzy morphological gradient, called grad(R). The morpholog-
ical gradient is given by the difference between the grid obtained
by dilating R and by eroding R with the same fuzzy structuring
element. In our case, we use a cone with a support of n pixels.
The result is a grid where the value at each cell tells us how close
that cell is to the frontier of R. Fig. 5.13 (left) shows the fuzzy
morphological gradient computed for the room region at the top.

Second, consider all possible orientations between 0◦ and 90◦, dis-
cretized by a fixed step d. For each such orientation θ, compute
the bounding box of region R oriented as θ, and call it boxR(θ).
Fig. 5.13 (left) shows the boxes obtained for θ = 5◦ and θ = 25◦,
respectively.

Third, for each θ, compute the degree by which boxR(θ) overlaps the
fuzzy gradient grad(R) of R. This is given by

overlapR(θ) =
1

NR

∑
c∈boxR(θ)

grad(R)(c), (5.23)
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(d) (e) (f)

Figure 5.14: Three room regions (a-c) with their corresponding best-
match boxes (d-f).

where NR is the number of pixels in boxR(θ). Intuitively, this
degree tells how much the pixels in the bounding box boxR(θ) lay
on, or close to, the contour of region R. Fig. 5.13 (right) shows the
value of overlapR(θ) for θ ∈ [0, 90] in our example. The two boxes
drawn on the left of the picture are the best and worst matching
boxes, respectively.

Finally, chose the θ that maximizes the value of overlapR(θ), and com-
pute the parameters of the bounding box (width and height) for
this θ.

Fig. 5.14 shows the results obtained by applying the above procedure to
three occupancy grids corresponding to three different arrangements of
furniture in the same room. In the three cases, the procedure computes
a similar bounding box, which corresponds to the actual boundaries
(walls) of the room. Correspondingly, the values of the width and height
parameters are similar in all the three cases. This suggests that these
parameters describe the shape and dimensions of the room irrespective of
the internal configuration of objects, provided that the two assumptions
above hold. The claim is supported with experimental results reported
in [Buschka and Saffiotti, 2002].

The result from this step are a subset of the attributes a1, . . . , ak that
are stored with each node.

5.3.3.3 Find node sections

To be able to perform the next coming step, node filtering and matching,
we first want to find the order the nodes are visited and where the robot
entered and exited each node. The information is collected in so called
node sections that we define below.
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The inputs to this step are the local topological map TL and the
global topological component T . The outputs are two lists of node sec-
tions, QL for TL and Q for T .

First, we introduce the notion of entry points and exit points. An
entry point for a node is defined as the length of the path travelled by
the robot from its starting point to the point where the robot entered
the node. One node can have several entry points, if the robot exits the
node and then enters the same node further in the path.

Definition 5.4 (Entry point) Let P = [pi|i = 1, . . . , n] denote the
path of a robot, and N = 〈S, a〉 a node. If (∃pk ∈ P )[pk ∈ S and pk−1 
∈
S] then there is an entry point at pk for node N

e =
k∑

j=2

|pj − pj−1|

In the same way the exit point is defined as the length of the path
travelled by the robot from its starting point to the point where the
robot exited the node.

Definition 5.5 (Exit point) Let P = [pi|i = 1, . . . , n] denote the path
of a robot, and N = 〈S, a〉 a node. If (∃pk ∈ P )[pk ∈ S and pk+1 
∈ S]
then there is an exit point at pk for node N

x =
k∑

i=2

|pi − pi−1|

Matching entry and exit points are put together with the node into a
node section:

Definition 5.6 (Node section) Let P = [pi|i = 1, . . . , m] denote the
path of a robot, and N = 〈S, a〉 a node. Let e be an entry point at pj ∈ P
and x be an exit point at pk ∈ P for node N . Let Pj,k denote the partial
path from pj to pk. If j < k and (∀pi ∈ Pj,k)[pi ∈ S] then there is a
node section

q = 〈N, e, x〉
An illustration of a node section is in Figure 5.15.

Each node Ni ∈ N in the global topological component T has at
least one node section associated with it. Each node section is put in an
ordered list, Q = [qi|i = 1, . . . ,m], where qi = 〈Ni, ei, xi〉. Q is ordered
such that ei < ei+1.
The node sections associated with the nodes NL in the local topological
map TL is similarly put in another ordered list, QL = [qL

i |i = 1, . . . , n],
where qL

i = 〈NL
i , eL

i , xL
i 〉. QL is ordered such that eL

i < eL
i+1.
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Entry point Exit pointNode

Section

Figure 5.15: A node section. The black curve through the nodes shows
the robots path.

5.3.3.4 Match the local map with the global component

The local topological map is matched to the global topological compo-
nent in order to find if the robot passed a boundary of a node, which
means that the robot either left a new node not yet registered in T , or
left an already stored node.

The inputs to this step are the global topological component T and
the local topological map TL together with the node section lists Q and
QL. Each node in TL is matched with the nodes in T . If there is
a mismatch between the maps, TL is modified until the mismatch no
longer exists. The result is a TL that eventually is modified and that
matches T , plus a set R with information of what nodes in T and TL

that matches, and a set U with information of what node sections in Q
and QL that matches.

The proposed method of segmenting an occupancy grid map to build
the local topological map, as described in Section 5.3.2.2, are somewhat
affected by noise. If we use a set of measurements and extract nodes out
of that, then add a few more measurements to the set and extract nodes
again, ideally we would get the same nodes and edges with the only
exception of the last visited part where the addition of measurements
has updated the grid map. In some cases that is not the case though.
The edges can be slightly dislocated, but that is normally not a prob-
lem. Occasionally there can be more dramatic changes in the structure,
such that where there first is one node for a certain area, there are two
nodes for the same area when the few extra measurements are added, as
illustrated in Figure 5.16. We must have this in mind in the matching
process.

When we build a map we are interested to know if the robot passed
an edge to a new node or if the robot returns to a previously visited
node. Finding such a loop in a large global environment like T is a very
difficult problem, but to find such a loop in a small local environment
like TL is more simple. By using the list of node sections, QL, it is
easy to determine if such a local loop has been made by the robot. Just
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(a) (b)

(c) (d)

Figure 5.16: One node in (a) is split in the next iteration (c). Two
nodes in (b) are merged the next iteration (d). The black curves show
the robots path.
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examine if the new node the robot has reached are referred to in another
earlier node section, with a node section referring to another node in
between.
The problem in this case is if there are substantial structural changes
as described above in the two maps we compare, T and TL. If a node
has “disappeared” in TL compared with T , for instance, we might con-
clude that another node has not been passed even if that actually is the
case. This step overcomes these problems by “repairing” TL and QL to
correspond to T and Q when these structural mismatches are detected.

The two maps will be matched with each other and for that reason
we add a node match set R = {ri|i = 1, . . . , n} where ri = 〈Ni, N

L
i 〉 is a

node match object, N is a node in N , and NL is a node in NL, where
Ni and NL

i match each other.
Similarly we add a node section match set, U = {ui|i = 1, . . . , n} where
ui = 〈q, qL〉 is a node section match object, q is a node section in Q, and
qL is a node section in QL. Initially, we know nothing of what nodes
and node sections that match and we set R = ∅ and U = ∅.

Following is an approach to identify node sections that match, and
adjust nodes and node sections that do not:

1. Find the node sections in Q and QL that matches directly to each
other. The idea is to find if the node section in QL fits entirely
within a node section in Q, with some tolerance. If that is the
case, the node match set R and the node section match set U are
updated.

Let ε be the length of the maximum acceptable dislocation error
of edges. Then
1: for all q ∈ Q do
2: let q = 〈N, e, x〉
3: for all qL ∈ QL do
4: let qL = 〈NL, eL, xL〉
5: if e − ε ≤ eL ≤ x + ε and e − ε ≤ xL ≤ x + ε then
6: {Segment fits}
7: {Update node match set and node section match set}
8: R ← R ∪ {〈N,NL〉}
9: U ← U ∪ {〈q, qL〉

10: end if
11: end for
12: end for

2. Find if any node section in QL covers more than one node section
in Q. If that is the case, the node section in QL is split in two new
node sections, and the corresponding node is split accordingly. The
segment in the node is split in two segments given the segments
stored in the nodes in N and the paths that cover the two node
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sections in Q. Also the node match set R and the node section
match set U are updated.

Let ε be the length of the maximum acceptable dislocation error
of edges. Let MakeAttributes(S) denote a function that finds the
attributes a for a segment S. Then
1: let Q = [qi|i = 1, . . . , n]
2: for all qi ∈ Q[1, . . . , n − 1] do
3: let qi = 〈Ni, ei, xi〉
4: let qi+1 = 〈Ni+1, ei+1, xi+1〉
5: for all qL ∈ QL do
6: let qL = 〈NL, eL, xL〉
7: if eL ≤ xi − ε and xL ≥ ei+1 + ε then
8: {Segment too large}
9: {Make new empty nodes}

10: NL
1 ← 〈∅, default attributes〉

11: NL
2 ← 〈∅, default attributes〉

12: {Make two new node segments}
13: qL

1 ← 〈NL
1 , eL, xi〉

14: qL
2 ← 〈NL

2 , ei+1, x
L〉

15: {Update node match set and node section match set}
16: R ← R\{〈Ni, N

L〉, 〈Ni+1, N
L〉}∪{〈Ni, N

L
1 〉, 〈Ni+1, N

L
2 〉}

17: U ← U \ {〈qi, q
L〉, 〈qi+1, q

L〉} ∪ {〈qi, q
L
1 〉, 〈qi+1, q

L
2 〉}

18: {Split the segment}
19: let NL = 〈SL, aL〉
20: let Ni = 〈Si, ai〉
21: let Ni+1 = 〈Si+1, ai+1〉
22: S∗ ← (SL \ Si+1) ∩ (SL \ Si)
23: S′ ← SL ∩ Si+1

24: let Pq denote the partial path that covers node section
q

25: SL
1 ←

⎧⎨
⎩p

∣∣∣∣∣∣
p ∈ S∗ and
min

pi∈P
qL
1

|p, pi| < min
pj∈P

qL
2

|p, pj |

⎫⎬
⎭ ∪ S′

26: SL
2 ←

⎧⎨
⎩p

∣∣∣∣∣∣
p ∈ S∗ and
min

pi∈P
qL
2

|p, pi| < min
pj∈P

qL
1

|p, pj |

⎫⎬
⎭ ∪ S′

27: {Update the new nodes}
28: NL

1 ← 〈SL
1 , MakeAttributes(SL

1 )〉
29: NL

2 ← 〈SL
2 , MakeAttributes(SL

2 )〉
30: {Update node set}
31: NL ← NL \ {NL} ∪ {NL

1 , NL
2 }

32: end if
33: end for
34: end for
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3. Find if any section shall be split due to the new node section con-
figurations. This can happen if the path returns through an edge
that was registered in T but not in TL, as illustrated in Figure 5.17.
Whenever there are node sections in QL that are split we therefore
scan the path to see if an edge is passed. If that is the case, the
node section is split at the position of the passage and a new node
section is added to the node section list. Let Length(P ) denote the
length of path P , let EntryPointAt(p) and ExitPointAt(p) denote
an entry point and an exit point at p, respectively.
1: for all qL ∈ QL do
2: let qL = 〈NL, eL, xL〉
3: let NL = 〈SL, aL〉
4: let PL

e,x denote the partial path that covers node section qL

5: if (∃Pl = PL
e,x[l, . . . , x])

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

e ≤ l ≤ x and
(∀pi ∈ Pl) [pi 
∈ SL] and
Length(Pl) > ε and
(∃N∗ = 〈S∗, a∗〉 ∈ N )(∃pi ∈ Pl)

[pi ∈ S∗] and
pl−1 ∈ SL

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

then
6: {The node segment is too long. Split it in two}
7: qL ← 〈NL, eL, ExitPointAt(pl−1)〉
8: q∗ ← 〈N∗, EntryPointAt(pl), xL〉
9: QL ← QL + [q∗]

10: end if
11: end for

4. Merge node sections in QL that are consecutive and whose nodes
are equal. If that is the case the node section list QL and the node
section match set U are updated.
1: let Q = [qi|i = 1, . . . , n]
2: for all qi ∈ Q[1, . . . , n − 1] do
3: let qL

i = 〈NL
i , eL

i , xL
i 〉

4: let qL
i+1 = 〈NL

i+1, e
L
i+1, x

L
i+1〉

5: if NL
i = NL

i+1 then
6: {Two consecutive node segments are associated with the

same node. Merge them}
7: qL

i ← 〈NL
i , eL

i , xL
i+1〉

8: QL ← QL − [qL
i+1]

9: {Update node section match set}
10: U ← U \ {〈q, qL〉 ∈ U |qL = qL

i+1}
11: end if
12: end for
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Figure 5.17: (a) Two nodes detected. (b) Next iteration only one node
is detected. (c) The node and the node section is split first according to
the previous configuration. The node section must then be split further
because the path goes back through the edge again.

The result of this section is that the node sections in QL now holds
nodes that are matched to the nodes in Q, with the exception of new
node sections that are not yet in Q. The matched nodes are registered
in R, and the matching node segments are registered in U .

5.3.3.5 Update the T-component

The global topological map is updated whenever a node boundary is
crossed by the robot. We can determine if such event happened given the
adjusted local topological map and the extracted matching information.
The node the robot just left is the node of interest, since the information
of that node is as complete as it can be, contrary to the information of the
node the robot just entered. For example, the segment for the node the
robot just left is most likely complete and thus can give good attribute
values, while that probably is not the case for the segment for the node
the robot just entered.
The inputs to this step are the global topological component T , the local
topological map TL, the node section lists Q and QL, the node match
set R and the node section match set U . The result is an updated global
topological map T .

The idea is that each node section in QL represents a node boundary
cross in the robots path. If there is a node section in QL that are not
in Q, it means that a boundary was crossed that is not yet registered.
Whenever such new crossing is registered, both the global topological
component and the node section list Q are updated.
The boundary crossing can be of two types, either we leave a node that
is not yet in T , or we leave a node that is already in T . In the first case
T is updated with a new node plus a new edge, in the second case the
node in T is updated, and the edges are checked and eventually updated.
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We need to define what an edge is before we continue.

Definition 5.7 (Edge) An edge is a tuple with two neighbor nodes that
are connected to each other.

E = 〈Ni, Nj〉
The edges are found from the node sections. The node sections are or-
dered in the robots visiting order and thus reveals between what nodes
the robot passed. Recall that the node sections in the local map was
matched with the node sections in the global component, and that in-
formation is stored in the node match set R which together with the
node sections for the local map, QL, gives the information to store in
the edges. For future use we also need to store the information which
edge was made by which node sections. This information is stored in a
set F = {fi|i = 1, . . . , n} where fi = 〈E, q1, q2〉, E is an edge, and q1 and
q2 are the two node sections. Let MakeAttributes(S) denote a function
that finds the attributes a for a segment S.
1: E = ∅
2: F = ∅
3: let QL = [qL

i |i = 1, . . . , n]
4: for all qL

i ∈ QL[2, . . . , n − 1] do
5: let qL

i = 〈NL
i , eL

i , xL
i 〉

6: let qL
i−1 = 〈NL

i−1, e
L
i−1, x

L
i−1〉

7: if (∀〈q, qL
j 〉 ∈ U)[qL

i 
= qL
j ] then

8: {New node section found}
9: if (∃〈N, NL

j 〉 ∈ R)[NL
i = NL

j ] then
10: {Return to existing node}
11: {Update existing node}
12: let N = 〈S, a〉
13: let NL

i = 〈SL
i , aL

i 〉
14: S∗ ← S ∪ SL

i

15: N ← 〈S∗, MakeAttributes(S∗)〉
16: {Add edge}
17: find 〈N ′, NL〉 ∈ R|NL = NL

i−1

18: E ← 〈N ′, N〉
19: E ← E ∪ {E}
20: {Add node section}
21: qlast ← Q[n]
22: q ← 〈N, eL

i , xL
i 〉

23: Q ← Q + [q]
24: else
25: {Enter new node}
26: {Add new node}
27: N∗ ← NL

i

28: N ← N ∪ {N∗}



5.3. BUILDING THE HYBRID MAP 131

29: {Add edge}
30: find 〈N ′, NL〉 ∈ R|NL = NL

i−1

31: E ← 〈N ′, N∗〉
32: E ← E ∪ {E}
33: {Add node section}
34: qlast ← Q[n]
35: q ← 〈N∗, eL

i , xL
i 〉

36: Q ← Q + [q]
37: end if
38: {Update edge/node section set}
39: f ← 〈E, q, qlast〉
40: F ← F ∪ f
41: end if
42: end for

5.3.4 Building the M-components

The goal of this step is to build the metric components for the hybrid
map, one metric component for each node in the global topological com-
ponent. Each metric component is an occupancy grid map that is made
from the measurements taken from within the node it is associated with.
The measurements are all taken along the robots path. Since the node
sections entry and exit points limits the path for each node section, they
can be used to decide exactly what measurements to use.

The inputs are the node set N , the node section list Q, and the
measurement list Γ. The output is a set of metric components, M.
Let MakeOccupancyGridMap(Γ) denote a function that creates an oc-
cupancy grid map of a set of measurements, Γ.
1: M ← ∅
2: for all Ni ∈ N do
3: ΓL = []
4: let Ni = 〈Si, ai〉
5: for all qj ∈ Q do
6: let qj = 〈Nj , ej , xj〉
7: if Ni = Nj then
8: {Node section belongs to this node}
9: {Collect measurements made in this node section}

10: let Pqj
denote the partial path that covers node section qj

11: ΓN ← [γi|γi = 〈pi, ρi,1, ρi,2, . . . , ρi,m〉 ∈ Γ and pi ∈ Pqj ]
12: ΓL ← ΓL + ΓN

13: end if
14: end for
15: M ← MakeOccupancyGridMap(ΓL) {see Section 5.3.2.1 }
16: M ← M∪ {M}
17: end for
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5.3.5 Adding links

For each node in the global topological component there is an associated
metric component. The hybrid map must store information about which
node is associated with which map. We define such a node-map link as

Definition 5.8 (Node-Map Link) A node-map link is a pair

Ln = 〈N, M〉
that connects the node N to a metric component M .

These links are easy to construct, and it is easiest to make them during
the metric component map building. We therefore add the following to
the procedure in 5.3.4.
After line 1:
1: L ← ∅

and after line 16:
1: Ln ← 〈Ni,M〉
2: L ← L ∪ {Ln}

Furthermore, for each edge in the global topological component there
are associated areas in corresponding metric components. These areas
represent the gateway between two nodes (and are more correctly a line).
We define such an edge-area link as

Definition 5.9 (Edge-Area Link) An edge-area link is a triple

Le = 〈E, p1, p2〉
that connects an edge E with an area represented as the line p1p2.

These links are not as easy to add as the node-map links, since the
end points p1 and p2 must be found. This is achieved by first finding the
position between the two nodes the edge connects, then examining the
occupancy grid map to the left and to the right to find the nearest occu-
pied cells. The positions for the edges come from the node sections that
once were used to extract the edges. Let MidPoint(p1, p2) be a function
that returns the point in the middle of p1 and p2, and let Occupied(C)
be a function that reports if a cell C in a grid map is occupied or not.
1: for all Ei ∈ E do
2: {Find position and angle for node transition}
3: let Ei = 〈N∗

1 , N∗
2 〉

4: find 〈E∗, q1, q2〉 ∈ F |Ei = E∗

5: let Pe1,x1 = [pi|i = e1, . . . , x1] denote the partial path that covers
node section q1

6: let Pe2,x2 = [pi|i = e2, . . . , x2] denote the partial path that covers
node section q2
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7: pT ← MidPoint(px1 , pe2) {Transition point}
8: V = ∅
9: H = ∅

10: {Divide occupied grid map cells into left and right of robot}
11: for all Cij ∈ G do
12: if Occupied(Cij) then
13: let pij be the point in the middle of Cij

14: if 	 −−−→px1pij > 	 −−−−→px1pe2 then
15: {To the left}
16: V ← V ∪ {pij}
17: else
18: {To the right}
19: H ← H ∪ {pij}
20: end if
21: end if
22: end for
23: {Find nearest point to right and left}
24: p1 ← arg minp∈H |p, pT |
25: p2 ← arg minp∈V |p, pT |
26: Le ← 〈Ei, p1, p2〉
27: L ← L ∪ {Le}
28: end for

5.3.6 Postprocessing

The post processing step is where the clean up is performed. To avoid
unnecessary calculation costs and reduce errors, old data are thrown
away. The inputs are the local topological map TL plus the measurement
list Γ. The output is an eventually reduced measurement list.

5.3.6.1 Local space maintenance

The local map TL is built only using the most recent data. This is to keep
the computation efforts low, and to reduce positional errors that grow
the older the data are. To accomplish this, the oldest measurements are
removed from the measurement list Γ that act as input to the process.
What measurements to remove are selected from a topological map point
of view. Only the measurements taken during the visits of the latest
nodes are kept, the rest is removed. To find what measurements to
remove can be achieved by examining the node sections.

Let PathOf(q) denote a function that gives the path through the node
section q, and let ε denote the number of nodes we consider local. Then
1: K ← ∅ {Set of visited nodes}
2: QL = {qL

i |i = 1, . . . , n}
3: j ← n {Points to current node section. Start with the last}
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4: while j ≥ 1 and #K < ε do
5: let qL

j = 〈NL
j , eL

j , xL
j 〉

6: if NL
j 
∈ K then

7: {Visit of node not yet registered}
8: K ← K ∪ {NL

j }
9: end if

10: j ← j − 1
11: end while
12: if j ≥ 1 and #K ≥ ε then
13: {There are measurements to remove}
14: for all γ ∈ Γ do
15: let γ = 〈p, ρ1, ρ2, . . . , ρm〉
16: if (∀q ∈ [qL

k |k = j, . . . , n])[p 
∈ PathOf(q)] then
17: Γ ← Γ − γ
18: end if
19: end for
20: end if

Whenever measurements have been removed the occupancy grid map
must be rebuilt.

An illustration of the resulting map after a completed map building
is shown in Figure 5.18.

5.4 Localization

We propose three different methods for localizing in the hybrid map
described in this chapter. The three different methods are each a repre-
sentative for a different methodology to do component co-operation. The
first alternative uses almost no co-operation at all, but each component
works mostly independently of each other. The second alternative makes
use of injections, and the third alternative makes use of synergies. The
goal for all three alternatives is to be able to localize without any prior
knowledge of the robot’s starting position, and to be able to recover if
the robot gets lost for some reason.

5.4.1 Overview

To put it shortly, the hybrid localization first initializes the localization
with total ignorance of the current position. A localization is performed
on the topological component, and the result from that localization is
used to decide which metric components to use for metric localization.
The sought-after robot position is then found by first selecting the most
probable node in the topological localization, and then select the most
probable position in the metric component associated with that node.
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Figure 5.18: The result after building a map of the environment seen in
Figure 5.2. (a) The entire office with a topological map, and one metric
occupancy grid map linked to each node. The links between the edges
and the metric maps are omitted for clarity. (b) A closer view on two
nodes in the marked area. Here is also shown the links between the edge
and the gateways in the metric maps (L2 and L3).
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When new data arrives, the process is repeated with the exception of
the initialization that is performed only once.

The localization for the topological components is based on so called
Markov localization, described for instance in [Simmons and Koenig,
1995]. Each node is considered a state, and a probability value is asso-
ciated with each state that reflects the belief of the robot being in that
state. The localization for the metric components is a variant of Monte
Carlo localization presented in [Thrun et al., 2000b]. Each possible posi-
tion is associated with a probability of the robot being in that position,
but contrary to the topological localization the positions are continuous,
and the probabilities are represented in a continuous probability density
function, which in the presented method is represented with samples of
the function. The hybrid map localization consists of methods to man-
aging co-operation for the components, methods which we present in
the three alternatives below. They differ mainly in the way component
co-operation is performed and if the topological component has its own
localization or not:

Alternative I The localization functions, topological and metric, op-
erates separately without any co-operation. A flowchart of this
alternative is shown in Figure 5.19(a).

All states are localized in their metric component. (For computa-
tional reasons, one could let only the most probable metric com-
ponents localize. That would introduce some synergy where the
result from the topological localization is used to select a subset
of metric components for metric localization.) The topological lo-
calization performs a check if a state transition has occurred. If
that is the case, new probabilities are calculated for each state
given a segment matching method. If not, the probabilities are
updated given a small probability that a transition might have oc-
curred anyway. The probabilities are all normalized, and finally
positions are seeded in the metric localization functions according
to detected state transitions.

Alternative II The topological component has no separable localiza-
tion function but receives injections from the metric localization to
get the topological position. There is, however, a localization func-
tion for the topological map, with mechanisms to update a position
belief when new data is available. Since that localization function
is dependent on information form other maps, is it not separable.
A flowchart of this alternative is shown in Figure 5.19(b).

The active states are set using the topological state beliefs. States
with too low probability are deactivated, and deactivated states
where the probability has grown enough are reactivated. The ac-
tive states are then localized in their metric component. Given the
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metric localization, a probability is calculated if a state transition
has occurred and what edge is passed. New probabilities are then
calculated for each state given the state transition probabilities.
The state probabilities are then updated given the metric localiza-
tion quality for each state. All probabilities are then normalized
before positions are seeded in the metric localization functions ac-
cording to detected state transitions.

Alternative III The localization functions are co-operating using syn-
ergies. A flowchart of this alternative is shown in Figure 5.19(c).

The active states are set using the topological localization status.
States with too low probability are deactivated, and deactivated
states where the probability has grown enough are reactivated.
The active states are then localized in their metric component.
The topological localization performs a check if a state transition
has occurred. If that is the case, new probabilities are calculated
for each state given a segment matching method plus the results
from the metric localization. If no state transition is detected, the
probabilities are updated given only the metric localization. All
probabilities are then normalized before positions are seeded in
the metric localization functions.

Each step is explained in more detail below.

5.4.2 Localization in the T-component

Localization in a topological map is the problem to estimate which node
or edge the robot currently is in. In this context, the edges are defined
as lines representing doors, and thus are infinitely small. The robot can
therefore never be in an edge without also being in at least one node,
and localization can then be simplified to estimate which node the robot
is in.
Consider each node as a state. If the robot is in one of these states,
the next state of the robot depends only on the current state and the
action the robot makes, and not on what state the robot was prior to
that. These properties make it possible to use a Markov chain as a state
estimator.

In [Simmons and Koenig, 1995] is presented a localization method
for topological maps using Markov chains. We adopt the basic Markov
model framework for our localization, but use our own methods to in-
corporate actions and observations of the robot.

5.4.2.1 Markov localization

Let each node in the T-component be associated with a state in S =
{si|i = 1, . . . , n}. The idea is to compute a probability distribution over
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(a) (b) (c)

Figure 5.19: Flowcharts of the steps to localize with (a) no co-operation,
(b) injection, and (c) synergy.
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all states. Let Bel(si) denote the robot’s belief of being in state si. The
belief is then updated whenever the robot performs an action or makes
an observation.
A Markov localization is performed by applying two different proba-
bilistic models to update Bel(si), an action model whenever the robot
performs an action, and an observation model whenever the robot re-
ceives sensory input.
The action model uses a conditional probability P (si|sj , a) that specifies
the probability that the state is switched from sj to si when action a is
executed at sj . The belief distribution is updated according to

Bel(si) =
∑
sj∈S

P (si|sj , a)Bel(sj) (5.24)

The observation model is integrated using Bayes rule. Let o denote an
observation and P (o|si) the likelihood of making observation o given
that the robot is in state si. The belief distribution is then updated as

Bel(si) = αP (o|si)Bel(si) (5.25)

where α is a normalizing factor to ensure that the belief distribution
sums up to 1.

Note that the above update steps normally are applicable only if the
past observations are conditionally independent of future observations.
In the mobile robot world this might not always be entirely correct, but
experiments performed by several researchers implies that this can often
be neglected.

To use the above formulas we need to specify the action model
P (si|sj , a) and the observation model P (o|si). The actions we perform
with the robot that affects the localization are of course the movements
of the robot, which eventually results in transitions between the different
nodes, or states.

Both the action model and the observation model will be presented
in Section 5.4.4 in three different alternatives, based on how component
co-operation is performed.

5.4.3 Localization in the M-component

The localization in the M-component can, just as the localization in the
T-component, be seen as a Markov model, since the next position of the
robot depends only on the current position and the action taken. The
localization model therefore reminds of the localization procedure for
the T-component. The main difference is that for a M-component there
is not a finite set of states, but the states are continuous. We denote
l = 〈x, y, θ〉 as a position in the state space of the robot, where x and
y are the coordinates of the robot and θ the orientation, in a Cartesian
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reference frame. Similarly to the T-component localization, the idea is
to compute a probability distribution over all positions.

Let Bel(l) denote the robot’s belief of being in position l. A Markov
localization is then performed by applying two different probabilistic
models to update Bel(l), an action model whenever the robot performs
an action, and an observation model whenever the robot receives sensory
input. A more in-depth explanation of such Markov localization can be
found in [Fox, 1998].

The action model uses a conditional probability P (l|l′, a) that speci-
fies the probability that the position changed from l′ to l when action a
is executed at l′. The belief distribution is updated according to

Bel(l) =
∫

P (l|l′, a)Bel(l′)dl′ (5.26)

The observation model are integrated using Bayes rule. Let o denote an
observation and P (o|l) the likelihood of making observation o given that
the robot is in state l. The belief distribution is then updated as

Bel(l) = αP (o|l)Bel(l) (5.27)

where α is a normalizing factor to ensure that the belief distribution
integrates to 1.

Note that the above update steps normally are applicable only if
the past sensor readings are conditionally independent of future sensor
readings.

5.4.3.1 Monte Carlo localization

The continuous nature of the problem gives some problem of how to
represent the state space of the robot. The approach we use is based
on samples of the probability density function that has been successfully
used for localization, see [Fox et al., 1999a].

The idea is to represent the belief Bel(l) with a set of random sam-
ples, Z = {zi|i = 1, ..., n} where each sample zi = 〈li, πi〉, li denotes a
robot position and πi is a numerical weighting factor. The density of the
samples corresponds to the probability density of Bel(l), i.e. the more
samples per area the higher the belief value for that area. The update
of the sample set is analogous to the update of the Bel(l) above.

5.4.3.2 The action model

When the robot moves, n new samples are generated by randomly draw-
ing samples from the previously computed sample set, with the like-
lihood determined by the weights, πi. Let 〈x′, y′, θ′〉 denote the po-
sition of the previous sample, and 〈x, y, θ〉 denote the position of the
new sample. That position is then determined by an action model
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P (〈x, y, θ〉|〈x′, y′, θ′〉, a) where a is the action. At the same time the
weight πi is set to 1

n .
We want a model of the motion that incorporates the noise introduced

in the odometry readings. Such a model is presented in [Crowley, 1995;
Eliazar and Parr, 2004]. The new position for the robot can be calculated
with that model as follows: We get from the robot a linear component l,
and a rotational component α of the robots displacement since last time,
measured with odometry. We can transform these displacement values
to dx and dy where dx is in the forward direction and dy is to the left.

dx =
l sin α

α
(5.28)

dy =
l(1 − cos α)

α
(5.29)

From that we can calculate d, the actual distance travelled by the robot:

d =
√

dx2 + dy2 (5.30)

Since the robot motion values is affected by noise and other disturbances,
we model that by adding normally distributed noise. We calculate new
values D, the distance the robot travelled, and T , the rotation of the
robot:

D = N (d, d2σ2
Dd

+ α2σ2
Dα

) (5.31)

T = N (α, d2σ2
Td

+ α2σ2
Tα

) (5.32)

where σDd
, σDα

, σTd
and σTα

form the variances parameters. See [Eli-
azar and Parr, 2004] for information on how these parameters can be
established. Note that the variances for both D and T are dependent on
the distance the robot travelled and rotated.

To find the new position for a sample, draw new random values for D
and T according to the above equations, and calculate the new position:

x = x′ + D cos (T/2) (5.33)
y = y′ + D sin (T/2) (5.34)
θ = θ′ + T (5.35)

5.4.3.3 The observation model

Observations are incorporated by changing the weights π of the sample
set. Let 〈l, π〉 be a sample, then π = αP (o, l) where α is a normalization
factor.

The observation is composed of all laser range readings performed
in one scan. For each reading a probability value is calculated, and
the total observation is a combination of those individual values. The
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probability value for each reading is calculated given the actual reading
and the expected reading. In [Fox, 1998] is a derivation of a model for a
laser reading. In the derivation the distances the laser range finder can
report is discretized into d1, . . . , dn possible distances. The size of the
ranges Δd = di+1 − di is equal for all i and dn is the maximal distance
for the range finder. Then

Pu(di) = cr(1 −
∑
j<i

Pu(dj)) (5.36)

Pm(di|l) =
1

σ
√

2π
exp− (di−ol)

2

2σ2 (5.37)

P (di|l) = 1−(1−((
∑
j<i

Pu(dj))cdPm(di|l)))·(1−(1−
∑
j<i

P (dj))cr) (5.38)

where Pu(di) is the probability that a sensor beam is reflected at a
distance di but not at a shorter distance dj<i, and cr is the probability
that the sensor is reflected by an obstacle at a range Δd. Pu(d0) is
initialized to zero. Pm(di|l) is the probability that a sensor at position l
detects an obstacle in the map, ol is the distance to the next obstacle from
position l, and σ is a standard deviation that represents the uncertainty
of the measured distance. cd is the probability that the sensor detects
the next obstacle in the map. The probability for the maximal range dn

is set to
P (dn|l) = 1 −

∑
j<n

P (dj |l) (5.39)

For a laser range finder, Fox used the values: cr = 0.005, Δd = 4.0 cm,
cs = 16.0 cm, and cd = 0.75.

We now have a probability distribution for each combination of the
value from the laser range finder, d, and the position in the map, l. We
combine them to get the sought after probability P (o, l) for all n laser
range values:

P (o, l) =
n∏

i=1

P (di|l) (5.40)

5.4.3.4 Dual sampling

The Monte Carlo localization described above has the drawback that it
can require quite a lot of samples to work properly, which increase the
computational cost. Several tricks have been presented to overcome this
problem, and we have adopted the solution presented in [Thrun et al.,
2000b] where the resampling is done partly as described above, but with
the addition of another type of sampling, the dual sampling. Please refer
to the article for further details of this technique.

In short, a small part of the samples are resampled according to the
observations P (o|l) instead of the action model P (l|l′, a) normally used.
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This has the effect that for a relatively small number of samples, a pretty
reliable global localization can be performed. To find the location in the
map given an observation, so called KD-trees are used.

5.4.4 Localization in the hybrid map

Hybrid map localization is about managing the localization in respective
component, deal with the initialization of all components, and compo-
nent co-operation including localization seeding. We describe three types
of hybrid localizations, that differ mainly in how component co-operation
is performed:

No co-operation In this configuration the localization functions are
run totally separate from each other. No information at all flows
between the functions.

Injections only The metric localization is responsible for both metric
and topological localization. The localization performs both node
transition detection and edge identification, and gives localization
quality measures to update the localization in the topological com-
ponent as observation updates.

Synergies The topological localization has its own node transition de-
tector, but merge edge identification data with its own edge iden-
tifier. Also observation data are merged. Also in this setup the
topological localization focus on a subset of the metric components
to localize in.

5.4.4.1 Initialization

In the initialization the two localization functions, metric and topologi-
cal, are initialized a little differently.

In the case of total ignorance on which state the robot starts, we set
each state to a probability value that is proportional to the number of
edges that are connected to the corresponding node. The more edges
the higher the probability. In the case of a known starting state we set
that state to a high value, and the other states to a low value. The
probabilities are normalized to sum up to one. In the metric localization
each map is augmented with 500 samples that are spread randomly in
the map. As for the dual-sampling, the ratio of normal samples to dual
samples are set to 99 to 1.

5.4.4.2 Metric patch focusing

To reduce the computational effort, it is possible to perform metric map
localization only for the metric maps where the belief is highest. Note
that the topological localization is still performed for all states. Each
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state in the topological localization can be in one of two modes, either
active or passive. The metric localization is performed only in the states
si that are active. To switch mode, the belief Bel(si) is tested against
the highest belief of all states:
1: if si is active and Bel(si) < [εa · maxj Bel(sj)] then
2: set si to passive
3: end if
4: if si is passive and Bel(si) > [εp · maxj Bel(sj)] then
5: set si to active
6: end if

In order to avoid the mode to flicker between active and passive, a hys-
teresis is introduced by letting εp > εa. In the experiments in Chapter 7
the values chosen were εa = 0.01 and εp = 0.02.

A similar selective update is presented in [Fox et al., 1999b].

5.4.4.3 Alternative I: Minimal co-operation

In this setup the localization functions are run mostly separate from each
other.

We first localize in the metric map as described in Section 5.4.3.
Then we do topological localization as described in Section 5.4.2, with
the addition that we need to specify the action model P (si|sj , a) and
the observation model P (o|si). We apply the observation update before
the action update for reasons described below. We then normalize all
probabilities, and finally perform localization seeding in the metric map.

The action model The action model is divided in a node transition
detector, and an edge identifier.

A node transition detector gives a probability P (T ) that a transition
has occurred. All steps from 5.3.2.1 to 5.3.3.5 that build a topological
component, plus 5.3.6.1 to maintain locality are repeated as described.
When the procedure in 5.3.3.5 enters line 9 a node transition has been
detected. So by just adding a few lines to that procedure we can build
a node transition detector:
After line 2 add:

NT ← 0
After line 7 add:

NT ← NT + 1
The variable NT now holds the number of node transitions that were
detected.

For each iteration there is an outcome of the above function which
is a signal that says either that there is a node transition (NT > 0), or
that there is no node transition (NT = 0), which we denote t and ¬t,
respectively. Let T denote that a transition actually occurred, and ¬T
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that a transition did not occur. Then there are two probability values,
p(T |t) and p(T |¬t) plus two complementary probabilities, p(¬T |t) =
1 − p(T |t) and p(¬T |¬t) = 1 − p(T |¬t). The two probability values
p(T |t) and p(T |¬t) we find by doing experiments with the robot, see
Appendix A. The sought value of P (T ) is

P (T ) =

{
P (T |t) : t

P (T |¬t) : ¬t
(5.41)

An edge identifier produces a probability P (si|sj , T ), that the state
changes from sj to si given a node transition T occurred. The segments
that were built during topological map building are of the same type as
the segments build for the node transition detection above. If we consider
them as signatures, then comparing the node segments can give us an
edge identifier. The edge identifier must find the probability that the
robot passed through each of the edges connected to a node, given that
a node transition occurred. If there is only one edge connected to a node,
then the probability is 1 for that edge. For each edge we position the new
segments such that the gateways are in the same position, then we make
small transformations and rotations until we find the largest match score,
meaning we find the largest common area of the segment in the map and
the transformed new segment. We consider the probability for the edge
as the match score for that edge divided with the match score for all edges
connected to the node. Let MidPoint(p1, p2) be a function that returns
the point in the middle of p1 and p2, let TransRot(S, pij , pN , 〈x, y, θ〉) be
a function that first translates the segment S such that the point pN in
S is placed at point pij , and then further translated and rotated around
point pij given 〈x, y, θ〉, and let |S| denote the area of the segment S.
To find P (si|sj , T ):
1: Mtot ← 0
2: let SN be the new segment
3: let pN be the gateway point for the new segment
4: {Loop through edges connected to state sj}
5: for all E ∈ {〈〈Sk, ak〉, 〈Sm, am〉〉 ∈ E|k = j or m = j} do
6: let Le = 〈E, p1, p2〉 {The link between edge and area in the map}
7: {Find the mid point which is the gateway for the edge.}
8: pij ← MidPoint(p1, p2)
9: {Translate and rotate the new segment some distance 〈dx, dy, dθ〉

around the gateway point to find best match}
10: M ← max x∈[−dx,dx]

y∈[−dy,dy]
θ∈[−dθ,dθ]

|TransRot(SN , pij , pN , 〈x, y, θ〉) ∩ Sj |

11: Mtot ← Mtot + M
12: if k = i or m = i then
13: Mi = M
14: end if
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15: end for
16: P (si|sj , T ) = Mi

Mtot

Finally we need to find the value P (si|sj , a) from the above proba-
bilities P (T ) and P (si|sj , T ). It can be calculated as

P (si|sj , a) =

{
P (si|sj , T )P (T ) : i 
= j

1 − P (T )
∑

k 	=i P (sk|si, T ) : i = j
(5.42)

The observation model To find the observation probability P (o|si),
we make use of the same matching as when we calculated the edge iden-
tifier in the action model. The idea is that the better the match, the
higher is the probability that the robot, before passing the edge, was
in state si. We set P (o|si) to the maximum match score for each edge
that leaves si. It is therefore important that we incorporate it before we
incorporate the action update. The matching can only take place when
we detect a transition, and this observation is then P (o|si, t) which we
calculate in the following way:

Let MidPoint(p1, p2) be a function that returns the point in the mid-
dle of p1 and p2, let TransRot(S, pij , pN , 〈x, y, θ〉) be a function that
first translates the segment S such that the point pN in S is placed at
point pij , and then further translated and rotated around point pij given
〈x, y, θ〉, and let |S| denote the area of the segment S.
1: Mmax ← 0
2: let SN be the new segment
3: let pN be the gateway point for the new segment
4: {Loop through edges connected to state si}
5: for all E ∈ {〈〈Sk, ak〉, 〈Sm, am〉〉 ∈ E|k = i or m = i} do
6: let Le = 〈E, p1, p2〉 {The link between edge and area in the map}
7: {Find the mid point which is the gateway for the edge.}
8: p ← MidPoint(p1, p2)
9: {Translate and rotate the new segment some distance 〈dx, dy, dθ〉

around the gateway point to find best match}
10: M ← max x∈[−dx,dx]

y∈[−dy,dy]
θ∈[−dθ,dθ]

|TransRot(SN , p, pN , 〈x, y, θ〉) ∩ Si|

11: if M > Mmax then
12: Mmax = M
13: end if
14: end for
15: P (o|si, t) = αMmax {α is a normalizing factor}

When there is no transition detected, we have no observation, hence
the probability P (o|si) can be expressed as

P (o|si) =

{
P (o|si, t) : t

1 : ¬t
(5.43)
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5.4.4.4 Alternative II: Injections only

In this setup the metric localization is responsible for both node tran-
sition detection and edge identification, and gives localization quality
measures to the topological localization as observation updates.

We first localize in the metric map as described in Section 5.4.3.
Then we do topological localization as described in Section 5.4.2, but
the action model P (si|sj , a) and the observation model P (o|si) are all
inputs from the metric localization. We then normalize all probabilities,
and finally perform localization seeding in the metric map.

The action model When each sample in the metric localization is
updated according to an action, the number of samples that pass a door
is counted. For each door, the number of samples that passed the door
is divided by the total number of samples that were originating inside
the node, which gives the probability for node transition.

Let Si denote the segment associated with state si. Let Zt = {zi,t|i =
1, ..., n} denote the samples at time t, with zi,t = 〈li,t, πi,t〉. Then the
action model is

P (si|sj , a) = α
#{zi,t ∈ Zt|li,t ∈ Si and li,t−1 ∈ Sj}

#{zi,t−1 ∈ Zt−1|li,t−1 ∈ Sj} (5.44)

where α is a normalizing factor.

The observation model To find the observation probability P (o|si)
we introduce a novel, formerly unpublished method. Recall that the
metric localization utilizes samples that are augmented with weights.
The weight for each sample corresponds to the probability P (o, l) that
the reported laser range readings o was recorded at the position l for the
sample. If the robot is positioned within a node, the samples for that
node are distributed according to the probability distribution, which
means that they are clustered around the real position of the robot.
Most samples in that node therefore have a high weight, reflecting the
fact that it is positioned near the robot’s real position. The samples
for the other nodes, where the robot is not positioned, are with the
same reasoning more spread, and have lower weights, reflecting the fact
that the probability distribution is more spread and uncertain. To sum
the weights for every sample for each node should therefore reflect the
observation probability we seek.

Thus, to find P (o|si), the weights of all samples (before normaliza-
tion) are added into a sum. That sum is used to give P (o|si). Let Zi

denote the samples for state si, then

P (o|si) = α
∑

〈lj ,πj〉∈Zi

πj (5.45)

where α is a normalization factor.
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Localization seeding We introduce a new, formerly unpublished
method to perform localization seeding. The idea is to find the sam-
ples in one node that passes the edge between two nodes, then select
a number of those samples to initialize the positions in the connected
node. For each state we find how many samples to set for each con-
nected edge, which samples to set, and what new position to set them
to. The number of samples for each edge we get from the probability
P (si|sj , a). The positions we get from the samples that passed the edge
in the connected state. So for the state si we seed in the following way:

Let Round(x) round x to nearest integer, let RandomFrom(Z) se-
lect one random sample from Z that was not selected before, and let
Random(1, n) find a random integer value between 1 and n, inclusive.
1: let n be the number of samples
2: {Loop through edges connected to state si}
3: for all E ∈ {〈〈Sk, ak〉, 〈Sm, am〉〉 ∈ E|k = i or m = i} do
4: if k = i then
5: j = m
6: else
7: j = k
8: end if
9: {Find samples that passed the edge}

10: ZP = {zt ∈ Zj,t−1|lt ∈ Si and lt−1 ∈ Sj}
11: nseed = Round(P (si|sj , a) · n) {number of samples to seed}
12: for ii = 1, . . . , nseed do
13: pos = RandomFrom(ZP ) {find a position of the samples that

passed the edge}
14: s = Random(1, n) {what sample to seed}
15: zs = 〈pos, πseed〉 {set sample to new position with some default

weight}
16: end for
17: end for

5.4.4.5 Alternative III: Synergies

In this setup both the topological and the metric localization are sep-
arable. The topological map has its own localization function, but is
enriched with data from the metric localization.

We first localize in the metric map as described in Section 5.4.3.
Then we do topological localization as described in Section 5.4.2, with
an action model P (si|sj , a) and an observation model P (o|si) enhanced
by synergies. We then normalize all probabilities, and finally perform
localization seeding in the metric map.

The action model The action model is divided in a node transition
detector, and an edge identifier. The node transition detector is the same
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as in Alternative I in 5.4.4.3, which gives a probability P (T ) (Equation
5.41) that a transition has occurred.

The edge identifier, that produces a probability P (si|sj , T ) that the
state changes from sj to si given that a transition has occurred, is
combined from the edge identifier in Alternative I, which we denote
PT (si|sj , T ) and an edge identifier from the metric component, which
we denote PM (si|sj , T ). To find PM (si|sj , T ) we sum the distance from
each sample to the door between state sj and state si, where the distance
also incorporates rotation, since samples that are close to a gateway but
in the wrong direction are not so credible to have passed it. Let dji

denote the line representing the gateway between state sj and state si.
Let θji be the direction of the gateway from state j to i . Also let zk ∈ Z
be a sample, and lk = 〈xk, yk, θk〉 ∈ zi. We calculate

PM (si|sj , T ) = α
∑

zk∈Z

a1dist(lk, dji) + a2 min(|θji − θk|, 2π − |θji − θk|)

(5.46)
where α is a normalization factor, dist(l, d) is the distance from point
l to line d, a1 and a2 are two weights to set the importance of the
Euclidean distance, and the rotational difference, respectively. The final
probability for the edge identifier is

P (si|sj , T ) = PT (si|sj , T ) · PM (si|sj , T ) (5.47)

Finally we calculate the value P (si|sj , a) from the above probabilities
P (T ) and P (si|sj , T ):

P (si|sj , a) =

{
P (si|sj , T )P (T ) : i 
= j

1 − P (T )
∑

k 	=i P (sk|si, T ) : i = j
(5.48)

Note that P (si|sj , a) is different depending on if a node transition was
detected or not, since it is derived from PT (si|sj , T ) which in its turn
has that dependency.

The observation model The observation model is a combination of
the model for alternative I and II. Denote the observation probability in
Equation 5.43 by PT (o|si) and the observation probability in Equation
5.45 by PM (o|si), then we can calculate

P (o|si) = PT (o|si) · PM (o|si) (5.49)

Also P (o|si) is different depending on if a node transition was detected
or not, due to the included PT (o|si).

Localization seeding This localization seeding is the same as the
seeding for alternative II in Section 5.4.4.4.
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A synergy problem In the observation and action models above, we
note that we combine data from alternative I and II in almost all cases,
with the exception to the node transition detector that gives P (T ). Why
is that so? Would it not be even better to combine the data also for that
information?

The answer is that even if we could find P (T ) from the metric lo-
calization, or use the P (si, sj |a) from alternative I and II, to combine
them is a quite difficult task. One reason lies in the fact that there
might be small time differences in the reports of the node transition.
The edge given by the node transition from the topological map and
the edge given by the metric map might differ with a few centimeters,
and that can be enough to make the localization functions to report
the edge passage with a time difference. What happens when the first
report comes is that the topological probabilities are updated accord-
ingly. If another edge passage is then reported, the topological map will
be updated again. But now comes the problem: Since the probabilities
are already updated, the new update will act on probabilities that are
incorrect.

A simple example is that we have two states. We believe with 1.0
that we are in state one, and 0.0 that we are in state two. Then we have
a report that a node transition occurred, with probability 0.8. Then
state one has probability 1.0 · (1 − 0.8) + 0 · 0.8 = 0.2 and state two
0.0 · (1−0.8)+1 ·0.8 = 0.8. Then, shortly after, another state transition
is reported from the second detector, with probability 0.8 that a node
transition occurred. We update, and the probabilities then will be 0.2 ·
(1−0.8)+0.8·0.8 = 0.68 for state one, and 0.8·(1−0.8)+0.16·0.8 = 0.32
for state two. State one now has a higher probability than state two,
even if it really should be the opposite!

Another problem is how to combine the data. They are not inde-
pendent, and that affects the result quite a lot. We would have to find
P (si, sj |a) that depends on what combination of edge passages we de-
tected.

The combination of the two problems above made us relax the wish
to combine also the node transition detector.

5.5 Summary description of the methods

Due to the excessive use of technical details that probably clogged the
possibilities to intuitively understand the presentations of the methods in
Section 5.3 and 5.4, we present here the map building and the localization
methods in a more easy-to-read version.
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5.5.1 Map building

1. Initialize the map building having an empty hybrid map. This
means one empty topological component, and no metric compo-
nent.

2. Initialize all help sets to empty (like node sections, node matches,
node section matches).

3. Build an occupancy grid map of available range and odometry
measurements. We use Dempster-Shafer theory of evidence to fuse
the sensor data into a grid map.

4. Segment the grid map into connected open spaces:

(a) Process the grid map using fuzzy morphology with a special
operator. This will result in an image of the grid map that
reveals to what degree each cell belongs to a circular open
space.

(b) Cluster the cells from the image using a watershed technique.
This will result in segments of cells that belongs to the same
open space.

(c) Merge spurious segments that are too small. These small seg-
ments are merged with the neighbor segment to where there
is the largest opening.

5. Extract and filter nodes and edges:

(a) Delete segments that have not been passed by the robot.

(b) Merge remaining segments that are too small to be consid-
ered a node, to the neighbor segment that the robot visited
immediately before or after, and to where there is the largest
opening.

(c) Consider each remaining segment as one node.

6. Extract attributes. Find the best matching bounding box for each
node. This gives length and width of each node.

7. Find node sections. These are descriptions of each passage the
robot made for each node. They give start and end point of the
passage, thus also revealing positions of the edges the robot passed.

8. Match local and global map. This is performed comparing the node
sections of the stored global map (old) and of the new local map
(new). When matches are found, several help sets are updated to
keep track of the matches, like the node section match set and the
node match set.
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(a) Find direct matches. New node sections that fits entirely
within old node sections are added the node section match
set, and corresponding nodes to the node match set.

(b) Find new node sections that covers many old node sections.
These new node sections are split to match the old node sec-
tions. The corresponding segments are split as well, and the
corresponding help sets are updated.

(c) Find if node sections shall be split due to previous changes.
A split in the previous stage can cause inconsequence, like if a
node section that goes one direction is split at one particular
point, then another node section that pass the same point
must also be split. This step is to detect these inconsequence
and split the node sections accordingly. The help sets are
updated after every split.

(d) Merge consecutive node sections associated with similar nodes.
The previous stages can result in consecutive node sections as-
sociated with the same node. These are merged, and the help
sets are updated as well.

9. Add new nodes and edges to the global map. The necessity to
update the global map is detected by comparing the new node
sections with the old node sections. If there are new node sections
without correspondence in the old node sections, then an update
is performed. These fresh new node sections are associated with
nodes. If these nodes do not exist in the global map, then they are
added. Further, edges that connects the affected nodes are added
to the global map.

10. Build one metric occupancy grid map for each freshly added node.
The map is built with the help of Dempster-Shafer theory of evi-
dence to fuse the sensor data into a grid map.

11. Add links to the hybrid map:

(a) Node-map link. This link is simple to find, it connects the
newly added node to the newly added occupancy grid map.

(b) Edge-area link. This link connects the newly added edge to
the areas of the two occupancy grid maps that are connected.
The areas are found by searching for the nearest unoccupied
cells to the left and to the right of the point of the edge.

12. Remove measurements that are too old. The path is searched
backwards from the most recent point, to find the point where it
passes more than a specified number of nodes. All measurements
recorded before that point are removed.

13. Repeat from step 2.
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5.5.2 Localization

We divide the description into first the localization for each component,
then the localization for the entire hybrid map.

5.5.2.1 Topological localization

We set one state per node and assume the robot can always be found in
one of these states. We augment each state with a probability that it is
the state the robot currently occupies.

The probabilities are updated when new measurements arrive. There
are two types of updates that are performed, the first is an action up-
date that takes place when the robot has moved, and the second is an
observation update that takes place whenever an observation is made.
We call this localization Markov localization.

5.5.2.2 Metric localization

The metric localization remind of the topological localization in that it is
a Markov localization. The difference is that instead of a finite number
of states to process, metric localization is over an infinite number of
states. The theory is the same in that the probabilities are updated
whenever the robot moves or make an observation, the big difference is
in the representation of the states. Here a method name Monte Carlo
localization is used, which utilize samples over the state space, where
the density of the samples represents the probability distribution. Each
sample is given weights depending on observations, and these weights
are used to resample the sample set. When an action is performed, each
sample is relocated given the action and a model of it.

To increase the efficiency, especially when the ignorance of the po-
sition is large, so called dual sampling is used. This means that a few
of the samples are sampled according to the actions instead of to the
observations.

5.5.2.3 Hybrid localization

The hybrid localization was presented in three different alternatives. We
present here alternative III, with full synergies, only, and discuss the
differences to the other alternatives when that is advisable.

1. Initialize localization. The topological component is initialized
such that each state is set to a probability proportional to the
umber of edges connected to the corresponding node. Each metric
component is initialized such that 500 samples are spread randomly
in the map.
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2. Focus metric patches. The probability for each state is compared to
some threshold. If the probability is lower than a certain threshold,
the state is deactivated, and if it is higher than another threshold,
it is activated. The threshold values are different in order to in-
troduce hysteresis, to prevent too much flicker from activated to
deactivated, and back.

3. Localize in the metric components. A localization is performed for
each metric component that is connected to a node that in its turn
is associated with a state that is active.

4. Localize in the topological component. The localization in the
topological component follows the description above, an action up-
date and an observation update.

(a) Use the methods from the hybrid map building to detect if
an edge was passed.

(b) If that is the case:

i. Match the segment of the node from the new map that the
robot just left with each segment in the stored map. This
gives an observation, and also a probability distribution
which edge was used.

ii. Calculate the quality of the metric localization for each
state. That is performed by adding each samples weight.
That gives another observation.

iii. Merge the two above observations to obtain the final ob-
servation and update the topological localization.

iv. Calculate the number of samples that passed each edge
in the metric localization. This gives another probability
distribution which edge was used.

v. Combine the two probability observations what edge was
passed. Combine that with the probability that an edge
passing actually occurred and do an action update.

(c) If that is not the case:

i. Calculate the quality of the metric localization for each
state. That gives an observation to update the topologi-
cal localization.

ii. Calculate the number of samples that passed each edge
in the metric localization. This gives a probability distri-
bution which edge was used.

iii. Combine the probability observation what edge was passed
with the probability that an edge passing actually oc-
curred (given that it was not reported) and do an action
update.
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Group Authors Components Het Hie Sep
b l t

II Alternative I T, MP1 , . . . , MPm • • • •
Alternative II T, MP1 , . . . , MPm • • •
Alternative III T, MP1 , . . . , MPm • • • •

Table 5.1: Classification of the hybrid map with the three different al-
ternatives. See Section 4.6 for an explanation of the table.

The difference for alternative I is that no metric input is used.
The difference for alternative II is that there is only inputs from
the metric map used (injections).

5. Perform localization seeding in the metric components.

(a) Calculate the number of samples that should be reseeded from
each edge. This is proportional to the probability that an edge
transfer was made for that edge.

(b) For each edge, randomly draw the above given number of
samples that passed the edge from the corresponding node.
Set randomly selected samples in this node to that position.

The difference for alternative I is the way the new positions are
found. Instead of using the positions from the samples that passed
the edge, the samples are repositioned at the midpoint of the edge
plus some small random translation and rotation.

6. Repeat from step 2.

5.6 Discussion

We have presented a design of a topological-metric hybrid map along
with methods to both build it automatically as well as localize a robot
using the map. For the localization we gave three different alternatives,
each representing a different way to perform component co-operation.
In the first alternative there were minimal information transfer between
the map, in the second alternative we used injections, while the third
alternative made use of synergies. Summaries of the maps can be found
in Table 5.1 where we can see that the first and third alternative are
separable for localization, while the second alternative is not, and in
Table 5.2 where we see the distribution of synergies and injections among
the alternatives.

The purpose of this map is manifold: We want to verify that our
framework is suitable for designing and describing the map. We want to
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Group Author T
build←→ M T

loc←→ M T
plan←→ M

II Alternative I •↔•
Alternative II •↔• ◦←•
Alternative III •↔• •↔•

Table 5.2: Synergy and integration summary for the original and the
enhanced map. See Section 4.6 for an explanation of the table.

study and illustrate how to design and create a hybrid map. We want
to show methods and constructs for component co-operation, along with
solutions to some specific hybrid map problems. Finally, we want a plat-
form to make experiments to show performance for different component
co-operations.

The different purposes were, in our opinion, fulfilled in this chap-
ter. The framework was used to successfully design and describe a new
map from scratch, thus verifying that it is valid for such purposes. We
described in detail a whole new hybrid topological-metric patch map,
which is the most popular hybrid map configuration. We described sev-
eral methods and constructs for component co-operation. This includes
three alternatives with different injection/synergy configurations, and
methods to handle complex hybrid map localization and localization
seeding. We also have a platform to perform experiments to show per-
formance for different component co-operations. These experiments are
presented in Chapter 7.

In more detail, we presented:

• A new topological-metric hybrid map, separable for both localiza-
tion and map building.

• An incremental map building method. The method is modular and
allows the underlying methods for each module to be exchanged
with other ones, if need be. An example is the grid map building
method, that can be changed to whatever is preferred.

• A hybrid non-crisp localization method. Many presented hybrid
localization methods are crisp, such that they perform localization
on only one metric component, with an obvious risk to select a
wrong one. Our method do not have such limitations.

• Several synergies working together in one hybrid map:

– Node selection (L5).

– Edge selection (L6).

– Place recognition (L7).
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– Patch selection (L8).

– Decide patch extent (B5).

– Node/edge extraction (B7).

• A novel method to find observation probability for a node, given
the quality of a metric localization associated to that node.

• A new method to perform localization seeding, given the samples
in the metric localization that passed the edge.

The map we have described is a full-fledged map, in that it is fully
working and capable to be used in real robots. One example to this is
the work presented in [Galindo et al., 2005] where this map is used in
experiments with semantic maps. Nevertheless, there are things which
can be improved, and such a wish-list can look like:

• Integrate SLAM functionality to the map. The map described here
relies on external SLAM. An integrated SLAM should be totally
hybrid, i.e. it must work simultaneously on both topological and
metric level. This includes also the difficult problem of “closing
the loop”, i.e. to decide what node the robot returns to when it
has formed a loop.

• More synergies. There are a couple of synergies listed in Section 3.5
that would be interesting to implement. A synergy that is partic-
ularly interesting to add is the node transition detector discussed
in Section 5.4.4.5 in the paragraph “A synergy problem”.

• Add a planner. One planner for this type of map is actually pre-
sented in [Galindo et al., 2005].





Chapter 6

Enhancement of an
Existing Hybrid Map

In this chapter we will continue to verify the usefulness of the framework
from a synthetic viewpoint. We do this by applying the guidelines about
enhancing existing hybrid maps, presented in Chapter 3, to an existing
one. In more concrete terms, we start with the hybrid map presented
in [Gasós and Saffiotti, 1999], for the simple reason that we have access
to the original implementation of that system. That map is analyzed
according to the framework, and weak points in the map regarding hy-
bridization are identified. Then the map is enhanced by adding some
functionality, like synergies. The modified map is then tested in the
experiments in Chapter 7 to find what impact the changes have to the
performance.

In this chapter we first present the hybrid map briefly in Section 6.1.
In section 6.2 the map is analyzed according to the framework, and in
Section 6.3 the map is enhanced given the knowledge from the analysis.
Finally, we discuss the results in Section 6.4.

6.1 The existing hybrid map

The hybrid map consists of a topological component that covers the en-
tire space, that is supposed to have the structure of an office like building.
Each node in the topological component corresponds to a room or a cor-
ridor, and the edges correspond to the gateways in between, that is,
doors and junctions. For each node there is a metric feature component
associated, where the features are fuzzy segments that represent long lin-
ear contours, e.g. furnitures or walls. Each such segment is represented
by a line that represents the position of the feature, and a fuzzy set that
represents the uncertainty of that position. The degree of membership

159
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Figure 6.1: A fuzzy segment that represents a wall. In this example
the uncertainty is represented as a trapezoid in the x-direction and a
rectangle in the y-direction. The height (the m-axis) for each point
determines the degree of membership to the fuzzy segment.

of a point to the fuzzy set indicates the degree of possibility that this
point belongs to the feature. See Figure 6.1 for an illustration of a fuzzy
segment. For further details on this map, see [Gasós and Rosetti, 1999;
Gasós and Saffiotti, 1999].

6.1.1 Map building

The metric components are built automatically, while no build function
is described for the topological component, which is built by hand.

A metric component is built using SLAM, by first extracting seg-
ments from range data, where the fuzzy set reflects the uncertainty in
the robot’s position and the uncertainty in the range readings. These
segments form a local map that is matched to the global map about to
be built. The matching gives a new position to the robot, and then the
local map is either added to the global map, if the area the local map
occupies was not explored before, or the global map is updated with the
local map.

6.1.2 Localization

Localization in this hybrid map is realized with a pointer to what node
the robot currently occupies, and the metric position within the metric
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component associated with that node. The position within each metric
component is based on the matching of local maps that are built when
the robot travels, combined with the estimated location given the odom-
etry. The matching is performed by comparing the fuzzy sets of the
segments stored in the local map with the segments stored in the global
metric component. The amount of overlap of the segments indicates the
degree of similarity. (low) degree. The local map is rotated and trans-
lated around the position estimated by the odometry until a maximum
correspondence is accomplished.

The position in the metric map reveals when an edge, and what edge,
is passed in the topological map. That is possible since the positions of
the gateways are known. Whenever that happens the global pointer
changes what node is the current one, given the edge information, and
the metric map for localization is changed accordingly. Further, the
position in the new metric map is seeded using the relative position of
the gateway.

6.1.3 Path planning

In order to determine how to go from one place to another, a path is
planned in the topological component. The plan consists of a sequence of
abstract navigation sub-tasks such as get-close-to-door and cross-door.
Each sub-task is performed by a specialized behavior, that is executed
in parallel with some obstacle avoidance behavior, thus generating a
trajectory in the corresponding metric component. For more information
about this type of planning, see [Saffiotti et al., 1995].

6.2 Analysis

The analysis of the existing map is performed according to our frame-
work, in the same way the maps were analyzed in Chapter 4. This is
the same text as in Section 4.3, repeated here for convenience. In this
chapter, the labels (L1 - L9, T1 - T6 and B1 - B8) denote different
types of component co-operations (injections and synergies) defined in
Section 3.5.

The map is classified in group II, Patchwork of metric maps.

• Representation: H = 〈{T,M1, . . . ,Mn},L〉. T is a T-compo-
nent where nodes are “sectors”, that corresponds to a room or
a corridor, with a M-component associated per node. Edges are
gateways between these sectors. M1, . . . ,Mn are metric feature
maps where the features are walls represented as segments, with
fuzzy sets to describe uncertainty. The metric maps are linked
to one node each in the topological map, and the edges of the T-
component are linked to corresponding areas in the M-components.
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Figure 6.2: A diagram of how the original map works with co-operation
realized with injections.

• Usabilities: The M-component is both buildable, localizable and
traversable. The only usability mentioned for the T-component is
traversability. In the article nothing is mentioned about localiza-
tion in the T-component. The T-component is not buildable but
was built by hand.

• Co-operation:
Injections in this map are:

– Localization is performed in the M-component and used in
the T-component for node transition detection (L1).

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

No synergies have been implemented in this map.

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding traversability. Therefore, this map lies
on the edge between vertex “110” and “111” in Figure 3.13.

Figure 6.2 shows a illustrative diagram of the map.

6.3 Enhancements

We first present how the enhancement guidelines were used to find what
changes we can realize with minor effort. Then we present how the
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suggested improvements were carried out.

6.3.1 Find improvements

Following the guidelines, we first state what domain parameters we have
regarding the map.

• The area we intend to map is an office building, with rooms and
corridors.

• The robot we will use has a laser range finder, plus odometry
measures.

• We want the map issues to be calculated in real-time, with the
exception of map building that can be performed off-line.

• The computer memory and capacity is comparable to a standard
PC.

• The map will be interfaced to a task planner.

• The robot must be able to build its own map, to plan paths, and
to localize.

We then examine the constraints together with what properties of
heterogeneity and hierarchy the existing map possesses. The setup of
the map, a topological component with metric component patches, is
heterogeneous and hierarchical, and according to the guidelines the setup
is suitable for all our constraints.

Next follows to examine the desirable properties. The map should
be localizable, traversable, and buildable. The map is localizable in
the metric components. It is also traversable, but not buildable since
the topological component lacks that usability. Our first enhancement
is then to make the topological map buildable, and then to make the
entire hybrid map buildable.

We continue by examining co-operations to find if it is possible to
improve the performance. The localization is performed in the metric
component and injected in the topological component for node transition
detection. This can be improved to instead be made in a synergetic way.
That requires the topological component to have its own localization
implementation. When that is implemented, together with the build
function for the topological map, the hybrid map is totally separable.

Another co-operation is that the path is planned in the T-component
and used in the M-component for navigation. This works so well that
we see no point in modifying it.

Finally we consider if there are any particular hybrid map problems
to address. We see no such problem that is not addressed already.
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We can now summarize the improvements we will carry out for this
map:

• Add a build function to the topological map.

• Add a build function to the hybrid map.

• Add a localization function to the topological map.

• Extend the localization injection from the M- to the T- component
to become synergies.

6.3.2 Implement improvements

Below, we describe in more detail each improvement we add to the ex-
isting hybrid map.

6.3.2.1 Add a T-build function

The topological component in the hybrid map we are improving is very
similar in its definition to the topological map described in Chapter 5.
Therefore we exploit and adopt the building of the hybrid map in Section
5.3. The topological map is built according to Section 5.3.3, while the
metric map building function in Section 5.3.4 must be modified a bit.
Instead of building an occupancy grid map for each node, we build the
fuzzy feature map described for this map. The modification is in the
algorithm on page 131. Modify line 15 from

M ← make occupancy grid map(ΓL)
to

M ← make fuzzy feature map(ΓL)
Note that adding this build functionality also added some synergies,
where the build of a T-component is used to decide the extent of a
M-component patch (B5), and the build of a M-component is used to
extract nodes and edges for the build of a T-component (B7).

6.3.2.2 Add a T-localization function

Let each node in the T-component be associated with a state in S =
{si|i = 1, . . . , n}. Let Belt = si denote the belief of what state the robot
occupies. A localization function for the topological map then updates
Belt to a new value sj when there is a node transition detected. Thus,
the localization function in the topological map needs a node transition
detector and an edge identifier to work properly. Such a node transition
detector and edge identifier is described in Section 5.4.4.5 as “The action
model”. We adopt both for the topological localization function. From
the node transition detector we get the value t when a node transition is
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detected, and ¬t otherwise. From the edge identifier we get P (si|sj , T ),
which is the probability that the state switched to si given that there
was a transition and the former state was sj . The update of Belt can
be expressed as:
1: if t then
2: sj = Belt
3: Belt+1 = arg maxsi∈S P (si|sj , T )
4: else
5: Belt+1 = Belt
6: end if

6.3.2.3 Add synergies

The existing injection (L1) in the map is transformed to synergies such
that the localization function in the topological map, Locr(t)T , makes
use of the information (node transition and edge identification) that is
received from the metric localization, Locr(t)M (L4 and L6).

In the injection case the information from Locr(t)M consists of a node
transition signal, which we denote tM , and a new state si. In order to
incorporate the information from Locr(t)M with Locr(t)T , we use the
information that Locr(t)M made use of to find si, which is the distance
d(si) from the position estimate in Locr(t)M to the edge ei that con-
nects the current state sj with si. We first note that when Locr(t)M

reports a node transition, it is quite reliable. The main problem is when
a Locr(t)M misses a node transition, and in that case we instead rely
on the newly added node transition detector. The method to update
Belt, given in Section 6.3.2.2, must then be updated to handle the syn-
ergies:
1: if tM then
2: Belt+1 = arg minsi∈S d(si)
3: else
4: if t then
5: sj = Belt
6: {ε is max distance we consider}
7: Pd(si) = max(ε − d(si), 0)
8: Belt+1 = arg maxsi∈S Pd(si)P (si|sj , T )
9: else

10: Belt+1 = Belt
11: end if
12: end if

The value Pd(si) in line 7 reflects what is the probable edge for this
transition reported from Locr(t)M . The value is not normalized so that
the sum of all Pd(si) is one, but that does not affect the final result since
the correct edge is selected from a maximum.
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6.3.3 The final map

An analysis of the modified hybrid map reveals:
The map is classified in group II, Patchwork of metric maps.

• Representation: H = 〈{T, M1, . . . , Mn},L〉. T is a T-compo-
nent where nodes are “sectors” that correspond to a room or a
corridor. Edges are gateways between these sectors. M1, . . . , Mn

are metric feature maps where the features are walls represented
as segments, with fuzzy sets to describe uncertainty. The metric
maps are linked to one node each in the topological map, and the
edges of the T-component are linked to corresponding areas in the
M-components.

• Usabilities: Both the T-component and the M-components are
buildable, localizable and traversable.

• Co-operation:
Injections in this map are:

– Path planning is performed in the T-component and used in
the M-component for navigation (T1).

Synergies in this map are:

– Localization is performed in the M-component and used in the
localization in the T-component to find if a node transition
has occurred (L4).

– Localization is performed in the M-component and used in the
localization in the T-component to find what edge is current
(L6).

– the build of a T-component is used to decide the extent of a
M-component patch (B5).

– The build of a M-component is used to extract nodes and
edges for the build of a T-component (B7).

• Classification: The map is heterogeneous and hierarchical. The
map is separable regarding localizability, traversability and build-
ability. Therefore, this map lies on the vertex “111” in Figure
3.13.

Figure 6.3 shows a illustrative diagram of the enhanced map.

6.4 Discussion

We have in this chapter verified that the framework presented in Chapter
3 is useful from a synthetic viewpoint, by enhancing the map presented
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Figure 6.3: A diagram of how the enhanced map works with co-operation
realized with both injections and synergies.

Group Authors Components Het Hie Sep
b l t

II Gasós and Saffiotti T, MP1 , . . . , MPm • • •
Enhanced T, MP1 , . . . , MPm

• • • •

Table 6.1: Classification of the original and the enhanced map. See
Section 4.6 for an explanation of the symbols in the table.

in [Gasós and Saffiotti, 1999] using the guidelines in the same chapter.
The map was enhanced with new usabilities and new synergies. The
enhancements are summarized in Table 6.1 where we can see that the
enhanced map is separable for localization and map building, which is
not the case with the original one, and in Table 6.2, where we can see
that synergies are added for localization and map building. In Chapter
7 we will make experiments to find if the modifications make a difference
in the performance or not.

Group Author T
build←→ M T

loc←→ M T
plan←→ M

II Gasós and Saffiotti ◦←• •→◦
Enhanced •↔• •←• •→◦

Table 6.2: Synergy and integration summary for the original and the
enhanced map. See Section 4.6 for an explanation of the symbols in the
table.





Chapter 7

Experiments

In this chapter we report experiments that test different aspects of what
we discussed in the previous chapters, namely our hybrid map approach,
synergies, and enhancements of an existing map.

7.1 Goals of the experiments

The goals of these experiments are to verify three different claims: First,
that the quality of the hybrid map approach presented in Chapter 5
when it comes to map building and localization is “good enough” for
our purposes. Second, that adding synergies, presented in Chapter 3,
to a hybrid map can increase the performance. Third, that using our
framework to enhance an existing hybrid map, which is presented in
Chapter 6, actually improves the performance for that map.

Quality of the hybrid map. We test the abilities of our approach re-
garding map building and localization.
For the map building, we examine in detail how the map builder
extracts rooms and doors. The results for our approach are com-
pared with a similar already existing method that we use as a
reference. The motivation for these experiments is to show that
it works well enough to be used in the following experiments, and
also to show that the presented approach is useful. Therefore, we
are satisfied if the results for our approach are at least as good as
for the reference method.
For the localization, the tests are performed using the previously
built map. The results are not compared to any other method,
but instead we set up the goal that the approach should be able
to estimate the robot position correctly from a topological point
of view at least 80% of the time, a number selected merely by
intuition.

169
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(a) (b)

Figure 7.1: Our experiment robots, manufactured by iRobot Inc. (a)
Magellan Pro. (b) ATRV Jr.

Synergies. In this part we use the localization methods of our hybrid
map approach. We measure the precision of the topological local-
ization for the three different alternatives described in 5.4.4: The
first alternative has no co-operation between the maps. In the de-
scription, there is described some minimal co-operation to make
the map complete, but that is not used in our case since we do not
need to perform patch selection. The second alternative utilizes
injection from the metric localization, and the third alternative
makes use of synergies. The claim stated in Chapter 3, is that
synergies can increase performance, so we expect the localization
process to be most accurate when all the synergies are present.

Existing map enhancement. The performance of the original map is
measured, and then compared to the performance of the enhanced
map. Since the map is modified to get an increase in performance,
we expect the results of the experiments to show that.

The same datasets are used for all experiments. These datasets are
recorded using one robot in two different scenarios consisting of different
office corridors with many small office rooms. Additional datasets are in
a few cases used to demonstrate applicability to other robots.

7.2 Experimental setup

All experiments were performed in an office space at the technical de-
partment at Örebro University. A robot was operated around the office
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building while collecting measurements of laser range readings and odom-
etry. The robot was manually steered using a joystick with the operator
walking behind the robot, most of the time outside the working area
of the robots sensors such that we consider eventual interference from
the operator as negligible. The environment was static, i.e. nothing
moved during the runs, except the robot. The rooms and corridors were
filled with normal office furnitures like chairs, tables and bookshelves.
No modifications were made to the environment except that all doors
were opened so the robot could pass, and each room was cleared enough
so that the robot and the operator could enter, turn around, and exit
without hitting anything.

The robot used for the main bulk of these experiments is a Mag-
ellan Pro indoor robot, shown in Figure 7.1(a). A few runs were also
made with an ATRV Jr outdoor robot, Figure 7.1(b). Both robots were
manufactured by iRobot Inc.

The Magellan Pro is equipped with a laser range finder (SICK PLS)
and wheel encoders that give odometry measures. The robot is equipped
with other sensors as well, but they are not used in these experiments.
The ATRV Jr is also equipped with a laser range finder (SICK LMS),
and encoders that give odometry values. The robot is skid-steered, which
gives less reliable odometry than the Magellan robot.

Several runs were made, divided in three scenarios with different
purposes in mind. The runs were performed with the Magellan robot,
unless otherwise stated.

• The purpose for the first scenario was to get statistically signifi-
cant results when doing comparisons between different methods.
Therefore, several runs were performed over the same area.

The office space where the runs took place looks like in Figure 7.2(a)
and measures approximately 40x20 meters. There are 25 room like
areas and a T-shaped main corridor. The map is divided into nodes
and edges by hand given these presumptions as in Figure 7.2(b).
The reason for dividing the space by hand is that we want the
nodes to follow the definition of “large open space” as understood
by a human. The corridor is divided in two nodes because there is
a large flower-pot in the middle. The map built this way is consid-
ered the ground truth for these experiments, the map we compare
with all other maps the robot builds. 12 runs were made in the
same area of the office building with the robot, a number of runs
we found enough to get statistically significant results. The total
length of the runs is 3300 meters, and the average length is 275
meters per run. A typical path for a run is shown in Figure 7.2(c).
The rooms were mostly entered once per run, in a few cases twice,
and in a few cases not at all. The rooms were visited totally 330
times.
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(a)

(b)

(c)

Figure 7.2: (a) CAD-drawing of the office where the multiple runs were
performed for the first scenario. (b) The office map manually divided
into nodes and edges. (c) A typical path of one run (grey). The starting
point and the ending point are the same and most of the rooms are
visited, some rooms are visited more than once.
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Figure 7.3: CAD-drawing of the office for the second scenario.

• The purpose for the second scenario was to show that the methods
are applicable for different conditions, so we did similar, but fewer,
runs in an environment with different characteristics than in the
first scenario.

The area for the scenario looks like in Figure 7.3. The corridor area
is much wider and divided along the center line with furnitures. In
the middle is a larger open area furnished with tables and chairs.
The size is about 46 × 12 meters. Two runs were made for this
scenario.

• In the third scenario a different robot was used, the ATRV Jr robot.
The purpose was to show that the methods are applicable using
other robots. The environment is the same as for the first scenario,
and two runs were made. Due to the robot’s larger size, the small
rooms were not entered. Further, we have no ground truth for
these runs. Therefore, these runs have less value and were not
used for all experiments, but only in the cases when applicable.

In the experiments that do not deal with localization, the paths are
corrected using a scan matching method presented in [Biber and Straßer,
2003]. The runs made with the ATRV Jr were problematic to correct
that way. That is the reason why no ground truth exists for these runs,
and therefore are limited in use.

7.3 Methods for data analysis

For many of the experiments we ask the questions “is the result from
this method at least as good as the result from that method?”, or “is the
result from this method better than the result from that method?”. To
get an answer to such questions, we will form a hypothesis that we will
either accept or reject. Accepting the hypothesis means that the answer
to the question is “we believe so, with a large confidence”, while a reject
means “we do not have enough confidence to believe so”.
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In the experiments we will have two sets of samples, with unknown
mean and variance, representing some performance metric. One set is
from the method we will test, the other is from a reference method. The
question if one method is at least as good as, or better, than the other can
then be transformed to if the mean value for the samples of one method
is smaller/larger than or equal to the mean value of the samples of the
other method. That can be justified since we compare some performance
metric of the two methods. The question if one method is better than
the other can in the same manner be transformed to if the mean value
for the samples of one method is smaller/larger than the mean value of
the samples of the other method. If the samples represent an error, for
example, we want the mean to be as small as possible. See [Ross, 2000]
for more information about the hypothesis testing methods used below.

If we denote the mean values for the two sample sets μX and μY ,
then in order to prove the hypothesis that μX ≤ μY we test the null
hypothesis:

H0 : μX ≤ μY (7.1)

against the alternative hypothesis

H1 : μX > μY (7.2)

Let X be an estimate of μX and Y be an estimate of μY . Then the test
statistic is:

T =
X − Y√

(n−1)S2
X

+(m−1)S2
Y

n+m−2

√
1
n + 1

m

(7.3)

where n and m are the number of samples for the two sample sets,
respectively, and

S2
X =

∑n
i=1

(
Xi − X

)2

n − 1
(7.4)

S2
Y =

∑m
i=1

(
Yi − Y

)2

n − 1
(7.5)

denote the sample variances of the two samples. The hypothesis is re-
jected if

T ≥ tα,n+m−2 (7.6)

where tα,n+m−2 is a t-distribution with n + m − 2 degrees of freedom
and α is the confidence level. For instance, in some experiments there
are 12 samples per set when we use the runs from the first scenario, and
with a confidence level of α = 0.05 (which means 95% confidence) we get
that tα,n+m−2 = 1.1717. If the hypothesis is not rejected, it is instead
accepted.
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If we instead want to prove the hypothesis that μX ≥ μY , then we
simply make a null hypothesis where left hand side and right hand side
are switched:

H0 : μY ≤ μX (7.7)

and then proceed accordingly.
To find if one mean value is smaller/larger than another mean value,

we use the same null hypothesis, but instead we need to reject the null hy-
pothesis. Thus, to test if μX < μY , we want to reject the null hypothesis
H0 : μY ≤ μX and thus accept the alternative hypothesis H1 : μY > μX .

Note that the test statistics have a t-distribution only if the variances
of the two sample sets are the same. That might not be the case, but
the problem is that if they are not the same, it is hard to find the
distribution. We therefore consider the minor difference there might be
in the variances to be negligible and consider the test statistics to have
a t-distribution.

In the evaluation we use one set of data, from the first scenario, to
verify our claim. We then use the data from the second scenario to check
that it does not contradicts that result.

7.4 Quality of the hybrid map

We want to show that the hybrid map and related methods presented
in chapter 5 actually is useful and that it performs as we expect. This
is especially necessary for the next following experiments where these
methods will be used. The hybrid map is therefore tested regarding
map building and localization.

When it comes to map building, we build a hybrid map automatically,
and then compare that map to ground truth. That gives us some metrics
about different aspects of the map building process that we think reflects
the quality. In order to get a feeling what the results reveal, the metrics
from our incremental method are compared to the metrics from another
method, namely the global method on which our method was based.

The localization method is tested such that a localization is per-
formed using a reference map that was created using the automatic map
building with manual supervision. The localization is performed using
all available synergies, in order to test what we consider our main hybrid
map.

7.4.1 Map building

The aim of these experiments are to find the quality of the incremental
hybrid map building method. Our method is based of the method pre-
sented in [Fabrizi and Saffiotti, 2000b], that builds a map from an entire
grid map at once instead of incrementally. It is therefore feasible to use
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Figure 7.4: An example of a map, built using the incremental map build-
ing method described in Chapter 5.

that method as a reference to compare the achieved results against. We
then find out if our method can perform as good as the reference, and
that the incremental element does not make matters worse.

We are careful to notice that the reference method and our method
differ in one small but fundamental way: The reference method works
globally, and our method works locally. The comparisons must be viewed
with that in mind, and is one reason why we select to compare the
methods to find out if one is at least as good as the other, and not
to find out if it is better than the other. Besides the comparisons, we
also make some reflections over the results, and discuss if they can be
considered satisfiable or not. We focus on the topological point of view in
these map building experiments. The metric components are built using
established methods for occupancy grid map building, and they have
already been tested in experiments which we do not have the ambition
to repeat, for instance in [Ribo and Pinz, 2001]. Figure 7.4 shows an
example of how a map built with the incremental method looks like.

The metrics for this part are about room detection, node transition
detection, and entire map correctness, which we pretty much consider
reflects what quality the hybrid map building has.

Room detection. We measure the correctness of the “virtual room de-
tector” that the map building method is based on. Note that we
exclude detection of corridors in this part. The results for our ap-
proach are compared to the results of the reference method. More
specifically we measure the number of correctly detected rooms
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(true positive), the number of erroneously detected rooms (false
positive), and the number of missed rooms (false negative).

Node transition detection. Node transition detection is important
for deciding the extent of nodes, which in its turn are important
for the map building. The same mechanism is also used for lo-
calization which further emphasize the importance of this metric.
The results for our approach are compared to the results of the
reference method. We measure the number of correctly extracted
node transitions (true positive) , number of undetected node tran-
sitions (false negative), and number of incorrectly detected node
transitions (false positive).

Topological correctness If the map building is used together with
path correction it is possible to build a global map. We compare
this global map to the ground truth using the edit distance, which
is a measure how many basic operations it takes to transform the
built map to the ground truth map. The edit distance is also
calculated for the reference method and the two approaches are
then compared.

For all the comparison tests we do, we use only the first scenario, since
the number of runs in the other scenario is too small to be statistically
significant. Instead we do report the results for that scenario, and make
some reflections.

7.4.1.1 Room detection

The results for the room extraction for our incremental approach for the
first scenario is shown in Table 7.1. As a reference, a large occupancy grid
map was built for each run and rooms was extracted using the reference
method. The results for that experiment are shown in Table 7.2. The
results for the second scenario are shown in Table 7.3 and Table 7.4.

The question we asked for this experiment was if the incremental
method is at least as good as the reference method. This hypothesis
is tested as follows: Each measure is converted to percentage of total
number of rooms visited for the run. This is to normalize the measures
so an average μi for the incremental method and μr for the reference
method can be calculated. We accept the hypothesis if, for the number
of correctly detected rooms μr ≤ μi, for the number of erroneously
detected rooms μi ≤ μr, and for the number of missed rooms μi ≤ μr.
For all comparisons we have the confidence level 95%.

% Machine generated. Do not edit

• For the number of correctly detected rooms we have the null hy-
pothesis

H0 : μr ≤ μi
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From the table we directly get μr = 74 and μi = 94. We also have
S2

r = 153 and S2
i = 9. We can then calculate T = −5.5.

Since T < tα,n+m−2 = 1.717 we accept this hypothesis.

• For the number of erroneously detected rooms the null hypothesis
is

H0 : μi ≤ μr

We have μi = 4.8, μr = 4.2, S2
i = 5.6 and S2

r = 9.3.
This gives T = 0.54 < tα,n+m−2 = 1.717, so we accept this hy-
pothesis.

• For the number of missed rooms:

H0 : μi ≤ μr

We have μi = 1.2, μr = 22, S2
i = 3.5 and S2

r = 129.
This gives T = −6.2 < tα,n+m−2 = 1.717, so we accept this hy-
pothesis also.

All three hypotheses were accepted, and that makes us accept the hy-
pothesis that the incremental method performs at least as good as the
global reference method when it comes to room detection.

We noticed that most of the detection of erroneous rooms were made
at the same place, where the furnitures formed a narrow passage. That
type of error can be very hard to correct without some other type of
sensor, but keep also in mind that the definition of an edge is “a narrow
passageway” which actually is what the detector indicated. When it
comes to missed rooms, the numbers are quite small, with approximately
one per cent of the total amount of rooms, and improvements then are
hard to implement.

The second scenario indicates that the above results hold. Even if the
number of runs in these cases are too small to be considered statistically
significant, the results do not contradict the above conclusion.

All in all, we are satisfied with the results.

7.4.1.2 Node transition detection

The result of the node transition detection for our incremental approach
for the first scenario is shown in Table 7.5. As a reference, a large
occupancy grid map was built for each run, and nodes was extracted
using the reference method. The path the robot travelled was compared
to the extracted nodes, and whenever the path passed between two nodes
a node transition was marked, similar to the node transitions detected
by our approach. The result is shown in Table 7.6.

The question we asked for this experiment was if the incremental
method is at least as good as the reference method. This hypothesis
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Run Real Correct Erroneous Missed
1 27 26 (96.3%) 1 (3.7%) 0 (0%)
2 28 26 (92.9%) 2 (7.14%) 0 (0%)
3 29 28 (96.6%) 1 (3.45%) 0 (0%)
4 28 26 (92.9%) 2 (7.14%) 0 (0%)
5 29 27 (93.1%) 2 (6.9%) 0 (0%)
6 27 25 (92.6%) 1 (3.7%) 1 (3.7%)
7 27 27 (100%) 0 (0%) 0 (0%)
8 26 23 (88.5%) 2 (7.69%) 1 (3.85%)
9 27 25 (92.6%) 2 (7.41%) 0 (0%)
10 30 29 (96.7%) 1 (3.33%) 0 (0%)
11 25 23 (92%) 1 (4%) 1 (4%)
12 27 25 (92.6%) 1 (3.7%) 1 (3.7%)
Total 330 310 (93.9%) 16 (4.85%) 4 (1.21%)
Mean 28 26 (93.9%) 1.3 (4.85%) 0.33 (1.21%)

Table 7.1: Map building: Room detection. Result of the virtual room
detector during incremental hybrid map building for the first scenario.
Values within parentheses are per cent of Real rooms.
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Run Real Correct Erroneous Missed
1 27 16 (59.3%) 2 (7.41%) 9 (33.3%)
2 28 14 (50%) 2 (7.14%) 12 (42.9%)
3 29 21 (72.4%) 2 (6.9%) 6 (20.7%)
4 28 21 (75%) 1 (3.57%) 6 (21.4%)
5 29 25 (86.2%) 2 (6.9%) 2 (6.9%)
6 27 24 (88.9%) 0 (0%) 3 (11.1%)
7 27 22 (81.5%) 0 (0%) 5 (18.5%)
8 26 24 (92.3%) 1 (3.85%) 1 (3.85%)
9 27 21 (77.8%) 1 (3.7%) 5 (18.5%)
10 30 21 (70%) 1 (3.33%) 8 (26.7%)
11 25 17 (68%) 2 (8%) 6 (24%)
12 27 18 (66.7%) 0 (0%) 9 (33.3%)
Total 330 244 (73.9%) 14 (4.24%) 72 (21.8%)
Mean 28 20 (73.9%) 1.2 (4.24%) 6 (21.8%)

Table 7.2: Map building: Room detection. Result of the virtual room
detector using the global reference method for the first scenario. Values
within parentheses are per cent of Real rooms.

Run Real Correct Erroneous Missed
1 30 21 (70%) 4 (13.3%) 5 (16.7%)
2 19 16 (84.2%) 2 (10.5%) 1 (5.26%)
Total 49 37 (75.5%) 6 (12.2%) 6 (12.2%)
Mean 25 19 (75.5%) 3 (12.2%) 3 (12.2%)

Table 7.3: Map building: Room detection. Result of the virtual room
detector during incremental hybrid map building for the second scenario.
Values within parentheses are per cent of Real rooms.
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Run Real Correct Erroneous Missed
1 30 22 (73.3%) 0 (0%) 8 (26.7%)
2 19 14 (73.7%) 1 (5.26%) 4 (21.1%)
Total 49 36 (73.5%) 1 (2.04%) 12 (24.5%)
Mean 25 18 (73.5%) 0.5 (2.04%) 6 (24.5%)

Table 7.4: Map building: Room detection. Result of the virtual room de-
tector using the global reference method for the second scenario. Values
within parentheses are per cent of Real rooms.

is tested as follows: Each measure is converted to percentage of total
number of edges passed for the run. This is to normalize the measures
so an average μi for the incremental method and μr for the reference
method can be calculated. We accept the hypothesis if, for the number
of correctly detected node transitions μr ≤ μi, for the number of erro-
neously detected node transitions μi ≤ μr, and for the number of missed
node transitions μi ≤ μr. For all comparisons we have the confidence
level 95%.

• For the number of correctly detected node transitions we have the
null hypothesis

H0 : μr ≤ μi

From the table we directly get μr = 79 and μi = 98. We also have
S2

r = 133 and S2
i = 5.4. We can then calculate T = −5.7.

Since T < tα,n+m−2 = 1.717 we accept this hypothesis.

• For the number of erroneously detected node transitions the null
hypothesis is

H0 : μi ≤ μr

We have μi = 17, μr = 26, S2
i = 122 and S2

r = 45.
This gives T = −2.3 < tα,n+m−2 = 1.717, so we accept this hy-
pothesis.

• For the number of missed node transitions:

H0 : μi ≤ μr

We have μi = 1.6, μr = 21, S2
i = 5.4 and S2

r = 133.
This gives T = −5.7 < tα,n+m−2 = 1.717, so we accept this hy-
pothesis also.

All three hypotheses were accepted, and that makes us accept the hy-
pothesis that the incremental method performs at least as good as the
global reference method when it comes to node transition detection.
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Run Measures Real Found Correct Erroneous Missed

1 353 55 60 55 (100%) 5 (9.09%) 0 ( 0%)

2 327 57 77 57 (100%) 20 (35.1%) 0 ( 0%)

3 342 59 69 59 (100%) 10 (16.9%) 0 ( 0%)

4 291 57 69 57 (100%) 12 (21.1%) 0 ( 0%)

5 304 59 69 59 (100%) 10 (16.9%) 0 ( 0%)

6 309 55 56 53 (96.4%) 3 (5.45%) 2 ( 3.64%)

7 319 55 57 55 (100%) 2 (3.64%) 0 ( 0%)

8 307 53 69 51 (96.2%) 18 (34%) 2 ( 3.77%)

9 297 55 72 55 (100%) 17 (30.9%) 0 ( 0%)

10 309 61 67 60 (98.4%) 7 (11.5%) 1 ( 1.64%)

11 265 51 53 48 (94.1%) 5 (9.8%) 3 ( 5.88%)

12 312 55 57 52 (94.5%) 5 (9.09%) 3 ( 5.45%)

Total 3735 672 775 661 (98.4%) 114 (17%) 11 ( 1.64%)

Mean 311.25 56 65 55 (98.4%) 9.5 (17%) 0.92 (1.64%)

Table 7.5: Map building: Node transition detection. Result for the node
transition detector during incremental hybrid map building for the first
scenario. Values within parentheses are per cent of Real node transitions.

Looking at the results, we see that the method has a very high score
at detecting the correct edges, but also detects many non existing edges
erroneously. That problem also occurs in the global reference method.
One reason for the erroneous detection is that there are a lot of windows
in the corridor that reflect the laser beam. This specular reflection can
cause a “ghost wall” to appear in the occupancy grid map that is the
base for the node transition detection. The robot sees a wall where there
is none, as illustrated in Figure 7.5. To fix that particular problem we
must either examine the methods to build the occupancy grid map, or
find some other way to filter these edges. That is outside the scope of
this thesis though.

The second scenario, reported in Table 7.7 and Table 7.8, indicates
that the above results hold. As for the room experiments the number of
runs in these cases are too small to be considered statistically significant,
but the results achieved does not contradict the above conclusion.

We are satisfied also with these results.

7.4.1.3 Topological correctness

We test the correction of the topological component of the hybrid map
we build by finding the edit distance between the component and the
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Run Real Extracted Correct Erroneous Missed
1 56 62 38 (67.9%) 24 (42.9%) 18 (32.1%)
2 58 50 34 (58.6%) 16 (27.6%) 24 (41.4%)
3 60 66 48 (80%) 18 (30%) 12 (20%)
4 58 62 46 (79.3%) 16 (27.6%) 12 (20.7%)
5 60 68 56 (93.3%) 12 (20%) 4 (6.67%)
6 56 66 51 (91.1%) 15 (26.8%) 5 (8.93%)
7 56 58 48 (85.7%) 10 (17.9%) 8 (14.3%)
8 54 66 52 (96.3%) 14 (25.9%) 2 (3.7%)
9 56 62 47 (83.9%) 15 (26.8%) 9 (16.1%)
10 62 56 45 (72.6%) 11 (17.7%) 17 (27.4%)
11 52 51 38 (73.1%) 13 (25%) 14 (26.9%)
12 56 50 38 (67.9%) 12 (21.4%) 18 (32.1%)

Total 684 717 541 (79.1%) 176 (25.7%) 143 (20.9%)
Mean 57 60 45 (79.1%) 15 (25.7%) 12 (20.9%)

Table 7.6: Map building: Node transition detection. Result for the
node transition detector using the global reference method for the first
scenario. Values within parentheses are per cent of Real node transitions.

Run Measures Real Found Correct Erroneous Missed

1 1048 70 76 56 (80%) 20 (28.6%) 14 ( 20%)

2 288 45 47 37 (82.2%) 10 (22.2%) 8 ( 17.8%)

Total 1336 115 123 93 (80.9%) 30 (26.1%) 22 ( 19.1%)

Mean 668 58 62 47 (80.9%) 15 (26.1%) 11 (19.1%)

Table 7.7: Map building: Node transition detection. Result for the
node transition detector during incremental hybrid map building for the
second scenario. Values within parentheses are per cent of Real node
transitions.
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Run Real Found Correct Erroneous Missed
1 70 75 55 (78.6%) 20 (28.6%) 15 (21.4%)
2 45 47 35 (77.8%) 12 (26.7%) 10 (22.2%)

Total 115 122 90 (78.3%) 32 (27.8%) 25 (21.7%)
Mean 58 61 45 (78.3%) 16 (27.8%) 13 (21.7%)

Table 7.8: Map building: Node transition detection. Result for the
node transition detector using the global reference method for the second
scenario. Values within parentheses are per cent of Real node transitions.

Figure 7.5: Specular reflection caused by a window. The robot sees a
wall where there is none.
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ground truth. The edit distance is how many basic operations are needed
to transform the components to be equal. We use the operations “split”
and “merge”. The split operation divides one node in two and creates
an edge in between. The merge operation removes an edge between two
nodes, and then merges the two nodes to one. An illustration of these
operations is in Figure 7.6.

Before the edit distance can be calculated, we must make one opera-
tion to the hybrid map. The incremental map building method is for the
moment not equipped with a global loop detector, which means that the
map resulting from that method is not globally connected, i.e. even if the
starting and ending points are the same, their corresponding nodes are
not always connected in the resulting map. Before we can find the edit
distance to the real world, we then first must add a global loop detector
and merge nodes that are the same. Global loop detection is outside the
scope of this thesis, and we therefore use methods that combine both
manual and automatic steps. First we use an external scan matching
method to correct the path, presented in [Biber and Straßer, 2003]. The
path is then manually inspected and if necessary corrected. Next, the
corrected path is used as an input to the map building function. The
resulting map will have nodes that overlap when they are displayed us-
ing their metric positions. We merge the nodes that overlap, using the
following simple rule: Two nodes are merged if they overlap with at least
50% of both nodes, or overlap with at least 80% of one node, or if the
overlap is larger than 8 m2. The resulting map is the map we use to
calculate the edit distance.

The results of calculating the edit distance for both the incremental
and the reference global method are presented in Table 7.9. The question
we asked for this experiment was if the incremental method is at least
as good as the reference method. This hypothesis is tested as follows:
The mean value for the edit distance is calculated for the incremental
method, μi, and for the reference method, μr. We accept the hypothesis
if μi ≤ μr. For the comparison we use the confidence level 95%.

• The null hypothesis is
H0 : μi ≤ μr

We have μi = 4.3, μr = 13, S2
i = 11 and S2

r = 15.
This gives T = −5.8 < tα,n+m−2 = 1.717, so we accept this hy-
pothesis.

The hypothesis was accepted, thus we accept the hypothesis that the
incremental method performs at least as good as the global reference
method regarding the entire map building from a topological point of
view.

From the second scenario, reported in Table 7.10, there are no results
contradicting the above conclusions. The ideal, of course, is to have an
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Figure 7.6: Basic operations performed on a map to transform it to be
like the ground truth map.

edit distance of zero for all runs, but we are enough satisfied with the
results achieved.

7.4.1.4 Using a different robot

We have performed parts of the above experiments for the third scenario,
where a different robot was used. Results for the room detection are
presented in Table 7.11, and the node transition detection in Table 7.12.
The other results cannot be extracted since ground truth is unavailable.

The numbers do not in any way contradict the results we achieved
in the previous experiments.

7.4.2 Localization

In this section we investigate the quality of the localization method of
the hybrid map, described in Section 5.4. We focus on the topological
localization for the following reasons:

1. Many good metric localization functions exist, and are tested and
evaluated elsewhere.

2. It is difficult to measure metric accuracy. The ground truth has to
be much more accurate than the metric localization, and that is
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Run Total # nodes Incremental Global
1 27 1 (3.7%) 20 (74.1%)
2 27 8 (29.6%) 18 (66.7%)
3 26 4 (15.4%) 15 (57.7%)
4 26 5 (19.2%) 14 (53.8%)
5 26 5 (19.2%) 7 (26.9%)
6 27 2 (7.41%) 10 (37%)
7 27 0 (0%) 10 (37%)
8 27 10 (37%) 8 (29.6%)
9 27 9 (33.3%) 12 (44.4%)
10 27 3 (11.1%) 12 (44.4%)
11 25 2 (8%) 12 (48%)
12 27 2 (7.41%) 14 (51.9%)

Total 319 51 (16%) 152 (47.6%)
Mean 27 4.3 (16%) 13 (47.6%)

Table 7.9: Map building: Topological correctness. The edit distance,
the number of basic operations to transform the incremental versus the
global reference map to the ground truth map, for the different runs in
the first scenario.

Run Total # nodes Incremental Global
1 23 4 (17.4%) 5 (21.7%)
2 23 7 (30.4%) 8 (34.8%)

Total 46 11 (23.9%) 13 (28.3%)
Mean 23 5.5 (23.9%) 6.5 (28.3%)

Table 7.10: Map building: Topological correctness. The edit distance
for the second scenario.
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Run Real Correct Erroneous Missed
1 7 7 (100%) 0 (0%) 0 (0%)
2 13 13 (100%) 0 (0%) 0 (0%)
Total 20 20 (100%) 0 (0%) 0 (0%)
Mean 10 10 (100%) 0 (0%) 0 (0%)

Table 7.11: Map building: Using a different robot, Room detection. Re-
sult of the virtual room detector during incremental hybrid map building
for the third scenario using the outdoor robot. Values within parentheses
are per cent of Real rooms.

Run Measures Real Found Correct Erroneous Missed

1 127 15 18 11 (73.3%) 7 (46.7%) 4 ( 26.7%)

2 271 27 30 25 (92.6%) 5 (18.5%) 2 ( 7.41%)

Total 398 42 48 36 (85.7%) 12 (28.6%) 6 ( 14.3%)

Mean 199 21 24 18 (85.7%) 6 (28.6%) 3 (14.3%)

Table 7.12: Map building: Using a different robot, Node transition detec-
tion. Result for the node transition detector during incremental hybrid
map building for the third scenario using the outdoor robot. Values
within parentheses are per cent of Real node transitions.
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hard to get.

3. Ground truth for topological maps are easy to find.

4. Our approaches are focused on topological mapping.

For each iteration, the states in the topological localization hold a
probability value, reflecting the belief of being in that state. We use
one type of metrics, described more in-depth in Section 7.5.2, that tells
how much of the run time the position estimate pointed out the correct
state. In Section 7.5.1 is presented another metric for localization, but
that one is more aimed towards direct comparisons of two methods, and
not so useful in this case.

This metric is an indicator that has the value one when the proba-
bility for the truth state is both the highest one, and higher than the
probability for the second highest state, otherwise it is zero. The mea-
sure tells us when we have a localization estimate that is correct, and
without any ambiguities. The percent of correct estimates for each run is
calculated and presented in Table 7.16 on page 195 below, in the column
marked “Synergies”.

As can be seen in the table, the correct estimate is achieved in about
79% of the time. That can seem quite low, a little lower than our ex-
pectations that were 80%, and undoubtedly rise the question how to im-
prove the numbers. Although the numbers might not be satisfactory for
a modern, high-performing localization method, we still consider them
good enough for our purposes, which are to compare different types of
component co-operations.

7.4.3 Summary of results

In the map building experiments, we tested room detection, node transi-
tion detection, and topological correctness. The results are summarized
in Table 7.13. We tested if the incremental method was at least as good
as the reference method. For each experiment a null hypothesis (H0) was
formed. For the room detection and the node transition detection, the
mean value of the correct detections must be higher than or equal for the
incremental method than for the reference method to accept the hypothe-
ses, while the mean value for erroneous and missed detections must be
lower than or equal. For topological correctness, the mean value of the
number of operations must be lower than or equal for the incremental
method than for the reference method.

As can be seen in the table, all our tests indicated so. In fact, for all
tests except for the erroneous room detection, the incremental method
actually performed better than the reference method. The numbers in
the table shows that this is the case, since we accept such hypothesis if
−T > tα,n.
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Experiment Hypoth. Values Accept

H0 μi μr S2
i S2

r T

Room
detection

Correct μr ≤ μi 94 74 9 153 -5.5 yes

Erroneous μi ≤ μr 4.8 4.2 5.6 9.3 0.54 yes

Missed μi ≤ μr 1.2 22 3.5 129 -6.2 yes

Node
transition
detection

Correct μr ≤ μi 98 79 5.4 133 -5.7 yes

Erroneous μi ≤ μr 17 26 122 45 -2.3 yes

Missed μi ≤ μr 1.6 21 5.4 133 -5.7 yes

Topological
correctness

Edit dis-
tance

μi ≤ μr 4.3 13 11 15 -5.8 yes

Table 7.13: Quality of the hybrid map: Summary. μi denotes the mean
for the incremental method, and μr denotes the mean for the reference
method. The null hypothesis H0 is accepted if T < tα,n, where tα,n =
1.717 for all test cases above.

For the localization experiments, we found that the topological local-
ization method estimated the correct position in about 79% of the time,
which we judge acceptable for the following experiments.

7.5 Synergies

In chapter 3 we introduced synergies and stated that it is a way to im-
prove the performance for hybrid maps. We are about to verify that
claim in this section. In these experiments we use only synergies for lo-
calization, leaving out map building and path planning, but that should
be sufficient to demonstrate our standpoint. We use the localization
method described in Section 5.4, initializing the localization with the
probability value for the known starting state set 10 times higher than
the probability values for the other states. The reason for not setting
the probability for the known state to 1 is that we want some kind of
uncertainty introduced in the beginning of the runs. There are described
three different alternatives for the localization:

No co-operation The localization functions, topological and metric,
operates separately and independently.

Injections The topological component has no localization function but
receives injections from the metric localization to get the topolog-
ical position.

Synergies The localization functions are co-operating using synergies
such that the topological localization has its own node transition
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detector, but merge edge identification data from the metric lo-
calization with its own edge identifier. Also observation data are
merged.

We report the results for each alternative and then compare the re-
sults to find if co-operation using synergies performs better than the
other alternatives. For the comparison, we focus on the topological lo-
calization, for the same reasons as described in Section 7.4.2. For each
iteration, the states in the topological localization hold a probability
value, reflecting the belief of being in that state. We present two metrics
extracted from that information that reflects how much correctness the
method gives, and the ability to resolve ambiguities.

Relative truth This metric is the relation between the probability value
in the truth state, which we decide manually, and the value in the
state with the highest probability. This way, a value of 1.0 reflects
that our belief is correct, a lower value means that we are not
correct, but gives us an indication of how good the belief is. We
calculate the mean value for each run.

Amount of correct estimate This metric is an indicator that has the
value one when the probability for the truth state is both the high-
est one, and higher than the probability for the second highest
state, otherwise it is zero. The measure tells us when we have a
localization estimate that is correct, and without ambiguity. We
calculate the percent of correct estimates for each run.

For both metrics we compare the three alternatives to find if lo-
calization with synergies performs better than using the other types of
component co-operation. For all such comparisons we use the confidence
level 95%.

7.5.1 Results using relative truth

We measure the relation between the probability value we have assigned
the state that we consider is the truth, according to our ground truth,
and the highest probability value we have assigned. When the estimate
is correct, this relation is 1.0, and lower otherwise. The value gives an
indication of how good the belief is, the lower the value the worse the
estimate. An example of how the relation changes over time during
one run is shown in Figure 7.7. The result is filtered to remove the short
errors that occur during a state transition when the timing is not perfect.
These errors are not meaningful to include for the performance measure,
and add noise to the comparison. The mean value for each run for the
first scenario is calculated and reported in Table 7.14.

The question we asked for this experiment was if alternative III,
synergies, performed better than alternative I, minimal co-operation, and
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Figure 7.7: Localization metrics for one typical run. The graph shows
the relation between the truth state probability and the highest state
probability, measured over time.

alternative II, injections. This hypothesis is tested as follows: The mean
value (of the mean values) of all runs is calculated for each alternative,
μ1, μ2 and μ3. We accept the hypothesis if μ3 > μ1 and μ3 > μ2. This
means we must reject the hypotheses μ3 ≤ μ1 and μ3 ≤ μ2.

• For synergies versus minimal co-operation, the null hypothesis is

H0 : μ3 ≤ μ1

We have μ3 = 0.87, μ1 = 0.42, S2
3 = 0.0046 and S2

1 = 0.000084.
This gives T = 22 > tα,n+m−2 = 1.717, so we reject the null
hypothesis and instead accept the alternative hypothesis that μ3 >
μ1 which means that alternative III, synergies, does perform better
than alternative I, minimal co-operation.

• For synergies versus injections, the null hypothesis is

H0 : μ3 ≤ μ2

We have μ3 = 0.87, μ2 = 0.69, S2
3 = 0.0046 and S2

1 = 0.029.
This gives T = 3.4 > tα,n+m−2 = 1.717, so we reject the null
hypothesis and instead accept the alternative hypothesis that μ3 >
μ2 which means that alternative III, synergies, does perform better
than alternative II, injections.

The numbers from the second scenario, reported in Table 7.15, are
slightly worse than for the first scenario, but they do not contradict the
result above. Note that the bad values for injection originates entirely
from the first run, and that is not enough to draw any conclusion about
it performing worse than having no co-operation. Such bad result can
for instance occur if the robot’s localization fails early in the run.
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Run Minimal co-operation Injections Synergies
1 0.43 0.77 0.97
2 0.44 0.75 0.93
3 0.42 0.78 0.92
4 0.43 0.92 0.82
5 0.41 0.27 0.92
6 0.43 0.6 0.83
7 0.42 0.59 0.74
8 0.42 0.61 0.83
9 0.41 0.87 0.87
10 0.42 0.7 0.92
11 0.42 0.62 0.82
12 0.43 0.76 0.82

Mean 0.42 0.69 0.87
Std Dev 0.0092 0.17 0.068

Table 7.14: Synergies: Relative truth. Results for the localization ex-
periments for the first scenario. The numbers give the mean value for
each run of the probability value for the truth state relative the highest
probability value.

Run Minimal co-operation Injections Synergies
1 0.5 0.16 0.62
2 0.49 0.52 0.64

Mean 0.49 0.34 0.63
Std Dev 0.0022 0.25 0.012

Table 7.15: Synergies: Relative truth. Results for the localization ex-
periments for the second scenario. The numbers give the mean value for
each run of the probability value for the truth state relative the highest
probability value.
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7.5.2 Results using amount of correct estimate

We find at which times the truth state is the one with the highest proba-
bility. This is accomplished such that when the probability for the truth
state is both the highest one, and higher than the probability for the
second highest state, the outcome is one. Otherwise it is zero. This
measure tells us when we have a localization estimate that is correct,
and without ambiguity. An example of how the correctness changes over
time during one run is shown in Figure 7.8. As with the metrics above,
the curve is filtered to remove the short errors that occur during state
transitions if the timing is not perfect.

The percent of correct estimates for each run for the first scenario is
calculated and presented in Table 7.16.

The question we asked for this experiment was if alternative III,
synergies, performed better than alternative I, minimal co-operation,
and alternative II, injections. This hypothesis is tested as follows: The
mean value of the correctness percentage of all runs is calculated for
each alternative, μ1, μ2 and μ3. We accept the hypothesis if μ3 > μ1

and μ3 > μ2. This means we must reject the hypotheses μ3 ≤ μ1 and
μ3 ≤ μ2.

• The null hypothesis is

H0 : μ3 ≤ μ1

We have μ3 = 0.79, μ1 = 0.31, S2
3 = 0.0072 and S2

1 = 0.00012.
This gives T = 19 > tα,n+m−2 = 1.717, so we reject the null
hypothesis and instead accept the alternative hypothesis that μ3 >
μ1 which means that alternative III, synergies, does perform better
than alternative I, minimal co-operation.

• The null hypothesis is

H0 : μ3 ≤ μ2

We have μ3 = 0.79, μ2 = 0.68, S2
3 = 0.0072 and S2

2 = 0.029.
This gives T = 1.9 > tα,n+m−2 = 1.717, so we reject the null
hypothesis and instead accept the alternative hypothesis that μ3 >
μ2 which means that alternative III, synergies, does perform better
than alternative II, injections.

When it comes to the second scenario, reported in Table 7.17, the
numbers do not contradict the claim that synergies performs better than
both injections and minimal co-operation when it comes to performance.
We thus consider the hypothesis that synergies increase the performance
as most likely.
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Run Minimal co-operation Injections Synergies
1 0.3 0.78 0.94
2 0.32 0.75 0.88
3 0.3 0.77 0.86
4 0.31 0.93 0.77
5 0.3 0.26 0.85
6 0.31 0.6 0.72
7 0.31 0.59 0.65
8 0.32 0.61 0.74
9 0.29 0.88 0.74
10 0.31 0.7 0.84
11 0.29 0.61 0.71
12 0.31 0.73 0.74

Mean 0.31 0.68 0.79
Std Dev 0.011 0.17 0.085

Table 7.16: Synergies: Amount of correct estimate. Results for the
localization experiments for the first scenario. The numbers give relative
time of how often the estimate was correct and without ambiguity.

Run Minimal co-operation Injections Synergies
1 0.17 0.16 0.42
2 0.17 0.49 0.5

Mean 0.17 0.33 0.46
Std Dev 0.0018 0.23 0.055

Table 7.17: Synergies: Amount of correct estimate. Results for the local-
ization experiments for the second scenario. The numbers give relative
time of how often the estimate was correct and without ambiguity.
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Figure 7.8: Localization metrics for one typical run. The graph shows
when an estimate is correct and without ambiguity.

7.5.3 Summary of results

Three different configurations were compared in two different tests, rel-
ative truth, and amount of correct estimate. The results are summarized
in Table 7.18. The alternative with full synergies were tested against the
other two alternatives with injections and no component co-operation.
We tested if the full synergies alternative performed better than the other
alternatives. This means that the mean values in the two tests must be
higher for the full synergies alternative than for the other ones. Since
our method tests if a mean value is lower than or equal to another mean
value, we first form a null hypothesis (H0) that tests is the mean value
for the full synergy alternative is lower than or equal to the mean value
of the other alternative. Then we must reject that, and instead accept
the alternative hypothesis (H1) that the mean value for the full synergy
alternative is higher than the mean value for the other alternative.

For all tests the alternative with synergies performed better than the
other ones, as indicated in the table.

7.6 Enhancement of an existing map

We want to show that the map presented in [Gasós and Saffiotti, 1999]
can be enhanced to improve the performance, as discussed in Chapter
6. We will in this experiment test the performance for localization with
the original map, and compare it with the performance for the enhanced
map.

First a map is built, given the methods presented in [Gasós and
Saffiotti, 1999] and some manual management, mainly to make sure the
map is correct. The result is a topological map with nodes representing
rooms and corridors, and edges representing doors. Each node is also
associated with a metric map, made of fuzzy segments representing walls.

The localization is performed in the topological map such that the
node where the robot is believed to occupy is active. The metric map
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Experiment Hypoth. Values Accept

H1 μ3 μ2, μ1 S2
3 S2

2 , S2
1 T

Relative
truth

Syn vs
no co-op

μ3 > μ1 0.87 0.42 0.00460.000084 22 yes

Syn vs
inj

μ3 > μ2 0.87 0.69 0.0046 0.029 3.4 yes

Amount
of correct
estimate

Syn vs
no co-op

μ3 > μ1 0.79 0.31 0.0072 0.00012 19 yes

Syn vs
inj

μ3 > μ2 0.79 0.68 0.0072 0.029 1.9 yes

Table 7.18: Synergies: Summary. μ3, μ2 and μ1 denotes the mean for
the alternative methods using synergies, injections, and no component
co-operation, respectively. The null hypothesis H0 is rejected if T >
tα,n and instead the alternative and desired hypothesis H1 is accepted.
tα,n = 1.717 for all test cases above.

connected to that active node is used to perform localization given the
original method. When the robot reaches a door, the active node in the
topological map is switched accordingly.

The crisp nature of the topological localization, makes errors in the
localization fatal. If the topological localization function switches to
the wrong node, the robot will be inevitably lost. We can obtain a
performance metric of the localization function by measuring the length
the robot travels before it gets lost in the topological localization. This
can be done automatically, since we for each occasion know the “truth”
node for the robot. Whenever that is detected, the robot localization is
restarted at the point of failure. That way we can calculate an average
length the robot travels before the failure. The performance metric is
then compared for the different maps.

Original map. There is no separate T-component localization, but the
metric localization is responsible for detecting and identifying edges
(doors).

Enhanced map. The T-localization is now enhanced with its own node
transition detection. The metric localization still provides the
topological localization with node transition information, and a
node transition is assumed to have happened if either one or both
of them report so. The edge identification is as in the original
configuration for the metric localization.
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Run Original map Enhanced map
1 39.1 60.3
2 43.0 38.6
3 19.0 17.8
4 35.1 53.8
5 34.7 39.7
6 20.8 26.0
7 20.9 22.1
8 21.9 48.5
9 25.4 43.0
10 23.9 40.1
11 23.3 35.0
12 23.1 32.9

Mean 25.7 33.9
Std Dev 11.8 22.7

Table 7.19: Existing map enhancement. Localization metrics for the
original map versus the enhanced map for the first scenario. The num-
bers give the average distance in meters travelled before a fatal failure
occurred. Note that the mean and the standard deviation are for all
distances together and not the mean and the standard deviation for the
values in the table.

7.6.1 Experimental results

The results of the different runs and the different configurations are
reported in Table 7.19.

The enhanced configuration is compared to the original configuration.
We measure the mean distance travelled before failure, and thus want
that value to be as high as possible. We let the mean distance for the
original configuration be μO and test that against the mean value for the
enhanced configuration denoted μE . These mean values are compared to
find if the enhanced configuration is better than the original one, and to
accept that hypothesis the mean value μE must be greater than μO. We
let our null hypothesis be H0 : μE ≤ μO, and we must then reject that
hypothesis and instead accept the alternative hypothesis H1 : μE > μO.
Note that the conclusions we draw when either accepting or rejecting a
hypothesis is based on that we have, or do not have, enough confidence
in the hypothesis. Also, the statements are of course valid only for that
type of metrics.

From Table 7.19 we report the numbers for the first scenario, and we
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have μO = 25.7, μE = 33.9, S2
O = 138.2 and S2

E = 515.2. We can then
calculate T = 3.4. We also have n = 92 and m = 119 which gives us
tα,n+m−2 = 1.7.
Since T > tα,n+m−2 we reject the null hypothesis and instead accept the
alternative hypothesis that μE > μO which means that the enhanced
map does perform better.

7.7 Discussion

In this chapter we have experimentally verified the claims stated in this
thesis:

1. The quality of the hybrid map approach presented in Chapter 5
is “good enough” for our purposes regarding map building. That
was verified by comparing the performance of our approach with a
reference method:

(a) Room detection: The number of correctly detected rooms was
at least as many as for the reference method. The number of
erroneously detected rooms was not more than for the refer-
ence method, and the number of missed rooms was not more
than for the reference method.

(b) Node transition detection: The number of correctly detected
node transitions was at least as many as for the reference
method. The number of erroneously detected node transitions
was not more than for the reference method, and the number
of missed node transitions was not more than for the reference
method.

(c) Topological correctness: The number of edit operations needed
to transform the extracted topological map to be equivalent
to ground truth was not more than for the reference method.

2. The quality of the hybrid map approach presented in Chapter 5 is
“good enough” for our purposes regarding localization. That was
verified by a measure that gave the amount of time the localization
was correct and unambiguous. We considered that amount to be
enough for our purposes.

3. Adding synergies to a hybrid map can increase the performance.
That was verified by comparing the localization performance for a
map with no component co-operation, a map with injections, and
a map with synergies, using two different metrics. The metrics are
focused on topological localization. By both metrics, the map with
synergies performed better than both the map with no component
co-operation, and the map with injections.
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4. It is possible to use our framework to enhance an existing hybrid
map and improve the performance for it. That was verified by
comparing an existing hybrid map with an enhancement of that
map. The metrics measured the length of travel before the topo-
logical localization function encountered a failure. The enhanced
hybrid map performed better than the original map.

There are some issues about the experiments we would like to address:

• The verification of the claims can be seen valid for the environments
and the conditions in which the experiments were conducted, and
thus might not be valid for other types of environments, conditions
or setups.

The hybrid map presented in this thesis was designed for indoor
use in office-like environments, with the possibility to later extend
it to other environments as well. The experiments were therefore
conducted in that type of environment the map was designed for.

• The difficulty to test our map in environments that do not possess
a clear corridor-rooms structure can be appreciated by considering
the environment in Figure 7.9. Recall that the experiments were
compared to ground truth, as defined partially by a human that
supposed to partition the map into nodes and edges by hand such
that nodes represented “large open spaces”. In the environments
we used for the experiments, the partitioning were easy for the first
scenario, and a little more difficult for the second scenario. For the
large environment in the figure it is not clear how that partitioning
should be, and it is therefore difficult to partition in such way that
the results would be fair. Because of that we decided not to include
that scenario. For example, around the great lecture hall in the
mid part of the building are wide corridors with stairways in the
middle. It is not clear where the partitioning should be in that
area, if there should be any at all.

• Why not more runs?

We consider the number of runs for the first scenario to be enough
to get statistically significant results, since the calculated means
had enough accuracy to test our hypotheses given the confidence
level we chose. The runs for the second scenario were made in
an environment that no longer exists, and thus could not be sup-
plemented. That is the reason we used the second scenario as an
indicator only.

• The performance for the second scenario was worse than for the
first.
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In that case we made an assumption that the results depended on
the above described manual partitioning of the map. In the first
scenario, the borders between nodes were easy to identify for a
human, and thus the robots view of the map largely coincided with
the view of a human. In the second scenario, the wide corridor was
cluttered with furnitures. From both a human and a robot point
of view, the furnitures marked the border between two nodes, the
difference was where exactly the borders were. Disagreement on
that issue caused a lot of “erroneous” localization.

• The robot got lost in the metric localization. Why not use a state-
of-the-art localization method?

The metric localization we used (Dual Monte Carlo localization)
is supposed to be very reliable and considered to be state-of-the-
art (see for instance [Lee and Chung, 2005]). Even so, the robot
got lost in some cases, for reasons not known to us. Regardless,
the results still show an increase in performance, which was our
intention.

• The performance of the existing map in the experiments in Sec-
tion 7.6 is not so good. The authors themselves achieved good
localization results in their own experiments.

Even with the same source code we could not achieve the same
localization performance, which most probably depended on the
different type of environment and different type of robot trajecto-
ries in our experiments. Also in this case the main point is that
the performance increased, and not the performance per se.
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Figure 7.9: A CAD drawing of a part of the bottom floor at the technical
department at Örebro University. To the lower right is a large lecture
hall, to the lower left are laboratories, and in the middle is a wide corridor
with stairs.



Chapter 8

Conclusions

In this final chapter we discuss and conclude the work presented in this
thesis. We start with a summary of the main contributions of this thesis
in Section 8.1. We continue to discuss the limitations and open problems
that remain to be solved in Section 8.2, and finalize the thesis discussing
viable directions for future work in Section 8.3.

8.1 What has been achieved

The main contribution of this thesis is the definition of a framework that
allows us to clarify the notion of hybrid maps, and that provides a foun-
dation for analysis and understanding of hybrid maps. The framework
is described in Chapter 3.

The main hypothesis of this thesis, then, is that our framework does
serve the above purpose. This main hypothesis can be elaborated in a
number of claims that specify some different facets of it, and that are
easier to verify:

1. The framework allows us to classify and describe existing maps in
a uniform way. This claim has been validated constructively, by
performing a thorough classification and survey of many of todays
existing hybrid maps in Chapter 4.

2. The framework allows us to systematically go through the design
of a new map. This claim has been validated in Chapter 5, where
we describe the design of a new hybrid map.

3. The framework allows us to identify the important notion of syn-
ergy, which plays an important role in hybrid maps. This claim has
been validated empirically in Chapter 7, where the performance of
the previously designed hybrid map was tested with and without
synergies.
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4. The framework allows us to systematically go through the enhance-
ment of an existing map, to make it better than the original. This
claim is validated in Chapter 6, where we have used our framework
to enhance the map presented in [Gasós and Saffiotti, 1999]; and in
Chapter 7, where we have experimentally shown that the enhanced
map performs better than the original one.

Other contributions in this thesis are:

• A topological-metric hybrid map, separable for both localization
and map building.

• An incremental, modular hybrid map building method.

• A hybrid localization method.

• Several synergies working together in one hybrid map: Node se-
lection (L5), Edge selection (L6), Place recognition (L7), Patch
selection (L8), Decide patch extent (B5) and Node/edge extrac-
tion (B7).

• A new method to find observation probability for a node, given the
quality of a metric localization associated to that node.

• A new method to perform localization seeding.

8.2 Limitations and open problems

In a work like this, there are of course limitations and open problems
that need to be addressed.

The definitions of both metric and topological maps, as well as for
the definitions of usabilities, probably are controversial in some terms.
Recall that the aim of the definitions was to allow us to discuss more pre-
cisely the different varieties of hybrid maps and their inner mechanisms,
without committing to any specific formalism. Thus, the fact that the
definitions might be controversial does not affect the validity of their use
in this thesis.

Another thing to note about the framework is that component co-
operation is not defined in mathematical terms, but instead given as a
list of different possible co-operations. That does not pose any problems
for the rest of the work though, but to the contrary, the list serves as a
reference list in the following chapters.

Further limitations can be found in the specific hybrid map described
in Chapter 5. The map is mainly intended to demonstrate different
aspects of hybrid maps, but is of course interesting to use in real robots.
For that type of use, the map should benefit from introducing SLAM,
both for the metric and the topological components.
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The experiments are performed in a limited set of indoor office envi-
ronments. Even though we got valid results from these experiments, we
did not show that the results are valid in other, non-tested environments
as well. Since we assume the principles the framework is based on to be
general and not dependent on the environment, it would be interesting
to test other, more diverse environments to make sure the principles are
indeed “universal”.

In this thesis we focused on hybrid maps with metric and topological
components. It would be interesting to be more general and extend
the work to any type of components, such as semantic components for
example.

8.3 Future work

The results presented in this thesis point to several topics for future
work, with two major tracks to follow:

The framework is a seed for a lot of further research. There remains
work to make it more generic, to extend it, and to complete it. More
specific details can be:

• Further refine the definitions of types of maps and usabilities in
the framework, and add more.

• Investigate further component co-operation.

• Multi-robot maps. For instance component co-operation between
different robots.

• Using the framework, or an extension of it, to prove formal prop-
erties of hybrid maps. Such properties can be to find if a usability
is possible or not, or to specify exactly what synergies are possible
for a certain map.

The hybrid map presented is a good starting point for a hybrid map.
There are several interesting research tracks to further improve the map:

• Extend with other types of components, i.e. semantic maps, which
we already started in [Galindo et al., 2005].

• Extend to other types of environments, i.e. outdoor.

• Introduce hybrid map SLAM.

• Multi-robot usage of the map.
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Appendix A

Values for P (T |·)

In Section 5.4.4.3 we make use of the values P (T |t) and p(T |¬t) for node
transition detection. To find these values we make use of the experiments
described in Section 7.4.1.2, and especially the results reported in Table
7.5 in page 182. The experiment deals with finding edges, and gives
numbers of how many edges are reported, how many of them are correct,
and similar numbers.

To find P (T |t), we use the numbers how many edges were reported,
and how many of them were correctly reported. In the table we have
found 775 edges, and 661 of them are correct. Thus, P (T |t) = 661

775 =
0.85.

The value for p(T |¬t) is found from the numbers how many edges
were missed, and how many measures were taken where no edge was
detected. In the table we find that 3375 measures were taken, 775 of
them we remove since they reported an edge, and 11 edges were missed.
Thus, p(T |¬t) = 11

3375−775 = 0.0042.
To find the numbers used in this thesis, we used the numbers taken

from separate runs that were not part of the experiments, to avoid bias-
ing. The resulting values were approximately the same as in the examples
above.
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