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Abstract
Jasmin Grosinger (2019): On Making Robots Proactive. Örebro Studies in 
Technology 87. 

The question addressed in this thesis is: Can we make robots proactive?
Proactivity is understood as self-initiated, anticipatory action. This entails the 
ability to generate own goals and pursue them. Our work is based on the 
assumption that proactivity makes robots more acceptable in human-
inhabited environments. Proactive behavior is opposed to reactive behavior 
which is merely responding to external events and explicit requests (by the 
user). We approach the question of how to make robots proactive by first 
identifying the necessary cognitive capabilities, how they relate and interact. 
We find that to enable proactive behavior one needs to bridge the gap 
between context, planning, acting and goal reasoning. We then propose a 
model of opportunity which formalizes and relates these cognitive capabilities 
in order to create proactivity. In order to make the model of opportunity 
computational we introduce a framework called equilibrium maintenance. We 
show formally and empirically that the framework can make robots act in a 
proactive way. We can make guarantees about the behavior of a robot acting 
based on equilibrium maintenance: we prove that given certain assumptions a 
system employing our framework is kept within desirable states. Equi-
librium maintenance is instantiated in different scenarios, both theoretically 
and in practice by deploying it in a number of systems including both robots 
and humans. More specifically, we conduct experimental runs in simulation 
in the domain of robotic disaster management and we implement the 
framework on a real robot in a domestic environment. The latter is done by 
integration in different levels, from conceptual examples to closing the loop 
with a full robotic system. Empirical results confirm that equilibrium 
maintenance creates proactive behavior and leads to preferable outcomes.

Keywords: Proactive robots, Goal Reasoning, Knowledge representation and 
reasoning, Fuzzy logic. 
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Chapter 1
Introduction

The question we address in this thesis is: Can we make robots proactive? That
means, can we make robots able to generate their own goals and enact them?

Researchers (Cramer et al., 2009; Pandey et al., 2013; Zhang et al., 2015)
and robot producers (Pandey, 2016) agree that future robots will need to
exhibit proactive behavior if they are to be accepted in human-centered en-
vironments. Domestic robots for supporting elderly people in their homes
is an active research area depicting such a human-centered environment. A
large number of systems are being developed and evaluated to assess their
usability, acceptability and added value (Esposito et al., 2014). These systems
provide services which are explicitly invoked by the user. As an example, in
the Robot-Era system (Robot-Era), to which the work in this thesis partially
has contributed, the user can request services like reminding, bringing pills,
helping with the laundry and many more via a speech or tablet interface.
The foundation in this thesis originates from a simple but crucial question:

Can we make robots to provide services proactively by au-
tonomously recognizing opportunities and acting on these
opportunities?

Consider the following scenario which we will use throughout the thesis.

Anna needs to take pills daily, preferably to her meal at lunch time, but
at least before the end of the day otherwise she will be unwell by night
time. A personal robot named Kim is there to assist her in her home. The
robot knows what states are more or less desirable — but how can it
make sure Anna takes her pills, that is, how can it infer which action
is more beneficial to take than the other in different situations through-
out the day? For instance, reminding Anna to take her pills already in
the morning can be perceived as patronizing, whereas it may be more
appropriate at lunch, as that is when pills should be taken. Bringing the

1
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pills is more intrusive than reminding, hence doing so at lunch time is
less appropriate than reminding. However, intrusiveness becomes more
acceptable as time goes by (and the urgency to take the pills rises), or
if being intrusive is the only way to guarantee a desired outcome. For
instance, it may be more appropriate to seize the opportunity to bring
the pills already at lunch time if it is foreseen that Anna will be out after
lunch for the rest of the day.

As is evident from the above scenario, the decision on when to act and what
to do, that is, being proactive, must consider a multitude of aspects related
to the available capabilities and the current and future state of the whole
system, including the robot, the user, the pills and so on.

Proactivity is a characteristic exhibited by humans. Humans can predict
and understand what others will do. It has been claimed (Tomasello et al.,
2005) that this ability gives us an evolutionary advantage compared to other
species, enabling us to engage in collaborative and proactive behavior. For
instance, if we see someone carrying a heavy weight toward a closed door,
most of us would open the door without being asked to do so. The term
proactive behavior is often used in organizational psychology to refer to an-
ticipatory, self-initiated action of this type, meant to impact people and/or
their environments (Grant and Ashford, 2008). This is opposed to reactive
behavior, which merely responds to external events or explicit requests. Ex-
periments show that proactive helping behavior is already present in 18-
month-old infants (Warneken and Tomasello, 2006).

The aim of this thesis is working towards making robots proactive.

We define proactivity to be the ability to generate one’s
own goals and pursue them.

This is beyond what is typically done in autonomous robotics, where goals
are manually provided by a user and planning is used to find ways to satisfy
those goals (see Chapter 2).

1.1 How Proactivity can be Achieved
Methods exist in the field of artificial intelligence (AI) to achieve proactive
behavior for autonomous agents, including robots. One family of methods
comes form the field of automated planning (see Chapter 2). In planning, to
endow a robot with the ability to take decisions of when to act and how re-
quires encoding all factors directly into the models used by the robot. These
models are called action theory. They link the application of actions to certain
states.

Taking the scenario of Anna and the pills above, coupling state and action
means, for example, to encode in the action theory that if it is lunch and the
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pills are not taken, action reminding Anna to take the pills should be applied.
Anna’s states and intentions can be represented in a propositional planning
domain1 by encoding the conditions for acting in action preconditions. This
might lead to the following action theory:

action: remind

Preconditions: ¬pills_taken ∧ lunch_time ∧ . . .
Effects: pills_taken ∧ . . .

action: bring

Preconditions: ¬pills_taken ∧ evening_time ∧ . . .
Effects: pills_taken ∧ . . .

There are other contexts we can conceive and we therefore need to account
for in the action theory:

action: remind

Preconditions:

¬pills_taken ∧ lunch_time ∧ . . .∨
¬pills_taken ∧ morning_time ∧ lunch_away ∧

. . .

Effects: pills_taken ∧ . . .

action: bring

Preconditions:

¬pills_taken ∧ evening_time ∧ . . .∨
¬pills_taken∧ lunch_time∧evening_away∧ . . .∨
¬pills_taken ∧ morning_time ∧ lunch_away ∧

evening_away ∧ . . .

Effects: pills_taken ∧ . . .

The preconditions are means to encode conditions for acting in the model
directly. What this really does is delegating into the applicability mechanism
of the planner the task of reasoning about human context. This leads to two
draw-backs that we want to avoid in this thesis:

I. Encoding human preferences directly into the model of action may be
difficult because one would need to consider all conceivable contexts
and it is practically impossible to list them all.

1Here, we use a STRIPS-like representation (Fikes and Nilsson, 1971; Fikes et al., 1972).
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II. Encoding conditions for acting directly into the model of action may
cause inflexibility because one needs to change all of the model when
one of the inputs – what is preferred, which actions can be applied, how
the state evolves – changes.

Another family of methods in AI for achieving proactivity comes from
the field of goal reasoning (see Chapter 2). Models used by the robot are
called goal theory. Goal reasoning systems have emerged to counteract the
inflexibility caused by directly linking state to action in planning systems.
Goal reasoning systems propose to codify this link, the relation between
what is desired and robot actions, as rules that associate features of the
environment to goals that should be achieved by the planning agent (see
Chapter 2). Also this approach causes inflexibility because changing models
of the environment causes the need to change these goal-generating rules.

We look at the goal reasoning approach of the example about Anna and
the pills above:

Preconditions: ¬pills_taken ∧ lunch_time ∧ . . .
Goal: pills_taken∧ lunch_time∧ intruded_mildly∧ . . .

Preconditions: ¬pills_taken ∧ evening_time ∧ . . .
Goal: pills_taken ∧ evening_time ∧ intruded_heavily ∧

. . .

Additionally, we might need to encode somehow in the goal theory the fol-
lowing contingencies:

Preconditions: ¬pills_taken∧ lunch_time∧evening_away∧

. . .
Goal: pills_taken∧ lunch_time∧ intruded_heavily∧ . . .

Preconditions: ¬pills_taken∧morning_time∧ lunch_away∧

evening_away ∧ . . .
Goal: pills_taken∧morning_time∧ intruded_heavily∧

. . .

Preconditions: ¬pills_taken∧morning_time∧ lunch_away∧

. . .
Goal: pills_taken ∧ morning_time ∧ intruded_mildly ∧

. . .

Now the conditions for acting are encoded in the goal theory. However, goals
and acting should be decoupled, for similar reasons as those stated in points
I. and II. above. Obviously it is cumbersome and error-prone in bigger exam-
ples than the one of Anna and her robot Kim to foresee and encode all con-
ceivable contexts in the action theory respectively goal theory. Also, imagine
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that Anna’s medication changes and she now needs to take pills in the morn-
ing rather than at lunch time. Then all of the above action theory respectively
goal theory needs to be adapted.

Planning is reasoning on action theory, planning relates context to actions
with goals being given. Goal reasoning is reasoning on goal theory, goal
reasoning relates context to goals. Planning and goal reasoning encode in the
action theory respectively goal theory models for each foreseeable context
which is neither scalable nor maintainable. In this thesis, we take a different
approach to make robots proactive: this approach is outlined in the next
section.

1.2 Objectives
The overall aim of the thesis is to make robots proactive. What must a robot
reason on to be proactive? What (cognitive) capabilities are necessary to
know when to act and how? In the previous section, Section 1.1, we have
discussed the cognitive capabilities planning and goal reasoning for achiev-
ing proactive behavior in AI. But these approaches have drawbacks as we
have seen. So instead of following the line of conventional planning and
goal reasoning approaches we start by looking at how the proactive process
in humans works. Grant and Ashford (2008) have identified three steps:

1. situation awareness,

2. planning, and

3. acting.

These are also needed for artificial agents and robots.
Situation awareness is usually separated into the levels of perception, com-

prehension and projection (Endsley, 1995). The third level, which includes
the anticipation of possible future states, is the most cognitively advanced
one and is essential for the generation of proactive behavior. The recognition
of human activities and intentions belongs to this level, and it is the object
of a growing body of literature, including the contributions to the Special
Issue (Falomir et al., 2015). Our focus is not on situation awareness per se, but
on the use of situation awareness to generate proactive behavior.

Planning is the problem of finding a course of action that leads from a
given start situation to a goal, usually induced by the human user (Beetz et
al., 2016). Pecora et al. (2012) bridge planning/execution and situation aware-
ness (through human activity recognition) in a single formalism to achieve
what they call proactivity. They are able to generate online contingent plans
for acting which are flexible with respect to sensory events or recognized
activities.

Acting is not a trivial task of executing what is planned. From Ghallab
et al. (2014)’s point of view acting motivates planning. They see a need for
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a paradigm shift from planners to actors which employ improved predictive
capabilities of their models and use planning and other reasoning abilities
to make decisions about their activity in an open, dynamic environment.
Pollack and Horty (1999) too question a focus of the community on planning
and identify other missing capabilities for the acting agent. For instance, they
find a need for the ability of assessing costs and benefits of new opportunities
for acting taking the context into account. This issue is connected to the field
of goal reasoning (Aha, 2015). Chapter 2 will provide background to the
field, which so far has achieved a number of requirements analyses and
designs, provided results in the area of cognitive architectures, and led to
implementations in specific domains.

Summarizing, in AI there are approaches in planning and goal reason-
ing to achieve proactive behavior but they have drawbacks (see Section 1.1).
Drawing from the human process, proactivity requires the integration of sit-
uation awareness (or context) with planning and acting. This is the basis of
the approach followed in this thesis. Previous work has identified or put to-
gether in an ad-hoc way these elements in an attempt to achieve an “acting
agent”. The aim of this thesis is to achieve a general, domain independent
understanding of how to bridge the gap between context awareness, plan-
ning and acting including goal autonomy. There is no single right definition
of “proactivity”. In this thesis we say that an agent is proactive if it is able to
generate its own goals and pursue them. Following this understanding and
the background work on human and artificial proactivity, we state that, to
be proactive, an agent or robot needs to: (a) be aware of the current state of
the environment, (b) predict future states, (c) know which states are more or
less desirable, and (d) know the actions that it can perform and their effects.
Hence our first objective is the following (Chapter 3 and Chapter 4.):

Objective O1: General
We aim to define a general framework for proactivity able to infer
how to act and when based on: (i) the current and future context,
(ii) what is desirable, and (iii) the effects of available actions.

Proactivity should emerge from reasoning holistically on the overall human-
robot-environment system. Note that conversely to cognitive architectures,
we do not aim to create human-like cognition by modeling the inner world
(motivations, drives, beliefs, etc.) of an artificial agent. In this sense, our
approach can be seen as a paradigm shift with respect to the point of view
usually adopted in cognitive architectures.

Our next research question is on restricting the type of framework that
we are interested in: How can we define the general framework for proac-
tivity? How can we do this without writing an exhaustive set of rules?
There is previous work on reactive planners like PRS (Ingrand et al., 1992)
or dMARS (d’Inverno et al., 2004), that also integrate context, planning and
acting. These approaches are prescriptive, forcing the designer to encode a
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complete set of activation conditions for actions. In this thesis, by contrast,
we aim to follow a descriptive approach: action activation should be a conse-
quence of reasoning on a declarative model on the knowledge level (see Sec-
tion 2.2). Newell (1982) describes the knowledge level residing one level
above the symbol level in a computational system. He formulates the princi-
ple of rationality, which connects knowledge and goals, on the one hand, and
selection of action on the other hand, without specification of any mecha-
nism for this connection. Knowledge, according to the principle, is defined
entirely in terms of the environment of the agent. Hence, solutions are to
say things about the environment, not about reasoning, internal informa-
tion, processing states, and the like. The posed problem for agents is to find
systems at the symbol level and hence can serve as representations of knowl-
edge which is an active process rather than a passive medium. In agreement
with Newell (1982) we want to establish a framework for proactivity de-
termined entirely by the environment. This means, we aim to refrain from
basing our model on the “inner world” of the agent but instead focus on the
states of the environment and how desirable they are. The second objective
is (Chapter 3, Chapter 4 and Chapter 6):

Objective O2: Effective
We aim to model the knowledge needed by the proactivity frame-
work without writing an exhaustive set of hand-coded, context-
specific rules. This means, we aim for ease of modeling.

While considering modeling desirability, can we state something about the
behavior of an agent endowed with our proactivity framework? Can we
make sure such an agent strives toward more desirable, preferred outcomes?
Hence, our third objective is (Chapter 5):

Objective O3: Sound
We aim to achieve a proactivity framework that results in out-
comes that are preferable.

As mentioned above there is a demand expressed by both researchers (Cramer
et al., 2009; Pandey et al., 2013; Zhang et al., 2015) and robot producers (Pandey,
2016) that robots that are used in human-centered environments will need
to exhibit proactive behavior, if they are to be accepted by the users. So far
in this section we have talked about defining, modeling and characterizing
a framework for proactivity in a theoretic way. How can we integrate this
theoretic framework in a real robotic system? Can we do this in different
systems? How do the robotic systems including our proactivity framework
behave? We formulate our fourth objective (Chapter 6):

Objective O4: Deployable
We aim to deploy the proactivity framework as a high-level con-
troller for a robot system.
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1.3 Methodology
To realize the overall aim of the thesis, that is, to make robots proactive, we
follow an approach conforming to the following five properties: (I) model-
driven, (II) formal, (III) descriptive, (IV) on the knowledge level, (V) graded.
The properties are explained below.

Property I: Model-driven We follow the model-driven approach, as op-
posed to the data-driven approach. Data-driven means inferring (context,
preferences, etc.) from large data sets using, e.g., machine learning methods.
As Pecora et al. (2012) have pointed out, this requires data sets that are large
enough for the agent to gain a sufficiently detailed model of human pref-
erences and to generate goals. Also, re-training is necessary if the system
settings, for example preferences, change. In the model-driven approach, on
the other hand, different operational conditions can be easily customized. A
draw-back of the model-driven approach is that it is dependent on the ability
of the designer to model the system appropriately from first principles. To
mitigate this draw-back in our approach we have models that are decoupled.
That means that a change in the model of preferences, for example, can be
done without having to update the model of action.

Property II: Formal We follow the approach of a formal model, as opposed
to a concrete robot architecture. A robot architecture is a solution for one
concrete system. As opposed to one concrete implementation we aim to gain
a formal understanding of what it means to make robots proactive. We aim
to model the system including the agent, users and the environment from
first principles such that proactive agent behavior can be generated. We do
this in a formal model of opportunity which we will make computational in
the framework of equilibrium maintenance. Having a formal model allows
us to make general statements on formal properties.

Property III: Descriptive We follow the descriptive as opposed to the pre-
scriptive approach. The prescriptive approach makes it necessary to foresee
all possible contexts at design time, rendering the model difficult to formu-
late, scale and maintain. Our descriptive approach, on the other hand, is
based on a declarative world model. It makes the need for knowing and enu-
merating all possible contexts a priori unnecessary. The model embedded in
a computational framework allows us to infer acting decisions at run-time.

Property IV: Knowledge Level Our approach follows Newell (1982)’s knowl-
edge level, instead of being defined purely on the symbol level. The knowl-
edge level is a system level above the symbol level. Knowledge is created
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dynamically and defined entirely by the environment rather than internal in-
formation of the agent. Section 2.2 provides details to Newell (1982)’s knowl-
edge level.

Property V: Graded We want to employ graded preferences, not only binary
preferences. We will introduce our knowledge-driven model of opportunity in
Chapter 3. It was achieved in steps during the course of the PhD thesis work.
We started out with a simple model of preferences that only allows binary
values. We then progressed to employing graded preferences using fuzzy
logic. Because we use fuzzy logic we henceforth will use the term “fuzzy”
when we mean graded preferences. For denoting the opposite to “fuzzy” the
term “crisp” is the one most widely used in literature. So we will adhere to
expression “crisp” when we mean binary preferences from now on. As it was
the natural progression of the PhD thesis work and it is easier to understand
we keep this order, meaning, we first introduce our formal model in the
special case, that is, with crisp and later with fuzzy preferences which is the
general case (see Chapter 3). For background information on fuzzy logic see
Section 2.1.

The model of opportunity introduced in Chapter 3 is made computational
in Chapter 4, constituting our framework for proactivity which we call equi-
librium maintenance. We evaluate the framework in various ways: in Chap-
ter 5 we state several theorems and give proofs to show formal properties
of the framework; in Chapter 6 we evaluate the framework empirically by
deploying it in concrete robotic systems in different domains.

1.4 Contributions
The contributions of the thesis are the following.

1. There is no common consensus on the definition of proactivity in artifi-
cial intelligent agents. Neither is there an agreement on which cognitive
abilities and processes are necessary to achieve proactive agent behav-
ior. The thesis contributes with a proposal of how to define proactivity
for artificial intelligent agents as the ability to generate one’s own
goals and pursue them. We furthermore identify necessary ingredi-
ents, that is, cognitive abilities and how they need to relate and interact
to achieve proactive behavior.

2. We develop a model of opportunity for acting.

3. We make the model of opportunity operational in the framework of
equilibrium maintenance.
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4. We demonstrate that the framework of equilibrium maintenance can
make agents act in a proactive way. We can make guarantees about
the behavior of an agent acting based on equilibrium maintenance.
We prove that given certain assumptions the system employing our
framework is kept within desirable states.

5. We show that equilibrium maintenance can be instantiated in differ-
ent scenarios, both theoretically and in practice by deploying it in a
number of robot systems including humans.

6. We observe and discuss the impact of altering the parameters that
regulate equilibrium maintenance, such as the size of the prediction
look-ahead, preferences and state evolutions by empiric evaluation.

1.5 Outline
The rest of this thesis is organized as follows.

Chapter 2 provides the necessary background in fuzzy logic which is used
to encode preferences. Furthermore the chapter presents state of the
art work on the various areas having to do with proactivity, that is,
context-awareness, planning and acting, goal reasoning, cognitive ar-
chitectures and decision making. (Contribution 1.)

Chapter 3 introduces the formal ingredients which finally form the formal
model of opportunity for acting which provides the basis for creating
proactive agent behavior. The model and its ingredients are first intro-
duced with crisp desirability which is a special case of the model with
fuzzy desirability presented in the second half of the chapter. (Contri-
bution 2.)

Chapter 4 presents the framework of equilibrium maintenance which makes
the model of opportunity introduced in the previous chapter computa-
tional in order to achieve proactive behavior. The chapter discusses the
equilibrium maintenance algorithm, the impact of the size of the pre-
diction look-ahead and the algorithm’s interleaving with the executive
layer. Finally conceptual examples applying equilibrium maintenance
are presented and their results are discussed. (Contributions 3., 5. and
6.)

Chapter 5 presents theorems of the opportunity model and shows formal
properties of a system implementing equilibrium maintenance. We show
that equilibrium maintenance with fuzzy preferences coincides with
equilibrium maintenance with crisp preferences if only binary values
are allowed. We prove that given certain assumptions it is guaranteed
that the system is kept within desirable states. (Contribution 4.)
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Chapter 6 reports an empiric evaluation of equilibrium maintenance. We de-
ploy the framework in concrete robotic systems in different domains,
that is, disaster management and domestic robotics and perform a
number of experiment runs, both in simulation and in a real physi-
cal robot system. After presentation and discussion of the results the
chapter concludes by discussing how useful equilibrium maintenance
can be in practice. (Contribution 5.)

Chapter 7 discusses the eliciting and modeling of knowledge, especially
preferences. It furthermore discusses different parameters to equilib-
rium maintenance and the overall architecture of a system using this
framework. The chapter compares equilibrium maintenance with dif-
ferent related fields and ends with a discussion on ethical questions.
(Contribution 6.)

Chapter 8 summarizes the thesis by listing the achievements, giving an overview
of the opportunity model and equilibrium maintenance framework
and summarizing the assumptions and limitations. The chapter con-
cludes by pointing out open directions for future research.

Appendices provides supplementary material to the thesis, that is, detailed
data of the conceptual examples in Chapter 4 and the experimental
runs in Chapter 6.

1.6 Publications
1. Maurizio Di Rocco, Federico Pecora, Subhash Sathyakeerthy, JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin

GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger Alessandro Saffiotti, Manuele Bonaccorsi, Raffaele Limosani,
Alessandro Manzi, Filippo Cavallo, Paolo Dario, and others. 2014 A
planner for ambient assisted living: From high-level reasoning to
low-level robot execution and back. AAAI Spring Symposium Qualita-
tive Representations for Robots.

Part of Chapter 6

2. JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger, Federico Pecora, and Alessandro Saffiotti. 2014. Robots
and Bananas: Exploring Deliberation in Cognitive Robots. AAAI-14
Workshop on Artificial Intelligence and Robotics.

Part of Chapter 3

3. JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger, Federico Pecora, and Alessandro Saffiotti. 2014. Find
Out Why Reading This Paper is an Opportunity of Type Opp0 Eu-
ropean Conference on Artificial Intelligence ECAI-14 Workshop on Cognitive
Robotics.
Part of Chapters 3, 4
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4. JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger, Federico Pecora, and Alessandro Saffiotti. 2016. Mak-
ing Robots Proactive through Equilibrium Maintenance Proceedings
of the Twenty-Fifth International Joint Conference on Artificial Intelligence,
IJCAI’16, 3375–3381, July 9-15, 2016, New York, USA.

Part of Chapters 3, 4, 5, 6

5. JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger, Federico Pecora, and Alessandro Saffiotti. 2017. Proac-
tivity Through Equilibrium Maintenance with Fuzzy Desirability
IEEE International Conference on Systems, Man and Cybernetics (SMC),
Oct 5-8 2017, Banff, Canada

Part of Chapters 3, 4, 5, 6

6. JasJasJasJasJasJasJasJasJasJasJasminminminminminminminminminminmin GrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosingerGrosinger, Federico Pecora, and Alessandro Saffiotti. 2018. Robots
that Maintain: Equilibrium: Proactivity by Reasoning About User In-
tentions and Preferences Pattern Recognition Letters, Special Issue: Coop-
erative and Social Robots: Understanding Human Activities and Intentions

Part of Chapters 3, 4, 5, 6

Publications not included in this thesis:
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bissa. 2015. Multi-modal Sensing for Human Activity Recognition
IEEE International Symposium on Robot and Human Interactive Communi-
cation RO-MAN 2015.

For all articles where I am the first author (2, 3, 4, 5, 6), I was the main
contributor. For paper 1, I contributed with conducting experiments. Paper 7,
is about how to gain situation awareness through both wearable and station-
ary sensors. My contribution in this paper was to implement and provide
a software module for situation assessment and help with setting it up for
experimentation. The work in this paper is not part of the thesis but could
be used as extended work, especially in the Robot-Era system (Robot-Era) to
whose development this thesis has contributed.



Chapter 2
Background

In this chapter we provide the necessary background knowledge on fuzzy
logic, a theory used to encode the formal model of opportunity, Section 2.1.
The section introduces notations and states the interpretations used in the
rest of the thesis.

The paradigm followed by the equilibrium maintenance framework in-
troduced in this thesis is inspired by Newell (1982) who elaborates on the
meaning of “knowledge”. Newell (1982) introduces the knowledge level which
is a system level above the symbol level. We present the knowledge level in
Section 2.2.

In the rest of the sections in this chapter we provide the reader with in-
formation on related work in the relevant fields of context awareness, goal
reasoning, planning and acting, cognitive architectures, and decision mak-
ing. The reason why we have singled out these research areas is as follows.
In the introduction in Chapter 1 we look at human proactive behavior as in-
spiration for proactive behavior in artificial agents. Grant and Ashford (2008)
name (i) situation awareness, (ii) planning, and (iii) acting as key capabilities
for proactive behavior in humans. We assume the same capabilities interact
for an artificial agent or robot to achieve such behavior. First, the robot must
be aware of the current state of the environment. Related work in this area
is presented in Section 2.3. Second, the robot must be able to predict fu-
ture states, and third know which one of them are desirable to be achieved.
Finally the robot must be able to enact the selected goal. Goal reasoning,
Section 2.4, is dealing with the questions of generating and selecting goals;
Planning deals with finding a course of action that leads from a starting state
to the chosen goal with the help of prediction and acting handles enacting
the plan in a dynamic environment, Section 2.5. Cognitive architectures, Sec-
tion 2.6, are related to our framework of equilibrium maintenance because
they aim to create rational goal-directed agent behavior. Decision making,
Section 2.7, is related because it deals with the same problem that we ad-
dress in our framework, namely, making decisions on when to act and how.

13



14 CHAPTER 2. BACKGROUND

2.1 Fuzzy Set Theory and Fuzzy Logic
The discussion that follows builds on classical set theory with crisp sets (Klir
and Folger, 1988) and predicate logic (Russell and Norvig, 2009; Nilsson,
2009). In this section we recall the basics of fuzzy set theory and fuzzy logic.
We direct the reader to more extensive material in Driankov and Saffiotti
(2001); Klir and Folger (1988); Weber (1983); Zadeh (1965).

2.1.1 Fuzzy Sets and Fuzzy Relations
A property such as young or happy is inherently vague (or “fuzzy”), meaning
it lacks well defined boundaries to the set of objects to which it applies.
In standard set theory a crisp set A is defined by a characteristic function
χA, which declares which elements of the universal set X are members and
which are nonmembers, that is, assigns a value of either 0 or 1:

χA : X → {0, 1}

χA(x) =

{
1, for x ∈ A
0, for x /∈ A.

for each x ∈ X (Klir and Folger, 1988). Fuzzy sets extend standard set the-
ory by allowing the characteristic function, called membership function μA, to
declare to what degree element x ∈ X is a member of fuzzy set A:

μA : X → [0, 1]
μA(x) = d

where d is the degree by which the individual x belongs to the set A (Saffiotti,
1998). For example, if we want to express that Alice is quite young or Bob is
very happy, we write

μyoung(alice) = 0.6

μhappy(bob) = 0.8

In this thesis we write A(x) to indicate χA(x) or μA(x) respectively when-
ever clear from the context. The above formulas therefore can be written as
young(alice) = 0.6 and happy(bob) = 0.8.

Linguistic Interpretation There are several different linguistic interpreta-
tions possible for a fuzzy concept defined by fuzzy sets. Some of the most
popular are (i) Applicability, (ii) Possibility, (iii) Similarity, and (iv) Utility (Saf-
fiotti, 1998). Therefore young(alice) = 0.6 resp. happy(bob) = 0.8 can mean
that (i) it partially applies that Alice is young, where “young” is crisply
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defined and the vagueness lies within the decision of applicability; (ii) it is
“pretty possible” that Bob is happy meaning bob satisfies the fuzzy predicate
happy to the degree of 0.8; (iii) Alice is “somehow similar” to the archetyp-
ical instance of the concept “young”; (iv) from the point of view of criterion
“happy” the degree of utility of Bob is 0.8, that is, it measures the utility of
bob having property happy. In this thesis we adopt interpretation (iv). This
is because we are interested in achieving utility of acting agents by reasoning
about preference.

There are different types of uncertain information that can be represented
with fuzzy sets. Figure 2.1 illustrates different uncertain information about
the location of object B with fuzzy sets and a possilibistic interpretation. The
universal set here is denoted by X, each element of which represents a lo-
cation. B(x) is the degree of possibility that x is the actual location of object
B. Figure 2.1 (a) visualizes the location of B is crisp and certain, meaning
the location of object B is 5 with full certainty 1; Figure 2.1 (b) shows that
B is vaguely at 5; in Figure 2.1 (c), the location of B is imprecise, it can be
anywhere between 5 and 10; Figure 2.1 (d) shows ambiguous information,
either B is located in 5 or 10; the information in Figure 2.1 (e) is unreliable,
B may be in 5 but there is a small bias that it might be in any other location;
Figure 2.1 (f) finally shows a combined form of vague, ambiguous and unre-
liable information. Note that we are able to distinguish between vagueness
of location (a-d) and epistemic uncertainty (e). Total ignorance equates to
B(x) = 1 for all x.

Figure 2.1: Graphical illustration of different uncertainties represented by
fuzzy sets about the location of B: (a) crisp; (b) vague; (c) imprecise; (d) am-
biguous; (e) unreliable; (f) combined. (Driankov and Saffiotti, 2001; Saffiotti,
1998)
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Fuzzy Relations As crisp sets, classical relations are described by a charac-
teristic function. If R is an n-ary relation defined on the Cartesian product
X1 × . . . ×Xn then for the characteristic function χR of relation R:

χR : X1 × . . . ×Xn → {0, 1}

χR(x1, . . . , xn) =

{
1, for (x1, . . . , xn) ∈ R
0, for (x1, . . . , xn) /∈ R.

Likewise a fuzzy relation R is defined by the membership function μR:

μR : X1 × . . . ×Xn → [0, 1]
μR(x1, . . . , xn) = d

where d is the degree by which elements x1, . . . , xn are in relation R. For
example, the fuzzy relation like tells how much a group of persons like each
other. For instance, like(alice, bob) = 0.9 tells that Alice and Bob like each
other very much.

Operations on Fuzzy Sets and Fuzzy Relations Equality is derived immedi-
ately from classical set theory (Driankov and Saffiotti, 2001).

A = B iff ∀x ∈ X : μA(x) = μB(x),

that is, two fuzzy sets A and B are equal if every element of universe X has
the same membership degree in each of them. Likewise subsethood is derived
from classical set theory, therefore:

A ⊆ B iff ∀x ∈ X : μA(x) � μB(x),

meaning, a fuzzy set A is a subset of fuzzy set B if every element of the
universe X has a lower or equal membership degree in A than in B.

Next we want to extend the set-theoretic operations intersection, union
and complement to fuzzy sets and fuzzy relations. In set theory with crisp
sets the membership of an individual x to A∩B, A∪B or A is decided given
its membership to A and B individually. For example, x ∈ A ∩ B iff x ∈
A ∧ x ∈ B. In fuzzy sets we have degrees of membership. It is therefore not
straightforward to extend the set-theoretic operations to fuzzy sets. Zadeh
(1965) proposed the following:

μA(x) = 1 − μA(x)

μA∩B(x) = min (μA(x),μB(x))
μA∪B(x) = max (μA(x),μB(x)).

The attentive reader can see that the standard fuzzy operations perform pre-
cisely as the corresponding operations for crisp sets when the range of mem-
bership grades is restricted to {0, 1} (Klir and Folger, 1988). In other words,
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the standard fuzzy operations are generalizations of the corresponding clas-
sical operations on crisp sets. There exist, however, more than one generaliza-
tion. Table 2.1 lists the most common interpretations for fuzzy intersection
and fuzzy union. Functions that qualify as fuzzy intersections and fuzzy
unions are usually referred to in literature as t-norms (triangular norms) and
t-conorms (triangular conorms) respectively (Klir and Folger, 1988). In this

Table 2.1: Common fuzzy operations for intersection (t-norm) and union (t-
conorm)

x⊗ y x⊕ y
Zadeh (1965) min(x,y) max(x,y)

Product xy x+ y− xy

Łukasiewicz and
Tarski (1930)

max(x+ y− 1, 0) min(x+ y, 1)

thesis we indicate any arbitrary t-norm by ⊗ and any arbitrary t-conorm by
⊕. Different functions may be appropriate in different contexts. That means,
not only the choice of membership function but also the choice of fuzzy
operations is context-dependent. We point the reader to Chapter 3.8 for a
discussion on this topic.

Fuzzy Sets Theory vs. Probability Theory We emphasize that the degree
of possibility is different from the probability value (Driankov and Saffiotti,
2001). As in Driankov and Saffiotti (2001), let sample space X be the set
of integers {1, 2, 3, 4, 5, 6}. An event E is defined as a crisp subset of sample
space X in probability theory. In fuzzy set theory E is not a crisp subset of
X but rather a fuzzy subset ε. For example “E = a number less than four”
is the crisp subset of X, {1, 2, 3}. On the other hand “ε = a large number” is
a fuzzy subset of X defined by a membership function, that is, ε = μlarge =
1/6 + 0.7/5 + 0.5/4 + 0.2/3. From the point of view of frequency, P(E) ∈
[0, 1], the probability of E is the proportion of occurrences of E in a long
series of experiments. However there is not necessarily a relation between
the observed frequency of a relation and its possibility. Disjoint possibilities
need not add up to 1.

2.1.2 Fuzzy Logic
A logic is a formalism for methods and principles of reasoning (Klir and
Folger, 1988). Classical logic is based on set theory with crisp sets. It deals
with propositions and its propositional variables can either be true or false,
that means, 1 or 0. Fuzzy logic is based on set theory with fuzzy sets (see
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previous Section 2.1.1). Its variables can take any value between 0 and 1. One
could say that fuzzy logic is classical predicate calculus “fuzzified”. How this
“fuzzification” is done is not unique and we shall state here shortly how it
is done in this thesis.

Let language L consist of a finite set of predicates denoted by predicate
symbols in capital letters, constants and variables in small letters, the usual
logical connectives ¬ (“not”), ∧ (“logical and”), ∨ (“logical or”), ⊃ (“logical
implication”), and quantifiers ∀ (“for all”) and ∃ (“exists”).

In our language L the truth value of an atomic formula P(a) is denoted
by 〈P(a)〉 = d, where degree d can be either true or false when associated
to standard logic, that is d ∈ {0, 1}, or any value between 0 and 1 when
associated to fuzzy logic, that is d ∈ [0, 1]. For simplicity we leave out the
parentheses 〈.〉 and simply write P(a) = d. For example, young(alice) = 0.6,
or happy(bob) = 0.8.

The truth value can be computed not only of an atomic but a compos-
ite formula composed of atomic formulas connected by set-theoretic opera-
tors. This is done in the usual way when dealing with predicates connected
to crisp sets. For example, if young(alice) = 0 and happy(bob) = 1, then
young(alice) ∧ happy(bob) = 0. For composing atomic formulas φ,ψ based
on fuzzy sets with set-theoretic operators, we state the following rules:

¬φ = 1 −φ

φ∧ψ = φ⊗ ψ
φ∨ψ = φ⊕ ψ.

Quantifiers in formulas based on crisp sets are mapped as follows in formu-
las based on fuzzy sets:

∀x.P(x) = inf
x∈X

P(x)

∃x.P(x) = sup
x∈X

P(x),

that is, predicate P is true for all x ∈ X in the crisp case so it is true to the
minimum degree to which P is true for all x ∈ X in the fuzzy case. Likewise,
there is an x ∈ X for which predicate P is true in the crisp case maps to the
maximum degree to which P is true for some x ∈ X in the fuzzy case. Note
that if we constrain fuzzy logic formulas to being either true or false then
they reduce to formulas in classical logic according to the above rules. This
is valid for any choice of fuzzy operators ⊗ and ⊕.

In this section of the background chapter we have talked about the logic
we are going to use to build the system for proactivity in this thesis. The
logic though is not the knowledge itself but a representation of knowledge,
a structure on the symbol level. In the next section of this chapter we want
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to investigate the conceptual level above the symbol level, we want to talk
about the knowledge level.

2.2 The Knowledge Level
In this thesis we adopt Newell (1982)’s point of view of a knowledge level
which is the computational level of an agent residing above the symbol level.

For Newell (1982) an agent is the system at the knowledge level with com-
ponents goals, actions and bodies and the medium being knowledge. The agent
processes knowledge to determine the actions to take. Actions are selected
to attain the agent’s goal, thereby the law of behavior of the knowledge level
is the principle of rationality:

If an agent has knowledge that one of its actions will lead to one
of its goals, then the agent will select this action.

Knowledge, according to the principle, is defined entirely in terms of the
environment of the agent. Hence, solutions are to say things about the en-
vironment, not about reasoning, internal information, processing states, and
the like. According to Newell (1982) the agent consists of a physical body
for interacting with its environment. We can see this body as a set of actions
really. Second, the agent has a body of knowledge with no structural con-
straints, neither in capacity, nor on how knowledge is held (encoding is a
notion at the symbol level, not the knowledge level). Third, the agent has a
set of goals. A goal is a body of knowledge of a state of affairs in the en-
vironment which the agent strives to realize. Note the complete absence of
significant structure in the agent. The behavior is to depend only on what
the agent knows, what it wants and what means it has for interacting with
the physical environment.

2.2.1 Relation of the Knowledge Level with this Thesis
In relation to the other computational levels Newell (1982) places the knowl-
edge level above the symbol level. While representation, that is, the symbol
level, has a clear use in AI, the use of the term knowledge is more an infor-
mal one. The medium of the knowledge level is knowledge. It is something
to be processed according to the principle of rationality to yield behavior.
The physical structure of the knowledge level is provided only indirectly
and approximately by the next lower level, the symbol level. Knowledge can
only be created dynamically in time. The framework developed in this the-
sis, relies on a basic set-theoretic representation, namely, states (current and
future), a definition of what is desirable and ways to get there. We do not
commit to any specific symbolic language to represent these elements.

The law of behavior of the agent at the knowledge level is the principle
of rationality. As stated above, according to the law, the agent will select an
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action that leads to one of its goals, given that it has knowledge that this
action will do so. The principle asserts a connection between knowledge and
goals, on the one hand, and the selection of actions on the other, without
specification of any mechanism through which this connection is made. It
connects all the components of the agent together directly. In the approach
proposed in this thesis we follow Newell (1982) and aim to create agents
on the knowledge level that follow the principle of rationality. We want to
enable proactive agents to select actions by connecting knowledge to goals:
these agents choose those actions that can be inferred to lead to desirable
states from knowledge about how the world is, how it will be and how
actions affect the world.

Now that we have enough background knowledge about the model we
are going to develop in this thesis to make artificial agents proactive, both on
the knowledge and on the symbol level, we want to investigate the different
areas in artificial intelligence that are related to our topic.

2.3 Context Awareness
A necessary premise for proactivity in the human proactive process is to be
aware of the current state of the environment (Grant and Ashford, 2008). This
capability is investigated in many fields in AI: situation assessment, context
awareness, context inference, activity and intention recognition, and envi-
ronment monitoring (see for example Falomir et al. (2015)). For simplicity
we will here use the term context awareness whenever possible. Pollack and
Horty (1999) investigate missing capabilities of autonomous agents in their
aim to draw the community’s focus away from “just planning” to a broader
range of cognitive capabilities. Among others they list environment monitor-
ing as one of the necessary capabilities that the deliberating agent in the dy-
namic environment must have. Ghallab et al. (2014) call for a paradigm shift
towards intelligent Actors that can react to unforeseen events in an uncer-
tain, dynamic environment that is context-dependent. Planned anticipated
actions should be refined and revised while acting given the current context.

What is context? Akman and Surav (1996) cite the Oxford English Dictio-
nary by saying that context is “(1) the words . . . used to help explain (fix) the
meaning and (2) the general conditions (circumstances) in which an event,
action, and so on, takes place.” Akman and Surav (1996) further cite the The
Dictionary of Philosophy:

context (L. contexere, “to weave together,” from con, “with,” and
texere, “to weave”): The sum total of meanings (associations, ideas,
assumptions, preconceptions, etc.) that (a) are intimately related
to a thing, (b) provide the origins for, and (c) influence our atti-
tudes, perspectives, judgments, and knowledge of that thing.
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Guha (1991) presents a formalization of context in his thesis and understands
context as rich objects, that cannot be completely described. According to Guha
(1991) the context object can be thought of as the reification of context depen-
dencies of (formal) sentences associated with the context. The main motivation for
formalizing context in AI is to resolve the problem of generality, i.e., how
to express and utilize general common sense knowledge (McCarthy, 1987;
Akman and Surav, 1996). McCarthy (1993); McCarthy and Buvac (1997) for-
malize context logically: they say that proposition p in context c is true,
ist(), the full logical expression being, ist(c, p). Apart from McCarthy (1993);
McCarthy and Buvac (1997)’s logical formulation of context, probabilistic
models (Sukthankar et al., 2014) and plans (Sohrabi et al., 2016) are used for
intention recognition.

Other works have utilized context awareness to achieve, what they call,
proactive or goal-directed behavior. In Heintz et al. (2010) context is seen as
an incremental stream of sensor data. They address the gap between sensing
and reasoning in autonomous robotic agents in a sensorized environment
with the aim to achieve goal-directed behavior. The challenge arises from
sensors which might generate noisy incomplete, metric data and reasoning
often requiring crisp symbolic knowledge.

In Bader and Dyrba (2011) different entities in a smart environment
capture their own individual part of the overall context like for example
position sensors for users. The various smart devices implement indepen-
dent behaviors that based on the perceived context produce goals as device-
property-value triples which describe the desired state of the world. Such
goal-producing behaviors are called goalaviours. All behaviours create their
goals solely based on the current state of the world. Goalaviours are es-
sentially a set of rules (“The whiteboard should be illuminated whenever
the pen is taken. When the pen is not taken, the whiteboard should not be
illuminated”). Which goals to pursue out of all goals produced by smart de-
vices in the environment is decided by numerical priorities attached to goals.
Goalaviours encode, that is, prescribe in a hard-wired way, what should be
done given a certain context.

Pecora et al. (2012) present SAM, an architecture to achieve what they call
proactive human assistance in an intelligent environment. The architecture
provides a single formalism and thereby a seamless integration of human
activity recognition and enactment, that is, planning and execution. SAM
realizes continuous sensing and inference and is therefore able to generate
online contingent plans for acting which are flexible with respect to sensory
events or recognized activities. For example, the stove being on while the
user is in the kitchen is recognized as cooking activity; user activity eating
is recognized as consequence of the user being at the kitchen table after
cooking. A plan is generated for a mobile robot to get a drink from the
fridge and deliver it to the user when the eating activity is recognized.
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Similarly to Pecora et al. (2012), Umbrico et al. (2018) bridge the gap
between context and activity recognition on the one hand and planning
and acting on the other hand, to create proactive behavior. Umbrico et al.
(2018) present the cognitive architecture KOaLa that can recognize situa-
tions that require proactive execution of some tasks, thereby implementing
a goal recognition and triggering mechanism. The KOaLa Semantic Module
interprets sensor data and dynamically recognizes events and activities. The
semantic module relies on an ontology that defines semantics for the con-
cepts and properties the agent needs to deal with. The resulting knowledge
base is continuously analyzed by a goal recognition process to check for situ-
ations to proactively act in. The KOaLa Acting Module then synthesizes and
executes the according actions.

Relations with this thesis. The focus of this thesis is not on context per se.
We rather want to utilize context awareness to generate proactive behavior.
We are not concerned with bridging the gap of metric sensor data and crisp
symbolic knowledge in a reasoner as done in Heintz et al. (2010). Rather our
focus lies in reasoning on which actions to schedule depending on perceived
or inferred context (see objective O1 in Section 1.2). The aim of this work is to
utilize context awareness to inform the decision of how to act and when. This
acting decision is not hard-wired as in Bader and Dyrba (2011), but inferred
based on the current and future context, what is desirable and effects of
available actions (see objectives O1 and O2 in Section 1.2). In this thesis, we
assume that an activity inference mechanism is available such as the one
present in Pecora et al. (2012); Umbrico et al. (2018), and interpret its output
as context. Given this, we investigate a general mechanism to realize robots
that can act on own initiative.

2.4 Goal Reasoning
Wooldridge (2009); Weiss (2013) define proactiveness in intelligent agents as
“goal-directed behavior by taking the initiative in order to satisfy their de-
sign objectives.” Previously, in Chapter 1, we have defined proactivity to be
the ability to generate and pursue own goals. Both Wooldridge (2009); Weiss
(2013)’s and our own definition of proactivity are clearly related to the field
of goal reasoning. Goal reasoning (GR) has been understood in many dif-
ferent ways in the literature. A goal can be represented by a possible state
of affairs towards which the agent has a motivational attitude (Beaudoin,
1994). Alternatively, a goal is seen as desired tasks or behaviors (Ingrand
et al., 1992). Dimensions of a goal might be type, specificity, duration, pur-
pose, condition, and persistence (Aha, 2018). Goal driven autonomy allows
an autonomous agent to introduce new goals, manage existing goals, and
preempt active goals (Johnson et al., 2018). The agent has the capability to
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change the environment in line with achieving goals. GR is the study of
how autonomous agents can dynamically reason about, self-select and ad-
just their goals (Johnson et al., 2018; Aha, 2018; Wilson et al., 2018). The field
deals with generating, selecting, maintaining and dispatching goals for ex-
ecution (Aha, 2015; Johnson et al., 2018; Hawes, 2011). GR allows the agent
to address a wider variety of complex problems (Johnson et al., 2018). A GR
agent deliberates on a space of goals, dynamically adjusts their priorities and
performs goal management functions such as formulation, commitment and
suspense (Aha, 2018). Ingrand and Ghallab (2017) state the following on GR:

Goal reasoning is monitoring at the mission level. It keeps com-
mitments and goals in perspective; it assesses their relevance
from the observed evolutions from new opportunities, constraints
or failures; it entails from this assessment whether some commit-
ments should be abandoned, and when and how to update the
current goals.

The autonomy to generate and manage one’s own goals is a step towards in-
telligent autonomous robots and identified as a necessary process indepen-
dent of planning (Hawes, 2011; Vattam et al., 2013; Beaudoin, 1994; Pollack
and Horty, 1999). In their work of identifying necessary cognitive capabil-
ities for an agent to be autonomous, Pollack and Horty (1999) find among
others Alternative Assessment. This includes assessing costs and benefits of
new opportunities for acting taking the current context and commitments
into account. Similar to Pollack and Horty (1999) there is a number of other
works on goal reasoning that stay at the phase of requirements analysis
or design of goal-autonomous systems or discuss conceptual implementa-
tions and provide showcase implementations only (Hawes, 2011; Vattam et
al., 2013; Beaudoin, 1994; Ingrand and Ghallab, 2017; Allen, 2001; Braubach
and Pokahr, 2009). Hawes (2011) wants to stimulate further research in how
goals can be generated from encoded drives of a system and how to per-
form a selection of which goal should be acted upon. Hawes (2011) speaks
of a (i) goal structure holding a goal’s importance and urgency, information
which allows management decisions; (ii) goal generation from desires and
motivations and monitoring of the environment; and (iii) goal management,
which is dealing with which goals should be activated and selected for enact-
ing and which should be suspended or discarded. Similarly Beaudoin (1994);
Cox et al. (2017) distinguish between the generation and the management of
goals. As requirements for a goal reasoning system Beaudoin (1994) lists
(i) to be capable of postponing consideration of new goals; (ii) deliberation
on whether to adopt a produced goal and when to adopt the produced goal;
(iii) ability to postpone the execution of new goals; (iv) execution monitoring
or adjusting execution of goals.

In works on goal autonomy goals either come from inner desires and mo-
tivations (Coddington, 2007; Hanheide et al., 2010; Muñoz-Avila et al., 2015)
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or from anomalies or triggers in the environment (Dannenhauer and Munoz-
Avila, 2015; Galindo and Saffiotti, 2013; Molineaux et al., 2010; Wilson et al.,
2013; Paisner et al., 2013; Bader and Dyrba, 2011; Pecora et al., 2012; Umbrico
et al., 2018). There is often a close connection of goal reasoning to planning
or it is seen as part of planning (Coddington, 2007; Cox and Veloso, 1998;
Hanheide et al., 2010). In some works goal opportunities are taken during
plan execution (Beetz, 2005; Schermerhorn et al., 2009; Muñoz-Avila et al.,
2015). Coddington (2007) uses a model of several motivations of the robot,
for example, “Conserve energy” that controls a certain state variable, for
example, Battery level, that triggers a certain type of goal, for example the
replenishment goal “Recharge battery”. Similarly in Hanheide et al. (2010)’s
framework for goal generation and (most of all) goal selection, the system’s
drives are encoded as multiple goal generators, that is, concurrently active
processes which monitor the system’s state (external and internal) and pro-
duce goals to satisfy the system’s drives. In other words, there is one goal
generator per system goal according to a rule-based drive. Muñoz-Avila et
al. (2015) employ three types of motivators: Social Motivator to treat user
provided goals, Exploration Motivator to expand agent knowledge and Op-
portunity Motivator maximizing the agent’s opportunity to act during plan
execution. Each motivator calculates the urgency value for the current need
which is defined as a function um : S → R, i.e., it expresses how urgent, u,
that motivator m’s needs are in a current state sc ∈ S.

As noted in Section 2.2, in our approach we want to follow the principle
of rationality according to Newell (1982), that is, we want agent knowledge
to be defined entirely in terms of the environment instead of internal agent
reasoning on motivators. There is some body of literature taking a similar
view where goals come from anomalies, discrepancies or unusual events as
opposed to expected states in the environment. Cox (2007) achieves goal
generation from explanation of “anomalies” or “interesting events” in the
artificial simplified environment of the Wumpus World (Russell and Norvig,
2009). What classifies as an anomaly or an interesting event is manually en-
coded. Umbrico et al. (2018) recognize situations from a semantic module
interpreting sensor data, where a proactive task can be applied. Manually
encoded rules specify which task to enact in which situation. Similarly, in
Molineaux et al. (2010) and the follow-up work Wilson et al. (2013), goal gen-
eration is achieved in the goal driven autonomy framework called ARTUE
by structures called “principles”. These principles are manually encoded, in-
cluding an action that is to be performed, a condition and a priority. On
execution of an action ARTUE tests if expectation constraints are violated. It
then hypothizes a number of explanations for the cause of the potential con-
straint violations. Based on the hypothized explanations, it generates goals
in response. The goals and their conditions can be directly read from the
principle structures.
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Galindo and Saffiotti (2013) use a semantic model to recognize when a
situation needs to be corrected, and from this generate an appropriate goal for
the robot. This is done in three steps: (i) normative knowledge is encoded in
semantic maps, that is, robot maps annotated with description logic; (ii) vi-
olations of the normative knowledge are detected, their causes are isolated
and then the violations are transformed into logical inconsistencies; (iii) a
goal is generated automatically as a recovery strategy from the violation, this
goal is fed to a standard planner and execution of the plan’s actions brings
the world back into a consistent state. There can be multiple concurrent in-
consistencies that are interdependent, these are given different importances.
Galindo and Saffiotti (2013) show the conceptual viability of their approach
by implementation in a concrete robotic system. Muñoz-Avila et al. (2019)
too act on the assumption that goals stem from discrepancies of the agent’s
expectations when monitoring its own execution. They present a taxonomy
of six different forms of expectations used by goal reasoning agents. A gen-
eral definition of each expectation type is presented and their properties are
discussed.

Some works in the literature take the attitude of goal generation being
something merely integrated in planning or plan execution. Cox and Veloso
(1998) perceive world changes while planning, not execution, in a continual
planner. Traditionally, this leads to a refinement of the plans in continual
planning but Cox and Veloso (1998) go one step further by modifying the
planner’s goals in addition. They introduce a taxonomy of goal transfor-
mations, such as Specialization, Expansion, Instantiation or Substitution, which
can be automatically selected by the planner. In works Cox (2016); Cox
et al. (2017) a general goal reasoning formalism is presented which aug-
ments the notions of planning and plan execution with formal models of
re-planning, goal formulation and goal change. The model is equivalent to
classical planning when goals are given initially and do not change and plans
execute as expected. Cox et al. (2017) also presents a cognitive architecture
that implements the general formalism, called MIDCA (Metacognitive Inte-
grated Dual-Cycle Architecture). Each goal operation (formulation, selection,
change, monitoring, delegation, achievement) is seen as a kind of goal trans-
formation. Hence, goals can be created from any given state, including the
initial state s0, and a goal state, including the empty state ∅, by goal inser-
tion transformation δ∗() = g. There are two reasoning cycles in MIDCA: the
cognitive cycle reasoning about and interacting directly with the environ-
ment, and the metacognitive cycle that introspectively monitors and applies
executive control on the cognitive layer instead of the environment. A goal
transformation (including inducing of a new goal) is needed when (i) there is
a change in the environment that dictates adjustment, or (ii) when the plan-
ner cannot solve the current problem due to a lack of resources. (i) is the case
when an anomaly is detected in the world state, that is, there is a discrep-
ancy to what is expected. Then an explanation is performed to determine the
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cause for the discrepancy. The explanation is performed in order to resolve
the discrepancy. Goal generation seeks to determine a new top-level goal to
remove the discrepancy. (ii) is the case when no plan can be produced in the
Plan phase of the cognitive cycle or a warning is left in the cognitive trace
that there are no resources to plan for the current goal. The metacognitive
Interpret phase introspects the trace and classifies the fact that no plan has
been produced or a warning in the trace as an anomaly. The metacognitive
Intend phase inserts the new goal to have an achievable goal which produces
a plan to transform the current goal. Executing this plan yields a new goal
which is achievable and for which a plan can be produced in the cognitive
Plan phase.

In this thesis goal reasoning is based on the notion of opportunity. Similar
notions have been investigated by other researchers in the field. Beetz (2005)
employs so called SCRs, Structured Reactive Controllers, in a mobile robot to
react on perception input while plan execution. Upon perceiving an opportu-
nity can be signaled. The planner is capable of deciding to ignore a signaled
opportunity, interrupt the robot’s current execution in favor of a signaled op-
portunity and finish a previously interrupted task. Note that, although using
the same notion as in this thesis, Beetz (2005)’s definition of opportunity cru-
cially differs from ours: Beetz (2005) has a purely reactive understanding
of the term while we include long-term prediction in our opportunities for
acting. Schermerhorn et al. (2009) also use the term “opportunity” to inter-
rupt plan execution. They are able to detect possible action sequences that
can lead to goal opportunities by reasoning on counterfactual “what if” sce-
narios generated from background knowledge of the planning domain. They
also can systematically schedule perception actions in parallel with planning
actions to be able to detect goal opportunities. Furthermore, they are able to
dynamically re-plan triggered by perceptions to exploit detected opportuni-
ties. The program flow is as follows: (i) do reasoning to detect possible action
sequences that can lead to goal opportunities; (ii) based on the result of this
reasoning, schedule perception actions systematically as part of the plan so
as to detect goal opportunities; (iii) whenever an opportunity is detected,
re-assess goal structures and deadlines dynamically to exploit the detected
opportunity.

Molineaux et al. (2018); Dannenhauer et al. (2018) and Floyd et al. (2018)
investigate GR for multiple agents in teams. Dannenhauer et al. (2018) is
concerned with providing human-understandable explanations of why goals
given by the human operator have been changed or dropped. Molineaux et
al. (2018) propose a formal model for multiple GR agents in teams, includ-
ing human operators. By GR they mainly mean reasoning on goal change
of the goal provided by the human teammate, rather than goal generation.
The framework models observations of each teammate, requests to other
teammates, explanations of each teammate’s internal state that motivates
the teammate’s current behavior, actions of each teammate, and satisfaction
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of how well the agents’ desires are met. Floyd et al. (2018) investigate GR
when taking into account teammates’ preferences and pursuing multiple
goals concurrently. They claim that it is disadvantageous to have separate
processes for selecting goals (based on teammates’ preferences) and plan-
ning. According to Floyd et al. (2018) complex environments require to com-
mit to multiple concurrent goals. Whether a subset of goals can be achieved
together (or even a single goal is achievable) is difficult to know. They there-
fore suggest a hybrid approach based on partial satisfaction planning. The
approach allows to estimate the utility of goals from partially specified pref-
erences of their teammates and guides goal selection of the members of these
human-agent teams. They engage a goal utility that is a function of the ex-
pected influence on each factor of interest, the preferences of the agent itself
and the provided preferences of the teammates. The net benefit of a plan is
then the difference between the utility of all goals achieved by the plan and
the cost of taking the actions in the plan.

Relations with this thesis. As in most GR approaches, the initial mission
goal in Dannenhauer et al. (2018); Molineaux et al. (2018); Floyd et al. (2018);
Wilson et al. (2018) is provided by a human operator. New goals are gen-
erated while enacting the plan for the provided goal. These new goals are
inferred from a list of specified unexpected events or opportunities that can
occur during run-time. In our approach we want goals to be generated based
on reasoning from first principles rather than inserted by a human opera-
tor (see objective O1 in Section 1.2). However, we do not provide an explicit
model for teams of multiple agents and human operators. Goals can be trans-
formed and new goals induced in Cox (2016); Cox et al. (2017), however, the
initial goal is given. Also, there is a direct coupling from an anomaly in the
environment to an explanation of the discrepancy to the expected state and
the goal. Our approach aims to infer all goals from first principles by cou-
pling at run-time what is desirable, what is the current and future state and
what capabilities are available. One could say, our first given goal (and this
is always the same) is to maintain equilibrium.

The notion of opportunity has been used differently in literature. Oppor-
tunity is something to plan a perception action for to be discovered in Scher-
merhorn et al. (2009) and in Beetz (2005) opportunity is a purely reactive
concept. In contrast, our notion of opportunity is something that can be
discovered based on reasoning on the state and what is desirable and on
prediction, it discriminates between different contexts of robot action.

Works described above do not only differ in how they understand certain
terms but have a different aim. In Cox and Veloso (1998) the initial goal is
given to the continual planner which then transforms the goal if necessary
as the world changes. We instead want to infer what the initial goal is to
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start with, that is, what should be planned for and executed and when this
should be done (see objective O1 in Section 1.2).

There are a number of works that share this aim (Hanheide et al., 2010;
Paisner et al., 2013; Schermerhorn et al., 2009; Galindo and Saffiotti, 2013;
Beetz, 2005; Molineaux et al., 2010; Umbrico et al., 2018; Wilson et al., 2013).
However, they present specific robot architectures. In this thesis we instead
want to develop a general formal model (see objectives O1 and O2, Sec-
tion 1.2). Also, most above works are grounded on hard-coded rules for
generating goals. For example, there is one drive or motivation monitoring
a certain state variable. If the state variable reaches some threshold a certain
goal is triggered. Or there are protocols that classify certain conditions in
the environment as “anomalies” which trigger the dispatching of a certain
goal. In our approach, we want to avoid such hard-wired rules that tell how
to act on certain state variable thresholds. A key point in our approach is
to model the problem in terms of states, desirability, and robot capabilities.
These are decoupled from the conditions under which actions or plans can
be enacted — whereas in rule-based systems, the problem of deciding goals
is "built into" the action/plan applicability problem. Decoupling first prin-
ciples makes it possible to infer in which situations to act and how, instead
of explicitly encoding it in rules. Decoupling states and desirability from the
robot’s action model has the further advantage that changes in one model
can be accounted for without having to change the other (see objective O2,
Section 1.2).

Developing a formal model for a proactive agent that generates and en-
acts its own goals allows us to prove formal properties. An example for such
a formal property is the guaranty of preferable outcomes which is described
in objective O3, Section 1.2.

Finally, many of the works above have not been integrated in a real
robotic system (Beaudoin, 1994; Coddington, 2007; Cox, 2007; Hawes, 2011;
Pollack and Horty, 1999). We want to show deployability of our framework
by means of implementation in different robotic systems (see objective O4 in
Section 1.2).

2.5 Planning and Acting
Besides context awareness, Grant and Ashford (2008) list planning and act-
ing as capabilities that are part of the human proactive process. Earlier in the
introduction of this thesis, Chapter 1, we say that we aim for a framework for
proactivity for artificial agents. We understand proactivity to be generating
and pursuing own goals. Also Wooldridge (2009); Weiss (2013) define proac-
tiveness as “intelligent agents being able to exhibit goal-directed behavior by
taking the initiative in order to satisfy their design objectives.” Both the human
and the artificial proactive process include planning and acting. Planning is
“determining how to act to satisfy certain goals based upon predictions of
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possible future states” (Dean and Wellman, 1991). Furthermore, Dean and
Wellman (1991) state “. . . using a model to formulate sequences of actions –
or more generally, composite descriptions of actions over time – is central
to planning.” In other words, planning is the problem of finding a course of
action that leads from a given start situation to a goal, usually introduced
externally, e.g., by the human user (Beetz et al., 2016). Other definitions of
planning are the following (Ingrand and Ghallab, 2017; Ghallab et al., 2004):

Planning: combines prediction and search to synthesize a trajec-
tory in some abstract action space based on predictive models of
the environment and feasible actions in order to achieve some
purpose.

Planning is the reasoning side of acting. It is an abstract, ex-
plicit deliberation process that chooses and organizes actions by
anticipating their expected outcomes. This deliberation aims at
achieving as best as possible some prestated objectives. Auto-
mated planning is an area of Artificial Intelligence (AI) that stud-
ies this deliberation process computationally.

However, Pollack and Horty (1999) argue that “there is more to life than
planning”. In their position paper they list several necessary capabilities of
an intelligent autonomous agent including not only plan generation but also
commitment management, meta-level control and plan elaboration among
others. Commitment management helps to rule out new options that con-
flict with current plans the agent has committed to and commitment to fu-
ture plans guides subsequent reasoning and action; the purpose of meta-
level control is to reflect on planning for optimal, full or partial solutions;
plan elaboration is connected to handling the right measure of granularity
of a plan as many contingencies arise first during execution in the dynamic,
uncertain environment; it also deals with questions of interleaving planning
and execution. This is reminiscent of the robotic Actor described in Ghallab
et al. (2014). In their paper they call for a paradigm shift from planning to
acting. They argue that efficient run-time adaption mechanisms are neces-
sary for reacting dynamically to unforeseen events in a context-dependent
way in uncertain environments. It is impossible to foresee and plan for all
possible situations and events at design time. They therefore advocate for
an Actor that uses planning, execution and other deliberative abilities while
acting. Also, Ingrand and Ghallab (2017) state that in robotics, the interest
is on acting deliberately, not on deliberation per se. However, most of the lit-
erature on deliberate action is focused on planning. Planning is a necessary
ingredient but not sufficient for deliberate action. Acting is much harder to
define than planning. Acting is not execution itself, it is more than triggering
abstract actions described by a plan (Ingrand and Ghallab, 2017). There are
several requirements that acting must meet: acting must be able to handle
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noisy sensors, unreliable actuators and imperfect models; it requires non-
deterministic, partially observable and dynamic environment models, dealt
with through closed-loop commands. Ingrand and Ghallab (2017) describe
the function of acting to be in charge of (i) refining planned actions into
commands and; (ii) reacting to events, while; (iii) instantiating the remain-
ing parameters in the plan, and (iv) synchronizing and dispatching activities
in a context dependent manner.

Adequate integration between planning and acting is critical for intel-
ligent agents. How to integrate planning and acting crucially depends on
the environment. In dynamic, uncertain environments a planning and act-
ing system must be able to react to unforeseen events. In the early work of
Firby (1987) a purely reactive planner is presented. By means of RAPs, inde-
pendent Reactive Action Packages pursuing some goal, Firby (1987)’s archi-
tecture can react and re-plan in case of unforeseen events. The authors find a
crucial weakness of the architecture, namely, that reacting and re-planning is
done solely based on the current state which can lead to “short-sighted” act-
ing decision (for example, “do not take the umbrella when going out because
it is sunny now”).

Anticipation is key. Cirillo et al. (2009) and Köckemann et al. (2014) are
works in the field of planning in human-inhabited environments using an-
ticipation of future states. Plans are generated constrained by human pref-
erences and predictions of what the human will do. This way, for example,
a robot can avoid disturbing the user with vacuuming the kitchen while the
user is cooking. Köckemann et al. (2014) are able to generate plans for multi-
ple robots and also handle uncertainties in user activities.

Muscettola et al. (1998) present in their architecture of an autonomous
Remote Agent (RA) for space missions a higher-level deliberative process,
called the Mission Manager (MM). Other modules in the RA are the Plan-
ner/Scheduler (PS) and the Smart Executive (EXEC). The MM holds the
long-range mission profile that is provided at launch. It determines the goals
that need to be achieved in the next horizon, for example, a week or two
long, combined with the initial or projected spacecraft state provided by the
EXEC. The MM activates the PS with a plan request based on the MM’s mis-
sion profile or reactively requested by the EXEC. This way Muscettola et al.
(1998) realize a decomposition into long-range mission planning (MM) and
short-term detailed planning (PS).

Relations with this thesis. In this thesis we aim to achieve a higher-level
deliberation process that is superordinate to planning, similarly to Ghallab
et al. (2014); Ingrand and Ghallab (2017); Muscettola et al. (1998); Pollack
and Horty (1999). As we will see, we take this concept one step further, by
developing a framework for inferring acting decisions from first principles.
Also, as opposed to many of the above cited works, our framework does not
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assume a particular realization or robotic framework, but we are interested
in investigating such a functionality in a general way in a formal model.
As Köckemann et al. (2014), in our work we too are interested in an agent
that can plan and act taking into account human preferences and finding
acting decisions grounded on how the world is now and how it will be in
the future. A goal is a state of affairs to be brought about or a desired task
or behavior. Works by Cirillo et al. (2009) and Köckemann et al. (2014) are
concerned with feasibly searching and selecting an optimal action trajectory
to the goal given by an external agent or by an external trigger firing on some
rule or condition. This is context-aware planning and not our concern here.
Rather we are concerned with context-aware, proactive goal generation and
reasoning in this thesis, that is, we aim to find acting decisions on the level
above, meaning, we aim to find out what should be planned for and what
should be enacted and when (see objective O1 in Section 1.2). So the works
in planning above can be employed to implement the action generation part
of our framework.

2.6 Cognitive Architectures
The definition of an agent according to Weiss (2013) is the following:

An agent is a computer system that is situated in some environ-
ment, and that is capable of autonomous action in this environ-
ment in order to achieve its delegated objectives.

The term autonomous here means, without the intervention of humans or
other agents; autonomous agents have control both over their internal state
and their behavior. As described in Section 2.7, Russell and Norvig (2009)
define a rational agent to be an agent that selects an action that is expected to
maximize its performance measure for each possible percept. An intelligent
agent according to Weiss (2013) exhibits the following types of behavior in
order to meet its delegated objectives:

• Reactivity
Intelligent agents are able to perceive their environment, and respond
in a timely fashion to changes that occur in it in order to satisfy their
design objectives.

• Proactiveness
Intelligent agents are able to exhibit goal-directed behavior by taking
the initiative in order to satisfy their design objectives.

• Social ability
Intelligent agents are capable of interacting with other agents (and pos-
sibly humans) in order to satisfy their design objectives.
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The challenge lies within building systems that achieve an effective balance
between goal-directed and reactive behavior, which is hard. Weiss (2013)
even say it is one of the key problems of the agent designer. Differently to
the four basic kinds of agents in Russell and Norvig (2009) presented in
Section 2.7, Weiss (2013) speaks of four classes of intelligent agents where
of one is the Belief-Desire-Intention (BDI) agents. In BDI agents decision
making depends upon the reasoning on data structures representing the
beliefs, desires, and intentions of the agent.

Cognitive architectures (Vernon, 2014) are architectures with cognitive con-
cepts, such as beliefs, goals, intentions in the case of BDI agents. A cog-
nitive architecture specifies the underlying infrastructure for an intelligent
system (Langley et al., 2009). It includes those aspects of a cognitive agent
that are constant over time and across different application domains. These
typically include: (i) the short-term and long-term memories that store con-
tent about the agent’s beliefs, goals, and knowledge; (ii) the representation
of elements that are contained in these memories and their organization into
larger-scale mental structures; and (iii) the functional processes that operate
on these structures, including the performance mechanisms that utilize them
and the learning mechanisms that alter them (Langley et al., 2009). Research
in cognitive architectures supports a central goal of artificial intelligence and
cognitive science, namely, the creation and understanding of synthetic agents
that support the same capabilities as humans (Langley et al., 2009).

Cognitive architectures is a promising field for establishing proactivity
in AI agents. Studies in cognitive architectures, like ACT-R (Anderson et
al., 2004), BDI (Rao and Georgeff, 1991) implemented in PRS (Ingrand et al.,
1992), SOAR (Laird et al., 1987), and MIDCA (Cox et al., 2017) lend support to
the argument that diverse cognitive capabilities must be studied jointly. The
necessity to integrate various deliberative capabilities is also recognized by
the planning community (Pollack and Horty, 1999) and in robotics (Ghallab
et al., 2014). The focus in cognitive architectures is on models and reasoning
about the inner world of an AI agent. In MIDCA (Metacognitive Integrated
Dual-Cycle Architecture) (Cox et al., 2017) there are two reasoning cycles: the
cognitive cycle reasoning about and interacting directly with the environ-
ment, and the metacognitive cycle that introspectively monitors and applies
executive control on the cognitive layer instead of the environment. For de-
tails see Section 2.4. In BDI, the artificial agent has Beliefs, Desires, and Inten-
tions, and it infers which goals are to be pursued on the basis of these. Goals
in BDI are goal-accessible worlds. Desires can be inconsistent, but goals are
consistent. “. . . goals are chosen desires of the agent, that are consistent” and
the goal is believed to be achievable (realism). This is a distinguishing prop-
erty to desires, which indeed can be unachievable. Goal-accessible worlds
are sub-worlds of belief-accessible worlds. The agent believes it can option-
ally achieve its goals, by carefully choosing the events it executes (strong
realism) (Rao and Georgeff, 1991).
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Algorithm 1: BDI main interpreter loop (Rao and Georgeff, 1995)

1 initialize-state() ;
2 repeat
3 options := option-generator (event-queue) ;
4 selected-options := deliberate (options) ;
5 update-intentions (selected-options) ;
6 execute () ;
7 get-new-external-events () ;
8 drop-successful-attitudes () ;
9 drop-impossible-attitudes () ;

10 until;

Algorithm 1 shows the BDI main interpreter loop according to Rao and
Georgeff (1995). There are intersections between our algorithm on equilib-
rium maintenance (Algorithm 2, Section 4.2.2) and the BDI architecture.
Because of this we will spend some more words on this architecture. The
option generator in Algorithm 1 reads the event queue and returns a list
of options from which the deliberator selects a subset and adds to the in-
tention structure (lines 3 – 5). If there is an intention to perform an atomic
action, the agent executes it (line 6). Any external events that have occurred
during the interpreter cycle are added to the event queue (line 7). In line
8 and 9 of the algorithm, the desire and intention structures are modified:
successful desires and satisfied intentions are dropped, and impossible de-
sires and unrealizable intentions are discarded. How to implement the func-
tions and models for beliefs, desires and intentions is not a trivial ques-
tion. Examples for implementations of BDI are PRS (Ingrand et al., 1992) or
dMARS (d’Inverno et al., 2004). In PRS goals are desired tasks or behaviors;
goals are selected plans, that is, selected KAs (Knowledge Areas, declarative
procedure specifications); goals are intentions on a stack, i.e., the intention
stack (Ingrand et al., 1992). On the latter framework, dMARS, it was shown
that it also poses a challenge to balance how committed the agent should be
to its intentions (Kinny and Georgeff, 1991). They show the need to imple-
ment different strategies for commitment depending on how dynamic the
environment of the agent is.

Intentions have been extensively used in robotics in the context of BDI
architectures and of the PRS system (Ingrand et al., 1992), as well as in frame-
works for action selection based on forward models (Anderson et al., 2004;
Laird et al., 1987).

Relations with this thesis. Our approach is related to computational mod-
els of intrinsic motivation in agents (Oudeyer and Kaplan, 2007), and it can
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be seen as a way to combine predictive and competence-based models. In
this view, the intrinsic motivation of our agents is to maintain equilibrium.
Our work differentiates from cognitive architectures as follows: instead of
capturing one single agent’s inner cognitive world or being concerned with
human-like cognition, we aim at implementing non-trivial cognitive capa-
bilities in robots on a more global world state level. Conversely to cogni-
tive architectures, proactivity should emerge from reasoning holistically on
the overall human-robot-environment system instead of being derived from
agent drives and motivations. Hence, we argue for a paradigm shift as de-
scribed in connection with objective O1 in Section 1.2.

2.7 Decision Making
According to Russell and Norvig (2009) an agent is described by the follow-
ing:

An agent is anything that can be viewed as perceiving its en-
vironment through sensors and acting upon that environment
through actuators. Mathematically speaking, an agent’s behavior
is described by the agent function that maps any given sequence
of percepts (perceptual input) to an action. The agent program is
the concrete implementation of the mathematically abstract agent
function in some physical system. The job of AI is to design an
agent program that implements the agent function — the map-
ping from percepts to actions.

The definition of a rational agent depends on four things: (i) the performance
measure that defines the criterion for success; (ii) the agent’s prior knowl-
edge of the environment; (iii) the actions the agent can perform; and (iv) the
agent’s percept sequence. Russell and Norvig (2009) define a rational agent
as follows:

For each possible percept sequence, a rational agent should select
an action that is expected to maximize its performance measure,
given the evidence provided by the percept sequence and what-
ever built-in knowledge the agent has.

There are four basic kinds of agent programs: (i) simple reflex agents; (ii) model-
based reflex agents; (iii) goal-based agents; and (iv) utility-based agents.

Triggered by the current percept the simple reflex agent selects actions
based on condition-action rules of the form “if x then y”. The reasoning
based only on the current percept is restricted and prone to infinite loops in
partially observable environments.

The model-based reflex agent maintains an internal state that depends
on the percept history and thereby reflects at least some of the unobserved
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aspects of the current state. The model-based reflex agent is aware of how the
world evolves independently of the agent on the one the hand and knows
how the agent’s own actions affect the world on the other hand.

Additionally to the current state of the world and the internal state, the
goal-based agent has goal information that describes which situations are
desirable and which are not. It employs search and planning to find action
sequences that achieve the agent’s goal. The decision making in goal-based
agents is fundamentally different from condition-action rules in simple re-
flex agents because it involves consideration of the future. As opposed to
direct mappings from percepts to actions in simple reflex agents, goal-based
agents have an explicit representation what will happen if certain actions
are applied and what are situations desired to bring about. This makes the
goal-based agent more flexible. Instead of rewriting many condition-action
rules, the explicitly represented knowledge that supports decisions can be
modified which will automatically cause all relevant behaviors to be altered
to suit the new conditions.

Finally there are utility-based agents which instead of a goal maintain
a more general performance measure, that is, instead of the crude distinc-
tion of what makes the agent “happy” or “unhappy”, it distinguishes “how
happy” the agent is by applying certain actions. The agent has a utility func-
tion that makes the agent choose actions to maximize its utility. As the goal-
based agent, the utility-based agent has the advantage of being flexible. Ad-
ditionally it can handle conflicting goals because the utility specifies the ap-
propriate trade-off. Secondly, utility provides a way in which the likelihood
of success can be weighed against the importance of the goals. The rational
utility-based agent chooses actions that maximize the expected utility of the
action outcomes.

A prominent tool to create utility-based agents is MDP (Markov Decision
Process). An MDP is a tuple 〈S,A, T ,R〉 (Puterman, 2014; Kaelbling et al.,
1998), where S is a finite set of states; A is a finite set of actions a; T : S×
A → Π(S) is a state transition function given for each world state and each
agent action, thereby defining a probability distribution over world states,
and T(s,a, s ′) for the probability of ending in state s ′ given that the agent
starts in s and takes action a, i.e., for each s ∈ S there exists a ∈ A and s ′ ∈ S
s.t. Ta(s ′|s) �= 0, and

∑
s ′∈S T(s,a, s ′) = 1; and finally R : S×A → R is the

reward function, R(s,a) is the expected reward for taking action a in state s.
If the reward R is negative one can also denote it as C : S×A→ R, i.e., a cost
function where C(s,a) is the cost of taking action a in state s. The behavior
of the system, defined by probability function p(s ′|s,a) – the probability that
state s ′ will result if action a ∈ A is performed in state s –, solely depends
on the state in which an action is performed — not on the history of states
or actions before and not on future states or actions (Weiss, 2013). This is
called the Markov Property. Solving an MDP is finding a policy π : S → A

for choosing actions in each state that is optimal, i.e., π∗. A policy that is not
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optimal is not a solution to the MDP (Puterman, 2014; Ghallab et al., 2004).
The optimal policy π∗ is computed with help of utility function V(s) that
follows the principle of maximum expected utility, that is, choose the states
to travers and actions to take that maximize the expected utility along the
entire path from start to final state. (Russell and Norvig, 2009; Weiss, 2013;
Ghallab et al., 2004):

π∗ = arg max
a∈A

⎛
⎝r(s,a) + λ

∑
s ′∈S

p(s ′|s,a)v(s)

⎞
⎠ ,

where λ is a discount factor to reduce the contribution of distant future re-
wards r. Many algorithms have been proposed for calculating optimal poli-
cies. Utility functions are numeric functions that give preference to states to
be traversed and/or actions to be performed and represent goals in MDPs (Put-
erman, 2014; Ghallab et al., 2004). The utility function tells us how desirable
the histories of a policy are. Costs of actions and rewards of traversed states
in MDPs can represent more general conditions than goals as sets of desired
final states because they provide a quantitative way to represent preferences
along all the executions paths of a plan (Ghallab et al., 2004). The careful bal-
ancing of risk and reward is a characteristic of MDPs (Russell and Norvig,
2009). There are variations of MDPs available in literature: POMDPs (Kael-
bling et al., 1998), partially observable MDPs which include an observation
function that gives a probability distribution of possible observations; semi-
MDPs or SMDPs (Sutton et al., 1999) which include so-called options, that is,
actions or policies that take variable amount of time, defined by 〈I,π,β〉, an
initiation set I ⊆ S, a policy π and a termination condition β : S+ → [0, 1]
– options are applied using policy π until β is valid, i.e., certain subsets of
states are reached with certain probability; GSMDPs (Younes and Simmons,
2004; Messias et al., 2013), Generalized Semi-Markov Decision Processes in
the area of multi-agent decision-theoretic methods, more concretely, coop-
erative robotics, which suggest an event-driven solution instead of the of-
ten used synchronous state transitions of the agents at fixed rates that is
decreasing the performance of the system because agents lose reactivity to
unexpected events; possibilistic MDPs (Sabbadin, 2001) which address the
problem of when transition probabilities for representing the effects of ac-
tions are not available and uncertainty is ordinal, qualitative, as well as sug-
gest to represent preference over states with an ordering relation, that is,
fuzzy preferences, rather than additive utility.

A problem in MDPs is state explosion, that is, the number of states |S|

is huge for realistic domains and so the algorithms to compute the optimal
policy called value iteration and policy iteration can hardly be applied be-
cause of high complexity (Puterman, 2014; Ghallab et al., 2004). To mitigate
this problem heuristics or certain constraints are used which might lead to
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that an optimal solution cannot be guaranteed, the solution might not be
complete or even not terminate.

Baldwin and Pilsworth (1982) present a work in multi-stage decision
making, which too aims at finding optimal sequences of executable actions,
but the approach is not an MDP. Instead, they employ a dynamic program-
ming method with fuzzy state mappings, fuzzy constraints and fuzzy goals.
A dynamic programming functional equation is proposed for a multi-stage
decision process in which state mapping from one state to the next is defined
by a fuzzy automaton acting in a fuzzy environment where both control con-
straints and state goals are fuzzy. Our framework is related to multiple cri-
teria decision making (Zeleny and Cochrane, 1973). Kahraman et al. (2015)
propose graded preferences for multi-criteria decision making with a one
step look-ahead into the future.

Karlsson (2001) describes a conditional planner called PTLplan as ap-
proach for decision making. Action effects and sensing can be context de-
pendent and uncertain. The information the planning agent has at each point
in time is represented as a set of situations with either associated possibili-
ties, i.e., a measure of plausibility, or associated probabilities, i.e., a stochastic
measure.

Relations with this thesis. In this thesis we want to make agents proactive
where maximizing the utility, that is, desirability of states, current or future,
is a means to achieve this goal. Implementing a utility-based agent is a tool
to achieve a proactive agent but not the objective itself as is the case in MDPs.
How to implement a utility-based agent that chooses the utility-maximizing
course of action is a difficult task, a task we strive towards achieving in
this thesis through development of the equilibrium maintenance framework.
Maximizing utility in our approach means achieving outcomes that maxi-
mize the relative desirability of states and thereby maximize equilibrium.
Conversely to utility-based agents as MDPs a decision to act is not (neces-
sarily) taken at every cycle, but only when there is an opportunity to act.
Another distinguishing feature to MDPs and multi-stage decision making
by Baldwin and Pilsworth (1982) is that our approach is not trying to find an
optimal sequence of executable actions. We use the notion of opportunity as
a heuristic to quickly identify promising tasks that aim to keep the system
within highly desirable states. Equilibrium maintenance resides on a differ-
ent abstraction level than MDPs. The aim is to find ways to keep the system
in desirable states, in other words, find goals in the form of opportunities
for acting. Opportunities can include uncontrollable and controllable state
transition in order to reach desirable states. We do not commit to a certain
abstraction level for the controllable state transition. Controllable state tran-
sition in EqM can range from simple executable actions to sequential action
plans to policies to high-level goals for one or multiple planners. As such,
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opportunities in this thesis can be compared to options in SMDPs. Options
can be actions or policies that are executed in a certain initiation set of states
until a termination condition is reached. The distinguishing factor is again
that opportunities can also contain uncontrollable state transition and are
uncommitted with respect to the abstraction level of the controllable state
transition. Also there is no before-hand defined initiation set for an oppor-
tunity.

State transitions in MDPs are realized in one way only, namely, by con-
trollable agent actions. In our approach we not only want to model con-
trollable dynamics through actions and tasks of the agent, but also the un-
controllable dynamics constituted by non-deterministic “activities of the en-
vironment”. However, in Generalized Semi-MDPs (GSMDPs), which are a
special form of MDPs, events from the environment are taken into consid-
eration. In GSMDPs the uncontrollable state transition through events and
the controllable state transition through actions are on the same abstraction
level. As mentioned above in EqM we do not commit to a certain abstraction
level of controllable state transition. Therefore controllable and uncontrol-
lable state transitions are disjoint and mutually asynchronous. In GSMDPs
the state space is augmented with information on delay distribution of when
certain enabled events are triggered. The delay distribution can depend on
the entire execution history, therefore, GSMDPs are not strictly Markovian.
Equilibrium maintenance, on the other hand, is, future states only depend on
the current state. As with MDPs, in GSMDPs, decision making depends on
the rewards received when traversing states. There is reward for traversing
a state through action application, and reward for traversing a state through
a triggered event. EqM does not consider reward of traversed states, instead
decision making is based only on the end result.

Another important distinction to MDPs is that our proactive agent should
be able to infer how and when to act online, that is, during run-time, while
optimal policies in MDPs are used online but computed beforehand, offline.
MDPs are faced with the problem of state explosion.. The policy for which
action to apply in which state has to be computed for the full state space.
In equilibrium maintenance opportunities for acting have to be computed
considering only the state space within a certain look-ahead from the cur-
rent state. Enacting opportunities leads to state transition from where new
opportunities can be computed within the range of states of the look-ahead.
This way, only the relevant parts of the state space need to be considered.
MDPs can model rewards of traversed states and costs of applied actions. In
contrast, our framework uses fuzzy logic to model graded user preferences
based on desirability of state only.

Instead of a one-step look-ahead as done in the multi-criteria decision
making framework in Kahraman et al. (2015), our approach uses a variable
look-ahead for inferring acting decisions.
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Unlike Karlsson (2001)’s planner our framework does not receive the goal
as input but it infers what to do and when based on uncertain information,
that is, non-deterministic state projection, non-deterministic action effects
and fuzzy desirability of states.





Chapter 3
A Model of Opportunity

The introduction in this thesis suggests that in order for a robot to be proac-
tive it needs to be able to assess the current situation, predict possible future
evolutions, and evaluate whether any actions it can perform would lead to
better evolutions. This chapter gives a precise formalization of this insight.

3.1 System
Let L be a finite set of predicates. We consider a system Σ = 〈S,U, f〉, where
S ⊆ P(L) is a set of states, U is a finite set of external inputs (the robot’s
actions), and f ⊆ S×U× S is a state transition relation. Each state s ∈ S

is completely determined by the predicates that are true in s. If there are
multiple robots, we let U be the Cartesian product of the individual action
sets, assuming for simplicity synchronous operation. The f relation models
the system’s dynamics: f(s,u, s ′) holds iff Σ can go from state s to s ′ when
the input u is applied. We assume discrete time, and that at each time t the
system is in one state s ∈ S. In the example outlined in Chapter 1, the states
in S may encode the time of day, if Anna has taken the pills, whether she is
out for the day, and so on.

The free-run behavior Fk of Σ determines the set of states that can be
reached from s in k steps when applying the null input ⊥, that is, the natural
evolution of the system when no robot actions are performed. Fk is given by:

F0(s) = {s} (3.1)

Fk(s) = {s ′ ∈ S | ∃s ′′ : f(s,⊥, s ′′)∧ s ′ ∈ Fk−1(s ′′)}. (3.2)

In a concrete application, the possible f(s,⊥, s ′′) transitions would be de-
fined a-priori as part of the domain model, while the results of user intention
recognition may be dynamically incorporated as constraints over those tran-
sitions. In our pills example, recognizing Anna’s intention to be out for the
rest of the day would eliminate all the transitions in which s ′′ is such that

41
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Anna is at home the whole day. Said differently, we assume that knowledge
of user’s intentions is reflected in the Fk function.

3.2 Desirability
As noted in Chapter 1 we will first consider the special case of crisp de-
sirability as the formal notions introduced below are easier to grasp and it
reflects the actual progression of the PhD thesis work.

We consider a function Des : S→ {0, 1}. We say that a state s is desirable,
Des(s) = 1, or undesirable, Des(s) = 0. For convenience, we use the set
notation instead of the function notation for crisp desirability, that is, we say
s ∈ Des when state s is desirable, and s ∈ Undes when state s is undesirable.
Set Des ⊆ S and set Undes ⊆ S form a partition of S. Hence, Undes ≡ S\Des.
For instance, a state where the user is having lunch and the pills are taken
is in Des, whereas a state where the day is over and the pills have not been
taken is in Undes.

All formal concepts in the general form, that is, with fuzzy desirabil-
ity, introduced later in this chapter hold also in the special case with crisp
desirability as we will present in the following sections.

3.3 Action Schemes
We want to capture the notion that Σ can be brought from some states to
other states by applying appropriate actions in the appropriate context. We
define an action scheme to be any partial function

α : P(S) → P+(S),

where P+(S) is the powerset of S minus the empty set. We denote by A the
set of all action schemes. An action scheme α abstracts all details of action:
α(X) = Y only says that there is a way to go from any state in the set of states
X to some state in set of states Y. We denote by dom(α) the domain where
α is defined. For example, the scheme αremind, which reminds the user to
take the pills, can be applied in any state s where the user is present and the
robot is on: these conditions characterize dom(αremind). We also define the
subset of dom(α) that is relevant in state s, that is,

dom(α, s) = {X ∈ dom(α)|s ∈ X}. (3.3)

Action schemes can be at any level of abstraction, be it simple actions that
can be executed directly, sequential action plans, policies, high level tasks or
goals for one or multiple planners.

Figure 3.1 illustrates action schemes and free-run when desirability is
crisp. α1 is applicable in s since its domain includes X1 and s ∈ X1.
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Figure 3.1: Graphical illustration of action schemes with crisp desirability.
Each action scheme αi may change the state from being undesirable to being
desirable or vice-versa.

Beneficial Action Schemes We want to define what it means for an action
scheme α to be beneficial.

Bnf(α, s) iff ∀X ∈ dom(α, s).α(X) ⊆ Des (3.4)

Intuitively, α is beneficial in s if it is applicable in s, and if applying it will
necessarily result in a desirable state. As mentioned above, α1 in Figure 3.1
is applicable in s since its domain includes X1 and s ∈ X1. However, it is
not beneficial in s since it does not bring the system into states which are all
desirable, i.e., α1(X1) = Y1 and Y1 �⊆ Des. Scheme α2 would be beneficial in
another state, but it is not applicable in s. Scheme α3 is not beneficial in s,
but it will become so in k steps.

We can extend the notion of being beneficial taking a look-ahead k into
account:

Bnf(α, s,k) iff ∀X ∈ dom(α, s).Fk(α(X)) ⊆ Des (3.5)

where Fk(X) =
⋃

s∈X F
k(s). Intuitively, such a scheme is a way to bring the

system from the current state to a state that will be desirable after k time
steps. Note that Bnf(α, s, 0) = Bnf(α, s).

3.4 Opportunities
We can use the above apparatus to characterize different types of opportu-
nities for action, which we define formally here and apply in Chapter 6. We
write Opp(α, s,k) to mean that action scheme α is an opportunity to act when
in state s, by looking ahead k steps into the future.

Opp1(α, s,k) iff s ∈ Undes∧
(
∃s ′ ∈ Fk(s) : Bnf(α, s ′)

)
(3.6)
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The first property characterizes schemes that can be applied in the future in
response to a current undesired situation. In particular, Opp1(α, s,k) says
that s is an undesirable state for Σ, and that if no action is taken Σ may
evolve in a state s ′ in which action scheme α is beneficial — that is, α can
be applied in s ′ to bring the system into a desirable state. In the example
of Anna, the robot and the pills, the following situation may classify as an
opportunity of type Opp1: It is lunch time now and Anna has not taken her
pills. This is a current undesirable situation. There exists a reachable future
state where bringing the pills is not applicable, and therefore not beneficial,
for example when it is evening and Anna has gone out. However, there also
exists a reachable future state where it is evening and bringing the pills to
Anna is applicable (because she is at home) and beneficial. This means, doing
so will lead to a desirable state which is, it is evening and the pills are taken.

Opp2(α, s,k) is the same as Opp1(α, s,k), except that Σ will evolve in a
state in which α is beneficial.

Opp2(α, s,k) iff s ∈ Undes∧
(
∀s ′ ∈ Fk(s) : Bnf(α, s ′)

)
(3.7)

For Anna and the pills an opportunity of type Opp2 can be, it is lunch and
the pills are not taken, which is undesirable. In all of the future states that
are reachable it is evening and Anna is at home, so bringing the pills to Anna
is beneficial, that is, leading to desirability in all future states.

The third property characterizes a scheme that can be applied in the future
in response to a possible future undesired situation.

Opp3(α, s,k) iff ∃s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

(3.8)

It is now morning and Anna has not taken her pills. This depicts a desirable
current state. However, in the future there exists a state where it is lunch,
Anna has not taken her pills and action scheme remind is beneficial, that is
applying αremind in this future state will lead to a desirable state.

Opportunity of type four is the same as opportunity of type three except
that it can be foreseen that the future state will be undesirable.

Opp4(α, s,k) iff ∀s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

(3.9)

Consider the same situation as above: It is morning, Anna has not taken her
pills, which depicts a current desirable state. Now reminding Anna to take
her pills is beneficial not only in one existing future state but in all future
states. That means in all future states Anna is at home and having lunch,
applying αremind is applicable and leads to desirable states.

The next property characterizes schemes that can be applied now in order
to prevent future undesired situations. Opp5(α, s,k) is the case if there is at
least one future undesired state, where α is a way to prevent it if applied
now.

Opp5(α, s,k) iff
(
∃s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k) (3.10)
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It is morning now, Anna has not taken her pills, this is not an undesirable
situation. However, there is a risk that Anna might be out for the rest of the
day. In that case she will be unwell because she has not had the chance to
take her pills. Therefore bringing the pills to Anna is an opportunity of type
Opp5: the state is not undesirable now (it is morning, the pills are not taken)
but may be undesirable in the future (Anna might be out for the rest of the
day), so bringing the pills to her now avoids a possible future undesirability.

Opp6(α, s,k) is defined as Opp5(α, s,k) except that all future states are
undesirable and α can prevent all of them when applied now.

Opp6(α, s,k) iff
(
∀s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k) (3.11)

Again, consider the state were it is morning and Anna has not taken her
pills. This is a desirable current state. Instead of the risk that there exists one
possible future state where Anna will be out for the rest of the day, now this
is the case in all future states. This means, for sure Anna will be unwell in the
future because she has not had the chance to take the pills. Now bringing the
pills to Anna is an opportunity of type Opp6: applying action scheme bring
now (although the current state is desirable) leads to preventing a certain
future undesirability where Anna will be unwell because she has not taken
her pills.

Interestingly, if k = 0 all the above properties collapse to

Opp0(α, s, 0) iff s ∈ Undes∧Bnf(α, s), (3.12)

that is, α can be used now to resolve a current threat. An opportunity of
type Opp0 might be: It is lunch and Anna has not taken the pills which is
undesirable. However, there is an action scheme, αremind, that is beneficial
when applied now, that is, it leads to the desirable state where it is lunch
and the pills are taken.

The attentive reader has noticed that one and the same situation can
classify as several different opportunities of various types. The list of oppor-
tunity types at one glance follows below:

Opp0(α, s, 0) iff s ∈ Undes∧Bnf(α, s)

Opp1(α, s,k) iff s ∈ Undes∧
(
∃s ′ ∈ Fk(s) : Bnf(α, s ′)

)

Opp2(α, s,k) iff s ∈ Undes∧
(
∀s ′ ∈ Fk(s) : Bnf(α, s ′)

)

Opp3(α, s,k) iff ∃s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

Opp4(α, s,k) iff ∀s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

Opp5(α, s,k) iff
(
∃s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k)

Opp6(α, s,k) iff
(
∀s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k)
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3.5 Fuzzy Desirability
We now consider the more general case of fuzzy instead of crisp desirability
and explore how this single change affects the formal ingredients of oppor-
tunity introduced above.

We consider a fuzzy set Des of S which describes the desirable states
in S. While function μDes : S → {0, 1}, or simpler expressed, membership
to set Des or Undes determines the desirability of a state with crisp de-
sirability, we employ the membership function μDes : S → [0, 1] for fuzzy
desirability which determines the degree of desirability of a state. We extend
the definition to sets of states X ⊆ S, that is, μDes(X) = infs∈X(μDes(s)). In
the following, we abbreviate μDes(·) as Des(·). The complement of desirabil-
ity, 1 − Des(s), is the degree to which a state is undesirable. The framework
with fuzzy desirability and the framework with crisp desirability coincide,
if Des(s) ∈ {0, 1} for all s ∈ S. Fuzzy desirability allows us to capture that
a state is more or less desirable. For instance, a state s where it is lunch and
the pills are not taken is less desirable than a state s ′ where it is lunch and
the pills have been taken. However, s is better than a state s ′′ in which the
pills have not been taken by the end of the day. Concretely, one may have
Des(s) = 0.4, Des(s ′) = 1, Des(s ′′) = 0.

Note that we only admit degrees in the desirability of states, while the
transition relation f is crisp. This is because we are interested in modeling
fuzzy preferences, not in quantifying uncertainty. We model qualitative un-
certainty by non-determinism in F.

3.6 Action Schemes with Fuzzy Desirability
The definition of action schemes is the same using fuzzy or crisp desirability.
Only the graphical illustration varies as shown in Figure 3.2. Each action
scheme can be applied in some state of some set of states, and brings the
system to a state in another set of states. For instance, scheme α1 can be
applied in any state in the set of states X1, and when applied it will bring
Σ to some new state in the set of states Y1. The system is currently in state
s whose desirability degree is moderate, and if no action is applied it will
move in k steps to some state in the set Fk(s), which is even less desirable.

Beneficial Action Schemes with Fuzzy Desirability We now look at the gen-
eral case and define beneficial with fuzzy desirability. We define a fuzzy rela-
tion between an action scheme α and a state s that expresses the degree of
how beneficial it is to apply α in s.

Bnf(α, s) = inf
X∈dom(α,s)

(Des(α(X))) (3.13)
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Figure 3.2: Graphical illustration of action schemes. Desirability of states
increases from left to right, and three iso-lines of Des are shown. Each action
scheme αi may change the state from being less desirable to being more
desirable or vice-versa.

If dom(α, s) = ∅, which means α is not applicable, we stipulate Bnf(α, s) = 0.
Intuitively, the degree of benefit of an action scheme α is determined by the
degree of Des that can be reached at minimum (if s is in the domain of α).
In Figure 3.2, α1 is applicable in s since its domain includes X1 and s ∈ X1.
However, its benefit is low in s, since its application brings the system into
a state whose desirability may be lower than that of s, that is, Des(Y1) <
Des(s). Scheme α2 is applicable in s and leads to highly desirable states, it
has therefore high benefit. Scheme α3 is not applicable in s, hence it is not
beneficial in s, but will become so in k steps.

With fuzzy desirability the notion of being beneficial taking a look-ahead
k into account is defined as follows:

Bnf(α, s,k) = inf
X∈dom(α,s)

Des(Fk(α(X))), (3.14)

where Fk(X) =
⋃

s∈X F
k(s). Intuitively, the degree of benefit of an action

scheme α is the minimum degree of desirability that can be reached, after k
time steps.

3.7 Opportunities with Fuzzy Desirability
We consider min and max as fuzzy operators for fuzzy conjunction and dis-
junction. Opportunity of types Opp1 and Opp2 characterize schemes that
can be applied in the future in response to a current undesired situation. The
lower value out of combining the current state’s undesirability with the high-
est benefit of acting for Opp1 and the lowest benefit of acting for Opp2, in all
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of the future states, determines how big the opportunity is. That is, one factor
for being a big opportunity for acting is high current undesirability in both
Opp1 and Opp2. The second necessary factor for being a big opportunity is
high benefit of acting. While this needs to be the case in all future states in
Opp2, Opp1 is ignorant of α being only minor beneficial or not beneficial at
all (!), as long as there is at least one future state where the benefit of applying
α is high.

Opp1(α, s,k) = min(1 − Des(s), sup
s ′∈Fk(s)

(Bnf(α, s ′))) (3.15)

Opp2(α, s,k) = min(1 − Des(s), inf
s ′∈Fk(s)

(Bnf(α, s ′))) (3.16)

Figure 3.3 visualizes the opportunity types Opp1 and Opp2 graphically. Ana-
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Figure 3.3: Opp1(α1, s,k), Opp2(α2, s,k): The state now s is undesirable and
there is no applicable and beneficial action scheme available. By free-run Fk

the state will develop into a set of states Fk(s) which is a subset of X1 which
is a subset of the domain of α1. Applying α1 can lead to states that are more
desirable (Opp1) or will lead to states that are more desirable (Opp2).

logue to the example of Anna, the robot and the pills with crisp desirabil-
ity above (Section 3.4) an opportunity of type Opp1 with fuzzy desirability
might be, it is lunch now and Anna has not taken the pills. This is quite
undesirable. As the highest benefit of future acting is considered for Opp1
there is a big opportunity of this type already in the case of only one future
state with high benefit of acting. That means it is enough that there is one
possible future state where Anna is at home and action scheme bring can be
applied. For being a big opportunity of type Opp2, however, it is necessary
that future acting always is highly beneficial. That means, in all future states
it is evening and Anna is at home so that the action scheme bring can be
applied and lead to desirable outcomes.
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Opportunities of the third and fourth type are big in case of high future
undesirability and high future benefit, where Opp3 takes an “optimistic”
view and Opp4 takes a “pessimistic” view. What this means is that the high-
est value (Opp3) resp. the lowest value (Opp4) out of the lower value of com-
bining each future state’s undesirability with the benefit of acting in this
particular future state, determines how big the opportunity is. So for an op-
portunity to be big it is necessary that (i) future states are highly undesirable,
and (ii) acting is highly beneficial. (i) and (ii) must be true in each future state
for Opp4 while it is enough that it is true in only one single future state for
Opp3.

Opp3(α, s,k) = sup
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′))) (3.17)

Opp4(α, s,k) = inf
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′))) (3.18)

α3 in Figure 3.2 is a big opportunity of type Opp4. A graphical illustration of
opportunity types Opp3 and Opp4 is given in Figure 3.4. We again adapt the
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Figure 3.4: Opp3(α3, s,k), Opp4(α4, s,k): The current state s develops by free-
run Fk into states Fk(s) that can be very undesirable (Opp3, cyan) or will be
very undesirable (Opp4, light blue). Fk(s) (cyan) is within the domain of α3
which can be very beneficial (Opp3), respectively, Fk(s) (light blue) is within
the domain of α4 which will be very beneficial (Opp4).

example of Anna and her robot: It is morning and the pills are not taken, this
is a quite desirable situation. There exists a future state that is quite unde-
sirable — it is lunch and the pills are not taken. There is, however, an action
scheme, αremind, which is very beneficial in this future state. This situation
depicts a big opportunity of type Opp3 as this opportunity type considers
the highest possible value out of future undesirability – future benefit pairs.
The same situation is a big opportunity of type Opp4 if all future states are
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very undesirable and acting is very beneficial, as this opportunity type con-
siders the lowest possible value out of future undesirability – future benefit
pairs.

Opportunities of the last two types are big if the future benefit of acting
now is high and undesirability is high when not acting in at least one future
state (Opp5) or all future states (Opp6). That means, how big the opportu-
nity for acting is, is determined by the lower value of combining the highest
(Opp5) resp. lowest (Opp6) value of each future state’s undesirability with
the future benefit of acting now. In both cases, Opp5 and Opp6, it is neces-
sary that the future benefit of acting now is high, if the opportunity is to
be big. The second criterion for a big opportunity of these types is high fu-
ture undesirability, necessarily in all future states for Opp6, while one highly
undesirable future state is enough for Opp5.

Opp5(α, s,k) = min( sup
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k)) (3.19)

Opp6(α, s,k) = min( inf
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k)) (3.20)

See Figure 3.5 for a graphical representation of the opportunity types Opp5
and Opp6. Looking at the analogue example with fuzzy desirability of Anna
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Figure 3.5: Opp5(α5, s,k), Opp6(α5, s,k): The current state s is not very un-
desirable but by free-run Fk it can (Opp5, cyan) or will (Opp6, light blue)
develop into very undesirable states Fk(s). s is within the domain of α5
which when applied now will lead to states ∈ Y5 that are more desirable and
prevent states Fk(s) which are less desirable.

and her robot with crisp desirability, we consider the case when it is morn-
ing, Anna has not taken the pills and she might be out for the rest of the
day. In that case bringing the pills to her now is a big opportunity of type
Opp5 as this type combines the future state that is most undesirable with
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the benefit of acting now. If Anna for sure is out for the rest of the day, then
bringing the pills to her now is a big opportunity of type Opp6 as this type
combines the future that is least undesirable with the benefit of acting now.

For k = 0, all above properties collapse to

Opp0(α, s, 0) = min(1 − Des(s), Bnf(α, s)) (3.21)

The lower value out of combining the current state’s undesirability with the
benefit of acting now, determines how big the opportunity of type Opp0 is.
That is, an opportunity of this type is big, that is, has a high degree, if α
is highly beneficial now and undesirability is high in the current state. For a
graphical illustration of opportunity type Opp0 see Figure 3.6. In the exam-
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Figure 3.6: Opp0(α0, s,k): The current state s is very undesirable and there
is an action scheme α0 that is applicable now and has a high benefit, that
is, when applied it leads to some state in the set of states Y0 which is very
desirable.

ple of Anna and the pills an opportunity of type Opp0 might be depicted by
Anna not having taken her pills at lunch time. This is very undesirable, but
reminding her to take the pills now is very beneficial. This means, applying
this action scheme now leads from very undesirable to very desirable states.

Below we list the collected opportunity types with fuzzy desirability. As
we shall see in Chapter 5, if Des is crisp then the “fuzzy opportunities”
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defined by these equations are equivalent to the crisp ones defined in Sec-
tion 3.4.

Opp0(α, s, 0) = min(1 − Des(s), Bnf(α, s))
Opp1(α, s,k) = min(1 − Des(s), sup

s ′∈Fk(s)

(Bnf(α, s ′)))

Opp2(α, s,k) = min(1 − Des(s), inf
s ′∈Fk(s)

(Bnf(α, s ′)))

Opp3(α, s,k) = sup
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′)))

Opp4(α, s,k) = inf
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′)))

Opp5(α, s,k) = min( sup
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k))

Opp6(α, s,k) = min( inf
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k))

3.8 Fuzzy Operators
In our formalization of opportunity (Section 3.7), we used the min and max
operators for fuzzy conjunction and disjunction. While this is the most com-
mon choice in fuzzy logic (Klir and Folger, 1988), other options exist for
these operators, all belonging to the family known as triangular norms, or
t-norms (Weber, 1983). Our framework can be restated using any t-norm/t-
conorm pair in place of the min/max pair. For denoting any t-norm we use
symbol ⊗, for denoting any t-conorm we use symbol ⊕. Interestingly, us-
ing a different pair may result in a different quantitative behavior by the
equilibrium maintenance framework that uses the opportunity model (see
Chapter 4). Which pair produces the most acceptable decisions, is a difficult
question, and it likely depends on the domain of application.

Consider for example the case when Des(s) = 0.4, and Bnf(α1, s) = 1,
while Bnf(α2, s) = 0.6. Using the min t-norm, we have both Opp0(α1, s, 0) =
0.6 and Opp0(α2, s, 0) = 0.6, so we cannot differentiate the two opportunities
by their degree. By contrast, the product t-norm would give Opp0(α1, s, 0) =
0.6 and Opp0(α2, s, 0) = 0.36 so the opportunity with α1 clearly has a higher
degree than the opportunity with α2. Chapter 4 explains why this is crucial.
It is left to future work to investigate the effects on the result on equilibrium
maintenance when employing t-norms, t-conorms different to min, max.
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The definition of beneficial with general fuzzy operators is the same as
with min and max (see Definition (3.18) and Definition (3.19)). The opportu-
nity types where fuzzy operators are general are listed below:

Opp0(α, s, 0) = (1 − Des(s))⊗ Bnf(α, s) (3.22)
Opp1(α, s,k) = (1 − Des(s))⊗ sup

s ′∈Fk(s)

(Bnf(α, s ′)) (3.23)

Opp2(α, s,k) = (1 − Des(s))⊗ inf
s ′∈Fk(s)

(Bnf(α, s ′)) (3.24)

Opp3(α, s,k) = sup
s ′∈Fk(s)

((1 − Des(s ′))⊗ Bnf(α, s ′)) (3.25)

Opp4(α, s,k) = inf
s ′∈Fk(s)

((1 − Des(s ′))⊗ Bnf(α, s ′)) (3.26)

Opp5(α, s,k) = sup
s ′∈Fk(s)

(1 − Des(s ′))⊗ Bnf(α, s,k) (3.27)

Opp6(α, s,k) = sup
s ′∈Fk(s)

(1 − Des(s ′))⊗ Bnf(α, s,k) (3.28)

3.9 Assumptions
We summarize here the assumptions made in our formal framework:

• We assume both controllable and uncontrollable state transitions. In
the examples in this thesis the controllable state transitions come from
one robotic agent, the uncontrollable state transitions come from one
human agent and the environment.

• L is finite: from this, it follows that S is finite, hence that A is finite, and
that the set of outcomes of Fk and of α’s are finite. We further assume
that U is finite.

• The state is fully observable.

• We assume the Markov property, that is, future state evolution only
depends on the present state, not on past states.

• There is one single function Des to represent desirability; how to com-
bine multiple criteria or viewpoints into this function is a problem that
lies beyond this framework.

• The desirability function Des, the action schemes A and the whole sys-
tem Σ are time-invariant.



54 CHAPTER 3. A MODEL OF OPPORTUNITY

3.10 Summary
We have introduced a model of opportunities. The model incorporates a
model for state transition, the non-deterministic free-run, which is the un-
controllable input to the system. We allow fuzzy preference of states only,
expressed by the fuzzy desirability membership function. The controllable
input to our system are action schemes, i.e., the robot’s capabilities. Their
application is measured in degree of benefit depending on how desirable
the achieved states are. Opportunities set the desirability of current and fu-
ture states and the benefit of applying action schemes into different relations.
Opportunities can be used as a basis for proactivity. For this purpose, we in-
troduce the concept of equilibrium in the next chapter.



Chapter 4
Proactivity through
Equilibrium Maintenance

The previous chapter has introduced a formal model of opportunities. To
endow an artificial agent or robot with proactive behavior, we make the
model operational in the current chapter. We formally state the problem of
ensuring proactivity as that of maintaining equilibrium.

4.1 Equilibrium
Equilibrium is the state of affairs when no action (i) can or (ii) should be
done. (i) means no action is applicable and (ii) means there are no available
actions whose effects are desired to bring about. A proactive robot might
strive for equilibrium and thereby infer and enact actions that can and should
be done.

We say that a system Σ is in equilibrium if there are no opportunities to
act. We informally say that it is “almost” in equilibrium if there are “small”
opportunities, and “very much out” of equilibrium if there are “big” oppor-
tunities for acting. Let’s look at the extreme case where desirability is crisp
in order to facilitate understanding. In this case we say that given a time
horizon K ∈ N, Σ is in equilibrium in a given state s, denoted by Eq(s,K), if
there is no incentive to act in the next K steps. That is, no action scheme α
can be inferred as being an opportunity given s and given any k � K:

Eq(s,K) iff �α ∈ A : Oppi(α, s,k), (4.1)

for all k = 0, . . . ,K, for all i = 0, . . . , 6, α ∈ A.
In the general case with fuzzy desirability we can formally define the degree
to which the system Σ is in equilibrium as

Eq(s,K) = 1 − sup
k,i,α

Oppi(α, s,k), (4.2)

55
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for k = 0, . . .K, i = 0, . . . , 6, α ∈ A. In words, equilibrium is the complement
of the maximum opportunities.

4.2 Equilibrium Maintenance
We stipulate that proactivity arises from the lack of equilibrium, and define
the process of equilibrium maintenance as the driver of robot action. That
means, in order to reach the state of affairs that is equilibrium, a robot be-
comes proactive by inferring and enacting actions that it can and should do.
This striving for equilibrium – all that can and should be done is conducted
– is what we call maintaining equilibrium. To be able to do this the robot
must be aware of the world around it (context awareness) and foresee how
it will evolve (prediction). The robot furthermore must know which actions
are available and lead to more desirable states (goal reasoning). Finally the
proactive robot must be able to plan for and enact those actions that lead to
more desirability (planning, acting). These are the necessary capabilities for
being able to do what can and should be done, that is, for maintaining equi-
librium, that is, for being proactive. They are the same as those discussed in
the introduction in Chapter 1.

Specifically, maintaining equilibrium means (i) to determine the current
degree of equilibrium of the system, that is, whether there exist opportunities
of degree greater than zero (with crisp desirability we determine whether or
not the system is in equilibrium, that is, whether there exist opportunities);
(ii) to choose one of the found opportunities; and (iii) to dispatch the chosen
opportunity for being enacted.

4.2.1 Assumptions
We summarize here the assumptions made in the equilibrium maintenance
algorithm:

• There is an appropriate situation assessment function providing an es-
timate of the current state, and possibly of the user’s intentions.

• There is an appropriate execution layer able to enact action schemes.

• Equilibrium maintenance and action scheme execution do not interrupt
each other before they are completed (see Section 4.5).

Specific choices for what action schemes are and how EqM interfaces
with a situation assessment function and an executive layer have to be made
when implementing the framework (see Chapter 6) but are not related to the
framework.
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4.2.2 The Algorithm
Algorithm 2 describes the equilibrium maintenance process, EqM(K), which
makes a robot proactive. It continuously assesses the degree of equilibrium
of the system, using it as a guide to choose the most appropriate action
scheme to enact.

Algorithm 2: EqM(K)

1 while true do
2 s← current state
3 if s has changed then
4 if Eq(s,K) < 1 then
5 Opps ← arg maxk,i,α(Oppi(α, s,k))
6 〈α, s ′, Oppi,k, oppdeg〉 ←choose (Opps)
7 dispatch (α, s ′)

Equilibrium is assessed if the state changes (Algorithm 2, line 3). If the
system is not fully in equilibrium, the biggest opportunities, hence those
that minimize Eq(s,K), are stored in set Opps (Algorithm 2, line 4–5). Among
these, one is chosen to be dispatched for enacting (Algorithm 2, lines 6–7).
This choice is determined by additional criteria described in Section 4.3. Note
that oppdeg in line 6 is the degree of the inferred opportunity.

Our equilibrium maintenance algorithm has evident similarities with the
BDI algorithm (Algorithm 1) presented in Section 2.6: from the current state,
or the event-queue, several options or opportunities are inferred out of which
one is chosen for execution (cf. Algorithm 1, lines 3 – 6, and Algorithm 2,
lines 2 – 7). Conceptually, the opportunities for acting that we introduce in
Chapter 3 are close to Bratman (1987)’s intentions, which are derived from an
agent’s goals and beliefs. Like intentions, an opportunity to act holds as long
as the agent believes that that action is achievable and that it leads to its goals
(Cohen and Levesque, 1990; Parsons et al., 2000). What opportunities can be
detected depends on the richness of the model used in the framework. If we
only have a model of the robot’s actions, which most instantiations of BDI
have, then only their immediate applicability and benefit is considered. If we
have a predictive model, then more types of opportunity can be detected. As
we have seen in Chapter 3 and we will see in the current chapter, Chapter 4,
we can make predictions about the future states of the system and the effects
of actions; that is, a dynamic model of the system is available. This way
we can infer future applicability and/or benefit of actions. Knowing about
opportunities for future action may be important: for instance, to allow the
robot to plan and schedule other tasks, or to reduce the search space by
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exploiting the fact that some decisions have already been taken (Pollack and
Horty, 1999).

The conceptual model of equilibrium maintenance (Algorithm 2) is illus-
trated in Figure 4.1. The input of equilibrium maintenance is a total order
representing the preferences on the states S. The output is a total order over
S × A indicating when it is best to do what. This determination is made
based on a description of the system, the possible action schemes available
to the robot, and a limit on the maximum look-ahead used to compute ram-
ifications of the possible actions.

determined by
Opportunity
Computing

Equilibrium Maintenance

Choose

System
〈S,U, f〉

Des

Total order on S

Action
Current state sMaximum look-ahead K

schemes A

Total order
on S×A 〈α, s〉

Figure 4.1: Conceptual model of equilibrium maintenance.

Note that equilibrium is maximal when opportunity degrees are mini-
mal, which is the case if there is no applicable α, or no applicable α has
a large Bnf, or if all current and future states are highly desirable. We are
not interested, and therefore do not model in our framework, how to reach
states where no α is applicable, or where no α has significant benefit. Hence,
“maximizing equilibrium” means enacting the opportunity which results in
states where desirability is maximal (and incentive to act is minimal).

It is important to understand that the algorithm for EqM(K) (Algorithm 2)
is very generic. However, when implementing EqM(K) in a concrete system
there are three choices to be made, that are not straightforward, that is:

1. how to implement function choose (Algorithm 2, line 6);

2. how to choose the size of the maximum look-ahead K;

3. how to interleave equilibrium maintenance with action execution.

We discuss these questions in the following sections: Point 1. in Section 4.3,
Point 2. in Section 4.4, and Point 3. in Section 4.5.

4.3 Function Choose

The concept of opportunity relates (i) desirability of current or future states
and (ii) benefit of applying action schemes now or later, hence, an opportu-
nity’s degree is influenced by both these factors. This also means that two
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different opportunities can have the same degree, where factor (i) is deci-
sive for one of them and factor (ii) for the other. How to break ties among
opportunities with the same degree is a question that does not have one
single straightforward, true answer. The current section suggests two possi-
ble solutions to this problem, one for general EqM(K), that is, desirability is
fuzzy, and one for the special case with crisp desirability. We emphasize that
our framework does not depend on the specific choice made for function
choose.

General equilibrium maintenance We use three criteria in function choose

(Algorithm 2, line 6): >Bnf, which ranks opportunities with higher benefit
over those with lower benefit; >k, which ranks opportunities with lower k
over those with higher k; and >Oppi

, which ranks opportunities by their
type according to Table 4.1. The highest priority sort applied to Opps is
>Bnf. The rationale behind this is that those opportunities that give highest
benefit when enacted should be given precedence. Second highest priority
is attached to the sort >k. This is because action schemes of opportunities
closer in time can “help” faster when applied. Lastly, sort >Oppi

prioritizes
opportunities with immediate action scheme application to opportunities
with future action scheme application. Note that the order >Oppi

is partial.
This is the case because if it is true that there is an opportunity of type
Opp6, there automatically also is an opportunity of type Opp5; if there is
an opportunity of type Opp4, there automatically is an opportunity of type
Opp3; and if there is an opportunity of type Opp2, then there automatically
is an opportunity of type Opp1. Note, however, that because of how the inf,
sup t-norms work two opportunities of types on the same level of >Oppi

can
be distinguished by their degree.

Table 4.1: Partial order >Oppi
on opportunity types used with fuzzy desir-

ability.
Rank Type(s)

1 Opp0
2 Opp5 Opp6
3 Opp3 Opp4
4 Opp1 Opp2

We implement function choose based on the specific priority between the
three sorts explained above in the conceptual examples in Section 4.6 and in
the experiments in Section 6.2, showing that our choice of selection criteria
is reasonable. However, there are other options, e.g., using different num-
bers or types of sorts, or using the sorts in a different order. As an example,
consider a case in which Des(Fk(s)) is constant for all k, while the benefit of
available action schemes increases with k. The choose function introduced in
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this section gives highest priority to >Bnf and therefore chooses an opportu-
nity with the highest benefit, that is, with the biggest k. But one could use an
“eager” choose, that gives higher priority to >k: then, an opportunity with
the lowest possible k would be chosen, even if this results in lower benefit.
Whether a “fast help” should be preferred to a more effective but later one
clearly depends on the application domain.

Equilibrium maintenance with crisp desirability As noted in Section 1.3
we started out with the simpler case of crisp desirability in our equilibrium
maintenance framework. We therefore now analyze how function choose is
affected when employing crisp instead of fuzzy desirability. We observe that
decreasing the resolution of desirability from [0, 1] to {0, 1} implies a decrease
of resolution for function choose too. Instead of the criteria order >Bnf >k
>Oppi

as used when desirability is fuzzy, we now use two criteria in function
choose in the following order: first, the partial order >Oppi

′ in Table 4.2 and
second, >k, which ranks opportunities with lower k over those with higher k.
The highest priority criterion for choosing among opportunities with equally
high degrees with fuzzy desirability, >Bnf, cannot be applied with crisp de-
sirability. This is because we cannot tell which opportunity effects “highest”
benefit when enacted, the benefit is the same for all opportunities, that is,
1. Therefore, we abandon using >Bnf with crisp desirability. This is a forced
difference to implementing choose with fuzzy desirability. The different or-
der of the ranking of opportunity types with crisp Des, >Oppi

′, however, is
a voluntary alternative implementation. As is the choice of ranking order:
>Oppi

′>k with crisp Des, instead of >Bnf>k>Oppi
with fuzzy Des.

As soon as there exists an opportunity of type Opp6, there automatically
is an opportunity of type Opp5 because when something is valid for all
future states, then it is also valid for one future state. Similarly, if there is
an opportunity of type Opp4 there automatically is an opportunity of type
Opp3 and if there is an opportunity of type Opp2, there automatically is
an opportunity of type Opp1. Which one of types Opp6 or Opp5, Opp4 or
Opp3, or Opp2 or Opp1 to choose for dispatching and enacting is irrelevant
as they employ the same action scheme, state and look-ahead, and hence
result in the same effects when applied. On the other hand, if a triple (α, s,k)
is an opportunity of type Opp5, it is not necessarily an opportunity of type
Opp6, if there is an opportunity of type Opp3, there is not automatically
an opportunity of type Opp4, and if there is an opportunity of type Opp1
there is not automatically an opportunity of type Opp2. Hence, we either do
not have to make a choice between an opportunity of type Opp5 or Opp6,
Opp3 or Opp4, or Opp1 or Opp2, or the choice is obsolete (see explanation
above). However, there are more differences of how we implement function
choose with crisp Des that are our own choice. As with fuzzy desirability,
it is an open question how to implement function choose. The experiments
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in Section 6.3 show that our alternative choice for the crisp Des case too is
reasonable. The partial order >Oppi

′ (Table 4.2) prioritizes opportunities for

Table 4.2: Partial order >Oppi
′ on opportunity types used with crisp desir-

ability.
Rank Type(s)

1 Opp0
2 Opp5 Opp6
3 Opp1 Opp2
4 Opp3 Opp4

acting now over opportunities for acting in a future state. The motivation
behind this choice is as follows. Opp0 is at the top because the current state
s is undesirable and Opp0 is an immediate way out of it, i.e., it provides an
α that is beneficial now. On the next level there are Opp5 and Opp6 which as
well provide an opportunity for action to be applied now, however, not being
beneficial until the future. The current state is not in Undes, but some future
states will be, so it is beneficial to act now in order to prevent this. On the
next level of opportunity types we put Opp1 and Opp2 — the current state
is undesirable but there is no action scheme available that can help escape
from it now. However, there exists one for at least one reachable state in the
future that brings the state in Des. The last level in the opportunity type
hierarchy contains Opp3, Opp4. The reason for their low priority is that both
the possible undesirability of a state and the benefit of applying an action
scheme are placed in the future.

Ties are broken using the value of k: if there are two opportunities 〈α ′,
s ′, Oppi,k

′〉 and 〈α ′′, s ′′, Oppj,k
′′〉, such that Oppi and Oppj are not com-

parable according to the partial order in Table 4.2, then we select the one
with the lower k. If k ′ = k ′′ we select one randomly.

4.4 Size of the Maximum Look-ahead
The maximum look-ahead horizon K determines the amount of temporal
projection in EqM. There is no single true answer to the question of how
to choose the size of K. However, this choice strongly affects the generated
proactive behavior. Based on the examples later in Section 4.6 and confirmed
in the experiments in Chapter 6, we can make two specific observations con-
cerning the size of the temporal projection.

Observation: The degree of the opportunity chosen by equilibrium maintenance
increases monotonically with increasing maximum look-ahead. When comparing
EqM using the same preference model and the same free-run over increasing
maximum look-aheads, we can see that the degree of the maximum opportu-
nities rises with increasing K, that is, the degree of equilibrium is decreasing.
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Observation: The bigger the maximum look-ahead, the better informed are the
acting decisions. The higher K is, the more informed choice EqM can make
on which opportunity to dispatch for enacting. This of course increases the
computational cost of the EqM algorithm. Interestingly, a higher K also puts
higher requirements on user intention recognition, which must be able to
infer intentions that span longer into the future. What is the best trade-off
probably depends on the application domain, and is a question for future
investigation.

4.5 Interleaving with Execution
First in this section we want to make a clear distinction between equilib-
rium maintenance and planning. Equilibrium maintenance enables us to find
goals by reasoning on opportunities. This is fundamentally different to what
a planner does. EqM infers goals on a higher abstraction level, it finds out
what should be achieved when. A planner can take these high-level goals
as an input and synthesize the particular sequences or partial orders of ac-
tions that are necessary to achieve them. While doing so the planner uses
extensive time projections up until the goal. Equilibrium maintenance on the
abstraction level above, however, does not know the goal a priori and where
on the time-line it resides, so it uses a given size of maximum look-ahead
and finds out within this what is best to do and when.

Now, we want to analyze the different control loops emerging in a sys-
tem with equilibrium maintenance. The main feedback control loop in such
a system is illustrated in Figure 4.2. This loop incorporates situation assess-
ment, action scheme selection, and execution. Situation assessment produces

current
state s ∈ S
user intention
I ⊆ Fk(s)

Sensors
Humans

Situation
Assessment

Equilibrium
Maintenance

Action
schemes A

Transition
relation f

Model of system Σ

System

(α, s ′)

Robot

actions sensing

Set Des

Layer
Executive

Figure 4.2: The equilibrium maintenance loop realized by the EqM(K) algo-
rithm for a system Σ = 〈S,U, f〉.
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an estimate of the current state and of the user’s intention — levels 2 and 3
of situation assessment according to (Endsley, 1995), respectively. The user’s
intention can be modeled as restriction I ⊆ Fk of the free-run as noted in
Chapter 3. An executive layer realizes a feedback loop at a lower level of ab-
straction, which determines how action schemes are executed by the system.
The operational level of abstraction of the executive layer is determined by
the action scheme models. For example, if α is a plan, the executive layer
is an action dispatcher; whereas if α is a goal, the executive layer must be
able to generate and execute a plan for it. The level of abstraction at which
Equilibrium Maintenance operates is determined by the models used to char-
acterize the system’s possible states, action schemes, and free-run. This typi-
cally differs from that of the Executive Layer: The α’s, output of Equilibrium
Maintenance in Figure 4.2, can be individual actions, plans, policies, or plan-
ning goals, as mentioned above. Correspondingly, the Executive Layer can
range from a simple dispatcher to a full plan-based robot controller. In the
conceptual examples in Section 4.6, α’s are high-level tasks, in Section 6.2 we
use action schemes that are compound actions of simple actions, and in Sec-
tion 6.3 they are sequential action plans. No matter which level of abstraction
is chosen, the Executive Layer makes available a procedure that results in the
physical execution of an action scheme α.

EqM(K) is driven by state change (Algorithm 2, line 3), hence opportu-
nities for acting are assessed only if the state changes as a result of free-run
or the execution of an action scheme α. Whether all opportunities for ac-
tion can be seized depends on the synchronization between the Equilibrium
Maintenance loop and the control loop of the Executive Layer. This is codi-
fied in the EqM algorithm by the invocation dispatch(α, s ′), which may cede
control back to the EqM algorithm before or after the complete execution of
α. If no assumption is made on the synchronization between the two loops,
Equilibrium Maintenance and Executive Layer, it is important to dispatch
action schemes that are beneficial in a future state s ′ (opportunities of type
Opp1–4), as opportunity evaluation may not occur when s ′ becomes the cur-
rent state. There might be additional reasons to re-evaluate opportunities so
none are missed beyond the fact that the state has changed. This is the case,
for example, if the state s (at the level of abstraction of the EqM) changes
concurrently with the execution of an action scheme for reasons beyond ac-
tion scheme execution (e.g., due to free-run), or if the execution of α deviates
from expectations, or if the set Des changes. While these are important issues
to investigate, in this thesis we make the common assumptions that Des is
fixed and that action scheme execution and free-run of the system do not
co-occur, and henceforth we simply use EqM(K) shown in Algorithm 2.

EqM infers and acts upon possible opportunities as soon as Eq(s,K) <
1, that is, as soon as there is some opportunity with degree greater than
zero — see Algorithm 2, line 4. This triggering condition could be made
more complex without changing our framework. For instance, the condition
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could take into account the cost of acting, or it could weigh action versus
inaction by computing the opportunity of a “null” action. What choice is
most adequate likely depends on the application domain (see Section 7.3.2
for further discussion).

4.6 Conceptual Examples of Equilibrium
Maintenance

The examples in this section are conceptual, meaning, they are not imple-
mented in a real system. For evaluation of experiments with equilibrium
maintenance implemented in real robot systems see Chapter 6. The purpose
of the examples here is to illustrate how the framework works.

Set-up of the Examples

We imagine the setting to be built around a user in her home, a proactive
mobile robot, and a stock of milk. We assume that the state in the examples is
modeled by predicates. The user’s state is modeled by predicates breakfast,
morningtea, lunch, afternoontea, dinner, other. The freshness of a carton of
milk x is described by predicates fresh(x), closeexpire(x), expired(x); the
amount of milk in the carton is described by predicates full(x), half(x),
empty(x); and the location of the carton is described by fridge(x), table(x),
garbage(x). For instance, if (fresh(milk1)∧ full(milk1)∧ breakfast) holds in
state s, then the user is having breakfast and milk carton milk1 is full and
fresh in state s. We assume that for every milk carton x, only one predicate
describing its freshness, amount and location is true in every state (similarly
for the state of the user). We also define the predicates edible(x), out and
overstock, which are used to model the current milk stock, and are deter-
mined by the following axioms:

¬expired(x)∧¬garbage(x)∧¬empty(x) ⇒ edible(x)
�x : edible(x) ⇒ out

∃x,y : edible(x)∧ edible(y) ⇒ overstock

The free-run used in the example that follows is shown in Figure 4.3. Each
state s in the free-run has an associated desirability Des(s), which repre-
sents the preference model of the user. Here we use a function that subtracts
from 1 different values according to Table 4.3 for predicates that are true or
false in a given state. There are a number of different preference models of
how much to punish that different predicates are true or false in a state: We
have employed three different such preference models: the Green preference
model punishes wasting milk the most, the Red preference model is most
in favor that we do not run out of milk, and the Blue preference model is
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Figure 4.3: Free-run I

most keen on making sure expired or empty milk is in the garbage. First
we will look at an example using the Green preference model. We call the
Des function in this example the Green preference model, as it represents an
“environmentally aware” user. The details of the Des function can be looked
up in Table 4.3. Summarizing its most essential features we can say that all
states in which there is non-expired, non-empty milk in the garbage are very
undesirable; over-stocking is undesirable; it is desirable to drink milk that is
close to expiry; and milk left out of the fridge is undesirable. We consider
two different sizes of maximum look-ahead for our comparison, first K = 1,
then K = 4.

Next, we want to introduce even more variation than changing the maxi-
mum look-ahead K. For this we introduce two new preference models R and
B and two new free-runs, Free-run II, Figure 4.4, and Free-run III, Figure 4.5.
The Red preference model is most in favor of not running out of milk, the
Blue preference model is most keen on making sure expired or empty milk
is in the garbage. For details, again, see Table 4.3. We consider two different
sizes of maximum look-ahead for our comparison, first K = 1, then K = 3.
We compare the outcome of EqM when we:

(a) vary the preference model, subject to the same maximum
look-ahead and the same free-run;

(b) vary the maximum look-ahead, subject to the same prefer-
ence model and the same free-run; and

(c) vary the free-run, subject to the same maximum look-ahead
and the same preference model.

The resulting opportunity chosen for dispatching can differ in
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Table 4.3: Preference models G, R, B: Des(s) is to be computed 1 − (value in
column G|R|B). Decisive high values are marked.

No. Stock Milk User G R B

0 - - - 0 0 0
1 - ¬expired(x),¬empty(x),¬table(x) breakfast 0.1 0.1 0.1

2 - expired(x),−,¬garbage(x) XOR - 0.1 0.05 1
−, empty(x),¬garbage(x)

3 - ¬expired(x),¬empty(x), garbage(x) - 1 0.5 0.5

4 - fresh(x),¬empty(x), table(x) ¬breakfast 0.7 0.07 0.07
¬morningtea
¬afternoontea

5 - fresh(x),¬empty(x), table(x) morningtea 0.05 0.05 0.05
afternoontea

6 - closeexp(x),¬empty(x), table(x) ¬breakfast 0.6 0.06 0.06
¬morningtea
¬afternoontea

7 - closeexp(x),¬empty(x), table(x) morningtea 0.01 0.01 0.01
afternoontea

8 - closeexp(x), full(x), fridge(x) morningtea 0.8 0.2 0.2
afternoontea

9 - closeexp(x), half(x), fridge(x) morningtea 0.6 0.18 0.18
afternoontea

10 - closeexp(x), full(x), fridge(x) lunch 0.07 0.05 0.05
dinner
other

11 - closeexp(x), half(x), fridge(x) lunch 0.03 0.01 0.01
dinner
other

12 out - - 0.02 0.8 0.04

13 over fresh(x), full(x),¬garbage(x) - 0.9 0.06 0.06
14 over fresh(x), half(x),¬garbage(x) - 0.5 0.05 0.05
15 over closeexp(x), full(x),¬garbage(x) - 0.5 0.04 0.04
16 over closeexp(x), half(x),¬garbage(x) - 0.08 0.03 0.03

17 - expired(x), full(x),− - 0.8 0.08 0.08

18 - expired(x), half(x),− - 0.7 0.02 0.02

(1) the opportunity type Oppi,
(2) the action scheme α,
(3) the look-ahead k, and
(4) the opportunity’s degree

We can compare the results in different ways, and a summary of the com-
parisons we make in the examples is given in Table 4.4.

The action schemes A in our conceptual examples are: αdispose(x), by
which the conceptual robot disposes of milk carton x; αsupply(x), which has
the effect of picking up a new carton x of milk from the store and putting
it in the user’s fridge; αtable(x), by which the conceptual robot takes carton
x from the fridge and puts it on the table; and αfridge(x), which does the
opposite. Tables 4.5, 4.6, 4.7 and 4.8 show the preconditions and effects of
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Table 4.4: Overview of comparisons made when running EqM with prefer-
ences models R and B, free-runs Free-run II and Free-run III and maximum
look-ahead K = 1 and K = 3.

Free-run Preference model(s) K(’s)

(i)

II

R, B 1
(ii) R 1, 3
(iii) B 1, 3
(iv) R, B 3

(v)

III

R, B 1
(vi) R 1, 3
(vii) B 1, 3
(viii) R, B 3

morningtea
half(milk2)
fridge(milk2)
fresh(milk2)

other
half(milk2)
fridge(milk2)
closeexp(milk2)

afternoontea
half(milk2)
fridge(milk2)
closeexp(milk2)

breakfast
half(milk2)
fridge(milk2)
expired(milk2)
out

lunch
half(milk2)
fridge(milk2)
fresh(milk2)

dinner
half(milk2)
fridge(milk2)
expired(milk2)
out

s0

Des(s0) = 1
Des(s0) = 1

Des(s1.1) = 0.99
s1.1

Des(s1.1) = 0.99

Des(s1.2) = 0.82
s1.2

Des(s1.2) = 0.82

Des(s3) = 0
s3

Des(s3) = 0

Des(s1.0) = 1
s1.0

Des(s1.0) = 1

Des(s2) = 0.07
s2

Des(s2) = 0

Figure 4.4: Free-run II. The Des of a state for preference model R is denoted
in red color (first line), the Des of a state for preference model B is denoted
in blue color (second line).

the respective action scheme on the state s. Note that αdispose(x) may lead
to the milk stock being out, and that αsupply(x) may lead to overstock. Also,
αtable(x) has a non-deterministic effect: the content of the milk may or may
not be decreased.

Table 4.5: αdispose(x)

Preconditions Add Delete

fridge(x) garbage(x) fridge(x)
table(x) garbage(x) table(x)

We use the min and max operators for fuzzy conjunction and disjunction.
See Section 3.8 for considerations on this topic.
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morningtea
full(milk3)
fridge(milk3)
fresh(milk3)

lunch
full(milk3)

fresh(milk3)
fridge(milk3)

lunch
full(milk3)
fridge(milk3)
closeexp(milk3)

afternoontea
full(milk3)
fridge(milk3)
closeexp(milk3)

dinner
full(milk3)
fridge(milk3)
expired(milk3)
out

breakfast
full(milk3)
fridge(milk3)
expired(milk3)
out

s0

Des(s0) = 1
Des(s0) = 1

Des(s1.0) = 1
s1.0

Des(s1.0) = 1

s1.1

Des(s1.1) = 0.95
Des(s1.1) = 0.95

Des(s2) = 0.8
s2

Des(s2) = 0.8
Des(s3) = 0.07

s3

Des(s3) = 0
Des(s4) = 0

s4

Des(s4) = 0

Figure 4.5: Free-run III. The Des of a state for preference model R is denoted
in red color (first line), the Des of a state for preference model B is denoted
in blue color (second line).

Table 4.6: αsupply(x)

Preconditions Add Delete

full(x), fresh(x), fridge(x)

Table 4.7: αtable(x)

Preconditions Add Delete

full(x), fridge(x) table(x) fridge(x)
full(x), fridge(x) table(x), half(x) fridge(x), full(x)
half(x), fridge(x) table(x) fridge(x)
half(x), fridge(x) table(x), empty(x) fridge(x), half(x)

Table 4.8: αfridge(x)

Preconditions Add Delete

table(x) fridge(x) table(x)

Results

Table 4.9 (upper half) presents the outcome of equilibrium maintenance un-
der the given preference model G, Free-run I, action schemes A and maxi-
mum look-ahead K = 1. Eq(s, 0) = 1 so there is no opportunity to act of type
Opp0. With a look-ahead of k = 1, the degree of the maximum opportunities
remains very small, Eq(s, 1) = 0.97, and there are four opportunities with
the same degree, 0.03, of type Opp3 and Opp5 for action schemes αsupply(x)
and αtable(x), respectively. The first criterion for choosing among opportuni-
ties with same degrees, >Bnf, leaves the choice between two opportunities,
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Table 4.9: Free-run Free-run I, Preference model G

K Eq Opps

1 0.97 Opp3(αsupply(x), s0, 1)

Opp5(αsupply(x), s0, 1)

Opp3(αtable(x), s0, 1)

Opp5(αtable(x), s0, 1)

4 0.18 Opp3(αtable(x), s0, 3)

Opp5(αtable(x), s0, 3)

one of type Opp3 and one of type Opp5, to enact the action αsupply(x) with
look-ahead k = 1. The second criterion for choosing, >k, is indecisive among
these two opportunities, as they have the same look-ahead k = 1. The third
criterion for choosing, >Oppi

, finally determines the opportunity to be dis-
patched for execution: Opp5(αsupply(x), s0, 1), marked in Table 4.9, upper
half. The action is dispatched and the conceivable robot in our conceptual
example supplies the user with a fresh carton of milk now in order to avoid
the possibility of running out of milk later.

Is supplying the environmentally-aware user with a fresh carton of milk
already before the opened carton has been used up a good solution? We
compute the outcome of equilibrium maintenance again with the same pref-
erence model G, Free-run I and set of action schemes A, but we vary the
maximum look-ahead, bringing it from K = 1 to K = 4. The result is shown
in Table 4.9 (lower half). It is interesting to see that we obtain a different
result, and to discover why. The degree of equilibrium has dropped drasti-
cally, as Eq(s, 4) = 0.18, and there are two opportunities with degree 0.88.
Both of them involve action scheme αtable, and have look-ahead k = 3. It
is the third criterion for choosing among equal degree opportunities, >Oppi

,
that determines the dispatching of opportunity Opp5(αtable, s0, 3), marked in
Table 4.9, lower half. According to preference model G, it is good to put the
milk which is close to expiration on the table when the user is having morn-
ing tea, so that the user consumes it and it will not be expired later. With
a short maximum look-ahead of only K = 1, we made a less wise choice,
that is, to supply the user with a fresh carton of milk to avoid running out
later. But as the user is environmentally-aware, this is less good than using
up milk that is close to expiration.

The results of EqM using preference models R and B, free-runs Free-run
II (Figure 4.4) and Free-run III (Figure 4.5), and maximum look-ahead K = 1
and K = 3 are displayed in Tables 4.10, 4.11. Comparisons are made ac-
cording to Table 4.4. As above, the dispatched opportunity is marked in Ta-
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ble 4.11. Note that in Table 4.10 there is only one opportunity with maximum
degree inferred for a certain maximum look-ahead with a certain preference
model. We therefore abstain from marking the inferred and dispatched op-
portunities.

Table 4.10: Free-run II, Preference models R and B

K Eq Opps

Preference model R

1 0.82 Opp5(αsupply(x), s0, 1) (i), (ii)

3 0.13 Opp3(αsupply(x), s0, 3) (ii), (iv)

Preference model B

1 0.82 Opp5(αsupply(x), s0, 1) (i), (iii)

3 0.48 Opp3(αdispose(x), s0, 3) (iii), (iv)

Comparing Equilibrium Comparing the same preference model and free-
run we can see that equilibrium falls with growing maximum look-ahead
from Eq(s, 1) = 0.82 to Eq(s, 3) = 0.13 in (ii), and from Eq(s, 1) = 0.82 to
Eq(s, 3) = 0.48 in (iii). Conversely, the degree of maximum opportunity to
enact increases from supk,i,α Oppi(α, s, 1) = 0.18 to supk,i,α Oppi(α, s, 3) =
0.87 in (vi), and from supk,i,α Oppi(α, s, 1) = 0.18 to supk,i,α Oppi(α, s, 3) =
0.52 in (vii).

Different preference models, same K, same free-run Comparisons (i, iv),
using different preference models but the same maximum look-ahead, result
in the same opportunity inferred for a small maximum look-ahead, K = 1:
supply milk now to avoid running out later, Opp5(αsupply, s0, 1), but differ-
ent opportunities inferred for a larger maximum look-ahead, K = 3: supply
milk later, Opp3(αsupply, s0, 3), (preference model R), and dispose of the milk
later, Opp3(αdispose, s0, 3), (preference model B). Comparisons (v, viii), result
in the same opportunity inferred for a small maximum look-ahead, K = 1:
put the milk on the table now, Opp5(αtable, s0, 1), and different opportuni-
ties inferred for a larger maximum look-ahead, K = 3: supply fresh milk
now, Opp6(αsupply, s0, 3), (preference model R), and dispose of the milk now,
Opp6(αdispose, s0, 3), (preference model B).

Samepreferencemodel, differentK’s, same free-run Comparisons (ii), (iii),
using the same preference model but different sizes of maximum look-ahead,
result in the same action scheme to be applied, αsupply, but in different types
of opportunity, Opp5 (K = 1) and Opp3 (K = 3) for preference model R, and
completely different opportunities for preference model B: supply milk now
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Table 4.11: Free-run III, Preference models R and B

K Eq Opps

Preference model R

1 0.95 Opp3(αsupply(x), s0, 1)

Opp5(αsupply(x), s0, 1)

Opp3(αtable(x), s0, 1)

Opp5(αtable(x), s0, 1) (v), (vi)

3 0.13 Opp5(αsupply(x), s0, 3)

Opp6(αsupply(x), s0, 3) (vi), (viii)

Preference model B

1 0.95 Opp3(αsupply(x), s0, 1)

Opp5(αsupply(x), s0, 1)

Opp3(αtable(x), s0, 1)

Opp5(αtable(x), s0, 1) (v), (vii)

Opp3(αdispose(x), s0, 1)

Opp5(αdispose(x), s0, 1)

3 0.12 Opp3(αdispose(x), s0, 3)

Opp4(αdispose(x), s0, 3)

Opp5(αdispose(x), s0, 3)

Opp6(αdispose(x), s0, 3) (vii), (viii)

to avoid running out later (K = 1) and dispose of the milk later (K = 3).
Comparisons (vi), (vii), result in different opportunities inferred: putting the
milk on the table and supplying fresh milk (preference model R), putting
the milk on the table and disposing of the milk (preference model B).

Same preferencemodel, sameK, different free-runs Assuming preference
model R but different free-runs (ii, vi): with small maximum look-ahead ,
EqM yields Opp5(αsupply, s0, 1), supply milk now, in Free-run II whereas it
infers, Opp5(αtable, s0, 1), put the milk on the table now, in Free-run III. The
same setting with bigger maximum look-ahead yields Opp3(αsupply, s0, 3),
possibly supply fresh milk later, in Free-run II, whereas it infers, Opp6(αsupply,
s0, 3), supply milk now to avoid running out later, in Free-run III. Assuming
preference model B but different free-runs (iii, vii): with small maximum
look-ahead , EqM yields Opp5(αsupply, s0, 1), supply milk now in Free-run II,
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whereas it infers Opp5(αtable, s0, 1), put milk on the table in Free-run III. The
same setting with bigger maximum look-ahead yields Opp3(αdispose, s0, 3),
possibly dispose of the milk later, in Free-run II, whereas it infers Opp6(
αdispose, s0, 3), dispose of the milk now, in Free-run III. For a detailed analysis
of the data of the different example runs, see Appendix A.

Discussion of the Results

Observation I: Different state evolutions lead to different acting opportunities. We
notice that EqM results in different opportunities to be enacted depending
on which free-run is considered, even if the same preference model and
maximum look-ahead is used, see (ii, vi) and (iii, vii) in Tables 4.10, 4.11.

Observation II: The degree of the opportunity chosen by equilibrium maintenance
increases monotonically with increasing maximum look-ahead. When compar-
ing EqM using the same preference model over increasing maximum look-
aheads, see (ii, iii, vi, vii) in Tables 4.10, 4.11, we can see that the degree of
the maximum opportunities increases, with increasing K, that is, the degree
of equilibrium is decreasing.

Observation III: Different preferences are reflected when using a big maximum
look-ahead, but not when using a small one. When using different preference
models but the same maximum look-ahead and the same free-run it is strik-
ing that EqM infers the same opportunity when the maximum look-ahead is
small, (i, v) in Tables 4.10, 4.11, but different opportunities when the maxi-
mum look-ahead is big, (iv, viii) in Tables 4.10, 4.11. Hence, preference is re-
flected in the outcomes of EqM only on big maximum look-ahead. Therefore,
we conclude that a bigger maximum look-ahead leads to a better-informed
decision. This conclusion is also supported by the previously considered
example with Free-run I and preference model G. Note that the above obser-
vations are not general but based solely on the results from the conceptual
examples in this section. Experiments in Chapter 6 will further nuance these
findings.

4.7 Summary
In this chapter we have defined what it means for a system to be in equi-
librium. We have introduced a process to maintain equilibrium, making a
robot proactive. Topics we have discussed are how in a system with equi-
librium maintenance the control loop of EqM relates to that of an executive
layer, the parameters of equilibrium maintenance that affect its behavior,
what it means to “maximize equilibrium”, how to choose among opportuni-
ties with the same degree, and what differentiates equilibrium maintenance
from planning. Finally, the chapter has illustrated the use of equilibrium
maintenance in conceptual examples in the domain of a domestic robot in a



4.7. SUMMARY 73

smart home including a human. In the next chapter we will look at formal
properties of a system with equilibrium maintenance.





Chapter 5
Formal Properties

In Chapter 3 and Chapter 4 we have introduced a formal framework for
proactivity, consisting of a model for opportunities and a process for main-
taining equilibrium. The current chapter identifies what properties of the
framework are worth studying. Some of the identified properties are vali-
dated formally in the current chapter, while others are evaluated empirically
in Chapter 6.

5.1 Properties of Equilibrium Maintenance
The following is a list of properties of equilibrium maintenance that we in-
vestigate in this chapter and in Chapter 6:

1. Does equilibrium maintenance lead to proactive behavior? (referring to
O1, Section 1.2)

2. Does equilibrium maintenance lead to a desirable result? (referring to
O3, Section 1.2)

3. Does the equilibrium maintenance framework with fuzzy Des coin-
cide with the equilibrium maintenance framework with crisp Des if
Des(s) ∈ {0, 1}? (referring to O2, Section 1.2)

4. How is the nature of the input to equilibrium maintenance reflected in
the nature of its output? (referring to O2, Section 1.2)

5. Can the formal framework of equilibrium maintenance be implemented
in concrete systems

(a) in simulation?

(b) in a real robotic system?

75
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and can Properties 1, 2, 4 that are identified in the theoretic frame-
work be shown in the concrete implementation too? (referring to O4,
Section 1.2)

As stated in Chapter 1, we define to be proactive as the ability to generate
one’s own goals and pursue them. This means, proactive behavior is antici-
patory, self-initiated action. We will show in Section 5.2 that Property 2 can
be proved formally. The way this is done shows implicitly that also Prop-
erty 1 must be true. We also show formally that Property 3 must be true
in Section 5.3. The last two points, Property 4 and Property 5, are analyzed
empirically in Chapter 6.

5.2 Equilibrium Maintenance Proactively Achieves
Desirability

In this section, we formally analyze the behavior of EqM(K) with crisp desir-
ability. (The analogue formal analysis for the behavior of EqM(K) with fuzzy
desirability is future work.) We will show that the EqM algorithm

(i) leads to proactive behavior, that is, generates acting deci-
sions self-initiatedly based on anticipatory reasoning, and
pursues them,

(ii) allows us to keep the given system Σwithin Des, provided
that suitable action schemes are available.

We show (i) by an informal proof. As stated, we assume that proactivity
emerges through generating acting decisions self-initiatedly based on antic-
ipatory reasoning and pursuing those acting decisions. In EqM anticipatory
reasoning is done through opportunities which comprise the free-run, that is,
prediction of uncontrollable state transition, and benefit of action schemes,
that is, prediction of controllable state transition. Finding opportunities and
selecting among them in EqM (Algorithm 2, line 5 and line 6) is generating
acting decisions. Pursuing acting decisions is realized in the EqM algorithm
by dispatching the chosen action scheme together with the state it should be
applied in (Algorithm 2, line 7). Therefore, equilibrium maintenance leads
to proactive behavior.

We now show (ii) by a proof by contradiction. The attentive reader will
notice that by doing so we also implicitly prove (i). We proceed in three steps.
First, we characterize the subset of S from where one can reach Des through
an adequate choice of action schemes. We denote the states that can possibly
result from applying α in s by α(s) = {s ′ ∈ S | ∃X ∈ dom(α, s) s.t. s ′ ∈ α(X)}
For any C ⊆ S, we define the controllable neighborhood N(C) of C as

N(C) = {s ∈ S | ∃α ∈ A s.t. α(s) ⊆ C}.
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Intuitively, N(C) is the set of states from where some α is available that
guarantees to reach C. For any C ⊆ S, we define the basin of attraction of
radius r of C, with r � 0, as

Basr(C) = {s ∈ S | ∃r ′ � r s.t. Fr
′
(s) ⊆ C}.

Basr(C) is the set of states from which the system will go into C by free-run
within r steps. Finally, we define the set Rec(Σ, r) of recoverable states with
radius r as follows:

Rec(Σ, r) = N(Basr(Des))∪ Basr(N(Des)).

Intuitively, the set Rec(Σ, r) are those states from which one can reach Des
given the available α’s. More specifically, s ∈ Rec(Σ, r) means that: (1) one
can apply an α in s, which will bring Σ into Des within r steps; or (2) within
r steps one can apply an α, which will bring Σ into Des. Note that N(Des) ⊆
Rec(Σ, r) for any r, that is, s is always in Rec(Σ, r) if there is an α that can
bring Σ from s into Des.

Second, we characterize the ways in which Σ can evolve under the effect
of a given strategy. We call action selection function any function σ : S→ P(A)
that, for each state s ∈ S, gives a set σ(s) of action schemes that can be
applied in s. (If there are none, we let σ(s) = ⊥.) EqM(K) implements such
a σ, where α ∈ σ(s) iff Algorithm 2 dispatches (α, s). The set of states that
can be reached from s in k steps under a given σ is given by Reachk(s,σ)
defined as follows.⎧⎨

⎩
Reach0(s,σ) = {s}

Reachk(s,σ) = {s ′ ∈ S | ∃s ′′ ∈ Reachk−1(s,σ).
∃α ∈ σ(s ′′) s.t. s ′ ∈ α(s ′′)}

We can show that, if starting from a recoverable state, EqM(K) with crisp
Des produces trajectories that end up in Des, provided a sufficient maximum
look-ahead K.

Theorem 1. Let σ be the action selection function defined by
EqM(K) with crisp Des. For any state s ∈ Rec(Σ, r), with r < K,
there is a t � K such that Reacht(s,σ) ⊆ Des.

Proof. Assume that, for the given state s, we have Reacht(s,σ) �⊆ Des for all
t � K. In particular, we must have Reach0(s,σ) �⊆ Des, and since Reach0(s,σ) =
{s}, then s ∈ Undes. Consider then the possible cases of s ∈ Rec(Σ, r).
(Case 1) s ∈ N(Basr(Des)).
This means that there is at least one α ∈ A such that α(s) ⊆ Basr(Des). For
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each such α, Fr
′
(α(s)) ⊆ Des for some index r ′ � r. Let’s choose the α for

which this r ′ is the smallest one — if there is more than one, we pick one
arbitrarily. We will show that Reachr ′

(s,σ) ⊆ Des, thus contradicting our
assumption. To do so, we distinguish two cases.
(a) Suppose that r ′ = 0. Then we have Bnf(α, s), and since s ∈ Undes,
then Opp0(α, s, 0) is the case. Since the partial order of opportunity types
in Table 4.2 has Opp0 at the top, EqM(K) will select this α. For this choice,
Reach1(s,σ) = α(s) ⊆ Des.
(b) Suppose instead that r ′ > 0. Then, we have Bnf(α, s, r ′), which means
that we might have Opp5(α, s, r ′), depending on whether states s ′ ∈ Fr ′

(s)
are in Des. If all such s ′ are in Des, then there is no α that is an Oppi

in s and σ(s) = ⊥, thus Reachr ′
(s,σ) = Fr

′
(s) ⊆ Des. If some s ′ is in

Undes, then Opp5(α, s, r ′). Given the order in Table 4.2 and since there is
no Opp0 and no smaller r ′, EqM(K) will select and dispatch this α. Then,
Reachr ′

(s,σ) = Fr
′
(α(s)) ⊆ Des.

In both cases (a) and (b), Reachr ′
(s,σ) ⊆ Des, and r ′ � r < K, thus contra-

dicting our assumption that Reacht(s,σ) �⊆ Des for all t � K.
(Case 2) s ∈ Basr(N(Des)).
This means that there is an r ′ � r such that, for any s ′ ∈ Fr ′

(s), there is at
least one α ∈ A such that α(s ′) ⊆ Des. Let’s fix one such s ′ and α. We have
Bnf(α, s ′), and since s ∈ Undes, we also have Opp2(α, s, r ′). Given the order
in Table 4.2 and since there is no Opp0 and no Opp5 (else, we would be in
case 1 above), and therefore no Opp6, then EqM(K) will select and dispatch
this α at state s ′. From any s ′ ∈ Reachr ′

(s,σ), then, we have σ(s ′) = {α}

and α(s ′) ⊆ Des because Bnf(α, s ′). Hence, Reachr ′+1(s,σ) ⊆ Des, and
r ′ + 1 � r+ 1 � K, contradicting our assumption that Reacht(s,σ) �⊆ Des
for all t � K.
This completes the two cases. In each one we have reached a contradiction,
so it must be the case that Reacht(s,σ) ⊆ Des for some t � K. Since the
above arguments do not depend on the initial choice of s, we have proved
the theorem.

Note that Theorem 1 says that EqM(K) leads to desirable states by func-
tion Reachk(s,σ) which incorporates state transition by free-run Fk(s) and
action application α(s) and where action selection function σ(s) is imple-
mented by EqM(K). Said differently, the theorem states that “if necessary”,
that is, if the system is out of equilibrium under look-ahead horizon K, then
EqM(K) produces trajectories that end up in Des. This means action selec-
tion function σ(s) implemented by EqM(K) dispatches acting decisions (Al-
gorithm 2, line 7) to an entity that is able to enact the decision. These acting
decisions are generated by choosing among found opportunities for acting
that take into account temporal projection, Algorithm 2, lines 5 – 6. This ful-
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fills our definition of proactivity: own generated acting decisions and ability
to enact them. Therefore, the proof of Theorem 1 shows Property 2, Sec-
tion 5.1, and implicitly also shows Property 1, Section 5.1.

5.3 The Relation of EqM with Fuzzy Des to EqM
with Crisp Des

In this section we want to show how definitions in the formal framework of
equilibrium maintenance translate in the special case when using crisp de-
sirability instead of fuzzy desirability in the general case. This is to illustrate
that the framework with crisp Des is exactly the framework with fuzzy Des
when only considering two values {0, 1}, instead of the full value interval
[0, 1]. Note that only the definitions of Des and those building on Des are
affected (Bnf, Opp) where as the others are not (F, α). How fuzzy Des relates
to crisp Des is presented in Section 3.2 and Section 3.5. In all the definitions
below we use the notation with a bar to denote the case with crisp Des, that
is Des, Bnf and Oppi. For all properties and theorems the following is valid:
Des ∈ P(S) and Des : S → [0, 1]. For convenience, we state (without proof)
the following obvious facts.

Property 1.

a) Let x,y ∈ {0, 1}. Then min(x,y) ∈ {0, 1} , max(x,y) ∈ {0, 1}, 1 − x ∈ {0, 1}.

b) Let X = {x0, . . . , xn} where ∀i, xi ∈ {0, 1}. Then infxi∈X xi ∈ {0, 1} and
supxi∈X xi ∈ {0, 1}.

We start by looking at the definition of beneficial.

Theorem 2. Let Bnf(α, s,k) be defined as in equation (3.12), Section 3.6, and
Bnf(α, s,k) be its crisp version defined in equation (3.3), Section 3.3. Assume
that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then, for any
α ∈ A, s ∈ S and k ∈ N:

1. Bnf(α, s,k) ∈ {0, 1}

2. Bnf(α, s,k) = 1 iff Bnf(α, s,k) holds

Proof. 1. follows trivially. Recall Bnf(α, s,k) = infX∈dom(α,s)(Des(Fk(α(X)))).
Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore infs∈S(Des(s)) ∈ {0, 1} according
to Property 1.b), therefore Bnf(α, s,k) ∈ {0, 1}.
2. a) Assume Bnf(α, s,k) holds.
Then ∀X ∈ dom(α, s).Fk(α(X)) ⊆ Des.
Let’s take an arbitrary X ∈ dom(α, s).
Then ∀s ∈ Fk(α(X)), s ∈ Des.
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Then ∀s ∈ Fk(α(X)), Des(s) = 1 (from Assumption).
Then Des(Fk(α(X))) = infs∈Fk(s)(Des(s)) = 1.
Since X is chosen arbitrarily, the following holds:
infX∈dom(α,s)(Des(Fk(α(X)))) = 1.
Then Bnf(α, s,k) = 1.
2. b) Assume Bnf(α, s,k) = 1.
Then infX∈dom(α,s)(Des(Fk(α(X)))) = 1.
Then ∀X ∈ dom(α, s) s.t. Des(Fk(α(X))) = 1.
Let’s take an arbitrary X ∈ dom(α, s).
Then ∀s ∈ Fk(α(X)), Des(s) = 1.
Then ∀s ∈ Fk(α(X)), s ∈ Des (from Assumption).
Then Fk(α(X)) ⊆ Des.
Since X is chosen arbitrarily, the following holds:
∀X ∈ dom(α, s).Fk(α(X)) ⊆ Des.
Then Bnf(α, s,k) holds.

Next we look at the definitions of opportunity. We start with opportunity
Opp0.

Theorem 3. Let Opp0(α, s,k) be defined as in equation (3.19), Section 3.7,
and Opp0(α, s,k) be its crisp version defined in equation (3.10), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp0(α, s,k) ∈ {0, 1}

2. Opp0(α, s,k) = 1 iff Opp0(α, s,k) holds

Proof. 1. follows trivially. Recall Opp0(α, s,k) = min(1 − Des(s), Bnf(α, s)).
Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore 1 − Des(s) ∈ {0, 1} according
to Property 1. a), and Bnf(α, s,k) ∈ {0, 1} according to Theorem 2.1., and
min(x,y) ∈ {0, 1} if x,y ∈ {0, 1} according to Property 1. a).
2. a) Assume Opp0(α, s,k) holds.
Then s ∈ Undes∧Bnf(α, s).
Then 1−Des(s) = 1 (from Assumption) and Bnf(α, s) = 1 (from Theorem 2.2
a)).
Then min(1 − Des(s), Bnf(α, s)) = 1.
Then Opp0(α, s,k) = 1.
2. b) Assume Opp0(α, s,k) = 1.
Then min(1 − Des(s), Bnf(α, s)) = 1.
Then 1 − Des(s) = 1 and Bnf(α, s) = 1.
Then s ∈ Undes (from Assumption) and Bnf(α, s) holds (from Theorem 2.2
b)).
Then Opp0(α, s,k) holds.
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We will show the analogy of the model of opportunity with fuzzy and crisp
desirability on the rest of the opportunity types including a look-ahead into
the future.

Theorem 4. Let Opp1(α, s,k) be defined as in equation (3.13), Section 3.7,
and Opp1(α, s,k) be its crisp version defined in equation (3.4), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp1(α, s,k) ∈ {0, 1}

2. Opp1(α, s,k) = 1 iff Opp1(α, s,k) holds

Proof. 1. follows trivially. Recall Opp1(α, s,k) = min(1 − Des(s), sups ′∈Fk(s)

(Bnf(α, s ′))). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore 1 − Des(s) ∈ {0, 1}
according to Property 1. a), and Bnf(α, s ′) ∈ {0, 1} according to Theorem 2.1.,
and sups ′∈Fk(s)(. . . ) ∈ {0, 1} according to Property 1. b) and min(x,y) ∈ {0, 1}
if x,y ∈ {0, 1} according to Property 1. a).
2. a) Assume Opp1(α, s,k) holds.

Then s ∈ Undes∧
(
∃s ′ ∈ Fk(s) : Bnf(α, s ′)

)
holds.

Then 1 − Des(s) = 1 (from Assumption) and sups ′∈Fk(s)(Bnf(α, s ′)) = 1
(from Theorem 2.2 a)).
Then min(1 − Des(s), sups ′∈Fk(s)(Bnf(α, s ′))) = 1.
Then Opp1(α, s,k) = 1.
2. b) Assume Opp1(α, s,k) = 1.
Then min(1 − Des(s), sups ′∈Fk(s)(Bnf(α, s ′))) = 1.
Then 1 − Des(s) = 1 and sups ′∈Fk(s)(Bnf(α, s ′)) = 1.
Then s ∈ Undes holds (from Assumption) and ∃s ′ ∈ Fk(s) : Bnf(α, s ′) holds
(from Theorem 2.2 b)).
Then Opp1(α, s,k) holds.

Theorem 5. Let Opp2(α, s,k) be defined as in equation (3.14), Section 3.7,
and Opp2(α, s,k) be its crisp version defined in equation (3.5), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp2(α, s,k) ∈ {0, 1}

2. Opp2(α, s,k) = 1 iff Opp2(α, s,k) holds

Proof. 1. follows trivially. Recall Opp2(α, s,k) = min(1 − Des(s), infs ′∈Fk(s)

(Bnf(α, s ′))). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore 1 − Des(s) ∈ {0, 1}
according to Property 1. a), and Bnf(α, s ′) ∈ {0, 1} according to Theorem 2.1.,
and infs ′∈Fk(s)(. . . ) ∈ {0, 1} according to Property 1. b) and min(x,y) ∈ {0, 1}
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if x,y ∈ {0, 1} according to Property 1. a).
2 a) Assume Opp2(α, s,k) holds.

Then s ∈ Undes∧
(
∀s ′ ∈ Fk(s) : Bnf(α, s ′)

)
holds.

Then 1−Des(s) = 1 (from Assumption) and infs ′∈Fk(s)(Bnf(α, s ′)) = 1 (from
Theorem 2.2 a)).
Then min(1 − Des(s), infs ′∈Fk(s)(Bnf(α, s ′))) = 1.
Then Opp2(α, s,k) = 1.
2 b) Assume Opp2(α, s,k) = 1.
Then min(1 − Des(s), infs ′∈Fk(s)(Bnf(α, s ′))) = 1.
Then 1 − Des(s) = 1 and infs ′∈Fk(s)(Bnf(α, s ′)) = 1.
Then s ∈ Undes holds (from Assumption) and ∀s ′ ∈ Fk(s) : Bnf(α, s ′) holds
(from Theorem 2.2 b)).
Then Opp2(α, s,k) holds.

Next we consider opportunity types Opp3 and Opp4.

Theorem 6. Let Opp3(α, s,k) be defined as in equation (3.15), Section 3.7,
and Opp3(α, s,k) be its crisp version defined in equation (3.6), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp3(α, s,k) ∈ {0, 1}

2. Opp3(α, s,k) = 1 iff Opp3(α, s,k) holds

Proof. 1. follows trivially. Recall Opp3(α, s,k) = sups ′∈Fk(s)(min(1−Des(s ′),
Bnf(α, s ′))). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore sup(. . . ) ∈ {0, 1}
according to Property 1. b), and min(x,y) ∈ {0, 1} if x,y ∈ {0, 1} according
to Property 1. a), and 1 − Des(s ′) ∈ {0, 1} according to Property 1. a), and
Bnf(α, s ′) ∈ {0, 1} according to Theorem 2.1.
2.a) Assume Opp3(α, s,k) holds.

Then ∃s ′ ∈ Fk(s) :
(
s ′ ∈ Undes∧Bnf(α, s ′)

)
holds.

Then ∃s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 (from Assumption) and Bnf(α, s ′) = 1
(from Theorem 2.2 a)).
Then ∃s ′ ∈ Fk(s) s.t. min(1 − Des(s ′), Bnf(α, s ′)) = 1.
Then sups ′∈Fk(s)(min(1 − Des(s ′), Bnf(α, s ′))) = 1.
Then Opp3(α, s,k) = 1.
2.b) Assume Opp3(α, s,k) = 1.
Then sups ′∈Fk(s)(min(1 − Des(s ′), Bnf(α, s ′))) = 1.
Then ∃s ′ ∈ Fk(s) s.t. min(1 − Des(s ′), Bnf(α, s ′)) = 1.
Then ∃s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 and Bnf(α, s ′) = 1
Then ∃s ′ ∈ Fk(s) s.t. s ′ ∈ Undes holds (from Assumption) and Bnf(α, s ′)
holds (from Theorem 2.2 b)).
Then Opp3(α, s,k) holds.
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Theorem 7. Let Opp4(α, s,k) be defined as in equation (3.16), Section 3.7,
and Opp4(α, s,k) be its crisp version defined in equation (3.7), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp4(α, s,k) ∈ {0, 1}

2. Opp4(α, s,k) = 1 iff Opp4(α, s,k) holds

Proof. 1. follows trivially. Recall Opp4(α, s,k) = infs ′∈Fk(s)(min(1 − Des(s ′),
Bnf(α, s ′))). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore inf(. . . ) ∈ {0, 1}
according to Property 1. b), and min(x,y) ∈ {0, 1} if x,y ∈ {0, 1} according
to Property 1. a), and 1 − Des(s ′) ∈ {0, 1} according to Property 1. a), and
Bnf(α, s ′) ∈ {0, 1} according to Theorem 2.1.
2.a) Assume Opp4(α, s,k) holds.

Then ∀s ′ ∈ Fk(s) :
(
s ′ ∈ Undes∧Bnf(α, s ′)

)
holds.

Then ∀s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 (from Assumption) and Bnf(α, s ′) = 1
(from Theorem 2.2 a)).
Then ∀s ′ ∈ Fk(s) s.t. min(1 − Des(s ′), Bnf(α, s ′)) = 1.
Then infs ′∈Fk(s)(min(1 − Des(s ′), Bnf(α, s ′))) = 1.
Then Opp4(α, s,k) = 1.
2.b) Assume Opp4(α, s,k) = 1.
Then infs ′∈Fk(s)(min(1 − Des(s ′), Bnf(α, s ′))) = 1.
Then ∀s ′ ∈ Fk(s) s.t. min(1 − Des(s ′), Bnf(α, s ′)) = 1.
Then ∀s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 and Bnf(α, s ′) = 1
Then ∀s ′ ∈ Fk(s) s.t. s ′ ∈ Undes holds (from Assumption) and Bnf(α, s ′)
holds (from Theorem 2.2 b)).
Then Opp4(α, s,k) holds.

The last types of opportunity we look at here are types Opp5 and Opp6. We
will see how the definition with fuzzy desirability translates to the one with
crisp desirability if only considering values {0, 1}.

Theorem 8. Let Opp5(α, s,k) be defined as in equation (3.17), Section 3.7,
and Opp5(α, s,k) be its crisp version defined in equation (3.8), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp5(α, s,k) ∈ {0, 1}

2. Opp5(α, s,k) = 1 iff Opp5(α, s,k) holds

Proof. 1. follows trivially. Recall Opp5(α, s,k) = min(sups ′∈Fk(s)(1−Des(s ′)),
Bnf(α, s,k)). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore min(x,y) ∈ {0, 1}
if x,y ∈ {0, 1} according to Property 1. a), and sup(. . . ) ∈ {0, 1} according
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to Property 1. b), and 1 − Des(s ′) ∈ {0, 1} according to Property 1. a), and
Bnf(α, s,k) ∈ {0, 1} according to Theorem 2.1.
2.a) Assume Opp5(α, s,k) holds.
Then

(∃s ′ ∈ Fk(s) : s ′ ∈ Undes
)
∧ Bnf(α, s,k) holds.

Then ∃s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 (from Assumption) and Bnf(α, s,k) = 1
(from Theorem 2.2 a)).
Then sups ′∈Fk(s)(1 − Des(s)) = 1 and Bnf(α, s,k) = 1.
Then min(sups ′∈Fk(s)(1 − Des(s ′)), Bnf(α, s,k)) = 1.
Then Opp5(α, s,k) = 1.
2.b) Assume Opp5(α, s,k) = 1.
Then min(sups ′∈Fk(s)(1 − Des(s ′)), Bnf(α, s,k)) = 1.
Then sups ′∈Fk(s)(1 − Des(s ′)) = 1 and Bnf(α, s,k) = 1.
Then ∃s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 and Bnf(α, s,k) = 1.
Then ∃s ′ ∈ Fk(s) s.t. s ′ ∈ Undes holds (from Assumption) and Bnf(α, s,k)
holds (from Theorem 2.2 b)).
Then Opp5(α, s,k) holds.

Theorem 9. Let Opp6(α, s,k) be defined as in equation (3.18), Section 3.7,
and Opp6(α, s,k) be its crisp version defined in equation (3.9), Section 3.4.
Assume that for every s ∈ S, Des(s) ∈ {0, 1} and s ∈ Des iff Des(s) = 1. Then,
for any α ∈ A, s ∈ S and k ∈ N:

1. Opp6(α, s,k) ∈ {0, 1}

2. Opp6(α, s,k) = 1 iff Opp6(α, s,k) holds

Proof. 1. follows trivially. Recall Opp6(α, s,k) = min(infs ′∈Fk(s)(1−Des(s ′)),
Bnf(α, s,k)). Since for all s ∈ S, Des(s) ∈ {0, 1}, therefore min(x,y) ∈ {0, 1}
if x,y ∈ {0, 1} according to Property 1. a), and inf(. . . ) ∈ {0, 1} according
to Property 1. b), and 1 − Des(s ′) ∈ {0, 1} according to Property 1. a), and
Bnf(α, s,k) ∈ {0, 1} according to Theorem 2.1.
2.a) Assume Opp6(α, s,k) holds.
Then

(∀s ′ ∈ Fk(s) : s ′ ∈ Undes
)
∧ Bnf(α, s,k) holds.

Then ∀s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 (from Assumption) and Bnf(α, s,k) = 1
(from Theorem 2.2 a)).
Then infs ′∈Fk(s)(1 − Des(s)) = 1 and Bnf(α, s,k) = 1.
Then min(infs ′∈Fk(s)(1 − Des(s ′)), Bnf(α, s,k)) = 1.
Then Opp6(α, s,k) = 1.
2.b) Assume Opp6(α, s,k) = 1.
Then min(infs ′∈Fk(s)(1 − Des(s ′)), Bnf(α, s,k)) = 1.
Then infs ′∈Fk(s)(1 − Des(s ′)) = 1 and Bnf(α, s,k) = 1.
Then ∀s ′ ∈ Fk(s) s.t. 1 − Des(s ′) = 1 and Bnf(α, s,k) = 1.
Then ∀s ′ ∈ Fk(s) s.t. s ′ ∈ Undes holds (from Assumption) and Bnf(α, s,k)
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holds (from Theorem 2.2 b)).
Then Opp6(α, s,k) holds.

The proofs in this section show that EqM with crisp desirability is exactly
EqM with fuzzy desirability when only allowing {0, 1} instead of the full
value range [0, 1]. Note, however, that this does not prove that the behavior
of EqM with fuzzy desirability is the same as the behavior of EqM with crisp
desirability.

5.4 Summary
We have analyzed several formal properties of equilibrium maintenance.
First, we have shown that equilibrium maintenance creates proactivity. Sec-
ond, we have shown that provided we start from a recoverable state and
have a sufficient maximum look-ahead, equilibrium maintenance with crisp
desirability leads to desirable states. Furthermore we have shown that the
equilibrium maintenance framework with crisp desirability is exactly the
framework with fuzzy desirability when only allowing values {0, 1} instead
of the full interval [0, 1]. In the next chapter we will see the formal framework
applied with both fuzzy and crisp desirability in a real robot system and in
simulation.





Chapter 6
Evaluation

This chapter is dedicated to evaluating empirically the achievement of the
objectives posed in Section 1.2. Also we will summarize how and where the
objectives in thesis are addressed.

6.1 Evaluation methodology
We repeat and detail the objectives O1, O2, O3 and O4 from Section 1.2.

Objective O1: General
We aim to define a general framework for proactivity able to infer
how to act and when based on: (i) the current and future context,
(ii) what is desirable, and (iii) the effects of available actions.

Instead of implementing an ad-hoc solution in a concrete robot system, we
created a framework that is general and can be implemented in a number of
different robot systems. To this end we proposed a model of Opportunity in
Chapter 3 which we employed in a proactivity framework in Chapter 4, that
is, the EqM framework. In this chapter we demonstrate the achievement of
O1 empirically by experiments run on a real and a simulated robot system.

Another important aim is:

Objective O2: Effective
We aim to model the knowledge needed by the proactivity frame-
work without writing an exhaustive set of hand-coded, context-
specific rules. This means, we aim for ease of modeling.

O2 has been addressed by following a declarative approach. Rather than
ad-hoc rules, equilibrium maintenance uses a model on the knowledge level
(see Section 2.2) to infer opportunities for acting. By achieving O2 we aim to
answer how to model the knowledge needed by the proactivity framework.
Note that O2 is an aim we want to achieve following common good practice
in AI, but it is not evaluated in this thesis. We do show, however, the ease of

87
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modeling the EqM framework in concrete robot systems in the experiments
in this chapter. Ease of modeling expresses that modifications can be made
locally. By locally, we mean, that necessary changes in one part of the EqM
framework do not affect other parts. For example, if preferences need to be
adapted, only the desirability function changes without affecting how the
free-run or the action schemes are modeled.

As the behavior of the EqM-guided agent is steered through how de-
sirable different states of the environment are, we want to focus on inves-
tigating and evaluating this part of our framework. To this end, we make
few assumptions and are therefore rather general w.r.t. action schemes and
free-run, and investigate modeling of preferences. We evaluate different im-
plementations of the desirability function, and, most importantly, the role
that desirability plays when being modeled fuzzy versus when being crisp.
In the experiment in Section 6.3 we contrast the use of fuzzy desirability to
the use of crisp desirability in the same scenario and emphasize the gain of
introducing graded preferences.

Our third objective is:

Objective O3: Sound
We aim to achieve a proactivity framework that results in out-
comes that are preferable.

We illustrated by means of conceptual examples (Section 4.6) that the frame-
work indeed achieves O3 and proved this fact under certain assumptions in
Chapter 5. In the current chapter we show the achievement of the objective
empirically through a number of experiments conducted in different robot
systems.

We finally formulate the last aim in this chapter:

Objective O4: Deployable
We aim to deploy the proactivity framework as a high-level con-
troller for a robot system.

We first deploy equilibrium maintenance in a disaster simulation envi-
ronment, Section 6.2. Then we integrate EqM with a physical robotic system
in a smart home, Section 6.3. In this domestic service robotics domain we
conduct experiments of EqM integrated to different degrees with the phys-
ical robot systems. One scenario is about the robot helping the user with
the laundry and the other scenario is about the robot helping the user with
taking pills because of a medical condition. We run the latter use case in
three different ways: (i.) a conceptual example run with fuzzy desirability;
(ii.) an experiment, integrated to a lower degree with the physical robot sys-
tem (see Section 6.3.1) and with crisp desirability; (iii.) an online experiment,
integrated to the highest degree with the physical robot system (see Sec-
tion 6.3.1) and with crisp desirability. By the three runs we show the itera-
tive steps of bringing a use case of a system with equilibrium maintenance
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from the conceptual level to being fully implemented and run in a real robot
system.

Table 6.1 summarizes how objectives are met in the previous chapters
and by the experiments in this section.

Table 6.1: How the thesis objectives are met.
Objectives Opportunity model, Properties, Disaster management Domestic robotics,

O1, O2, Chapter 3 Chapter 5 robotics, Section 6.2 Section 6.3

O3, O4 Equilibrium maintenance,

Chapter 4

General General model of Opp Informal proof: Empiric support Empiric support
General framework of EqM Section 5.2 of proactivity of proactivity

Effective Model of Opp Empiric support Empiric support
on the knowledge level of ease of modeling of ease of modeling

Sound Conceptual examples Formal proof: Empiric support of Empiric support of
Theorem 1 preferable outcomes preferable outcomes

Deployable Simulated, Real,
Multi-robot Single robot

6.2 Disaster Management
The main purpose of the experiments in this section is to achieve O4, Chap-
ter 6, that is, to show that the equilibrium maintenance framework can be de-
ployed in a concrete robot system. We choose to deploy EqM in the important
application domain of disaster management and show the benefit of proac-
tivity in this domain. Previous chapters have achieved O1 and O3, show-
ing that the general framework of EqM makes robots proactive and leads
to preferable outcomes, and O2, showing the ease of modeling of the frame-
work, particularly the ability to model fine-grained preferences. The purpose
of the current section is to show these objectives empirically. In addition, we
want to observe if the same properties of the behavior of EqM assessed in the
conceptual examples in Section 4.6 can be assessed here. We consider the ex-
periments successful if EqM can make agents in a customized version of the
RoboCup Rescue simulation environment proactively help disaster-stricken
civilians. Features of the disasters that are accounted for are collapse-, fire-
and bury-damages that make up the state and knowledge on how the state
will evolve. Another criterion for success of the experiments is that through
the RoboCup Rescue simulator with proactivity we achieve states that have
less collapse-, fire- and bury-damages than the RoboCup Rescue simulator
without proactivity, given a particular amount of temporal projection. By
“with proactivity” we mean agents in the RoboCup Rescue simulator act
based on equilibrium maintenance; by “without proactivity” we mean the
scenario in the RoboCup Rescue simulator simply evolves according to free-
run.
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6.2.1 Set-up of the Experiments: Infrastructure
The experiments are conducted in a customized version of the RoboCup Res-
cue League, Agent Simulation (RCRS) (RoboCup Rescue Simulation, 2018). The
RCRS is a simulation environment for disaster response management used
in RoboCup competitions. The purpose of the competitions is to evaluate the
effectiveness of ambulances, police forces and fire brigades in rescuing civil-
ians and extinguishing fires in a city where an earthquake has just happened.
Figure 6.1 gives an impression of what the simulator looks like. In the RCRS

Figure 6.1: Sample view of the RCRS simulation environment (Robocup
Rescue Simulation Tutorial, 2018). Red dots: fire brigades; white dots: am-
bulances; blue dots: police forces; green dots: civilians; different shades of
gray: buildings and roads; hydrant: fire station; white building on red circle:
refuge; white cross on blue circle: ambulance central; blue light: police office.

there are fire, collapse and blockage simulators, as well as disaster simula-
tors. A simulated agent can be one of four types: fire brigade, police force,
ambulance or civilian, where the behavior of the latter is simulated and the
rest are supposed to be controlled by algorithms implemented by the par-
ticipants of the RoboCup Resue Simulation League competition. Part of the
behavior implementation for an agent is provided to the participants in the
Agent Development Framework (ADF). This includes behavior implementa-
tion for different agent capabilities like path finding or rescuing operations.
Some capabilities are inherent to all types of agents, like moving along a
path or resting, other capabilities are restricted to certain agents: rescuing,
that is, digging out, a buried civilian, loading and unloading her/him at a
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refuge is reserved for ambulances; extinguishing fires can only be done by
fire brigades; and clearing debris from a blockade can exclusively be done
by police forces. The purpose of providing these behavior implementations
to competition participants is so they can focus on the core challenge, that
is, to find disaster mitigation strategies for rescue teams of agents with dif-
ferent capabilities in different settings. The competition hence aims to (a)
reveal the structure of the disaster relief problem; (b) elicit concealed prob-
lems from the disaster relief problem and solve such problems; (c) develop
and store algorithms which are easily comparable among participants and
can be used in research; (d) contribute to strategies for real world disasters.

In the following we will explain the customization made in the RCRS
to serve our purpose of evaluating the equilibrium maintenance framework
and where the differences to the competition version of the simulator re-
side. To be concise, we will call our version of the RCRS by the notion
EqMRCRS. As discussed in Section 4.5, equilibrium maintenance is driven
by state change. We use here the basic assumption that the EqM control loop
and the action execution control loop are synchronized as follows: when an
action scheme α is dispatched to the agent (Algorithm 2, line 7), control is
ceded back from execution to EqM only after the full execution of α; also, we
assume that free-run and action scheme execution do not co-occur. Hence,
the program flow is the following: EqMRCRS starts up and the opportunities
in the current state at time zero, given a certain free-run and a certain size
of maximum look-ahead K are assessed; if an opportunity is chosen whose
action scheme α is to be enacted immediately, the α is dispatched for execu-
tion, otherwise the opportunity is just printed to the console; in case of an
immediate enacting of the chosen opportunity the experiment run stops af-
ter the agent has finished to execute the particular α; in case an opportunity
with later enacting has been chosen, the state can be advanced manually in
the free-run which will cause a new evaluation of the equilibrium of the sys-
tem; either the opportunity that before has been of a type such that enacting
was in the future, now is an opportunity of a type to be enacted immedi-
ately or the state needs to be advanced one more time for it to be enacted or
another opportunity is chosen instead.

The RCRS was designed to create a partially observable, discrete-time,
dynamic, stochastic, multi-agent environment (Robocup Rescue Simulation
Tutorial, 2018). By design no agent has full knowledge of the world state,
and the different disasters develop in a random way or following some rule,
beyond the control of competition participants. Conversely, in EqMRCRS the
used environment and civilian simulators follow configuration files which
model a specific free-run. The simulator reads from configuration files the
damage value for this state and simulates it visually in the EqMRCRS. We
modified the collapse, the ignition, and the misc simulator and limited our ex-
periments to two injured civilians in two different affected buildings. The
collapse simulator is responsible for managing the structural damage of
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Figure 6.2: EqMRCRS: Fire brigade (red dot) putting out a fire of a building
holding a civilian (green dot). The ambulance (white dot) is idle.

buildings. It reads from the configuration file collapse.cfg and updates
the damage degree to the particular building accordingly. For example, if
the collapse damage to building1 where civilian c1 resides is serious and
the collapse damage to building2 where civilian c2 resides is slight at some
point in some free-run, then collapse.cfg contains the following lines (note
that the encoded collapse damage values are numerical in the configuration
file):

collapse.1.2.building.<building1>:50

. . .
collapse.1.2.building.<building2>:25

. . .

The first portion of a line in the collapse.cfg file, that is, collapse, indi-
cates that we are specifying a collapse damage. The next portion after the
dot tells us the time step, here 1. After this the state in the non-deterministic
free-run branch is indicated, here 2. Next we indicate the name of the build-
ing, e.g., <building1>. Finally, after the semicolon the damage degree fol-
lows as a numerical value, here 50 resp. 25. Similarly, the configuration file
ignition.cfg specifies the fire damage to buildings and the common.cfg de-
termines the bury-, collapse- and fire-damage to civilians at any point in
the particular free-run. For example, at some point in some free-run the po-
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sition of civilian c1 is building building1 and her/his damage-values are
slight bury-damage, serious collapse-damage and no fire-damage under a certain
preference model. (As in collapse.cfg, the damage values are numerical in
common.cfg.)

freerun.1.2.<c1>.pos: <building1>

freerun.1.2.<c1>.bury: 3

freerun.1.2.<c1>.collapse: 10

freerun.1.2.<c1>.fire: 0

. . .

We only use one agent of type ambulance (white dot, Figures 6.1, 6.2) and
one agent of type fire brigade (red dot, Figures 6.1, 6.2), we do not use any
agent of type police force (blue dot, Figure 6.1). The fire brigade agent and
the ambulance agent act upon commands from an EqM reasoner integrated
in the EqMRCRS. The input to the EqM reasoner, that is, the current state,
comes from the selected setting in the GUI by the human operator, and
the free-run and desirability come from reading the configuration file com-

mon.cfg. Note that for EqM reasoning only civilian damage and therefore the
information in common.cfg is relevant. The settings in the configuration files
collapse.cfg and ignition.cfg are for providing the right corresponding
visual appearance. A visualization of the EqMRCRS system architecture is
presented in Figure 6.3.

GUI

Config−Files
.cfg

and

Environment
Simulation
RCRS
Modified

EqM
α

EqMRCRS

current state s

Free-run F

preferences Des

Figure 6.3: EqMRCRS architecture.

6.2.2 Set-up of the Experiments: Implementation
In this section we give details of how EqMRCRS is implemented. The code
of the RCRS simulator is written in Java and built by software tool Apache
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Ant (Apache Ant). The build file takes care of starting the kernel of RCRS
and all the modules that implement the different simulators, e.g., collapse,
ignition and human damage simulators. To the package modules in the RCRS
we added our own module modules/eqmaint, that is, equilibrium mainte-
nance. Class LaunchEqMAgents contains the main method that launches all
agents (ambulance, fire brigade, civilians) and connects them to the kernel
of RCRS. Each agent, EqMAmbulanceTeam, EqMFireBrigade and EqMCivil-

ian extends AbstractEqMAgent which extends RCRS’ StandardAgent. This
means all the EqM agents implement method enact which implements the
agent’s action schemes. The action schemes are implemented making use
of methods from the ADF framework such as sendMove, sendRescue or
sendExtinguish.

We customized the modules for collapse simulation, ignition simulation
and human damage simulation, as well as the kernel package of RCRS. The
modifications to the simulator modules is to allow us to control collapse,
ignition and human damage instead of those damages occurring randomly
as is the case in the unmodified RCRS. In EqMRCRS damages occur follow-
ing the free-run model specified in the configuration files. We implemented
a package inside the kernel package, modules/kernel/eqmaint, which con-
tains the implementation of equilibrium maintenance, that is, Algorithm 2,
Section 4.2. On start-up of EqMRCRS the free-run and preferences are read in
from the configuration files and set in the Kernel class. Then the first cycle
of EqM is invoked to find out if there are opportunities in the start state.
When EqM in package kernel.eqmaint has finished reasoning it may dis-
patch an opportunity of type Opp0, Opp5 or Opp6 back to the Kernel class.
The Kernel class takes care of invoking the fire brigade or ambulance agent
to enact the opportunity, ultimately that means invoking the enact function
of EqMAmbulanceTeam or EqMFireBrigade. If there is no opportunity to be
enacted now but opportunities with future action exist then these are simply
printed to the standard output. In that case the next step is that the hu-
man operator advances the state. This is done by operating the GUI, which
means, we modified class StandardWorldModelViewerComponent in package
rescuecore2.standard.kernel. The human operator chooses the next time
step and one of the non-deterministic branches of the free-run. This invokes
a new cycle of EqM reasoning.

Set-up of the Experiments: S, F, A, Des

We will now look at how the state and action are defined and what free-runs
and preference models we consider in our experiments. The state is defined
by the bury-, collapse-, and fire-damage of a number of civilians. In our ex-
periments we consider two civilians. The bury-damage of a civilian can be
one of {bury.none(x), bury.slight(x), bury.serious(x), bury.critical(x)} where
x is the specific civilian; the collapse damage can be one of {collapse.none(x),
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collapse.slight(x), collapse.serious(x), collapse.critical(x)}; the fire damage
can be one of the predicates {fire.none(x), fire.slight(x), fire.serious(x)}. Note
that these predicates are represented numerically in the EqMRCRS configura-
tion files (see the example above). Recall from Section 3.5 that we only admit
fuzzy desirability whereas the state and transition relation f is crisp. Hence
we do not model uncertainty by fuzzy logic but account for uncertainty qual-
itatively by non-determinism.
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Figure 6.4: RoboCup Rescue Free-run I. Des(s) in cyan indicates preference
model A (first line), Des(s) in magenta indicates preference model B (second
line).

We look at two different ways how the state can evolve. Civilian c1 in the
first state evolution is suffering from collapse damage which develops into
serious or potentially even critical damage as time progresses. The other
civilian, c2, is suffering from a sudden, but steady serious damage from
being buried in the same state evolution. There is also some damage from
fire to start with which can be remedied shortly but potentially returns. In
the second state evolution, however, the fire damage of civilian c2 cannot be
remedied but manifests to a serious degree as the state progresses. Civilian
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c1 again is exposed to collapse damage growing from slight to potentially
critical, while at the same time suffering from increasing damage from being
buried. We model state evolution number one as free-run Free-run I, and
state evolution number two as free-run Free-run II. Figure 6.4 is a graphical
illustration of Free-run I and Figure 6.5 visualizes Free-run II.
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Figure 6.5: Free-run II. Des(s) in cyan indicates preference model A (first
line), Des(s) in magenta indicates preference model B (second line).

For computing the desirability of each state we employ a function that
does the following: It starts with full desirability, Des(s) = 1, and decreases
the value for each predicate that is conceived less preferable according to
Table 6.2. If doing so results in a number smaller than 0, then Des(s) = 0
or, said differently, Des(s) = max((1− “predicate values for each civilian in
s"), 0). We imagine that different rescue teams have capabilities of different
quality, therefore different damages can be treated more or less easily. Al-
ternatively, different environments can rate different damages with different
degrees of severity and therefore want to set priorities in rescue actions in
different ways. Here, we specify two possible ways of different preference
models A and B which differ in how serious bury-damages are considered:
In preference model B bury-damages are rated up to three times worse than
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in preference model A. For instance, consider a state s with civilians x,y
and preference model A, where bury.none(x), collapse.none(x), fire.none(x),
bury.serious(y), collapse.serious(y), fire.serious(y), then Des(s) = 0.55. Us-
ing preference model B the desirability of the same state s results in Des(s) =
0.25.

Table 6.2: Desirability function for experiments conducted with EqMRCRS.
The value for Des(s) is computed by subtracting the corresponding values
of preference model A resp. preference model B from 1, that is, Des(s) =
max((1− “predicate values for each civilian in s"), 0)

No. Damage Preference model A Preference model B

0 bury.none(x) 0 0
1 bury.slight(x) 0.03 0.09
2 bury.serious(x) 0.15 0.45
3 bury.critical(x) 0.9 0.99
4 collapse.none(x) 0 0
5 collapse.slight(x) 0.02 0.02
6 collapse.serious(x) 0.1 0.1
7 collapse.critical(x) 0.8 0.8
8 fire.none(x) 0 0
9 fire.slight(x) 0.05 0.05

10 fire.serious(x) 0.2 0.2

The action schemes A relevant in the experiments are αres(x), rescue a
civilian , αext(x), extinguish fire in a building where a civilian resides, and
αmov(x), move a civilian. We assume that the respective agent is free for en-
acting the action scheme that is dispatched to it by EqM, rather than being
busy executing some other action. The abstraction level of action schemes
is compound actions of simple actions, whose implementation is provided
by the ADF (Agent Development Framework, see above). Hence a scheme
has preconditions for application and add and delete effects on the state
(see Tables 6.3, 6.4, 6.5). Recall from Sections 3.3, 3.6 that applicability of an
action scheme is integrated in the definition of beneficial, hence, when check-
ing how beneficial an action scheme is in a certain state with a particular
look-ahead we check at the same time whether this action scheme is appli-
cable. As mentioned above we assume that a dispatched action scheme is
executed fully before evaluating equilibrium anew and free-run and action
scheme execution do not co-occur. All three action schemes in A can have
non-deterministic effects and all three include path planning and moving to
the injured civilian before carrying out the main task — rescue, extinguish or
move. The path planning is provided by the ADF. αres(x) means digging out
the buried civilian x. This action scheme can only be executed by the ambu-
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lance team agent. Table 6.3 lists the scheme’s preconditions and its add-, and
delete-effects. Action scheme αext(x), extinguishes fire in the building where

Table 6.3: αres(x) — rescue civilian x (ambulance team agent)
Precond. Add Delete

bury.slight(x) bury.none(x) bury.slight(x)
fire.none(x)
¬collapse.critical(x)
bury.serious(x) bury.none(x) bury.serious(x)
fire.none(x)
¬collapse.critical(x)
bury.serious(x) bury.slight(x) bury.serious(x)
fire.none(x)
¬collapse.critical(x)
bury.critical(x) bury.slight(x) bury.critical(x)
fire.none(x)
¬collapse.critical(x)
bury.critical(x) bury.serious(x) bury.critical(x)
fire.none(x)
¬collapse.critical(x)

civilian x resides. The action scheme is exclusive to the fire brigade agent.
See Table 6.4 for preconditions and effects of the extinguish action. The third

Table 6.4: αext(x) — extinguish fire in the building where civilian x resides
(fire brigade agent)

Precond. Add Delete

fire.slight(x) fire.none(x) fire.slight(x)
fire.serious(x) fire.none(x) fire.serious(x)
fire.serious(x) fire.slight(x) fire.serious(x)

action scheme αmov(x) is moving an injured civilian x from a more or less
collapsed building to the refuge. This includes loading civilian x, moving to
the refuge and unloading x there. All preconditions and effects of this action
scheme are presented in Table 6.5.

As in the conceptual examples in Section 4.6 we run the experiments
varying the free-run, the preference model and the size of the maximum
look-ahead. Table 6.6 gives an overview of the different experiment runs
and the comparisons made. Also, as in Section 4.6, we use the min and max
operators for fuzzy conjunction and disjunction in the implementation of the
experiments in simulation. See Section 3.8 for considerations on this topic.
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Table 6.5: αmov(x) — move civilian x from a (partially) collapsed building to
the refuge (ambulance team agent)

Precond. Add Delete

collapse.slight(x), collapse.none(x) collapse.slight(x)
fire.none(x), bury.none(x)
collapse.serious(x) collapse.none(x) collapse.serious(x)
fire.none(x), bury.none(x)
collapse.serious(x) collapse.slight(x) collapse.serious(x)
fire.none(x), bury.none(x)

Table 6.6: Overview of comparisons made when running EqM with pref-
erence models A and B, free-runs Free-run I and Free-run II and maximum
look-ahead K = 0, K = 1 and K = 2.

Free-run Preference model(s) K(’s)

(i)

I

A, B 0
(ii) A 0, 1, 2
(iii) B 0, 1, 2
(iv) A, B 2

(v)

II

A, B 0
(vi) A 0, 1, 2
(vii) B 0, 1, 2
(viii) A, B 2

(ix)

I, II
A

0
(x) 2
(xi)

B
0

(xii) 2

Results

The EqM reasoning mechanism integrated in EqMRCRS infers opportunities
for acting according to Table 6.7 and Table 6.8. The application of preference
models A and B, settings of the maximum look-ahead K and choice of free-
run, Free-run I (Figure 6.4) or Free-run II (Figure 6.5), is varied according to
Table 6.6. If there are several opportunities with the same degree, then the
one that is dispatched and enacted is marked in the tables, otherwise no
marking is made. Note that in Tables 6.7, 6.8, it is indicated when criterion
>Bnf is used for choosing among opportunities with the same degree, with
>Bnf(.) = b, where b is the degree of benefit that can be at least achieved by
enacting the particular opportunity. The Roman numbers to the very right
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of Tables 6.7, 6.8 indicate the number of the comparison(s) from Table 6.6
which is/are relevant here.

Table 6.7: Free-run I, Preference models A and B

K Eq Opps choose

Preference model A

0 0.91 Opp0(αmov(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.96 (i), (ii), (ix)

1 0.73 Opp3(αmov(c1), s0, 1) >Bnf(.) = 0.81

Opp3(αres(c2), s0, 1) >Bnf(.) = 0.85 (ii)

Opp5(αmov(c1), s0, 1) >Bnf(.) = 0.83

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.73

2 0.22 Opp5(αmov(c1), s0, 2) (ii), (iv), (x)

Preference model B

0 0.91 Opp0(αmov(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.96 (i), (iii), (xi)

1 0.43 Opp3(αres(c2), s0, 1) (iii)

2 0.43 Opp3(αres(c2), s0, 1) (iii), (iv), (xii)

Effect of Maximum Look-ahead on How Big the Opportunity for Acting Is
We observe the evolution of equilibrium over increasing maximum look-
ahead size when employing the same free-run and the same preference
model, (ii, iii, vi, vii). The degree of how much the system is in equilibrium
falls, and how big the maximum opportunity for acting is increases with in-
creasing maximum look-ahead. (This is true with exception for one case, (iii)
from K = 1 to K = 2, where equilibrium stagnates.) Free-run I and Free-run II
used in the experiments are such that the overall world state deteriorates as
the state progresses (which is a natural development in a disaster environ-
ment). Therefore, it makes sense that when looking longer into the future,
we can see bigger disasters ahead and the benefit of acting is higher, hence
the degree of the opportunities to enact is higher than when being myopic.
Being prospective gives a more well-informed picture of the situation.

Effect of the Maximum Look-ahead on How to Act and When We use the
same free-run and preference model, but vary the size of the maximum look-
ahead (ii, iii, vi, vii). We observe that the higher the maximum look-ahead,
the more well informed acting decisions are inferred by EqM.
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Table 6.8: Free-run II, Preference models A and B

K Eq Opps choose

Preference model A

0 0.9 Opp0(αres(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.95 (v), (vi), (ix)

1 0.65 Opp3(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp3(αext(c2), s0, 1) >Bnf(.) = 0.8

Opp5(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.85 (vi)

2 0.53 Opp3(αres(c1), s0, 2)
random (vi), (viii), (x)

Opp3(αext(c2), s0, 2)

Preference model B

0 0.84 Opp0(αres(c1), s0, 0) >Bnf(.) = 0.93 (v), (vii), (xi)

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.89

1 0.59 Opp3(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp3(αext(c2), s0, 1) >Bnf(.) = 0.74

Opp5(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.79 (vii)

2 0.41 Opp3(αres(c1), s0, 2) (vii), (viii), (xii)

(ii) Free-run I, preference model A (Table 6.7, upper half): Setting maximum
look-ahead K = 0, EqM myopically infers to extinguish fire now in the build-
ing where civilian c2 resides as c2 suffers from slight fire damages; looking
only one step further, that is, K = 1, changes the acting decision to rescuing
civilian c2 instead if necessary as the fire has been remedied but c2’s bury-
damage might have become severe: Opp3(αres(c2), s0, 1); being even more
prospective, i.e., K = 2, allows us to see that the wisest decision, that is,
the opportunity with the highest degree, is to move civilian c1 to the refuge
now because in two time steps from now it might be too late as collapse-
damage could be critical then and the αmov cannot be applied any longer
(see Table 6.5).

(iii) Free-run I, preference model B (Table 6.7, lower half): We get the same
results as in (ii), except that opportunity Opp3(αres(c2), s0, 1) also is chosen
in the most prospective case K = 2, instead of moving civilian c1. This is due
to preference model B giving higher precedence to bury-damages.
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(vi) Free-run II, preference model A (Table 6.8, upper half): What is best to do
might remain unchanged as we increase maximum look-ahead. In case (vi)
it is inferred to extinguish the fire of the building where civilian c2 resides
for all three sizes of maximum look-ahead K = 0 . . . 2 with only varying
when it is best to apply this action. This is because c2 is suffering from
fire-damage from the start with an increase of severeness first and then re-
maining steadily on a serious level. The fact that random choice between
two indistinguishable opportunities is needed when setting K = 2 shows the
limits of the choose function used in the experiments. See Section 4.3 and
Section 7.2.2 for a discussion on the topic. There is another limitation the
experiment run shows us: Under particular circumstances the opportunity
chosen and dispatched for enacting cannot be applied. This is the case when
K = 2, the free-run development is s0 – s1.1, s1.2 – s2.1 (see Figure 6.5), and by
random choice opportunity Opp3(αres(c1), s0, 2) is dispatched. This is due
to the nature of the opportunity type Opp3 and the nature of free-run Free-
run II. For an opportunity of type Opp3 to have a high degree it is enough
that one future state is undesirable and benefit of applying an action scheme
is high in this future state (see Section 3.7). Applying αres(c1) in state s2.0
where civilian c1 suffers from serious bury-damage is highly beneficial. But
when the state evolution is such that it progresses to state s2.1 instead, then
the rescue action scheme is not applicable to civilian c1 as her/his collapse-
damage in this state is critical. See Section 7.2.2 for a discussion on how to
choose among opportunities and Section 3.8 on what role the fuzzy operator
used plays.

(vii) Free-run II, preference model B (Table 6.8, lower half): In this run, (vii),
what is best to do remains unchanged comparing the outcomes of the lowest
maximum look-ahead, K = 0, and the biggest maximum look-ahead, K = 2,
that is, rescue civilian c1. This is due to preference model B prioritizing
the bury-damage and a stable development of c1’s bury-damage over state
evolution. Again there is a case where the dispatched opportunity cannot be
enacted. If K = 2 and state evolution is such that it ends up in state s2.1, then
αres(c1) cannot be applied because of the critical collapse-damage of c1. As
above, we refer to a discussion on this topic in Sections 3.8, 7.2.2.

Effect of the Preference Model on What to Do and When We compare the
use of different preference models but the same maximum look-ahead in the
same free-run (i, iv, v, viii).

(i, iv) Free-run I, (Table 6.7): EqM results in the same opportunity in-
ferred and enacted for both preference models A and B when the maximum
look-ahead is small, K = 0, that is, extinguishing fire in the building where
civilian c2 resides, Opp0(αext(c2), s0, 0). However, the different preference
models do affect the outcome of EqM differently when employing the big-
ger maximum look-ahead, K = 2. While it is chosen to move civilian c2 now
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to avoid possible later less desirable situations when using preference model
A, Opp5(αmov(c1), s0, 2), the chosen opportunity to be enacted with pref-
erence model B is Opp3(αres(c2), s0, 1), possibly rescuing civilian c2 in the
next step. The acting decision with preference model A is motivated by the
fact that c1’s collapse-damage might be critical in the future which would be
very undesirable and also then the action of moving c1 to the refuge cannot
be applied any longer, so it is best to move c1 now. The acting decision with
preference model B comes from the precedence of bury-damages so it is dis-
patched to rescue civilian c2 already in the next step as c2’s bury-damage
then has become serious.

(v, viii) Free-run II, (Table 6.8): Making the same comparison in the second
free-run, that is, Free-run II with different preference models and same max-
imum look-ahead (v, viii), we make the following observation: With small
maximum look-ahead K = 0, the opportunities with highest degrees are the
same with both preference models, Opp0(αext(c2), s0, 0) and Opp0(αres(c1),
s0, 0). However, the tie-breaking criterion >Bnf decides in favor of extinguish-
ing fire of the building of civilian c1 with preference model A whereas with
preference model B action rescue civilian c1 is dispatched for being enacted.
This is due to two facts: First, because preference model B prioritizes bury-
damage so highly, the acting decision is to rescue civilian c1. Second, as we
have noted in the above paragraph Effect of the Maximum Look-ahead on How to
Act and When, a low maximum look-ahead is enough to infer “wise” acting
decisions if the state evolution resembles a stepwise deterioration or stagna-
tion of desirability of state. When applying the higher maximum look-ahead
K = 2, the opportunity to be enacted, Opp3(αres(c1), s0, 2), possibly rescuing
civilian c1 later, is dispatched for enacting with preference model B. As ties
cannot be broken by neither of the criteria >Bnf, >k, >Oppi

, the same oppor-
tunity can be chosen for enactment by random choice with preference model
A. Alternatively, with preference model A opportunity Opp3(αext(c2), s0, 2)
can be dispatched by random choice, that is, extinguishing the fire of the
building where civilian c2 resides. The acting decisions do indeed reflect the
different preference models. Both the bury-damage of civilian c1 and the
fire-damage of civilian c2 are serious in the possible states at time 2. What to
do is a clear decision with preference model B: remedy c1’s bury-damage,
that is, rescue c1, because bury-damage is so high prioritized in preference
model B. On the other hand, with preference model A the decision is not
as clear. It could be rescuing c1 too because of her/his serious bury-damage
but as also c2’s fire damage is serious and preference model A’s priority is
more even, not being so clear in favor of bury-damage as preference model
B, the acting decision could instead be by random choice to extinguish the
fire where civilian c2 resides.
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Effect of the State Evolution onWhat to Do andWhen We can observe how
state evolution together with size of maximum look-ahead impact EqM if it
is hard to foresee how the state will evolve in cases (ix, x). The same oppor-
tunity is chosen for dispatching and enacting for both Free-run I and Free-run
II, when applying preference model A and the lowest maximum look-ahead
K = 0 (ix): Opp0(αext(c2), s0, 0). The same setting with the higher maximum
look-ahead K = 2, yields in different results for the different free-runs: mov-
ing civilian c1 now in order to avoid a possible later less desirable situation,
Opp5(αmov(c1), s0, 2), for free-run Free-run I, but a random choice between
opportunities Opp3(αres(c1), s0, 2) and Opp3(αext(c2), s0, 2) for free-run Free-
run II.

We can observe how state evolution impacts EqM if the preference model
is very distinct in cases (xi, xii). We apply preference model B on the two
free-runs Free-run I and Free-run II. EqM(0) yields different opportunities:
Opp0(αext(c2), s0, 0) for Free-run I and Opp0(αres(c1), s0, 0) for Free-run II.
The same set-up with the higher maximum look-ahead, EqM(2), yields to
apply the rescue action in both free-runs, but differing on who the action is
applied to: civilian c2 in Free-run I and civilian c1 in Free-run II. As preference
model B is so clearly prioritizing bury-damages the rescue action is more
likely to be inferred and chosen as an opportunity for acting less dependent
on how the state and its evolution looks like otherwise, that is, concerning
other predicates.

For detailed analysis see Appendix B.

Discussion of the Results

The results of the experiments in this section show that we achieve the ob-
jectives presented at the beginning of the chapter. We show the deploya-
bility of EqM in a concrete robotic system, that is, a modified version of
the RoboCup Rescue simulation environment. The ingredients of EqM, free-
run F, action schemes A and fuzzy preferences Des can easily be modeled.
EqM achieves proactive RoboCup Rescue agents that reason and perform
rescue actions self-initiated and achieve more preferable outcomes, that is,
less civilian damage than a system simply evolving according to free-run.
We also want to compare and discuss the observations on the results of the
experiments presented here with the observations made on the results of the
conceptual examples of EqM made in Section 4.6.

Observation I (see Section 4.6): Different state evolutions lead to different act-
ing opportunities.
Comparing this observation to the cases (x, xi, xii) in Tables 6.7, 6.8 we can
confirm that what the state is currently and will be in the future impacts the
outcome of EqM.

Observation II (see Section 4.6): The degree of the opportunity chosen by equi-
librium maintenance increases monotonically with the maximum look-ahead.
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We compare this observation to the results of the experiments in this section
in the cases (ii, iii, vi, vii) in Tables 6.7, 6.8. We observe in the experiments
here that the degree of opportunity chosen for enacting by equilibrium main-
tenance increases, or at least does not decrease, with increasing maximum
look-ahead. The state evolutions assumed in the experiments here represent
a deterioration of the desirability of the world’s state with time which is a
natural assumption in the used domain disaster management. Employing a
wider look-ahead into the future therefore allows to see bigger upcoming
disasters. Hence the benefit of acting increases, hence the degree of opportu-
nity to be enacted increases with increased maximum look-ahead, or at least
does not decrease. If state evolution is such that desirability of state does
not deteriorate with time it is still true that the degree of opportunity to be
enacted at least does not decrease with increased maximum look-ahead.

Observation III (see Section 4.6): Different preferences are reflected when using
a big maximum look-ahead, but not when using a small one.
We see that the observation applies too for Free-run I, that is, cases (i, iv)
in Table 6.7, as the same opportunity is inferred to be enacted no matter
which preference model is used when maximum look-ahead is small, but
different opportunities are inferred to be enacted for different preference
models when the maximum look-ahead is big. However it does not apply
for Free-run II, that is, cases (v, viii) in Table 6.8, as different opportunities
are inferred to be enacted for different preference models when maximum
look-ahead is small, but the same opportunity could be inferred (by random
choice in (viii)) to be enacted no matter which preference model is used
when maximum look-ahead is big.

The results of this section suggest observations beyond the ones above,
further discussed in Section 7.2.1. If we are to make a good choice for the
size of the maximum look-ahead K, given a certain free-run F and preference
model Des, we might be able to exploit knowledge on certain features of F
and Des. A good choice for the size of K is big enough such that EqM is fed
with enough information on the state evolution so it can make well-informed
acting decisions; a good choice for the size of K is small enough such that the
performance of EqM is high enough and redundant information is avoided.

A state’s desirability is comprised by a number of state predicates in-
dicating different damages of different civilians in the experiments in this
section. Enacting an opportunity increases the overall desirability of a state
by affecting one of the state predicates in this state. (Note that enacting an
opportunity in principle can affect a number of predicates in a state, only
here it is the case that only one predicate is affected.) The results in this
section suggest that the state predicate the chosen opportunity will affect
when enacted is the one which decreases the overall state’s desirability the
most. We can call this predicate decisive for EqM. Which state predicate is
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decisive can change over different k’s in F or remain the same. If the decisive
state predicate remains the same, then the same action scheme is inferred
as opportunity to act over increasing k, only the size of k, the opportunity’s
degree or type may vary. If the decisive state predicate changes, different
action schemes are inferred as opportunities to act over increasing k. This
suggests that in the latter case, where the decisive state predicate changes
over increasing k, we might need a bigger K to make a well-informed acting
decision, while in the first case, where the decisive state predicate remains
the same over increasing k, a smaller K might be enough to make a well-
informed acting decision.

To inform the choice for the size of the maximum look-ahead K further,
we can combine the knowledge of the nature of the state evolution in terms
of remaining or changing decisive state predicates with the nature of the
given preference model. In this section we employ preference model A and
preference model B. Starting from full desirability, that is Des(s) = 1, the
desirability function of the preference models computes the state’s desirabil-
ity by decreasing 1 by different values for different civilian damages. How
much the desirability function punishes each damage differs between pref-
erence model A and preference model B. Preference model A punishes fire-,
bury- and collapse damages rather evenly while preference model B gives
a clear precedence on punishing bury damages. Punishing bury damages
much harder increases how decisive they are for a state’s desirability and
hence increases the chances that such opportunities are inferred that will af-
fect the bury damage state predicate. Therefore, the fact that bury damages
are present in current and close future states might justify that choosing
a smaller maximum look-ahead is enough. This effect is re-enforced if we
concurrently observe that the bury damages, which are decisive for EqM,
remain the same or increase over increasing k in the free-run. For example,
imagine a free-run that contains states with bury damages of a civilian cn
that with increasing look-ahead go from bury.slight(cn) to bury.serious(cn)
to bury.critical(cn). If preference model B is employed that gives high prece-
dence to bury damages then it is very likely that this is the decisive state
predicate, deteriorating with time. Hence, it is very likely that EqM will in-
fer acting opportunities for rescuing civilian cn over different sizes of k to
affect the decisive bury damage and therewith the overall desirability of the
state in a positive way. Therefore, a smaller size of maximum look-ahead K
might be enough to make well-informed acting decisions.

6.3 Domestic Robot System
In this section we present equilibrium maintenance in the domain of a do-
mestic mobile robot in a smart home. The domestic robotics system we em-
ploy is developed within Robot-Era, a project which this thesis work con-
tributed to. We report here one experiment conducted for helping the user
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with the laundry, Section 6.3.3, and another one for helping the user with
taking pills because of a medical condition, Section 6.3.4. As in Section 6.2
the main purpose here is to achieve O4, Chapter 6, namely, to deploy equi-
librium maintenance in a robotic system. Also, as in Section 6.2, a secondary
purpose of the experiments in this section is to show O1 and O3 empirically,
namely to achieve proactivity and preferable outcomes through equilibrium
maintenance. The application domain of the robotic system we deploy the
EqM framework to is domestic robotics, utterly useful too, though very dif-
ferent to disaster management. Depending on the particular disaster scenario
it might be easier to foresee state evolution in the domestic domain, therefore
the modeling of the free-runs might be less complex. The acting decisions in
disaster management might have more crucial consequences, hence, it might
be advisable to use higher maximum look-ahead in order to get a more well-
informed decision, whereas this might not be as important in the domestic
domain. What is desirable might vary widely from the individual user to
the other in a domestic robotics scenario, while preferences might be more
concordant in disaster management.

The use-case in Section 6.3.4 shows the steps to go from a conceptual
example of equilibrium maintenance to integrating the framework with a
physical robot system. Next to showing O4, we have another important pur-
pose of the experiments in this section linked to O2, the ease of modeling
of equilibrium maintenance, in particular, the modeling of preferences: we
compare using a crisp desirability function as opposed to using a fuzzy de-
sirability function to model the same use case. We consider the experiments
successful if we can model (O2), and deploy (O4) the equilibrium mainte-
nance framework to a physical robot system, that is, the Robot-Era system,
such that acting decisions are inferred and enacted proactively. The partic-
ular experiment is considered successful if when performing one reason-
ing iteration of the system with proactivity always leads to more desirable
world states within the given maximum look-ahead than when running the
system without proactivity. By “with proactivity” we mean the robot in the
Robot-Era system reasons and acts based on equilibrium maintenance; by
“without proactivity” we mean the scenario in the Robot-Era system simply
evolves according to free-run. Additionally, we consider the experiments in
Section 6.3.4 successful if the EqM framework allows for modeling of pref-
erences that is fine-grained enough to describe the particular use-case (O2).

6.3.1 Set-up of the Experiments: Infrastructure
We have implemented an equilibrium maintenance reasoner, an implementa-
tion of Algorithm 2, Section 4.2, and tested it in a domestic service robot sce-
nario. The system as well as the services it provides have been developed in
the context of a project on robotics for elderly people called Robot-Era (Cav-
allo et al., 2014). That is why we henceforth will denote the implemented
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equilibrium maintenance reasoner integrated with the Robot-Era system by
EqMRobot-Era.

The Robot-Era System
The purpose of the Robot-Era project is to advance the field of service and
social robotics to support elderly people in daily living in their homes. The
project aims to provide services to the elderly user by means of several
cooperating robots integrated with smart environments employing a user-
centered design approach (Cavallo et al., 2014). The services provided to the
user include transporting and manipulating objects at home, garbage collec-
tion, surveillance, guiding at night, reminding events and laundry support.
The Robot-Era architecture includes multiple robots and a wireless sensor
network (WSN) constituting an ambient intelligence (AmI) environment.
There is also a web-based sub-system to interface with the user by tablet and
via speech through a user-worn microphone. The architecture is structured
into four layers, illustrated in Figure 6.6: Hardware and Low-Level Control –
heterogeneous devices including different robots in different environments
and different types of sensors; Local Control – robots are controlled by the
robot operating system (ROS) and communicate with other devices through
a common middleware; PEIS (Physical Embedded Intelligent Systems) middle-
ware (Broxvall et al., 2006) – distributed, fully decentralized tuple-space used
for uniform communication and coordination between the different hetero-
geneous robotic and sensor devices; Global Control – consisting of three
main components, namely, CAM (Context-Awareness Module), maintaining
knowledge of the whole system state; CPM (Configuration Planning Mod-
ule), managing, coordinating and planning to achieve sevices, Web-based
User Interface for service requests by the user.

There are three different mobile robots used in the Robot-Era project,
one within the apartment called Dora, one in the staircase called Coro and
one outside the building called Oro. Dora and Coro are based on the Scitos
G5 mobile platform developed by Metralabs (Metralabs) and Oro is a Dust-
Cart platform developed by RoboTech (Robotech). The robots are shown in
Figure 6.7. In the experiments in this thesis we only employ one robotic
platform, Dora, the rightmost robot in Figure 6.7. Guided by Cavallo et al.
(2014) we therefore describe this robot here while we omit the description
of the other platforms. Dora is controlled by ROS, however, the navigation
stack of the Scitos platforms relies on CogniDrive which is a proprietary
ROS node provided by Metralabs. It uses a front laser (SICK S300) and
a rear laser (Hokuyo URG-04LX) mounted on the robot providing a 360◦
field of view for navigation and self-localization. The robot’s dimensions are
160cm × 60cm × 60cm (height × length × width). On Dora’s right side a
Kinova Jaco arm is mounted to allow for manipulation tasks; on the left
side a handle is mounted carrying a removable tablet for posting user ser-
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Figure 6.6: Robot-Era system architecture (modified from Cavallo et al.
(2014)). Physical robotic systems (domestic robot, Dora, condominium robot,
Coro, outdoor robot, Oro), an elevator, wireless sensors and other devices
like a tablet are communicating through PEIS middleware with higher level
control components.

vice requests. There is a pan-tilt unit mounted on the robot’s head, an Asus
XtionPro and high resolution cameras for object detection. Dora’s eyes have
multi-color LEDs and the robot is equipped with speakers to be able to pro-
vide feedback to the user. The dynamic window approach (Fox et al., 1997)
was used for motion planning, adaptive Monte Carlo localization (Dellaert
et al., 1999) was used for localization which achieves an accuracy of 3 – 5 cm
indoors. Several types of sensors are used in the Robot-Era project: passive
infrafred (PIR), pressure, humidity, light, temperature and proximity trans-
ducers (Di Rocco et al., 2014). In the experiments in this thesis, however, the
only physical sensors we employ are Xbee PRO pressure sensors by Digi In-
ternational (Digi International Inc.), mounted under chairs (see Figure 6.8).
The Xbee PRO modules meet the IEEE 802.15.4 standard which is defined for
low-data-rate, low-power and low-complexity radio frequency transmissions
in a wireless network (IEEE). Four five volt lithium-ion batteries provide the
sensor’s power, the data range is up to 60m.

The Robot-Era system provides several high level reasoning modules:
The context-awareness module (CAM) keeps track of different parameters
related to the state of the user and the environment by fusing data from
environmental sensors, wearable sensors and the robot’s perception system.
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Figure 6.7: The robots used in the Robot-Era project (left to right): Oro (out-
door robot), Coro (condominium robot), Dora (domestic robot). In the exper-
iments in this section we use the indoor robot Dora (rightmost).

(a) (b)

Figure 6.8: Xbee pressure sensor, open case (a); Xbee pressure sensor case
mounted under a chair (b).

The CAM makes available the user and environment state to other mod-
ules connected to the PEIS ecology. Data from physical sensors can be easily
substituted with simulated data sources by simply plugging in virtual sen-
sors. Any sensor value can also be directly modified via a global interface
to the ecology, called tupleview (see Figure 6.9). The configuration planning
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Figure 6.9: We use the graphical interface PEIS tupleview to simulate sensor
data input from the smart home environment.

module (CPM) is a task planner that takes into account information, re-
source and temporal constraints in the multi-robot system. It closes the loop
with the rest of the Robot-Era system by continuously incorporating new
observations provided by the CAM into planning. This allows tasks to be
accomplished in different ways depending on the specific world state (see
Pecora et al. (2012)). Goals in the Robot-Era system are dynamic, meaning,
the user can post them at any time. The CPM can cope with multiple con-
current goals. Note, however, that this feature is not used in the experiments
within this thesis. The third high-level module is the web-based user inter-
face. There are two ways in which the user can post service requests to the
system: either via speech through a wearable microphone or via a tablet. The
microphone is connected to a speech recognition software module which is
able to understand commands in both English, Swedish and Italian. This is
because the user experiments in Robot-Era were conducted in Sweden and
Italy (Bevilacqua et al., 2015). The tablet runs a graphical interface. It is car-
ried on a handle mounted on the mobile robot Dora and can be removed by
the user to post a service request.

As mentioned above, in the Robot-Era project, the user requests services
like reminding, bringing pills, helping with the laundry and many more, via
the user interface by speech or tablet. User experiments conducted in Cav-
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allo et al. (2014) suggest difficulties in human-robot interaction. Some of the
participants in the experiments experienced problems in using the tablet’s
touch screen graphical interface. Some participants had to repeat spoken
commands several times because the speech recognition module was unable
to correctly recognize the vocal commands. These results suggest there might
be a gain in avoiding or reducing the use of user interfaces. Proactive rea-
soners like EqMRobot-Era can be one approach to mitigate user interface prob-
lems. Instead of the user requesting services explicitly, in the experiments
in this section of the thesis, they are proactively inferred and dispatched for
enacting by EqMRobot-Era. The system architecture of EqM integrated with
the Robot-Era system is an instance of the general schema illustrated in Fig-
ure 4.2. The experiments in this section are implemented and conducted to
different degrees of integration. By different integration degrees we mean
how much the implemented equilibrium maintenance reasoner is integrated
with the Robot-Era system, both according to module interfaces and the
physical system. The step-wise integration allows for feasible system testing
and collecting data from experimental runs. The Robot-Era system itself is
a research prototype that was developed concurrently and in part for the
purposes of the experiments presented here, in fact it is part of this thesis
research. Test runs can go wrong because of malfunctioning of other mod-
ules than the one we want to test here, namely, equilibrium maintenance.
Step-wise integration was used to verify the functioning of the module to
be tested, equilibrium maintenance, simulate other modules for test runs
and experimental data collection and leave the effort of a full system run to
a few individual occasions. How to deal with the malfunctioning of inter-
facing modules is a question not under investigation here. The following is
imaginable: if an action scheme cannot be executed then EqM will infer this
action scheme as an opportunity again in the next cycle or it infers a new
action scheme as an opportunity depending on how the state has developed;
if the planning module fails to create a plan for the inferred opportunity this
could be part of the state input to EqM which then can come up with a new
opportunity; if the situation assessment cannot infer the current state, then
no opportunities are inferred. We describe the set-ups of different integration
degrees below.

Set-up “closing the loop”
EqMRobot-Era in this set-up closes the loop of equilibrium maintenance with
a concrete physical robot system, that is, an interface to software modules of
the Robot-Era system is created. However, input and output of EqMRobot-Era
are realized through reading configuration files and manual in-/output to/from
the terminal instead of being connected to the appropriate Robot-Era mod-
ules. More specifically, for the input we use hand-coded specifications of de-
sirability Des and of state transitions (action schemes A and free-run F). We
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use HTN (Hierarchical Task Networks, see for example Ghallab et al. (2004))
operators to model both action schemes A and free-run F, seen as actions
executed by the “environment”. This encodes the environment’s behavior in
a compact way, including non-determinism. We use the open-source plan-
ning system JSHOP (Nau et al., 2003; Ilghami, 2006) to perform the temporal
projections needed to compute opportunities. For the output, the enacted
opportunity and its effect state is printed to the terminal. State advancement
is performed by manual terminal input.

Set-up “simulated input”
Set-up “simulated input” is equivalent to Set-up “closing the loop” with an
additional integration step for data input: EqMRobot-Era in Set-up “simulated
input” can have virtual sensors, that is, input from simulated data sources in
tupleview, the GUI for this purpose provided by the PEIS middleware (see
Figure 6.9). This way we can control the data reading of a simulated sensor
which is then processed and interpreted by the CAM. EqMRobot-Era receives
the world state from the CAM on which its reasoning is based. Data output,
that is, the inferred opportunity by EqMRobot-Era and its enactment is printed
to the terminal as in Set-up “closing the loop” .

Set-up “full integration”
One difference to Set-up “simulated input” is that in Set-up “full integration”
we use data input from actual physical devices. In the experiments in this
section, these are Xbee pressure sensors mounted under chairs. The sym-
bolic representation from the CAM in the Robot-Era system is used by the
CPM, which is responsible for computing the action schemes necessary for
equilibrium maintenance. The Robot-Era system also comprises an execu-
tive layer, which is responsible for executing action schemes and monitoring
their execution with feedback from perception and proprioception. The sec-
ond difference to the previous set-ups, Set-up “closing the loop” and Set-up
“simulated input” , is that enacting an opportunity in Set-up “full integration”
is not just output simply printed to the terminal, but action executed by
the real Robot-Era robot Dora (Figure 6.7, rightmost), changing the physical
environment.

6.3.2 Set-up of the Experiments: Implementation
In this section we give details of how EqMRobot-Era is implemented. The code
is written in Java and built by build automation system Gradle (Gradle).
Class EqmaintMain contains the main function. It initializes the different
components of EqMRobot-Era. These are the interface to the PEIS middle-
ware (XPeis), the domain (XDomain), the state automaton (XStateAut) and
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the equilibrium maintenance reasoner itself (XEqOpp). We use the PEIS Java
library to implement the interface to the PEIS tuple space. If Set-up “simu-
lated input” or Set-up “full integration” is used, XPeis initializes EqMRobot-Era
with a unique ID. Then XPeis subscribes to the relevant tuples in the PEIS
tuple space that inform EqMRobot-Era about the state. The CAM component of
the Robot-Era system updates these tuples whenever the state has changed.

As mentioned earlier we use JSHOP2 (Ilghami, 2006)1 to model free-run
and action schemes. We define in a JSHOP2 domain file the free-run and the
action schemes as JSHOP2 operators and methods. Some examples extracted
from a JSHOP2 domain file used in the experiments in this section is shown
in Listing 6.1, Listing 6.2 and Listing 6.3. Listing 6.1 shows one of the op-
erators used in method bring_user, Listing 6.2, which represents the action
scheme for bringing pills to the user. The syntax of the operator is (:opera-
tor h P D A [c]), where h is the head containing the operator’s name and
parameters, P is the precondition, D is the delete list, A is the add list, and c

is the cost (optional).

Listing 6.1: JSHOP2 operator used in method bring_user

( : operator ( ! req7 ?comp ? a c t ? par )
( )
( ( s t a t e dora pickup p i l l s ) )
( ( s t a t e ?comp ? a c t ? par ) )

The syntax of a method in JSHOP2 is (:method h [name1 ] L1 T1 [name2 ]

L2 T2 . . . [namen ] Ln Tn ), where h is the head containing the method’s
name and parameters, each Li is a precondition, each Ti is a tail containing
a task list, each namei (optional) is the name of the succeeding (Li Ti) pair.

Listing 6.2: JSHOP2 method representing action scheme for bringing pills to
the user

( : method ( br ing_user ? par )
( )
(

( ! req2 dora moveto t a b l e 1 )
( ! req3 dora look ? par )
( ! req4 dora acquire ? par )
( ! req5 dora dock ? par )
( ! req6 dora pickup ? par )
( ! req7 dora dock undock )
( ! req8 dora moveto user1 )
( ! req9 dora dock handover_pose )
( ! req11 ws n o t i f i c a t i o n _ d o r a TAKE_PILLS )

1Note that we use a version of JSHOP2 that we have slightly modified. The modifications
comprise getter methods and adaptions to the Java code generated from the domain files.
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( ! req10 dora handover EXTEND)
( ! req12 dora handover WAIT)
( ! req99 dora moveto dora_home )
( ! req100 eqmaint stop )

)
)

Listing 6.3: Extract of one of the free-runs in the domestic robotics experi-
ments represented as JSHOP2 method

( : method ( freerun_ <NAME>)
( ( f reerun <NAME>) ( timehorizon −1)( nondet 0 ) )
( )
( ( f reerun <NAME>) ( timehorizon 0) ( nondet 0 ) )
(

( ! s e t _ s t a t e time_of_day morning )
( ! s e t _ s t a t e p i l l s _ t a k e n 0)
( ! s e t _ s t a t e user1_pos_sym c h a i r 2 )
( ! s e t _ s t a t e u s e r 1 _ a c t i v i t y reading )
( ! s e t _ s t a t e user1_heal th well )
( ! set_undes 0)

)
( ( f reerun <NAME>) ( timehorizon 1) ( nondet 0 ) )
(

( ! s e t _ s t a t e time_of_day noon )
( ! s e t _ s t a t e p i l l s _ t a k e n 0)
( ! s e t _ s t a t e user1_pos_sym c h a i r 4 )
( ! s e t _ s t a t e u s e r 1 _ a c t i v i t y lunch )
( ! s e t _ s t a t e user1_heal th well )
( ! set_undes 1)

)
( ( f reerun <NAME>) ( timehorizon 1) ( nondet 1 ) )
(

. . .

The domain component of EqMRobot-Era, XDomain, uses JSHOP to automati-
cally generate Java code from a domain file as displayed in Listing 6.1, List-
ing 6.2 and Listing 6.3. XDomain then generates as JSHOP states the set of
all states and the set of those states that are undesirable from this domain.
XStateAut initializes the state automaton that keeps track of the state tran-
sitions. XEqOpp initializes the equilibrium maintenance reasoner with the ac-
cording free-run and maximum look-ahead, and implements Algorithm 2,
Section 4.2.
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EqMRobot-Era provides a command line interface to operate the software.
On start-up EqMRobot-Era initializes all components, then XEqOpp computes
equilibrium and the following is printed on the standard output: the set of
states, the current state and position in the free-run, whether the system
is in equilibrium or not and a set of choices for input commands. If the
system is not in equilibrium and an opportunity with immediate action is
dispatched, the according action scheme is applied directly. “Applying an
action scheme” means different things depending on the set-up. For Set-
up “closing the loop” and Set-up “simulated input” it means advancing the
state appropriately by XStateAut and printing the new state to the standard
output. In Set-up “full integration” applying an action scheme means addi-
tionally that the XPeis component writes the dispatched action scheme to
the PEIS tuple space in order to post it as a goal to the planning component
of Robot-Era, that is, the CPM. After the CPM has generated a plan for the
action scheme dispatched by EqM, the plan is enacted by the robot Dora in
the smart home environment. If the system is not in equilibrium and an op-
portunity with future action is dispatched then this is simply printed to the
standard output. The human operator then chooses which non-deterministic
branch of the free-run to advance the state to and a new cycle of equilibrium
maintenance is started.

6.3.3 Domestic Robot System: Laundry
The use-case in the experiment in this section is to help the user with laun-
dry within the domestic robotics domain of Robot-Era. As described in the
beginning of this section, we consider the experiment successful if we can
model (O2, Chapter 6) and deploy (O4, Chapter 6) EqM in the Robot-Era
system and achieve a proactive behavior that leads to more desirable out-
comes than the system without proactivity achieved by equilibrium main-
tenance (O1 and O3, Chapter 6). For the experiment in this section we use
Set-up “closing the loop” (see Section 6.3.1).

Set-up of the Experiments: S, F, A, Des

A user living in a housing facility with shared laundry room gets help from
a proactive robot with doing the laundry. Different user activities cause dif-
ferent use-up of clean clothes and the user should always have available
clean clothes. The laundry room can only be used if it is not booked by
somebody else. The states of our system are defined by the following vari-
ables: time tx, where x ∈ N is the number of the time step, user activity,
with values {work, leisure, training}; clothes, a percentage of clean clothes
available; laundry room, with values {free, booked}. The free-run behavior
of the system makes the value of clothes decrease step after step at a rate that
depends, non-deterministically, on the user activity. In our experiment, we
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also model some non-deterministic information about the user’s pattern of
activity. States where clothes = clean0% are marked as undesirable. There is
one relevant action scheme, αlaundry: its effect is to bring the value of clothes
to 100% clean. It can only be applied when the laundry room is not booked,
none of the user activities constrain the applicability of action laundry.

Table 6.9 shows the output of our equilibrium maintenance (Algorithm 2,
Section 4.2.2), when run on an instance of the problem in which we model
the following situation. The free-run model is captured by the transitions
f(t0,⊥, t1), f(t1,⊥, t2) and f(t2,⊥, t3), together with the model encoded by the
following rules

t0 ⇒ training ∧ clean40% ∧ booked
t1 ⇒ ¬leisure ∧ [clean10%, clean20%]

t2 ⇒ clean0%
t3 ⇒ ¬work ∧ free

This means at time step t0 the user is training, 40% of the clothes are clean
and the laundry room is booked. In the next time step, t1, the user is do-
ing something else than a leisure activity and there is non-determinism in
the cleanness of the clothes: they might be clean to 10% or 20%; the state
of the laundry room has not changed. The only thing that changes when
proceeding to the next time step, t2, is that there are no clean clothes left at
all. Finally at time t3 the user activity might be anything but work and the
laundry room is free. We use maximum look-ahead K = 3.

Results

The results (opportunities, action scheme selection and execution) are sum-
marized in Table 6.9 where the state is characterized by its positive predi-
cates. As shown several opportunities are inferred. At time t0, opportunities
Opp3,4(αlaundry, s, 3) are found as the future states in three steps will be un-
desirable because there are no clean clothes, however, doing the laundry can
be applied as the laundry room is free. αlaundry will not be executed be-
fore t3 and by applying the action scheme the state will be desirable again.
Because of user activity training at time t0 there is a non-deterministic de-
crease of clean clothes in the subsequent time point, meaning, the percentage
of clean clothes before has been 40%, whereas it now is a value between 10%
and 20%. Again opportunities of type Opp3,4 for doing laundry are inferred,
however, their application has moved closer for one time step. No matter if
the user activity at time t1 was work or training, at time t3 the clean clothes
percentage has reached level 0%. This means that the state now is unde-
sirable which is why additionally to being an opportunity of types Opp3,4,
αlaundry is Opp1,2(αlaundry, s, 1). This is because now the state is undesirable
as there are no clean clothes but the laundry room is booked and hence the
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Table 6.9: Equilibrium maintenance results of the laundry experiment
State s k Eq Opp. Exec.

t0, training,
clean40%, booked

0 � –

–
1 � –
2 � –
3 ⊥ Opp3(αlaundry, s, 3)

Opp4(αlaundry, s, 3)

t1, ¬leisure,
[clean10%, clean20%],
booked

0 � –

–
1 � –
2 ⊥ Opp3(αlaundry, s, 2)

Opp4(αlaundry, s, 2)
3 � –

t2, ¬leisure,
clean0%, free

0 � –

–

1 ⊥ Opp1(αlaundry, s, 1)
Opp2(αlaundry, s, 1)
Opp3(αlaundry, s, 1)
Opp4(αlaundry, s, 1)

2 � –
3 � –

t3, ¬work,
clean0%, free

0 ⊥ Opp0(αlaundry, s, 0)

laundry
1 � –
2 � –
3 � –

action scheme cannot be applied, however, it can be executed in next time
step. Finally, at time t3 doing the laundry is opportunity Opp0(αlaundry, s, 0):
the state is undesirable as there are 0% clean clothes and αlaundry is beneficial
and therefore dispatched for being executed.

Discussion of the Results

The laundry experiment meets our objectives as the system through proac-
tivity achieves preferable outcomes, we are able to model the use-case and
deploy the EqM framework into the Robot-Era system.

Equilibrium maintenance allows us to program a robot in a declarative
way: we specify which situations are desirable and which ones are not, and
the equilibrium maintenance algorithm decides if any action is needed, and
when. We do not need to manually encode the adequate reaction to each and
every situation, say by if-then rules. The experiment in this section illustrates
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this mechanism in a case where exhaustive encoding would arguably be
challenging: deciding when to do laundry in a common laundry room.

Many variations of the laundry problem could also be accommodated
for with only small changes to the model: for instance, one may consider
different types of clothes, which are used up differently by different activi-
ties (sport, casual, or business clothes); the amount of clean clothes that are
needed may depend on the user’s calendar, e.g., if she/he plans a business
trip; the status of the laundry room may be non-deterministic; and so on.

The experiment shows nicely the propagation of opportunity types: as the
system state progresses, opportunities of types with future action, Opp1−4,
move closer, that is, their look-ahead decreases step-wise. In this concrete
example action laundry goes from being an opportunity Opp3,4(αlaundry, s, 3)
to Opp3,4(αlaundry, s, 2) to Opp3,4(αlaundry, s, 1) and Opp1,2(αlaundry, s, 1) to
finally Opp0(αlaundry, s, 0). Note that an opportunity can but need not neces-
sarily run through opportunity type propagation. The opportunity for acting
can disappear without ever becoming an opportunity of type Opp0 due to
free-run or action scheme application.

6.3.4 Domestic Robot System: Pills
The use-case in the experiment in this section is to help the user with tak-
ing medication within the domestic robotics domain of Robot-Era. As de-
scribed in the beginning of this section, we consider the experiment success-
ful if we can model (O2, Chapter 6) and deploy (O4, Chapter 6) EqM in
the Robot-Era system and achieve a proactive behavior that leads to more
desirable outcomes than the system without proactivity achieved by equi-
librium maintenance (O1 and O3, Chapter 6). Additionally we consider the
experiments successful if we can show that preferences can be modeled fine-
grained enough within the EqM framework to describe the use-case at hand
(O2, Chapter 6). As mentioned in Section 6.3 we run the “pills” use-case
step-wise: We first present it as a conceptual example with fuzzy desirability
and then as experiments integrated with the Robot-Era system with crisp
desirability. For the experiment runs with the Robot-Era system we first use
Set-up “simulated input” and then Set-up “full integration” (see Section 6.3.1).

Set-up of the Experiments: S, F, A, Des

The scenario is the same as in the example in Chapter 1. The user needs to
take pills daily, preferably to her/his meal at lunch time, but at least before
the end of the day otherwise she/he will be unwell. The state of the system
is modeled by predicates that can be true or false, under the closed-world
assumption. Relevant predicates indicate the time of day, {morning, lunch,
evening, night}, the type of interaction with the user, {notified, approached},
and whether the pills have been taken for the day, {pills}. The set of action
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schemes A contains αremind and αbring. Applying αbring leads to the deter-
ministic result of predicates {pills, approached} being true, that means, the
user has been approached by the robot and the pills have been taken by
the user, whereas applying αremind has a non-deterministic result with the
notified predicate being true, and the pills predicate being true, i.e., the pills
are taken, immediately, in a later state or not at all. Neither αremind nor αbring
are applicable in states where (pills ∨ night) holds, that is, states in which
the pills are already taken or it is night time.

The robot reminding the user to take the pills is a less intrusive interac-
tion, whereas bringing the pills, executed by a robot, is more intrusive. Also,
not having taken the pills by nightfall is extremely undesirable, as it leads to
the user being ill. The user knows it is best to take the pills at lunch, and that
they should be taken by nightfall at the latest. She/He therefore is willing to
accept more intrusion as time passes and urgency to take the pills rises. That
means, enacting αbring already at lunch is rather undesirable as intrusion is
high while urgency to take the pills is still low. As time progresses, urgency
to take the pills grows so the desirability of result states from action scheme
application more and more depends on how efficient they are in making the
user take her/his pills rather than how intrusive they are. We want to model
the above description by a desirability function. We start out with a function,
denoted by Desc(s), that defines the crisp desirability of each state depend-
ing on which predicates are true or false. Note that for each state s where
none of the rules below applies, Desc(s) = 1.

morning ∈ s∧ approached ∈ s⇒ Desc(s) = 0
lunch ∈ s∧ pills /∈ s⇒ Desc(s) = 0

lunch ∈ s∧ approached ∈ s⇒ Desc(s) = 0
night ∈ s∧ pills /∈ s⇒ Desc(s) = 0

Not all details of the text description of the scenario can be accounted for in
function Desc(s). For example, we cannot model that it is worse that the user
does not take the pills by nightfall than not taking them at lunch time; we
cannot express that it is more intrusive to approach the user in the morning
than to notify her/him. Therefore, Desc(s) partly fails to model preferences
in a fine-grained enough way to describe the use-case.

We model the same scenario, this time by a function, denoted by Desf(s),
that defines the fuzzy desirability of each state depending on which predi-
cates are true or false. For each state s, Desf(s) is the maximum value in [0, 1]
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satisfying the following constraints (note, that for each state s where none of
the constraints apply, Desf(s) = 1):

morning ∈ s∧ pills ∈ s⇒ Desf(s) � 0.5
morning ∈ s∧ notified ∈ s⇒ Desf(s) � 0.2

morning ∈ s∧ approached ∈ s⇒ Desf(s) � 0
lunch ∈ s∧ pills /∈ s⇒ Desf(s) � 0.2

lunch ∈ s∧ approached ∈ s⇒ Desf(s) � 0.1
evening ∈ s∧ pills /∈ s⇒ Desf(s) � 0.5

evening ∈ s∧ notified ∈ s∧ pills /∈ s⇒ Desf(s) � 0.2
evening ∈ s∧ approached ∈ s⇒ Desf(s) � 0.1

night ∈ s∧ pills /∈ s⇒ Desf(s) � 0

As opposed to function Desc(s), we can see that function Desf(s) can indeed
account for nuances in how desirable states are: we are, for example, able
to distinguish between different degrees of intrusion of different actions at
different times of the day and are able to discriminate how undesirable it is
to not take the pills at lunch time compared to not taking them at all for the
day.

lunch

evening

night

1 1

night
pills

evening
pills

lunch
pills

morning

s0 s1 s2 ss0 s1 s2 s3 s s3

Eq(st, 1)
Des(s) Eq(s,k) Eq(st, 0)

Figure 6.10: Left: fuzzy desirability of free-run F with different non-
deterministic branches – the solid line is the actual state evolution if there is
no EqM; Right: Eq(s, 0) (solid line) and Eq(s, 1) (dashed line) in each state.

The non-deterministic free-run model without any possible robot action,
i.e., what the world would look like if left to itself, is shown in Figure 6.10
(left) and Figure 6.11 (left), with states at time t ∈ {0, . . . , 3} on the x-axis,
degree of desirability of the state on the y-axis. It is best to take the pills at
lunch, but they should be taken by the end of the day at the latest, other-
wise the desirability will be zero. Figure 6.10 (right) and Figure 6.11 (right)
show the values of Eq(s, 0) and Eq(s, 1). In Figure 6.10, Eq(s, 0) is a solid
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night
pills

evening
pills

lunch
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Figure 6.11: Left: crisp desirability of free-run F with different non-
deterministic branches – the solid crosses is the actual state evolution if there
is no EqM; Right: Eq(s, 0) (solid crosses) and Eq(s, 1) (solid circles) in each
state.

line whereas it is illustrated by crosses in Figure 6.11. Eq(s, 1) is illustrated
as a dashed line in Figure 6.10, whereas it is illustrated as circles in Fig-
ure 6.11. The maximum look-ahead for computing Eq(s,K) and EqM(K) in
this example is K = 1.

Results

We present here the results of the conceptual run with fuzzy desirability as
opposed to the experiment runs with crisp desirability. Note that the out-
come of the experiments with crisp desirability in the two set-ups, Set-up
“simulated input” and Set-up “full integration” , are concordant. Aspects in-
nate to experimental runs with the full physical robot system are described
in the following paragraph, Set-up “full integration” Run. The evolution of
the state (cyan) and opportunities inferred in time steps t = 0, . . . , 3 are
shown in Figures 6.12(a)–(d) and Figures 6.13(a)–(d). We have also enlisted
the outcome of EqM when using Desf as opposed to when using Desc in
Table 6.10. Only opportunities with the highest degree for a certain k are
listed. If there are several opportunities inferred with the highest degree, the
chosen opportunity to be enacted is marked in the table.

With fuzzy desirability, there are several opportunities with look-ahead
k = 1 in the morning, at t = 0, both for action schemes remind and bring
because there are future states where the user might not take the pills at
lunch. It is still early in the day, the urgency to take the pills is relatively low
and perceived intrusion from the system interacting with the user is high,
particularly for approaching her/him. Hence, reminding the user to take the
pills leads to more desirable states than bringing the pills. Consequently,
opportunity Opp3(αremind, s0, 1) has a higher degree, 0.8, than opportunity
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s1 s2s0

Des(s)

sts3

Eq(s3,K) = 1

sts1 s2 s3 sts2 s3s0

Des(s) Des(s)

Opp3(αremind, s0, 1) = 0.8

s1

Opp0(αremind, s1, 0) = 0.2
Eq(s0,K) = 0.2 Eq(s1,K) = 0.8

sts1 s3s0

Des(s)

Opp5(αbring, s2, 1) = 1

s2

Eq(s2,K) = 0

s0

Figure 6.12: (a) Eq(s0,K) = 0.2, Opp3(αremind, s0, 1) — the user might not
take her/his pills at lunch, i.e., in 1 step from now; (b) Eq(s1,K) =
0.8, Opp0(αremind, s1, 0) — remind the user to take the pills at lunch; (c)
Eq(s2,K) = 0, Opp5(αbring, s2, 1) — bring the pills to the user as the user
might not have taken the pills by nightfall in 1 step from now; (d) Eq(s3,K) =
1 — there are no opportunities for acting, Desf(s3) = 1.

Opp3(αbring, s0, 1) = 0.1. The opportunity with the highest degree, remind-
ing the user in the next time step (at lunch time) to take the pills, is chosen
for enacting (Figure 6.12(a)). With crisp desirability only one opportunity
is inferred in the morning, Opp3(αremind, s, 1), because one of the possible
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Des(s) Des(s)

s1

Opp0(αremind, s1, 0)
¬Eq(s1,K)

sts1 s3s0

Des(s)

Opp5(αbring, s2, 1)
¬Eq(s2,K)
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Figure 6.13: (a) ¬Eq(s0,K), Opp3(αremind, s0, 1) — the user might not
take her/his pills at lunch, i.e., in 1 step from now; (b) ¬Eq(s1,K),
Opp0(αremind, s1, 0) — remind the user to take the pills at lunch; (c)
¬Eq(s2,K), Opp5(αbring, s2, 1) — bring the pills to the user as the user might
not have taken the pills by nightfall in 1 step from now; (d) Eq(s3,K) — there
are no opportunities for acting, Desc(s3) = 1.

following states will be in Undes (lunch ∧¬pills), and remind is both appli-
cable and beneficial in that state (Figure 6.13(a)). There is no opportunity
for bringing the pills in the next state, as it is still early in the day and the
perceived intrusion from approaching the user is high.
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Table 6.10: Equilibrium maintenance results of the taking pills experiment
State s k Eqc Eqf Oppc Oppf

morning
0 � 1 – –
1 ⊥ 0.2 Opp3(αremind, s, 1) Opp3(αremind, s, 1)

lunch
0 ⊥ 0.8 Opp0(αremind, s, 0) Opp0(αremind, s, 0)

1 ⊥ 0.8
Opp1(αremind, s, 1) Opp1(αremind, s, 1)
Opp1(αbring, s, 1) Opp3(αremind, s, 1)

evening
0 � 0.8 – Opp0(αremind, s, 0)
1 ⊥ 0 Opp5(αbring, s, 1) Opp5(αbring, s, 1)

night, pills
0 � 1 – –
1 � 1 – –

At lunch time (t = 1), the user has not taken the pills (Figure 6.12(b)
and Figure 6.13(b)). Using Desf(s), reminding the user to take the pills is
now an opportunity Opp0(αremind, s1, 0) = 0.2, meaning, the action scheme
should be applied immediately. The same is valid for bringing the pills, but
again, resulting states from performing this action scheme are less desirable
as the intrusive effect is higher, Opp0(αbring, s1, 0) = 0.1. The set of oppor-
tunities Opps that maximize equilibrium in state s1, i.e., that have degree
0.2, contains two more opportunities besides Opp0(αremind, s1, 0), namely,
Opp1(αremind, s1, 1) and Opp3(αremind, s1, 1). The choose-function in Algo-
rithm 2, Section 4.2, prefers opportunities with lower k over those with
higher k. Hence, Opp0(αremind, s1, 0) is chosen and enacted. Also with Desc(s)
reminding the user to take the pills becomes an Opp0. The state also supports
an opportunity of type Opp1 for both remind and bring, when maximum
look-ahead is increased to 1 in EqM(K). Because of the opportunity type
ranking in Table 4.2, the opportunity of type Opp0 is selected, dispatched
and executed.

As mentioned above, action scheme remind has a non-deterministic out-
come: being effective immediately, in the following state or not at all. In this
example the latter is the case as the user simply ignores the reminder. So
at time t = 2, in the evening, predicate pills is still not true. From t = 2,
the system can by free-run reach the desirable state s3 where (night ∧ pills)
holds, or the very undesirable state s ′3 in which the pills have not been taken
for the day. An opportunity of type Opp5 thus arises (acting now to prevent
a possible future undesirable state). The intrusion arising from the robot ap-
proaching the user is offset by the extreme undesirability of the state that
may result from inaction. Both action schemes αremind and αbring have ef-
fect states s where pills holds and where Des(s) is high. For bring, however,
this is the case for all effect states, whereas remind may lead to states where
pills does not hold. There are also opportunities of type Opp0 in state s2,
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but their degrees are relatively low (0.2 for remind and 0.1 for bring), because
their immediate benefit is moderate. Hence, EqM(K) chooses opportunity
Opp5(αbring, s2, 1) = 1 for enacting (Figure 6.12(c) and Figure 6.13(c)). Simi-
larly, having crisp desirability EqM infers an opportunity Opp5(αbring, s, 1),
that is, to bring the pills to the user now so as to avoid a possible Undes
future state where the pills are not taken by nightfall.

An effect of applying bring at t = 2 is that Eq(s3, 0) = 1. This is due to
the fact that no α ∈ A is applicable in s3, as pills holds and it is night time in
that state (Figure 6.12(d) and Figure 6.13(d)). Also, Des(s3) = 1 because the
pills have been taken for the day.

Set-up “full integration” Run The experiment was run multiple times with
different users. To produce data that can be compared all users followed
the same plot. The user was asked to sit in the living room, then transfer
to the kitchen (simulating noontime), and subsequently move back to the
living room (simulating evening time). In all locations, the user was told
to sit on chairs equipped with pressure sensors, whose readings were used
by the state estimation module, CAM, to derive the presence of the user in
the location. Qualitative time was advanced artificially via terminal input.
The output printed to the console in the different runs is the same as in the
Set-up “simulated input” version of the experiment (see Table 6.10).

The experiment starts by the user sitting in the living room which trig-
gers the pressure sensor under the chair. The context system infers that the
state is morning, the pills have not been taken. The equilibrium mainte-
nance algorithm is not at equilibrium for k = 1 and it infers an opportu-
nity Opp3(αremind, s, 1), because one of the possible following states will be
in Undes (lunch ∧ ¬pills). Next, the user gets up and sits on the chair
in the kitchen; the context system infers state lunch. Equilibrium mainte-
nance finds three opportunities Opp0(αremind, s, 0), Opp1(αremind, s, 1) and
Opp1(αbring, s, 1), and it dispatches the remind action immediately to the
robot’s executor. The robot derives the user’s location from the pressure sen-
sor, moves to the user, utters a spoken reminder to take the pills, and moves
back to its home position — see Figure 6.14.

The user ignores the robot’s reminder to take the pills and goes back to
sitting on the chair in the living room. The context inference system infers
state evening. Equilibrium maintenance finds opportunity Opp5(αbring, s, 1),
and dispatches the bring action. The robot moves to the table where the pills
are known to be, acquires their position, and picks them up. It then obtains
the updated user position from the pressure sensors, moves to the user and
hands the pills over while delivering a speech message — see Figure 6.15.
The user takes the pills from the robot, which returns to its home position.
The state finally is {night, pills} and the system is in equilibrium.
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(a) (b)

Figure 6.14: Reminding the user to take the pills – salient moments of one
run: (a) the robot infers to remind the user and moves to the user (chair3,
kitchen); (b) the robot pronounces a spoken reminder to take the pills.

Discussion of the Results

EqMRobot-Era makes the robot Dora in the Robot-Era system proactively infer
and pursue acting decisions which achieve more desirable world states than
the system evolving simply according to free-run. We thereby show empir-
ically the achievement of O1 and O3. The fact that we are able to deploy
the equilibrium maintenance framework in the Robot-Era system achieves
O4. We model the ingredients for equilibrium maintenance, free-run, action
schemes and preferences for being employed in EqMRobot-Era. Particularly,
by contrasting the use of a desirability function with crisp desirability to a
function with fuzzy desirability we show that fine-grained preferences can
be modeled and the gain that follows. We therefore show empirically achiev-
ing O2.

In order to see the added value of using degrees of desirability, we first
employ a desirability function Desc(s) with crisp desirability in the experi-
ment in this section, that is, a state can either be desirable or not. Desc(s) is
just one of several possible choices. We can instead start with the simplest
choice for Desc(s) and then nuance it further step by step. We start with
Desc0(s) which is all states s ∈ S are desirable, Desc0(s) = 1, except for
state s ′ where it is night and the pills have not been taken, Desc0(s

′) = 0.
Therefore, each state s where the rule below does not apply, Desc0(s) = 1.

night ∈ s∧ pills /∈ s⇒ Desc0(s) = 0

EqM(K) with K = 1 only infers one opportunity, namely, Opp5(αbring, s2, 1).
However, since it is better to take the pills at lunch, we should also model
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(a) (b)

(c)

Figure 6.15: Bringing the pills to the user – salient moments of one run: Since
the user does not heed the reminder, the robot, (a), proactively moves to the
pills’ location, (b) acquires their position, and picks them up; then the robot
obtains and moves to the updated user position (chair2, living room) and,
(c), hands over the pills.

those states as undesirable where it is lunch and the pills are not taken. This
is modeled by desirability function Desc1(s). Again, each state s where none
of the rules below applies, Desc1(s) = 1.

lunch ∈ s∧ pills /∈ s⇒ Desc1(s) = 0
night ∈ s∧ pills /∈ s⇒ Desc1(s) = 0
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Desc1(s) models that states where the user has not taken the pills at lunch
and states where the user has not taken the pills by nightfall are equally
bad but this is not accurate. With this desirability model the EqM algorithm
infers an opportunity of type Opp5 to bring the pills to the user to avoid the
future undesirable state of being lunch time but the pills are not taken. But
this is very intrusive so we model Desc2(s) where the following rules apply
(as before all other states s are Desc2(s) = 1):

morning ∈ s∧ approached ∈ s⇒ Desc2(s) = 0
lunch ∈ s∧ pills /∈ s⇒ Desc2(s) = 0
night ∈ s∧ pills /∈ s⇒ Desc2(s) = 0

Approaching the user is very intrusive, especially when it is early in the day,
and might not be necessary even at lunch time where it is not so urgent yet to
take the pills. We can model being notified at lunch as desirable, while being
approached as undesirable in a next iteration of revising the desirability
function. Therefore, Desc3(s) models that each state s where none of the
rules below applies, Desc3(s) = 1.

morning ∈ s∧ approached ∈ s⇒ Desc3(s) = 0
lunch ∈ s∧ pills /∈ s⇒ Desc3(s) = 0

lunch ∈ s∧ approached ∈ s⇒ Desc3(s) = 0
night ∈ s∧ pills /∈ s⇒ Desc3(s) = 0

The different iterations of finding a proper model Desc(s) above show that
it is hard to be accurate with crisp desirability if fine-grained information is
available. With crisp desirability we can only model that states are “equally
bad” or “equally good”. Fuzzy desirability allows us to model the world in
a way that is more fine-grained and conforming to reality.

On the other hand, if we do not have fine-grained information available,
EqM still works with coarse-grained information. Hence, the EqM frame-
work allows us to model fine-grained information if available with fuzzy
desirability, but it does not force us to do so. If only coarse-grained informa-
tion is available EqM works equally well with crisp desirability. This is, we
make a similar observation to Levesque and Brachman (1984) who say:

“The expressive power of FOL2 determines not so much what can
be said, but what can be left unsaid.”

2First Order Logic
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6.4 Discussion: Equilibrium Maintenance Applied
In this chapter we have observed effects of equilibrium maintenance applied
in different domains. In the last section, we want to zoom out and discuss the
potential that equilibrium maintenance could have in real life applications.

The experiments in Section 6.2 have shown in simulation how EqM can
lead to preferable outcomes in robotic disaster management, that is, achieve
outcomes with less severe civilian damages than outcomes by free-run. The
experiments show that the outcome of EqM reasoning depends on how far it
looks into the future, which preference model is used and what state evolu-
tions look like. In a disaster domain it is necessary to make the right trade-off
concerning the size of the maximum look-ahead K, that is, the right degree
of how well-informed the system needs to be for the particular setting has
to be elicited: a too small K might cause EqM to infer bad-informed, less
preferable acting decisions; a too big K might cause performance issues in
EqM without any further gain of information, taking precious time from
executing rescuing actions. Concerning the choice of the preference model
challenging ethical decisions must be made. It is not straight-forward which
kind of damage to model less preferable than the other, and how much less
preferable. When it comes to state evolutions, we have seen in the experi-
ments that they can be such that an inferred and chosen opportunity is not
applicable. This is obviously undesirable as other rescue actions could have
been pursued instead. How much responsibility the system designer has in
this domain is a debatable question not easy to answer.

The experiments in Section 6.3 are conducted in the domain of domes-
tic robotics in a physical robot system. They show that a robot proactive
through equilibrium maintenance can be useful in the user’s home. The
proactive robot can help with house chores like doing the laundry, remind-
ing to take medication or bringing objects to the user; other useful activities
could be taking out the garbage, doing the shopping or cleaning. The choice
of the size of the maximum look-ahead, the choice of the preference model
and whether the state evolves such that inferred opportunities cannot be
applied might not have as severe consequences as in the disaster manage-
ment domain. In future work the preference model for a domestic service
robot reasoning by equilibrium maintenance could be customizable by the
user. Furthermore, it is conceivable that preference models and the size of
the maximum look-ahead can be elicited through learning mechanisms (see
Section 7.1.1 and Section 7.2.1). A threat with a proactive domestic robot is
that users might feel patronized. In some situations the degree of proactiv-
ity might be customizable or can be learned, in other situations where, for
example, the health of the user is affected the user’s feelings of intrusion
might better be neglected. How to balance this responsibility is not an easy
question to answer (see Section 7.5).
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Other domains not evaluated in this thesis, where equilibrium mainte-
nance could be useful, are autonomously driving cars, robotic lawn mowers,
gaming, medical care, and many more. Given a functional autonomously
driving car, it could through equilibrium maintenance understand by it-
self when to pick up the owner’s kid from football training; a robotic lawn
mower integrated with information of weather forecast, understanding the
user’s preferences of grass straw length and preferred time of activities in
the garden, and understanding how fast grass grows under given conditions
can infer when it is best to mow the grass and act autonomously; in gaming
proactive characters can be coequal opponents or partners; the medical care
robot could proactively bring medicine to patients or change bandages or
go on patrols and raise an alarm in case it discovers a patient in a critical
medical state.

6.5 Summary
In this chapter we have evaluated the equilibrium maintenance framework
empirically. We have deployed the framework in two different domains,
robotic disaster management and domestic robotics, and run a number of
experiments, both in simulation and with physical robots. The experiments
show that we can deploy EqM in concrete systems and achieve preferable
outcomes through agents made proactive by EqM. The experiments also sug-
gest that the modeling of preferences in the use-cases can benefit from fuzzy
as opposed to crisp desirability. In the last section of the chapter we dis-
cussed the usefulness of equilibrium maintenance applied in concrete prac-
tical domains.





Chapter 7
Discussion

In this thesis we have developed a framework for making robots proactive.
Proactive means being able to act self-initiated and anticipatory, that is, gen-
erate and pursue own goals. Towards this end, Chapter 3 presents the model
of opportunity which is operationalized in the framework of equilibrium
maintenance, EqM, in Chapter 4. Chapter 5 proves formal properties of the
framework and Chapter 6 validates our approach empirically. In this chapter
we want to discuss different questions that are posed by the contents of the
previous chapters. We group discussion topics in four sections:

(1) Eliciting and modeling knowledge for EqM

(2) Parameters of EqM

(3) Overall architecture of EqM

(4) Fields related to EqM

We end the chapter with a discussion on ethical questions related to equilib-
rium maintenance.

7.1 Eliciting and Modeling Knowledge for EqM

7.1.1 The Preference Model
Desirability of states is the only quantitative preference model used in our
system. The model purposefully omits stating desirability of actions, as these
depend on the capabilities of the particular robots chosen for the application.
A user’s preferences are related to the current and future state of affairs,
and need not be related to the way in which desirable states are brought
about. The preference model is given as a function that computes a value
in [0, 1] for any state s. Preference models may represent user preferences, or
some global criterion. Different preference models can weigh the same state
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differently, thereby reflecting individual preferences. For example, in some
preference model A, expired milk not being in the garbage may be very
undesirable, therefore a state s where this is the case would yield DesA(s) =
0.01; another preference model Bmay reflect a more relaxed attitude towards
this issue, perhaps weighing the same state DesB(s) = 0.4. So we can account
for different preferences depending only on the state in EqM. We assume
the desirability of states given, that means, it can be hand-coded. Instead
of setting by hand a certain value for each individual state, a function can
be employed for computing the desirability of the individual state by logic
rules (which has been done in the conceptual examples in Section 4.6) or by
constraints (which has been done in the experiments in Section 6.3). Another
option is to start with full desirability, Des(s) = 1, and decrease the value for
each predicate in the state that is conceived negative (see experiments in
Section 6.2).

7.1.2 Eliciting Preferences
Requirements on preference elicitation methods are that they must avoid
preference reversals, discover hidden preferences, and assist users to make
trade-offs when confronted with competing objectives (Chen and Pu, 2004).
There is a variety of preference elicitation methods and several different ap-
proaches of how to classify them (Carson and Louviere, 2011; Chen and Pu,
2004). Carson and Louviere (2011) propose a nomenclature of preference elic-
itation approaches. They provide a typology of preference elicitation meth-
ods as stated in Table 7.1. In matching methods (MM) the respondents are

Table 7.1: Preference elicitation techniques classification according to Carson
and Louviere (2011)

Response
Number of questions

Single stand-alone Sequence

Matching
Discrete Choice

asked to provide a number that will make them indifferent in some sense.
In discrete choice experiments (DCE) respondents are asked to pick their
most preferred alternative from a set of options. MM include the follow-
ing approaches: direct question, iterative bidding game, payment card (ask
for a matching response among several monetary values or any amount in
between), time trade-off (how much time in one state is equal to a fixed
amount of time in another state), and allocation game (utility maximiza-
tion subject to a constraint). Approaches in the category DCE include binary
choice, multinomial choice (k � 3 alternatives), complete ranking exercise
over all alternatives, best-worse choice (best and least preferred choice), and
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“pick any” (divide alternatives into two or more groups). Each of the above
approaches can be either in the form of single stand-alone question or a
sequence of questions. Sequence of questions means subsequent questions
are asked based on the answer to an initial question, which can be bottom-
up (the scope of the good increases) or top-down (the scope of the good
decreases).

Chen and Pu (2004) propose to classify preference elicitation methods as
traditional, assumption based and refinement methods. Traditional prefer-
ence elicitation methods mainly query users about the behavior of a value
function or relative importance of outcome of each criterion; assumption-
based methods make several assumptions about the preference structure so
as to reduce elicitation overhead; refinement methods refine a user’s prefer-
ence based on other users’ preference structure. Traditional preference elic-
itation methods have the problem of being time consuming, tedious and
error-prone. This is why for simplification assumption-based methods are
used to decompose a high-dimensional value function into a simple com-
bination of lower-dimensional value functions. Effectively this means the
number of questions needed to ask the user can be reduced and the task can
be made easier. To release assumptions but still simplify the elicitation task
and save users’ effort, refinement methods are introduced that base a new
user’s value function on previously collected value functions of other similar
users.

In this thesis we have not focused on the issue of eliciting user preference
models, we assume that they are given. In future work, our framework can
be integrated with methods to obtain these models via interaction with users
applying one of the presented methods above and/or learning mechanisms.
For example, it is conceivable that the DCE method binary choice with se-
quential questions is used to elicit the preference model of a certain user. The
user can be asked which of two states s or s ′ she/he prefers. A top-down (or
bottom-up) subsequent question can ask the user whether she/he prefers s ′
to s ′′. Then a subsequent question asks about whether the user prefers state
s ′′ to state s ′′′, and so on, until all states in a group of states are ranked
pairwise. Alternatively, one could implement a complete ranking with a sin-
gle stand-alone question. This way preference reversals can be avoided more
easily. After a sufficient number of user preferences have been elicited in this
way, new users value functions can be based on value functions of similar
users previously collected. An interesting question for future research is how
to accommodate dynamic preferences that may change over time. Another
uninvestigated question is how these preferences can be learned rather than
hand-coded (see for example Fürnkranz and Hüllermeier (2011); Yannakakis
(2009)).
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7.1.3 Design and Quality of the Des-Function
The first decision to make when designing the Des-function is whether to
choose crisp or fuzzy desirability. As we have seen in Section 6.3.4 there are
different pros and cons for the one or the other. Crisp desirability allows
only coarse-grained modeling, states can only be “equally good”, that is,
Des(s) = 1 or “equally bad”, that is, Des(s) = 0. Fuzzy desirability allows
for fine-grained modeling that can represent real-world situations more ac-
curately. With fuzzy desirability we are able to model that a state s is “much
better”, Des(s) = 0.9, or only “somewhat better”, Des(s) = 0.5 than another
state s ′, Des(s ′) = 0.4; We can model that some state s is “a lot worse”,
Des(s) = 0.1, or only “slightly worse”, Des(s) = 0.3 than another state s ′,
Des(s ′) = 0.5. On the other hand, if fine-grained preferences (fuzzy desir-
ability) are not available or difficult to elicit, EqM is still fully functional
with a coarser model using crisp desirability. Therefore, EqM allows for fine-
grained modeling but does not force us to do so.

How to implement the desirability function is another question when
implementing EqM in a concrete system. As desirability of states is assumed
given in our framework, one can, for example, hand-code them, that is, set by
hand a certain value for each individual state. For example, if S = {s, s ′, s ′′}
is the set of states in the system then the desirability function Des could be
the following:

Des(s) = 0.7
Des(s ′) = 0.2
Des(s ′′) = 0.4

An alternative is to employ a function that computes the desirability of the
individual state by logic rules. For example, if a state s consists of the predi-
cates P = {p1, p2, p3, p4} which can be true or false then a desirability function
could look like this:

p1 ∈ s∧ p2 ∈ s∧ p3 /∈ s∧ p4 /∈ s⇒ Des(s) = 0.8
p1 /∈ s∧ p2 ∈ s∧ p3 /∈ s∧ p4 /∈ s⇒ Des(s) = 0.5
p1 ∈ s∧ p2 ∈ s∧ p3 ∈ s∧ p4 /∈ s⇒ Des(s) = 0.2

in all other cases, Des(s) = 0. This is done in the conceptual examples
of Section 4.6. One could also employ a desirability function consisting of
constraints. As in the example above, if a state s consists of the predicates
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P = {p1, p2, p3, p4}, then the desirability function could be: For each state s,
Des(s) is the maximum value in [0, 1] satisfying the following constraints C:

(i.) p1 ∈ s∧ p3 ∈ s⇒ Des(s) � 0.4
(ii.) p1 /∈ s∧ p3 /∈ s∧ p4 ∈ s⇒ Des(s) � 0.5

(iii.) p1 ∈ s∧ p2 /∈ s∧ p3 ∈ s⇒ Des(s) � 0.9
(iv.) p1 /∈ s∧ p2 ∈ s⇒ Des(s) � 0

If none of the above constraints apply, then Des(s) = 1. This is done in
Section 6.3.4. Another option is to start with full desirability, Des(s) = 1, and
decrease the value for each predicate in the state that is conceived negative.
Again we assume that state s is defined by the predicates P = {p1, p2, p3, p4}.
The desirability of a state is computed by decreasing 1 by the specified value
for each true predicate p as listed below:

p1 ∈ s decrease by 0.3
p2 ∈ s decrease by 0.1
p3 ∈ s decrease by 0.5
p4 ∈ s decrease by 0.1

This approach is applied in Section 6.2.
Usually in fuzzy logic the exact number value is not decisive but the

order of the values is. For example, the desirability function as constraints
C above does change absolute values but not the order of its values by the
modified list of constraints C ′ below:

(i.) p1 ∈ s∧ p3 ∈ s⇒ Des(s) � 0.2
(ii.) p1 /∈ s∧ p3 /∈ s∧ p4 ∈ s⇒ Des(s) � 0.5

(iii.) p1 ∈ s∧ p2 /∈ s∧ p3 ∈ s⇒ Des(s) � 0.8
(iv.) p1 /∈ s∧ p2 ∈ s⇒ Des(s) � 0

This means the ordering of states depending on desirability of state ex-
pressed by these constrains is (iv.) < (i.) < (ii.) < (iii.), no matter what the
absolute thresholds are. However, as the notion of opportunity links de-
sirability of state and benefit of action, and the degree of opportunity de-
pends on this link, the absolute values of desirability can play a role. For
example, we consider an action scheme α1 and and an action scheme α2
for which Bnf(α1, s) = 0.7 and Bnf(α2, s) = 0.9. If (i.) is satisfied, that is,
p1 ∈ s∧ p3 ∈ s, then Des(s) = 0.4 for desirability function under constraints
C and Des(s) = 0.2 for desirability function under constraints C ′. Consid-
ering the first set of constraints C among opportunities Opp0(α1, s, 0) and
Opp0(α2, s, 0) a random choice needs to be made because both evaluate to
degree 0.6. Considering the alternative set of constraints C ′, however, the
choice is clear: Opp0(α2, s, 0) = 0.8 is preferred over Opp0(α1, s, 0) = 0.7.
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7.2 Parameters of EqM

7.2.1 Size of the Maximum Look-ahead
The look-ahead horizon K determines the amount of anticipation in EqM: the
experiments show that this strongly affects the generated proactive behavior
(see Section 4.6 and Chapter 6 for details). The conceptual example outcomes
in Section 4.6 suggest the following observation concerning the size of the
maximum look-ahead K:

Observation II: The degree of the opportunity chosen by equilibrium
maintenance increases monotonically with increasing maximum look-
ahead.

Comparing these observations with experiments made in Chapter 6 we can
confirm Observation II. The state evolutions assumed in the experiments rep-
resent a deterioration of the desirability of the world’s state with time. This
is a natural assumption in many application domains. In this thesis the used
domains are robotic disaster management and domestic robotics. It is nat-
ural to assume that disasters’ effects get worse if no intervention is done:
fire might spread, a buried person’s injury might worsen with time and the
collapse of buildings might progress. Not acting in a domestic robotics do-
main might lead to not consumed groceries going bad, the amount of dirty
laundry growing and forgetting medicine that should have been taken. Em-
ploying a wider look-ahead into the future therefore allows to see bigger
upcoming sources of undesirability. Hence the benefit of acting increases,
hence the degree of opportunity to be enacted increases with increased max-
imum look-ahead, or at least does not decrease. If state evolution is such that
desirability of state does not deteriorate with time it is still true that the de-
gree of opportunity to be enacted at least does not decrease with increased
maximum look-ahead.

In general, we can state the following concerning K:

The bigger the maximum look-ahead, the better informed are the acting
decisions.

This of course increases the computational cost of the EqM algorithm. Inter-
estingly, a higher K also puts higher requirements on user intention recogni-
tion, which must be able to infer intentions that span longer into the future.
What is the best trade-off for the size of K with respect to information gain
and complexity of the EqM algorithm depends on the application domain,
and is a question for future investigation. It is left to future work to find a
heuristic for choosing the size of K. Experiment results in Chapter 6 give a
first hint for finding such a heuristic. We have stated in Section 6.2 that we
call decisive the state predicate which decreases the overall state’s desirability
the most. This is the state predicate that the opportunity chosen by EqM will
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affect when enacted. There might be a link between how steadily the decisive
state predicate in the free-run is deteriorating and how to choose the size of
K. It is an interesting future direction to investigate whether steady deterio-
ration of the decisive state predicate requires a smaller maximum look-ahead
to make well-informed acting decisions, while a non-steady deterioration of
the decisive state predicate or changing decisive state predicates over increas-
ing K requires a bigger maximum look-ahead. Besides employing heuristics
the size of K can be found by learning mechanisms (Fürnkranz and Hüller-
meier, 2011; Yannakakis, 2009).

7.2.2 How to Choose Among Opportunities
Inferred opportunities can have the same degree, therefore equilibrium main-
tenance must provide a means to choose among them in order to decide
which of them to enact, Algorithm 2, lines 5 – 7. Although having the same
degree opportunities can be differentiated. Consider the example used in
Section 7.1.1: Des(s) = 0.4 and Bnf(α1, s) = 1 and Bnf(α2, s) = 0.6. While
both action schemes α1 and α2 lead to opportunities of type Opp0 with the
same degree, that is, Opp0(α, s, 0) = 0.6, they have different benefit. In the
case of α1 the desirability of state is decisive for the opportunity’s degree,
in the case of α2 desirability of state and benefit of the action scheme are
equally decisive for the opportunity’s degree.

There is not one single best way to implement the function choose, many
alternatives are rational from different perspectives and depending on the
application domain. Note, however, that the equilibrium maintenance algo-
rithm does not depend on how the choose function is implemented. In Sec-
tion 4.3 we discuss two different options to implement choose. The first ob-
servation we make is that the choose function depends on which granularity
of desirability (and consequently the granularity of benefit and opportunity)
is used, that is, decreasing the granularity of Des from [0, 1] to {0, 1} results in
a decrease of granularity of the choose function. Some opportunity ranking
options applied with fuzzy desirability do not work with crisp desirability,
some prioritizing criteria might appear more meaningful in one resolution
of Des than in the other. A good example for decreased granularity in the
choose function when going from fuzzy to crisp desirability is ranking by
the benefit of actions, >Bnf. This ranking measure is used as a first criterion
to choose between opportunities of same degree in the conceptual examples
in Section 4.6 and in the experiments in Section 6.2. >Bnf can be applied
when more than one action scheme constitute opportunities of maximum
degree, for example, two action schemes α1 and α2, constitute maximum
opportunities of the same degree. Consider again the example above: The
ranking criterion >Bnf can differentiate the two opportunities with same de-
gree Opp0(α1, s, 0) = 0.6 and Opp0(α2, s, 0) = 0.6 by looking at the benefit
of their action schemes which is Bnf(α1, s) = 1 and Bnf(α2, s) = 0.6, there-
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fore Opp0(α1, s, 0) >Bnf Opp0(α2, s, 0). Making this example crisp, meaning
Des(s) = 0 and Bnf(α1, s) = 1 and Bnf(α2, s) = 1 we see that criterion >Bnf
is not applicable: an action scheme cannot be more beneficial than the other,
action schemes simply are beneficial or not.

The ranking criterion >Bnf can also be applied if one and the same α
constitutes different opportunities of the same degree over different look-
aheads k. Consider another example where Des(Fk(s)) = 0.3 for k = 0, 1, 2
and Bnf(α, s) = 0.7, infs ′∈F1(s)(Bnf(α, s ′)) = 0.8, infs ′∈F2(s)(Bnf(α, s ′)) = 1.
Then opportunities according to Table 7.2 are inferred. If ranking measure

Table 7.2: Opportunities inferred when desirability is constant over time and
benefit is increasing over time or desirability is decreasing over time and
benefit is constant over time.

K Eq Opps

0 0.3 Opp0(α, s, 0)

1 0.3 Opp1(α, s, 1)

Opp2(α, s, 1)

Opp3(α, s, 1)

Opp4(α, s, 1)

2 0.3 Opp1(α, s, 2)

Opp2(α, s, 2)

Opp3(α, s, 2)

Opp4(α, s, 2)

>Bnf is applied clearly an opportunity of the highest look-ahead, that is,
k = 2 is chosen for enacting. This is done in the conceptual examples in
Section 4.6 and in the experiments in Section 6.2. Consider a third example
where in contrast to the previous one benefit of acting is constant over time
and desirability of state is decreasing over time: Des(s) = 0.3, Des(s ′) = 0.2
for all s ′ ∈ F1(s), Des(s ′) = 0.1 for all s ′ ∈ F2(s), and infs ′∈Fk(s)(Bnf(α, s ′)) =
sups ′∈Fk(s)(Bnf(α, s ′)) = 0.7 for all k = 0, 1, 2. This results in the same op-
portunities inferred as listed in Table 7.2. However, we now cannot differ-
entiate the opportunities of same degree by ranking measure >Bnf. So we
apply a second ranking criterion, namely, >k which gives priority to oppor-
tunities with low k. So now an opportunity with lowest look-ahead, that is,
k = 0, is chosen. This is a clear choice in the third example: Opp0(α, s, 0).
Let’s go back to the second example. Here we said we choose an opportu-
nity with highest possible benefit and therefore highest possible look-ahead
k = 2 to be enacted. This is not a clear choice as in contrast to the third
example, there are several opportunities with same degree and same ben-
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efit and same look-ahead. We therefore introduce a third ranking criterion
>Oppi

which ranks opportunities according to Table 4.1. We give precedence
to opportunities whose action schemes can be enacted immediately so as to
help against current undesirability or avoid ending up in undesirable states.
On the top of ranking >Oppi

are opportunities of type Opp0. The rationale
behind this is that if the current state is quite undesirable and there is an
action scheme that is quite beneficial if applied now, then this immediate
help should be applied. Then we rank Opp5 and Opp6 on the next level.
These denote action schemes that can be applied now, not to help against
a current undesirability, but to avoid ending up in undesirable states in the
future. Next we rank those opportunities that counteract future undesirable
states in the future, that is, opportunities of type Opp3 and Opp4. And fi-
nally we rank those opportunities that in the future can counteract a current
undesirability, that is, opportunities of type Opp1 and Opp2. Note that the
order in Table 4.1 is partial because when there is an opportunity of type
Opp6 there automatically also is an opportunity of type Opp5; if there is
an opportunity of type Opp4 there automatically is an opportunity of type
Opp3; and if there is an opportunity of type Opp2 there automatically is an
opportunity of type Opp1. This is because of how the t-norms inf, sup are
used in the opportunity types. Consider, that although we might not be able
to distinguish opportunities because their types reside on the same level of
partial order >Oppi

, Table 4.1, we might be able to distinguish them by de-
gree. However in example three presented here this is not the case because
the values for infs ′∈Fk(s) and sups ′∈Fk(s) coincide. Accordingly we therefore
choose Opp3(α, s, 2) or Opp4(α, s, 2) by random choice.

We chose not to directly transfer ranking criterion >Oppi
from the case of

fuzzy Des to the case of crisp Des. Instead we chose a different partial order
>Oppi

′, Table 4.2. As mentioned before, there is no single best way to imple-
ment function choose (Algorithm 2, line 6) and the examples in Section 6.3
show that also order >Oppi

′ makes sense. We have a partial, not a total order
because of how the quantifiers, ∀ and ∃, work. If something is true for all
future states then it is also true for one future state. That is, if there is an
opportunity of type Opp6, then there automatically also is an opportunity of
type Opp5. Similarly, if there is an opportunity of type Opp4 then there au-
tomatically also is an opportunity of type Opp3 and the analogue is valid for
opportunity types Opp2 and Opp1. Which opportunity to choose between
types Opp6 and Opp5, types Opp4 and Opp3, and types Opp2 and Opp1 is
irrelevant as they enact the same action scheme in the same look-ahead k
(and they cannot be distinguished by degree as is the case with fuzzy Des).
On the other hand if there is an opportunity of type Opp5 there is not au-
tomatically an opportunity of type Opp6, likewise if there is an opportunity
of type Opp3 there is not automatically an opportunity of type Opp4 and
if there is an opportunity of type Opp1 there is not automatically an op-
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portunity of type Opp2. In these cases the problem of choosing between an
opportunity of type Opp5 or type Opp6, type Opp4 or type Opp3, or type
Opp2 or type Opp1 does not occur at all. Therefore we introduce the partial
order of opportunity types presented in Table 4.2. The rationale is (as in the
case of fuzzy Des) that if there an action scheme that can be applied now to
counteract current undesirability then this should be dispatched above all.
Therefore Opp0 is on top of the partial order. Next we want to apply oppor-
tunities of the type where it is acted now to avoid future undesirability, that
is, Opp5 and Opp6. Then we rank opportunities that are future help against
a current undesirability, Opp1 and Opp2. Finally, we rank the opportunities
where both undesirability and acting against undesirability lies in the future,
Opp3 and Opp4.

There might be application domains where the ranking criterion order
>Bnf >k >Oppi

is not the preferred one. For example if “fast help” is preferred
to “best help” then the order might instead be >k >Bnf >Oppi

. Also one
could imagine less or more or different ranking criteria. For example, instead
of >Oppi

one might prefer a different ranking order of opportunity types
and instead of >Oppi

′ one might choose different priorities in the crisp Des
case. The careful investigation of order, type and number of criteria to rank
among opportunities with the same degree is an interesting topic for further
investigation.

All the above priority ranking cannot avoid the necessity of random
choice between opportunity of the same degree in the experiments in this
thesis (Section 6.2). Future work might investigate whether and how to
distinguish among opportunities of the same degree which makes random
choice obsolete as a last means.

Cases can occur where an opportunity, although selected to be enacted
by function choose (Algorithm 2, line 6), cannot be applied. This can happen
for those opportunities that belong to the group of “optimistic” opportunities
and have action application in the future, that is, Opp1 and Opp3. For both
opportunity types it is enough that there exists one future state s ′ ∈ Fk(s)
where action scheme α is beneficial (and therefore applicable). However, it
can be that state evolution of the free-run is such that the future state is
one where α is not beneficial and even not applicable (see experiments in
Section 6.2). It is up to future work to investigate possible amendments of
this case.

7.3 Overall Architecture of EqM

7.3.1 Controllable and Uncontrollable Dynamics
The system we consider is Σ = 〈S,U, f〉, where S is a set of states, U is a
finite set of external inputs (the robot’s actions), and f ⊆ S × U × S is a
state transition relation (see Section 3.1). The uncontrollable dynamics of the
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system are modeled by free-run F which is the case when system input U
is ⊥, and the controllable dynamics of the system are modeled by action
schemes A, that is U = A. Free-run Fk(s) models how the world is now, the
current state s including the user, and how it will evolve from s in k steps;
action schemes A denote the robot’s potential to influence the world, that
is, the robot’s capabilities. Depending on how the uncontrollable world is
foreseen to evolve crucially affects the output of EqM (see Chapter 6 for de-
tails). Depending on how desirable the effects are of the controllable action
schemes in different situations, EqM infers them as opportunities of differ-
ent degrees. One characteristic that distinguishes our approach from other
approaches of reasoning about action (for example MDPs) is that we do not
commit to a certain level of abstraction for action schemes. Hence they might
be anything from simple actions that can be executed directly, to sequential
action plans, to policies, to high level tasks or goals for one or multiple plan-
ners. Because we leave the abstraction level completely open and only model
the effects of action schemes we cannot define in general the relationship to
free-run. Without further specification of an action scheme α, we cannot state
how many steps k go by while performing α. In this thesis we decouple the
granularity of steps between controllable and uncontrollable dynamics. The
effects of applying α occur at a different timescale than the steps by which F
advances.

In cognitive architectures Kinny and Georgeff (1991) have shown that
different decision making strategies of agents are required in different kinds
of environments. They study how bold agents, which are agents that never
stop to reconsider, and cautious agents, which are agents that constantly stop
to reconsider, behave in environments that change at different rates. They
then show that bold agents are more successful in more static environments
while cautious agents succeed better in dynamic environments. In our work
on equilibrium maintenance we also have performed experiments with en-
vironments changing in different ways (see Chapter 4 and Chapter 6). We
observe different behaviors of the EqM-agent in differently evolving envi-
ronments. However, we have not built into our framework a variable that
regulates how bold or cautious the EqM-agent can be and therefore do not
evaluate this specific question in a systematic way. We can only speculate
and leave it to future investigation how to integrate such a parameter and
whether we would make an observation similar to the one of Kinny and
Georgeff (1991). The question of how bold or cautious an agent should be
might be related to the choice of the size of K (see discussion in Section 7.2.1)
and the question of how to interleave equilibrium maintenance and action
execution (see discussion in Section 7.3.2).

We model the uncontrollable dynamics as non-deterministic free-run in
the equilibrium maintenance framework. We assume in all experiments that
the actual state evolution matches one of the non-deterministic branches of
the free-run. It can be interesting in future research experiments to drop this
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assumption, that is, allow the world to develop in a way that is not captured
in the model of the free-run. This implies that there could be “missed op-
portunities”, that is, opportunities that the EqM framework is not aware of
because of ignorance of a possible way that the state evolves. Different ac-
tual state evolution than modeled by the free-run can also imply that “fake
opportunities” are enacted, meaning, action schemes are executed that are
opportunities according to the free-run model, however, they are not oppor-
tunities according to the actual state evolution.

As we have seen in Chapter 6, the realization of EqM(K) entails a com-
mitment to a certain abstraction level of action schemes A (e.g., robot plans
in our experiment in Section 6.3.4). Also, it requires a means to model the
non-deterministic transition function of the free-run F.

Our framework is based on the assumption that models of current and
future context and intentions are given. In future work, our framework can
be integrated with methods to obtain these models via interaction with users
and/or learning mechanisms. Also, while depending critically on user in-
tentions, equilibrium maintenance assumes very little about how these in-
tentions are represented. In our framework, they are simply introduced as
restrictions on the non-deterministic free-run model. Using an explicit repre-
sentation of user intentions distinct from free-run behavior may prove bene-
ficial: e.g., giving intentions a hierarchical structure may result in more com-
pact models of the system’s dynamics. In future work, we plan to investigate
the consequences of using a richer representation of user intentions in the
equilibrium maintenance framework. Current intention recognition meth-
ods make use of richer representations, including probabilistic models (Suk-
thankar et al., 2014) and plans (Sohrabi et al., 2016). The richer knowledge
content of these representations can conceivably be used to further bias the
choice of action schemes in the EqM algorithm, e.g., based on how likely
future states are, or on how human plans could interact with robot action
schemes.

7.3.2 Control Loops
An equilibrium maintenance system consists of (at least) two control loops:
the main feedback control loop on the higher abstraction level comprising
situation assessment, action scheme selection and execution, and the feed-
back loop on the lower abstraction level determining how action schemes
are executed (see Figure 4.2). The output of situation assessment and input
to equilibrium maintenance is the current state plus user intentions, the out-
put of equilibrium maintenance and input to an executive layer is an action
scheme to be executed. The executive layer realizes the feedback loop on the
lower level. Its level of abstraction depends on the level of abstraction of the
free-run and action schemes. In case action schemes are individual actions,
then the executive layer can be a simple action dispatcher; if action schemes
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are action plans, then the executive layer is a plan executor; if action schemes
are policies or high-level goals, then the executive layer is a planner or plan-
based robot controller. In the conceptual examples of Section 4.6, α’s can be
seen as goals or plans so the executive layer is a plan-based executive; in
Section 6.2 action schemes are action sequences which the executive layer
executes; and in Section 6.3 α’s are contingent plans that the executive layer
of the robotic framework executes.

The equilibrium maintenance control loop is driven by state change, be it
from free-run or action scheme application so it might be that the executive
layer invokes the EqM loop. On the other hand, the executive layer is driven
by the EqM loop because the executive is invoked by dispatching the action
scheme by the equilibrium maintenance layer. Equilibrium maintenance loop
and executive feedback loop therefore drive one another. In future research
it may be worth investigating other reasons than state change to invoke equi-
librium maintenance reasoning. Such reasons can be, for example, dynamic
changes in desirability Des, or in the event that execution of an action scheme
α deviates from expectations. One can imagine a solution where desirability
of states changes through user preference input or automatically on some
trigger condition in the environment. Assessing opportunities anew would
be rational in such occasions. It is conceivable that desirability that is dy-
namic would have a profound impact on the formal properties of EqM.

In the experiments in this thesis we synchronize the two feedback loops
equilibrium maintenance and action scheme execution as follows: action ex-
ecution does not start before reasoning on opportunities is done, that is,
finding opportunities and selecting one of them for dispatching; equilibrium
maintenance reasoning on the other hand does not start before the complete
action scheme is executed. This is a rational approach because EqM is de-
signed to drive acting and it infers opportunities for acting based on the
effects of full (not partial) action scheme application. Currently, equilibrium
maintenance is invoked automatically because an action scheme application
leads to a change of state. As mentioned earlier, in future work equilibrium
could be assessed only if some failure occurs and action scheme application
leads to a different result than expected. Future versions of the framework
might evaluate equilibrium after each step of the action scheme. Alterna-
tively, control can be ceded back from the executive layer to the EqM layer
if the expected effects have been reached already after partial action scheme
application. Another option is to cede back control to the EqM loop when a
certain part of the α has been reached or failed.

The EqM loop dispatches α’s immediately if the opportunity type of the
selected opportunity is Opp0, Opp5 or Opp6 and waits with dispatching α
until the future state in k steps is reached when the selected opportunity’s
type is Opp1−4. Thereby, EqM might be on hold for k steps, that is, EqM
might be neither inferring new opportunities nor ceding control to the exec-
utive layer. In this thesis the control loops are synchronized such that they
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occur sequentially after one another, so reasoning on opportunities, free-run
and action scheme execution cannot co-occur. To avoid having to wait un-
til the future state when an opportunity of type Opp1−4 should be applied,
EqM could dispatch opportunities of any type immediately to the executive
layer. The executive layer could then either enact the action scheme imme-
diately (Opp0,5,6) and cede back control to the EqM loop after enacting; or
it could schedule enacting the opportunity for the future (Opp1−4) and cede
back control to the EqM loop immediately. Note that in this solution the syn-
chronization between the EqM layer and the executive layer must be more
equal: instead of the EqM layer ruling the executive layer, the executive layer
needs to be able to demand control from the EqM layer whenever the time
has come to enact a previously future opportunity. Considering that new
opportunities could be inferred by EqM scheduled for the same time raises
the question of prioritizing.

The triggering condition to infer and enact opportunities is Eq < 1 (Al-
gorithm 2, line 4). This means, as soon as an opportunity for acting with
degree greater than zero within the given maximum look-ahead K is found,
opportunities for acting are inferred and then enacted. Arguably this acting
condition is quite reactive compared to other conceivable solutions. Other
options for triggering of action are to be investigated. It is conceivable, for
example, that some domains require a less reactive solution. Acting can be
triggered only if Eq � v < 1, which means, nothing should be done before
big enough opportunities are inferred. Other options might account for com-
plex considerations, e.g., the cost of acting or weigh acting versus not acting
against each other by computing the effects of a “null” action. It is left for
investigation which of the possible choices suits best in which application
domains.

7.4 Fields Related to EqM

7.4.1 Equilibrium Maintenance is not (just) Planning
Planning is finding ways of how to act to satisfy certain goals based upon
prediction of possible future states (Dean and Wellman, 1991). The achieve-
ment of planning is to feasibly search and select among ways to act based
on prediction of future possible states (Ingrand and Ghallab, 2017; Beetz et
al., 2016). Planning performs this prediction and search when being told so
i.e. being given the goal by an external agent or an external trigger firing on
some rule or condition. Equilibrium maintenance in comparison infers the
rule or condition for acting and which reasoning process to start in order
to reach desirable states. This is done by identifying and selecting action
schemes as certain opportunity types in particular states and with particular
look-aheads.
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Said in a different way, equilibrium maintenance enables us to find goals
by reasoning on opportunities, which is fundamentally different to what a
planner does. EqM infers goals on a higher abstraction level, it finds out what
should be achieved when. In this way EqM employs planning for enacting
action schemes. A planner can take the high-level goal inferred by EqM as an
input and synthesize the particular sequences or partial orders of actions that
are necessary to achieve it. While doing so the planner uses extensive time
projections up until the goal. Equilibrium maintenance on the abstraction
level above, however, does not know the goal a priori and where on the time-
line it resides, so it uses a given size of look-ahead and finds out within this
what is best to do and when.

7.4.2 Equilibrium Maintenance is not (just) Goal Reasoning
Usually, goal reasoning systems understand goals as one or a set of desirable
states to be achieved (Beaudoin, 1994). Or else goals are desired tasks or be-
haviors (Ingrand et al., 1992). The dynamic part is to find this particular (set
of) desirable state(s) using as input the current state, and most certainly, a
model to do prediction. The static part on which the reasoning relies are of-
ten internal drives and motivations of the agent. The logical flow is like this:
Motivation/Drive → State Variable → Goal, meaning, a certain encoded inner
motivation or drive of the agent controls a state variable; on some thresh-
old of the state variable a certain goal is triggered. For example in Cod-
dington (2007), the motivation “Conserve Energy” controls the state variable
Battery Level that triggers the goal “Recharge Battery” on a certain thresh-
old. Another option is to encode “anomalies” or “interesting events” (Mo-
lineaux et al., 2010; Cox, 2007; Galindo and Saffiotti, 2013). Anomalies in the
environment are detected on which a certain goal is triggered.

In contrast, equilibrium maintenance is not rules in the form Motiva-
tion/Anomaly → State Variable → Goal. EqM bases its reasoning on static
desirable states, but does not encode a static link to goals. Instead in EqM
opportunities are inferred which dynamically couple desirability and action
schemes depending on current and future state. The dynamic part of equi-
librium maintenance lies in finding and selecting ways to achieve goals, i.e.
identifying action schemes as opportunities of certain types, to achieve desir-
able states from the current state, be it a list of sequential actions, a complex
plan of actions or an instruction to problem-solving to a full-fledged planner
or multiple planners. Having opportunities inferred frees us from the bur-
den of encoding each single context that poses a goal and provides us with
flexibility in modeling.
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7.4.3 Equilibrium Maintenance is not a Cognitive Architecture
Cognitive architectures do reasoning based on cognitive concepts like in-
ternal drives, motivations and beliefs of the agent. The central goal of cog-
nitive architectures is to create and understand synthetic agents that sup-
port the same capabilities as humans (Langley et al., 2009). Cognitive archi-
tectures support the argument that different cognitive capabilities must be
studied jointly. Cognitive architectures is one way towards achieving proac-
tive agents because they can dynamically generate their own goals based on
static inner drives and dynamic beliefs. In contrast, equilibrium maintenance
is not interested in modeling the inner world of an agent but bases its dy-
namic aspect on the desirability of states. This is more of a system-centered
rather than an agent-centered perspective. The dynamic part of equilibrium
maintenance lies in finding and selecting opportunities for acting to achieve
these “invariant goal states”.

The framework of opportunities we develop in this thesis is next to cog-
nitive architectures an approach to make agents behave proactively. Our op-
portunities are close to Bratman (1987)’s intentions, which are derived from
an agent’s goals and beliefs. Like intentions, an opportunity to act holds
as long as the agent believes that that action is achievable (as encoded by
dom(α, s)) and that it leads to its goals (as encoded by Bnf(α, s)) (Cohen
and Levesque, 1990; Parsons et al., 2000). As such, opportunities are poten-
tially subject to the same problems as Bratman’s intentions: an agent could
reach equilibrium by going outside the domain of all actions, thus making
them not achievable. We have shown in Theorem 1 in Chapter 5 that our
framework of equilibrium maintenance recovers equilibrium by moving into
desirable states rather than moving outside the domain of actions.

Intentions have been extensively used in robotics in the context of BDI
architectures and of the PRS system (Ingrand et al., 1992), as well as in frame-
works for action selection based on forward models (Anderson et al., 2004;
Laird et al., 1987). Most instantiations, however, only consider their immedi-
ate applicability or benefit, as we do with Opp0 opportunities. Therefore, we
too consider this case but additionally our framework introduces anticipa-
tion: we can make predictions about the future states of the system and the
effects of actions; that is, a dynamic model of the system is available. This
way we can infer future applicability and/or benefit of intentions as per op-
portunity types Opp1−6. What opportunities can be detected depends on the
richness of the model used in the framework. If we only have a model of the
robot’s actions, which any planner has, then only opportunities of type with
current applicability and benefit will be detected. This is what can be done
using existing frameworks for action selection, like those based on BDI ar-
chitectures or on forward models (Anderson et al., 2004; Rao and Georgeff,
1991; Ingrand et al., 1992; Laird et al., 1987). If we also have a model of the
free-run dynamics of the system, that is, if we have a predictive model, then
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more types of opportunity can be detected. Knowing about opportunities for
future action may be important: for instance, to allow the robot to plan and
schedule other tasks, or to reduce the search space by exploiting the fact that
some decisions have already been taken (Pollack and Horty, 1999).

7.5 Ethical Questions
As in any decision making system severeness of outcomes of decisions made
by equilibrium maintenance depends on the application domain. Comparing
the application domains of the experiments in Chapter 6 it might be disad-
vantageous to take a “bad decision” in the domestic robotics domain but it
might even be catastrophic in robotic disaster management as people’s lives
might be at stake.

Equilibrium maintenance encodes preference only in desirability of state
but not desirability of action. We assume given a function that computes the
degree of desirability for each state. But where does this desirability function
come from? Who designs it, that is, who decides what is more or less prefer-
able? Even if this function is designed by an expert of the application domain
still it will pose ethical question. How can we decide a state where the build-
ing of civilian one is slightly on fire is more desirable than a state where the
building of civilian two is seriously collapsed? We have to be aware that the
designer of a desirability function has the power to give their moral values
to a proactive robot that will decide when to act and how based on these
values.

In general proactive behavior is important for robots to be accepted by
humans in their environment. However, the question arises which degree of
proactivity is best. Also, it might be useful to have different degrees of proac-
tivity in different application domains or even in individual situations. Too
little proactivity might be perceived as inert and useless by the user, too high
proactivity might cause the user to feel patronized. It might be acceptable to
risk to be patronizing in harsh conditions, for example, when users’ lives
are at stake. Where to draw the line here is a debatable question. The ques-
tion which degree of proactivity to choose is connected to the question how
much autonomy the proactive system should be given and where the hu-
man should be in the loop to take decisions. It is ethically debatable whether
to neglect an explicit user request because it collides with an opportunity
inferred by equilibrium maintenance. As a guideline the European Parlia-
ment (European Parliament, 2019) states that a machine cannot be in full
control, the human should always have the possibility to ultimately over-
ride a decision made by a system. Maybe the human should be in the loop
for deciding which one to choose among equal (or similar) opportunities. Or
the user should be given the full list of inferred opportunities and be in total
control over which ones to enact now or later.
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The European Commission provides guidelines on how Trustworthy AI
can be realized (European Commission, 2018). Among other points it is listed
that Trustworthy AI should “facilitate the traceability and auditability of AI
systems, particularly in critical contexts or situations”. Equilibrium mainte-
nance is a descriptive approach that does reasoning based on a declarative
world model. Hence each acting decision it infers can be traced, meaning, it
can be understood which part of the system has contributed in which way to
this decision. This would not be true if we would have followed a machine
learning approach. In such an approach it is not straight-forward to trace
which parts of the model lead to a decision. Employing a declarative world
model, on the other hand, facilitates Trustworthy AI.



Chapter 8
Conclusions

Proactivity is a trait characteristic of humans. Described as anticipatory, self-
initiated action, it is claimed to give us evolutionary advantage compared
to other species. Proactive helping behavior can be observed in infants as
young as 18 months. The ability to predict and reflect on other humans’
actions enables us to engage in collaborative and proactive behavior. This
is different from reactive behavior which is merely responding to external
events or explicit requests. In the AI community there is a solid body on
literature on reactive planners. Proactivity, however, is under-investigated.

The framework presented in this thesis can be seen as a means to bridge
the gap between context awareness, planning and goal autonomy. We have
shown how this creates proactive behavior in robots: self-generated goals are
opportunities for robot acting. Opportunities are to be enacted now or in a
future state. They are inferred by reasoning about the current state, includ-
ing the user’s actions, and the future states, including the user’s intentions
(free-run). A key point in our approach is that the problem is modeled in
terms of states, desirability and robot capabilities. States, desirability and
robot capabilities are decoupled from the conditions to apply actions (i.e.
goals), whereas they are coupled in systems that directly link goals to ac-
tion, as in planning, or directly link goals to world state, as in goal reasoning
systems. Situations where an action should be applied are inferred from
first principles in our approach, while this is encoded directly in the models
used for planning respectively goal reasoning in state of the art work. De-
coupling states and desirability from the robot’s action model has the further
advantage that changes in one model can be accounted for without having
to change the other.

In this chapter we want to summarize (i) the initial motivation and aims
of this thesis; (ii) the framework of equilibrium maintenance introduced to
approach the thesis’ aims; (iii) the findings of the evaluation, both formal
and empirical; (iv) limitations, assumptions and boundary conditions; and
highlight (v) discussion points, open questions and ethical considerations.
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8.1 Achievements
The first objective that we set to achieve in Chapter 1, O1, was to define a
framework for proactivity that is general. The aim was to infer how to act and
when based on the current and future context, what is desirable and effects
of available actions. A key point in such a general framework for proactivity
is that goals and actions or goals and world state are not directly linked but
it is inferred from first principles when to act and how. The objective has
been met by defining a formal model of opportunity (Chapter 3) employed
in the general framework of equilibrium maintenance (Chapter 4). Chapter 5
provides an informal proof (Section 5.2) and Chapter 6 lends empiric support
that proactivity can be achieved by equilibrium maintenance.

The second objective, O2, was to model such a framework for proactivity
without writing an exhaustive set of hand-coded, context-specific rules. The
opportunity model (Chapter 3) allows to model independently desirability
of state, evolution of state and robot action. It is therefore not necessary to
foresee all contexts that demand acting a priori. Hence our model of oppor-
tunity meets O2.

Objective O3 was to achieve preferable outcomes. Theorem 1 in Chap-
ter 5 gives a formal proof that equilibrium maintenance leads to desirable
outcomes given certain assumptions. Chapter 6 further supports this finding
by empiric results.

Finally, objective O4 was to provide the proactivity framework as a high-
level controller for a robot system. Chapter 6 shows that this objective is met
by experiments in a simulated robot disaster management environment and
by experiments in a real physical robot system in the domain of domestic
robots.

8.2 Opportunity Model and Equilibrium
Maintenance Framework

To address research questions posed in Section 1.2 we introduced a model
of opportunity (Chapter 3) made computational in the framework of equi-
librium maintenance EqM (Chapter 4). Opportunity types Opp0−6 were in-
troduced that set current state s and future states within a look-ahead k,
Fk(s), into different relations with desirability of state, Des(s), and benefit
of acting, Bnf(α, s,k). The opportunity model was presented with both crisp
desirability of state, and fuzzy desirability of state. The algorithm of equi-
librium maintenance (Algorithm 2, Section 4.2.2) makes the formal model
of opportunity computational, that means, equilibrium maintenance creates
proactive behavior. On state change the degree of equilibrium, Eq, is de-
termined. If Eq(s,K) < 1 opportunities are inferred and among those with
maximum degree one is chosen to be dispatched for being enacted by an
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executive layer. Note that different choices can be made how to implement
the function that chooses among maximum degree opportunities and which
size to choose for the maximum look-ahead K. While this influences the out-
come of equilibrium maintenance, the EqM algorithm works the same. Also
note that EqM realizes two different control loops: the equilibrium mainte-
nance loop on the higher abstraction level including situation assessment,
action scheme selection and execution; and the control loop on the lower ab-
straction level that determines how action schemes are executed. The lower
level control loop’s abstraction depends on the level of abstraction of the
free-run and action schemes. The equilibrium maintenance loop is driven by
state change, be it through free-run or action scheme application. The exec-
utive layer is driven by dispatching of an action scheme from EqM. Hence,
equilibrium maintenance and the executive layer drive one another. In this
thesis, they were synchronized in a way that equilibrium maintenance rea-
soning on the one hand and free-run and action scheme application on the
other hand cannot co-occur. Opportunities of types with immediate action
application (Opp0,5,6) were dispatched immediately while those with future
action application (Opp1−4) were dispatched at the appropriate time in the
future.

8.3 Evaluation of Equilibrium Maintenance
Evaluation of the equilibrium maintenance framework was done both for-
mally (Chapter 5) and empirically (Chapter 6). Both formal and empirical
evaluation showed that equilibrium maintenance indeed results in proac-
tive agent behavior, that is, the agent acts in an anticipatory way and on
own initiation. We showed formally that under certain assumptions equilib-
rium maintenance leads to desirable states. Theorem 1 in Chapter 5 proves
that given suitable action schemes the action selection function defined by
EqM(K) with crisp desirability leads to desirable states by either free-run
or action application if the starting state is within the set of recoverable
states. Furthermore we showed formally, that the EqM framework with crisp
Des coincides with the EqM framework with fuzzy Des if for all s ∈ S,
Des(s) ∈ {0, 1}.

For empirical evaluation we not only considered crisp but also fuzzy
desirability scenarios. The equilibrium maintenance framework was imple-
mented within two different domains, that is, robotic disaster management
and domestic robotics. The robotic disaster management experiments were
implemented in simulation; the domestic robotics experiments were imple-
mented in different levels of integration, from conceptual examples to clos-
ing the loop with a full robotic smart home environment. Experiments in
the empirical evaluation showed that preferable outcomes can be achieved
and that equilibrium maintenance can be modeled and deployed feasibly
in different robotic systems. The experiments also showed that desirability
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can be modeled in different degrees of fine-grainedness depending on what
information is available. Furthermore, the experiments support the finding
that the degree of the opportunity chosen for being enacted monotonically
increases with increasing maximum look-ahead, and the bigger the size of
the maximum look-ahead the more well-informed the acting decision.

8.4 Assumptions, Limitations, Boundary
Conditions

We assume both controllable and uncontrollable state transitions. The for-
mer come from one robot agent in the examples in this thesis, while the
latter come from one human agent and the environment. We assume a dis-
crete state space of which we have full observability without committing to
a certain representation of state. Uncertainty in the opportunity model is
captured by non-determinism. This means that the uncertainty on the state
transitions, both controlled (action schemes) and uncontrolled (free-run), is
not quantified by, for example, some probability function.

The only quantitative preference in the equilibrium maintenance frame-
work is desirability of state (and not, for example, preference of action). It
represents the preferences of the overall system and is not an aggregation of
individual agents’ preferences. Desirability is a total order since each state
is quantified by a certain number. Individual users’ preferences or global
criteria can be modeled in the preference model. If enough information is
available EqM can but is not forced to model fine-grained preferences with
fuzzy desirability. If not enough information is available EqM works in the
same way, however, delivers more coarse-grained results with crisp desirabil-
ity. Different designs of the desirability function, which we assume given, are
conceivable: hand-coded for each individual state, logic rules, constraints or
decreasing an initially fully desirable state by different values depending on
which predicates are true in the given state. Once the computation of the
desirability function is done it is defined what is desirable to what degree,
meaning, desirability is static and does not change with time. We have also
noted that not just the ordering but even absolute values may play a role in
equilibrium maintenance. This is due to the concept of opportunity linking
different degrees of desirability of current or future state and benefit of ac-
tion. As for the fuzzy operators in the opportunity model, min and max are
used for fuzzy conjunction and fuzzy disjunction in this thesis. Any other
triangular norm is conceivable. The set of robot capabilities is assumed to be
finite. A robot capability can be of different levels of abstraction.

There are two control loops in the equilibrium maintenance framework:
the EqM loop on the higher abstraction level including situation assessment,
action selection and dispatching, and the action execution loop on the lower
level. We assume an appropriate situation assessment function available pro-
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viding the current state as well as an appropriate action execution function.
The following assumption is made on how to synchronize the two control
loops: we assume that equilibrium maintenance reasoning on the one hand,
and action scheme application and free-run on the other, cannot co-occur.
This means that action scheme application does not start before equilibrium
maintenance reasoning dispatches an action scheme to be executed and equi-
librium maintenance reasoning does not start before the full action scheme
is executed or the state has changed by free-run. When state change has hap-
pened, be it through action scheme execution or free-run, then a condition
for starting to reason about opportunities, which is very eager, is checked:
as soon as equilibrium is lower than 1, opportunities are inferred and dis-
patched for enacting. This triggering condition is chosen, however, different
reasonable alternatives might exist.

Finally we want to remark that while in this thesis we focus on proactive
robots, the presented framework of equilibrium maintenance could be gen-
eralized for any artificial agent such as software agents, simulated agents or
cognitive agents.

8.5 Open Directions
The size of the maximum look-ahead K determines how informed decisions
to act are. What is the best trade-off for the size of K with respect to infor-
mation gain and complexity of the EqM algorithm is left unanswered in this
thesis.

Several heuristics are presented for choosing among opportunities that
have the same degree. We give preference to opportunities with high benefit
of acting, small look-ahead, “pessimistic” rather than “optimistic” opportu-
nity types and those opportunity types with immediate acting rather than
later acting. This is not the single best way but one out of many ways to
implement the choose function. It is left to research outside the scope of this
thesis to investigate different ranking criteria or ranking criteria in different
order.

The equilibrium maintenance framework models the uncontrollable dy-
namics of the system in form of the free-run F and the controllable dynamics
in form of action schemes A. We cannot define the general relationship be-
tween F and A as their abstraction level is left open. Hence the effects of
applying α ∈ A occur on a different time scale than the steps by which F
advances. It might be worth investigating how to explicitly model different
abstraction levels of α’s in the opportunity model which makes it possible to
set F and A into relation. This might make it possible to study co-occurrence
of free-run and action scheme application. It also is conceivable that a new
ranking order for choosing between equally big opportunities is made avail-
able: those opportunities could be given precedence whose effects manifest
fastest.
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User intentions are modeled by restricting the free-run in the current
version of the framework. It is left to future investigation to represent user
intentions explicitly, distinct and separately from free-run behavior.

There are two feedback control loops in the equilibrium maintenance
framework. It might be an interesting branch of future research to synchro-
nize the two control loops in a different way: control might be given back
to EqM before action schemes are executed completely; EqM might dispatch
opportunities of any type immediately to the executive layer that can sched-
ule on its own opportunities with future action. Also, future research shall
investigate conditions to infer and enact opportunities alternative to Eq < 1.
It is conceivable to choose a triggering threshold value different from 1 or
include more complex considerations like taking into account cost of action
or weighing acting versus not acting against each other.

Equilibrium maintenance is related to but different from planning, goal
reasoning and cognitive architectures. Planning is about feasibly searching
and selecting among ways to act based on prediction of future states in or-
der to reach some given goal from the starting state. Planning directly links
actions to goals, whereas this link is decoupled in equilibrium maintenance.
EqM operates at a higher level of abstraction: it infers opportunities, which
may constitute goals for an underlying planning process. Goal reasoning
represents a direct link from world state to goals. Again EqM is aimed at de-
coupling this link. Often in goal reasoning a goal comes from a motivation
or drive that controls a state variable, or from the detection of “anomalies”.
In EqM opportunities (hence, goals) come from dynamically coupling de-
sirability of current and future state (“invariant goal states”) and benefit of
action. Cognitive architectures model the inner world of an agent to cre-
ate human-like cognition. This is no aim of equilibrium maintenance, which
holds a more holistic world view. Shared between cognitive architectures
and EqM is the view that cognitive capabilities must be studied jointly to
achieve goal-directed intelligent behavior. Future research could investigate
systematically the relationship of these fields with equilibrium maintenance.



Appendix A
Equilibrium Maintenance:
“Milk” Example

We describe here the annotations in Tables A.1, A.2 which we have used to
draw our conclusions in Section 4.6.

Table A.1: Free-run II, Preference model R and B (see Table 4.10, Section 4.6)

K Eq Opps

Preference model R

1 0.82 Opp5(αsupply(x), s0, 1) (i), (ii)

3 0.13 Opp3(αsupply(x), s0, 3) (ii), (iv)

Preference model B

1 0.82 Opp5(αsupply(x), s0, 1) (i), (iii)

3 0.48 Opp3(αdispose(x), s0, 3) (iii), (iv)

(i) Considering free-run Free-run II, the outcome of EqM under maxi-
mum look-ahead K = 1 does not change, whether the preferences are that
the milk should never run out, preference model R, or that expired/empty
milk should promptly be disposed of, preference model B. In both cases, the
equilibrium is quite high, Eq(s, 1) = 0.82, and the opportunity chosen for
enacting is to supply milk now to avoid a less desirable situation later, that
is Opp5(αsupply, s, 1) = 0.18.

(ii) Comparing the result of using preference model R on free-run Free-
run II with smaller and bigger maximum look-ahead, K = 1 resp. K = 3,
the action to apply stays the same, αsupply. However, the equilibrium de-
creases with time, Eq(s, 1) = 0.82, Eq(s, 3) = 0.13; also the type and look-
ahead of the dispatched opportunity change: Opp5(αsupply, s, 1) = 0.18 resp.
Opp3(αsupply, s, 3) = 0.87.
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Table A.2: Free-run III, Preference model R and B (see Table 4.11, Section 4.6)

K Eq Opps

Preference model R

1 0.95 Opp3(αsupply(x), s0, 1)

Opp5(αsupply(x), s0, 1)

Opp3(αtable(x), s0, 1)

Opp5(αtable(x), s0, 1) (v), (vi)

3 0.13 Opp5(αsupply(x), s0, 3)

Opp6(αsupply(x), s0, 3) (vi), (viii)

Preference model B

1 0.95 Opp3(αsupply(x), s0, 1)

Opp5(αsupply(x), s0, 1)

Opp3(αtable(x), s0, 1)

Opp5(αtable(x), s0, 1) (v), (vii)

Opp3(αdispose(x), s0, 1)

Opp5(αdispose(x), s0, 1)

3 0.12 Opp3(αdispose(x), s0, 3)

Opp4(αdispose(x), s0, 3)

Opp5(αdispose(x), s0, 3)

Opp6(αdispose(x), s0, 3) (vii), (viii)

(iii) We can also compare the outcome of EqM on free-run Free-run II
under different time horizons using the other preference model B: Here
not only equilibrium, opportunity type and look-ahead of the chosen op-
portunity change, but also what action is to be applied. If maximum look-
ahead K = 1, then milk is supplied now to avoid a possible less desirable
state later: Eq(s, 1) = 0.82, Opp5(αsupply, s, 1) = 0.18. If maximum look-
ahead K = 3, then milk might be disposed of in three steps from now:
Eq(s, 3) = 0.48, Opp3(αdispose, s, 3) = 0.52.

(iv) Finally, we compare the outcome of EqM when applying the two dif-
ferent preference models R and B on free-run Free-run II using the larger
maximum look-ahead K = 3. The opportunity type of the chosen oppor-
tunity is identical in both cases, Opp3, and so is the chosen opportunity’s
look-ahead, k = 3. However the outcomes differ in degree of equilibrium:
Eq(s, 3) = 0.13 in the case of preference model R, Eq(s, 3) = 0.48 in the case
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of preference model B. Also, what action scheme is to be applied is different:
Preference model R, keen on not running out of milk, chooses an opportu-
nity with action scheme αsupply, i.e. Opp3(αsupply, s, 3) = 0.87; preference
model B, keen disposing of expired/empty milk, chooses an opportunity
with action scheme αdispose, i.e. Opp3(αdispose, s, 3) = 0.52.

(v) Now, considering the other free-run Free-run III, the outcomes of EqM
under the lower maximum look-ahead, K = 1, do not differ, when using
different preferences, preference model R, the milk should never run out,
or preference model B, expired/empty milk should promptly be disposed
of. In both cases, the degree of equilibrium is quite high, Eq(s, 1) = 0.95.
The look-ahead of the chosen opportunity is k = 1 and the action of the
chosen opportunity is to put the milk on the table. The opportunity chosen
for enacting in both cases is Opp5(αtable, s, 1) = 0.05.

(vi) Using preference model R on free-run Free-run III, the outcome of
EqM with smaller K, K = 1, compared to the outcome of EqM with bigger
maximum look-ahead, K = 3, differs in each possible criterion: degree of
equilibrium – Eq(s, 1) = 0.95, Eq(s, 3) = 0.13; action of the opportunity –
putting the milk on the table for K = 1, supplying the user with a new
package of milk for K = 3; opportunity type — Opp5 for the lower and Opp6
for the higher maximum look-ahead; finally look-ahead of the opportunity
k = 1 for K = 1 and k = 3 when K = 3. Summarizing we dispatch the
following opportunities for enacting: Opp5(αtable, s, 1) = 0.05 when K = 1,
Opp6(αsupply, s, 3) = 0.87 when K = 3.

(vii) When comparing the results of EqM when using preference model
B on free-run Free-run III, we as well find a variation in each criterion (the
first value is when K = 1, the second when K = 3): degree of equilibrium –
Eq(s, 1) = 0.95, Eq(s, 3) = 0.12; action of the opportunity – putting the milk
on the table vs. disposing of the milk; opportunity type – Opp5 vs. Opp6;
look-ahead – k = 1 vs. k = 3; summarizing — Opp5(αtable, s, 1) = 0.05 vs.
Opp6(αdispose, s, 3) = 0.88.

(viii) Comparing the outcome of EqM when using the preferences of
model R and model B with maximum look-ahead K = 3, the dispatched
opportunities’ type is identical, Opp6, as is the opportunities’ look-ahead,
k = 3. However, what to do differs – supplying the user with a fresh packet of
milk in case of preference model R and disposing of the milk in case of pref-
erence model B. Degree of equilibrium is approximately the same for both
preferences: Eq(s, 3) = 0.13, chosen opportunity Opp6(αsupply, s, 3) = 0.87
for preference model R; Eq(s, 3) = 0.12, chosen opportunity Opp6(αdispose, s, 3) =
0.88 for preference model B.





Appendix B
Equilibrium Maintenance:
Disaster Management

We describe here the annotations in Tables B.1, B.2 which we have used to
draw our conclusions in Section 6.2.

Table B.1: Free-run I, Preference model A and B (see Table 6.7, Section 6.2)

K Eq Opps choose

Preference model A

0 0.91 Opp0(αmov(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.96 (i), (ii), (ix)

1 0.73 Opp3(αmov(c1), s0, 1) >Bnf(.) = 0.81

Opp3(αres(c2), s0, 1) >Bnf(.) = 0.85 (ii)

Opp5(αmov(c1), s0, 1) >Bnf(.) = 0.83

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.73

2 0.22 Opp5(αmov(c1), s0, 2) (ii), (iv), (x)

Preference model B

0 0.91 Opp0(αmov(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.96 (i), (iii), (xi)

1 0.43 Opp3(αres(c2), s0, 1) (iii)

2 0.43 Opp3(αres(c2), s0, 1) (iii), (iv), (xii)

(i) When employing free-run Free-run I with low maximum look-ahead
K = 0 on the two different preference models A and B, we see no difference
in the result: in both cases criterion >Bnf is decisive in favor of extinguishing
the fire of the building where civilian c2 resides over moving civilian c1, that
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Table B.2: Free-run II, Preference model A and B (see Table 6.8, Section 6.2)

K Eq Opps choose

Preference model A

0 0.9 Opp0(αres(c1), s0, 0) >Bnf(.) = 0.93

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.95 (v), (vi), (ix)

1 0.65 Opp3(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp3(αext(c2), s0, 1) >Bnf(.) = 0.8

Opp5(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.85 (vi)

2 0.53 Opp3(αres(c1), s0, 2)
random (vi), (viii), (x)

Opp3(αext(c2), s0, 2)

Preference model B

0 0.84 Opp0(αres(c1), s0, 0) >Bnf(.) = 0.93 (v), (vii), (xi)

Opp0(αext(c2), s0, 0) >Bnf(.) = 0.89

1 0.59 Opp3(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp3(αext(c2), s0, 1) >Bnf(.) = 0.74

Opp5(αres(c1), s0, 1) >Bnf(.) = 0.68

Opp5(αext(c2), s0, 1) >Bnf(.) = 0.79 (vii)

2 0.41 Opp3(αres(c1), s0, 2) (vii), (viii), (xii)

is, Opp0(αext(c2), s0, 0)>Bnf Opp0(αmov(c1), s0, 0). The degree of equilibrium
is the same for both preference models and quite high: Eq(s, 0) = 0.91.

(ii) We use the same free-run Free-run I and the same preference model A
but vary the size of the maximum look-ahead K = 0, K = 1, K = 2. The results
when employing maximum look-ahead K = 0 are presented in (i). For K = 1,
the degree of equilibrium has dropped compared to (i), that is, Eq(s, 1) =
0.73. There are four opportunities with the same degree which function
choose ranks as follows: Opp3(αres(c2), s0, 1)>Bnf Opp5(αmov(c1), s0, 1)>Bnf
Opp3(αmov(c1), s0, 1) >Bnf Opp5(αext(c2), s0, 1). Hence, in the next time step
the action to rescue civilian c2 will possibly be dispatched to the ambulance
team agent. The results when employing maximum look-ahead K = 2 are
listed in (iv).

(iii) Again we employ the same free-run Free-run I and vary the maximum
look-ahead from K = 0 to K = 1 to K = 2, but now we look at how preference
model B impacts the result. The case where K = 0 is presented in (i), the case
where K = 2 is presented in (iv). When K = 1 there is only one opportunity
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with maximum degree, Opp3(αres(c2), s0, 1) = 0.57, that is, the ambulance
team might be instructed to rescue civilian c2 in the next time step.

(iv) As in (i) we employ the same free-run Free-run I to different pref-
erence models A and B, but instead of the lowest possible maximum look-
ahead, K = 0, we use K = 2. The degree of equilibrium has dropped in
both cases, for preference model A it is Eq(s, 2) = 0.22 and for preference
model B it is Eq(s, 2) = 0.43. While the inferred and dispatched opportu-
nities are the same for both preference models in (i), we now see a differ-
ence. When preference model A is employed, the dispatched opportunity is
Opp5(αmov(c1), s0, 2), moving civilian c1 to the refuge now to avoid a later
less desirable state. When preference model B is employed the choice is to
possibly rescue civilian c2 already in the next time step, Opp3(αres(c2), s0, 1).

(v) We now consider free-run Free-run II. Again, we start by applying
different preference models with the lowest possible maximum look-ahead
K = 0. With preference model A the fire brigade is indicated to extinguish
the fire in the building of civilian c2, as the ties between the two inferred op-
portunities with highest degree can be broken by >Bnf: Opp0(αext(c2), s0, 0)
>Bnf Opp0(αres(c1), s0, 0). Degree of equilibrium is high, Eq(s, 0) = 0.9. Also
with preference model B the two inferred opportunities with highest degrees
are extinguishing fire of the building of civilian c2 and rescuing civilian c1,
however, breaking ties with >Bnf here ends in favor of Opp0(αres(c1), s0, 0)
which is dispatched for enacting. Degree of equilibrium is somewhat lower
with preference model B: Eq(s, 0) = 0.84.

(vi) Free-run Free-run II with preference model A and varied maximum
look-ahead gives results as indicated in (v) for K = 0 and as indicated in (viii)
for K = 2. For K = 1 we find four different opportunities with the highest de-
gree. Out of them EqM chooses to extinguish the fire of the building of civil-
ian c2 now to avoid a later less desirable situation. The decision is made em-
ploying criterion >Bnf: Opp5(αext(c2), s0, 1) >Bnf Opp3(αext(c2), s0, 1) >Bnf
Opp5(αres(c1), s0, 1), Opp3(αres(c1), s0, 1). The degree of equilibrium com-
pared to (v) has dropped to Eq(s, 1) = 0.65.

(vii) Free-run Free-run II with preference model B and varied maximum
look-ahead results inferred and dispatched opportunities as listed in (v)
for K = 0 resp. as listed in (viii) for K = 2. When applying K = 1 de-
gree of equilibrium is Eq(s, 1) = 0.59 and four opportunities with high-
est degree are inferred: Opp5(αext(c2), s0, 1) >Bnf Opp3(αext(c2), s0, 1) >Bnf
Opp3(αres(c1), s0, 1), Opp5(αres(c1), s0, 1), that means, the fire brigade is or-
dered to extinguish fire in the building of civilian c2 now to escape a later
possible less desirable situation.

(viii) Applying different preference models on free-run Free-run II with
the higher maximum look-ahead, that is, K = 2, we observe the degree of
equilibrium has dropped to Eq(s, 2) = 0.53 with preference model A and
Eq(s, 2) = 0.41 with preference model B. Employing preference model A
results in two opportunities with highest degree: Opp3(αres(c1), s0, 2) and
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Opp3(αext(c2), s0, 2). Because the two opportunities can be distinguished by
neither of function choose criteria >Bnf, >k or >Oppi

, the choice of which
of them to dispatch for enacting is random. With preference model B the
decision is distinct: Opp3(αres(c1), s0, 2) — the ambulance team agent might
later be ordered to rescue civilian c1. Note if state evolution is s0 → s1.1, s1.2
→ s2.1 then the action scheme αres is not applicable.

(ix) Comparing the effects of applying same preference model A and the
same maximum look-ahead K = 0 on different free-runs Free-run I and Free-
run II results in similar degrees of equilibrium: Eq(s, 0) = 0.91 for Free-run
I and Eq(s, 0) = 0.9 for Free-run II. For both free-runs the opportunity to
be enacted is Opp0(αext(c2), s0, 0), that is, extinguishing fire of the building
where civilian c2 resides.

(x) We now compare results of preference model A on different free-runs
Free-run I and Free-run II, but now employing the bigger maximum look-
ahead K = 2. The results we obtain now differ for the two free-runs: For
Free-run I opportunity Opp5(αmov(c1), s0, 2) is dispatched for being enacted,
that is, moving civilian c1 to the refuge now in order to avoid a later less de-
sirable state. The degree of equilibrium is low, Eq(s, 2) = 0.22. For Free-run II
there are two opportunities with highest degrees, Opp3(αres(c1), s0, 2) and
Opp3(αext(c2), s0, 2) — possibly rescuing civilian c1 later or possibly extin-
guishing the fire in building of civilian c2. None of the criteria for choosing,
>Bnf, >k, >Oppi

, is able to distinguish the two opportunities, a random choice
is made. Equilibrium is Eq(s, 2) = 0.53. Note that if state evolution is s0 →
s1.1, s1.2 → s2.1 then the action scheme αres is not applicable.

(xi) We now employ preference model B for comparison on different free-
runs Free-run I and Free-run II. Here we can see a difference in results already
when applying the lowest maximum look-ahead K = 0. In Free-run I the
fire brigade is commanded to extinguish the fire of civilian c2’s building:
Opp0(αext(c2), s0, 0) >Bnf Opp0(αmov(c1), s0, 0). The opportunities degree is
low, 0.09. In Free-run II the inferred opportunities’ highest degrees is some-
what higher, 0.1. EqM dispatches the action scheme to rescue civilian c1 as
Opp0(αres(c1), s0, 0) >Bnf Opp0(αext(c2), s0, 0).

(xii) Finally, we compare using preference model B on different free-runs
Free-run I and Free-run II employing the higher maximum look-ahead K = 2.
Degree of equilibrium is approximately the same: Eq(s, 2) = 0.43 for Free-
run I and Eq(s, 2) = 0.41 for Free-run II. In both cases it is inferred to pos-
sibly apply action rescue in the future, however, this is to applied for civil-
ian c2 in Free-run I, Opp3(αres(c2), s0, 1), and for civilian c1 in Free-run II,
Opp3(αres(c1), s0, 2). Note that for Free-run II, if state evolution is s0 → s1.1,
s1.2 → s2.1, then action scheme αres is not applicable.
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Crisp and Fuzzy Opportunity

Beneficial without look-ahead k:

Bnf(α, s) iff ∀X ∈ dom(α, s).α(X) ⊆ Des (C.1)

Bnf(α, s) = inf
X∈dom(α,s)

(Des(α(X))) (C.2)

Bnf(α, s) = inf
X∈dom(α,s)

(Des(α(X))) (C.3)

Beneficial with look-ahead k:

Bnf(α, s,k) iff ∀X ∈ dom(α, s).Fk(α(X)) ⊆ Des (C.4)

Bnf(α, s,k) = inf
X∈dom(α,s)

Des(Fk(α(X))), (C.5)

Bnf(α, s,k) = inf
X∈dom(α,s)

Des(Fk(α(X))) (C.6)

Opportunity Opp0:

Opp0(α, s, 0) iff s ∈ Undes∧Bnf(α, s) (C.7)

Opp0(α, s, 0) = (1 − Des(s))⊗ Bnf(α, s) (C.8)

Opp0(α, s, 0) = min(1 − Des(s), Bnf(α, s)) (C.9)

Opportunity Opp1:

Opp1(α, s,k) iff s ∈ Undes∧
(
∃s ′ ∈ Fk(s) : Bnf(α, s ′)

)
(C.10)
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Opp1(α, s,k) = (1 − Des(s))⊗ sup
s ′∈Fk(s)

(Bnf(α, s ′)) (C.11)

Opp1(α, s,k) = min(1 − Des(s), sup
s ′∈Fk(s)

(Bnf(α, s ′))) (C.12)

Opportunity Opp2:

Opp2(α, s,k) iff s ∈ Undes∧
(
∀s ′ ∈ Fk(s) : Bnf(α, s ′)

)
(C.13)

Opp2(α, s,k) = (1 − Des(s))⊗ inf
s ′∈Fk(s)

(Bnf(α, s ′)) (C.14)

Opp2(α, s,k) = min(1 − Des(s), inf
s ′∈Fk(s)

(Bnf(α, s ′))) (C.15)

Opportunity Opp3:

Opp3(α, s,k) iff ∃s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

(C.16)

Opp3(α, s,k) = sup
s ′∈Fk(s)

((1 − Des(s ′))⊗ Bnf(α, s ′)) (C.17)

Opp3(α, s,k) = sup
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′))) (C.18)

Opportunity Opp4:

Opp4(α, s,k) iff ∀s ′ ∈ Fk(s) : (s ′ ∈ Undes∧Bnf(α, s ′)
)

(C.19)

Opp4(α, s,k) = inf
s ′∈Fk(s)

((1 − Des(s ′))⊗ Bnf(α, s ′)) (C.20)

Opp4(α, s,k) = inf
s ′∈Fk(s)

(min(1 − Des(s ′), Bnf(α, s ′))) (C.21)

Opportunity Opp5:

Opp5(α, s,k) iff
(
∃s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k) (C.22)

Opp5(α, s,k) = sup
s ′∈Fk(s)

(1 − Des(s ′))⊗ Bnf(α, s,k) (C.23)
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Opp5(α, s,k) = min( sup
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k)) (C.24)

Opportunity Opp6:

Opp6(α, s,k) iff
(
∀s ′ ∈ Fk(s) : s ′ ∈ Undes

)
∧ Bnf(α, s,k) (C.25)

Opp6(α, s,k) = inf
s ′∈Fk(s)

(1 − Des(s ′))⊗ Bnf(α, s,k) (C.26)

Opp6(α, s,k) = min( inf
s ′∈Fk(s)

(1 − Des(s ′)), Bnf(α, s,k)) (C.27)
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