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Chapter 1

Introduction

Robots need to perceive their environment to be able to interact with it. While
visual perception for robots is well studied at this point, the field of auditory
perception is less well known, outside of some specific problems such as
speech recognition. However, there are other important use cases for a auditory
perception than just understanding human speech. One such use case is sound
source localisation. While the static case (robot and sound source not moving),
is well understood at this point, the problem of active sound source localisation
is less so [3]. This involves assimilating multiple measurements over time in
a non-static world. Even less studied, is the problem of sensor planning for
sound localisation, i.e. finding the optimal movements in order to gather as
informative measurements as possible. This is the focus of this thesis.

In this thesis, novel improvements are presented to probabilistic sensor
planning in the field of robot sound localisation. This is done by extending the
sound source localisation approach developed in the Two!Ears EU project [17].
This approach predicts future measurements and deduces an entropy criterion
in order to guide the robot to gather as much information as possible. In this
thesis, sensor planning is extended to consider the full belief at the current
timestep of the robot in the predictions instead of just an approximation of that
belief. In addition, multiple observation functions are implemented and tested
in the sensor planning to determine if using a theoretically more accurate
observation function improves the sensor planning.

As there are a number of components and parameters that can be varied, a
thorough evaluation is also conducted in order to show quantitatively which set
of improvements and parameters performs best. This was done via simulation
for reasons explained in chapter 4. No such in-depth quantitative study had
been done before for the Two!Ears approach to robotic sound localisation.

The approach to active sound localisation taken in this thesis (and the
project it was built upon) is probabilistic. A three stage algorithm is used: a
short term (tens of milliseconds) sound azimuth estimator, a Multi-Hypothesis
Unscented Kalman filter (MH-UKF) to integrate the azimuth estimates over
time, and a sensor planning stage. The first stage (stage A), estimates the log-
likelihood of the direction of the currently observed sound. This is done over a
number of angular bins. The second stage (stage B) uses a MH-UKF to integrate
these log-likelihoods into the current estimate of the sound source location.
The third stage (stage C) is the most complicated. It calculates the optimal
movement in order for future measurements to collect as much information as
possible. This is done via optimising an information-theoretic objective func-
tion using projected gradient descent and forward automatic differentiation.
This approach is explained in depth in chapter 3. However, first a number
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CHAPTER 1. INTRODUCTION 8

of background concepts must be covered (the remainder of this chapter, and
chapter 2).

The research question underlying this thesis is thus: How can more accurate
predictions of future measurements improve sensor planning to achieve faster
and more accurate sound source localization and how big are those gains?

1.1 Structure of this thesis

In this introductory chapter, a brief overview of the robotic system is given. The
next chapter presents related works and the theoretical background required
in order to have a deeper understanding of the system (chapter 2), then the
algorithm as well as the improvements to it (chapter 3) are covered. After
that follows an evaluation of the changes as well as other tunable paramet-
ers (chapter 4). Finally the thesis concludes with a discussion of the novel
improvements and suggestions for future research (chapter 5).

1.2 Description of the robotic system

In order to understand the remainder of the thesis, it is helpful to have an
understanding of the overall approach of the robot used in this thesis.

The Two!Ears robot that this thesis builds on, consists of a number of mod-
ules (see figure 1.1). The focus of this thesis is on the localisation framework.
However, it is useful to have a brief overview of the other components for
context. Hardware-wise, the robot consists of two main parts:

• Human torso: The upper part of the robot is a fake human torso and head.
This contraption is referred to as a KEMAR1 head and torso simulator
(HATS)2. A pair of high-quality microphones are embedded in the ears.
A quiet brushless motor allows turning the head 180 degrees (this is a
non-standard modification).

• Robot base: The torso is mounted on a robot base with quiet motors. It
is also equipped with 2D SICK lasers, which are however not used for
this project. For evaluation purposes, both the robot base and the sound
source are equipped with IR-reflecting markers for a motion capture
system from OptiTrack, giving ground truth measurements.

On the software side, there are two main components:

• A binaural audio stream server that reads the sound data from the micro-
phones, buffers the data and splits the stream into windows and allows
multiple clients to subscribe to the data.

• The main consumer of the sound data is the localisation framework,
which is the focus of this thesis. It estimates the sound source location
and computes where to move next in order to gain as much information
as possible.

Since the focus of this thesis is on the localisation framework, it deserves special
attention: The framework consists of three main stages (see figure 1.2) [11]. A
brief overview of them is as follows:

1Knowles Electronics Manikin for Acoustic Research. Based on the commercial product at http:
//kemar.us/.

2This is a simulator in the sense of “physical simulator of a human”, not in the sense of “software
simulation”.

http://kemar.us/
http://kemar.us/
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Binaural sensors

Brushless motor

Robot base

Sensors and
actuators

Localization
framework

Software

Head rotation control

Binaural audio
stream server

Locomotion control

Figure 1.1: Architecture of the robotic system. The main hardware and software components are shown.
Image adapted from Bustamante et al. [13]

Stage A
Short-term detection of

azimuth and activity Stage B
Audio-motor binaural

localisation

Stage C
Information based feedback

control

Head-to-source
position posterior PDF

Signal processing

Binaural
audio stream

Motor commands

Channel-time-
frequency

decomposition z

z

z

Figure 1.2: Main components of binaural localisation algorithm. zk is an observation at time k. p (zk |θk)
is the probability of an observation conditioned on the azimuth. p (xk |z1:k) is the robot’s belief of the
head-to-source distribution, i.e. the distribution that the sensor planning tries to minimise the entropy
of. uk are the set of driving commands at time k. Image based on Bustamante [9].
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1. Stage A: Activity detection and azimuth estimation of sound sources in
the short term (a window over the last tens of milliseconds). This stage
computes the likelihood of the sound source(s) conditioned on azimuths
(using a fixed number of angular bins). This is done via Maximum Like-
lihood Estimation (MLE). The peaks are then detected and used to fit an
unnormalised Gausian Mixture Model (GMM) with as many hypotheses
as there are peaks [11].

2. Stage B: Measurement assimilation. This stage incorporates the measure-
ments from stage A into the belief on the head-to-source position. This is
done via a Multi-Hypothesis Kalman filter [39].

3. Stage C: Sensor planning. This stage predicts where the robot should
move next to gain the most information from future measurements. The
goal is to minimise the entropy of the posterior (filtering) probability dens-
ity function (PDF) of the hidden state (source location). This is minimised
at the end of a sliding interval of commands. This belief thus depends
on future measurements that would be assimilated during the sliding
interval [10, 9, 12, 17]. This part is the main contribution of this thesis.

It is also useful to have an understanding of the typical result of an experi-
mental run of the robot. This is best illustrated by showing examples of the
beliefs (posterior (filtering) PDFs) from an experiment. This is shown in fig-
ure 1.3. In this experiment, the robot starts with a Gaussian Mixture Model
(GMM) prior belief that is an approximation of an uniform distribution over
the whole environment. The reason to not use a single Gaussian but a GMM for
the initial belief is that it makes the measurement integration by the MH-UKF
in stage B more well behaved. With a single large Gaussian prior, stage B is
prone to being overly optimistic with regards to the accuracy of the meas-
urements, causing the posterior PDF to shrink in size too quickly. The fact
that a GMM initial belief helps is likely due to the UKF better approximating
the non-linearities of the measurement when there are more sigma-points,
reflecting “local conditions”.

Initially there is a front-back confusion around the blue interaural axis (the
axis through the ears) as can be be seen in figure 1.3b. This is because sounds
originating from for example 45° ahead of the axis and 45° behind the axis are
affected acoustically by scattering etc. in similar, symmetric, ways. However,
since a human-shaped head, as used on the robot, is not perfectly spherically
symmetric, the front-to-back confusion will not be perfectly symmetrical, and
the true sound source is often slightly more likely. The confusion also decreases
with continued rotation: as measurements are assimilated over time the false
mode of the distribution will not line up in the same place.

While the azimuth to the sound source can be resolved by just rotating,
range cannot. This is because there is very limited range information that can
be extracted from the sound signal. Thus, the robot also translates, which
allows it to automatically triangulate the sound source, and resolve the range.
As time goes on and the robot moves to the location that will give it the most
information (thanks to sensor planning), it quickly eliminates false hypotheses
from the GMM. After a certain point the number of Gaussians in the GMM
and their size simply shrink incrementally until the end of the experiment.

1.3 Motivation for technical decisions

As this thesis builds upon an existing project, many fundamental technical
decisions had already been made prior to this thesis and thus were set in stone.
This includes the basic hardware configuration of the robot and the software
architecture. However, while the focus of this thesis is on the novel changes, a
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(a) Time step 0: Initial, GMM distribution, mimicking a flat
prior distribution.

(b) Time step 1: After performing an initial open-loop ro-
tation, the two lobes from front-to-back confusion can be
seen. The rotation helps weaken the ambiguity, and with
enough rotation it would completely disappear.

(c) Time step 5: Thanks to continued rotations and transla-
tions, the front-back confusion has disappeared. Without
the translation, range could not be recovered, only azimuth.

(d) Time step 15: As can be seen, the robot has moved up
and around the distribution to gain the most information.

Figure 1.3: Examples of beliefs from a representative experiment. The binaural head is the circle in the
middle. The blue axis is the interaural axis, with the arrow on it pointing left. The arrow on the red axis
points forward. The red dot at (2,2) is the true source location. The coloured ellipses are the confidence
sets corresponding to each hypothesis of the GMM belief (filtering PDF) with 99% probability. The
colours show the weights of the hypotheses (scale indicated by the colour bars). The black ellipse without
colour is the moment matched approximation of the GMM and was used for sensor planning before the
improvements of this thesis. However, for pedagogic reasons, it is still used here, as it results in a simpler
behaviour.
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quick motivation of some of these technical decisions can still provide useful
context:

• Why binaural audio?While there are array-approaches that use more than
two microphones, there are cost, size and power advantages to using as
few microphones as possible. In addition, it is sufficient in nature, which
would indicate that more microphones should not be required [6].

• Why maximum likelihood estimation in the short term azimuth estimation
(stage A)? This approach has the advantage that it uses all the available
information in the signal. This is in contrast to many other approaches
that are described in section 2.4.3.

• Why not machine learning? As the area of auditory localisation in robotics
is a relatively new area, multiple approaches are still being investigated.
While machine learning (ML) approaches can work very well, one down-
side (especially for end-to-end ML) is that they are black boxes. Thus
the researchers cannot explain how it works. Nor can they guarantee
that it will work in novel situations. The underlying assumption that
the training data is representative of the input during operation is of-
ten not true. This is a major issue in safety critical applications such as
autonomous vehicles. Another problem is that ML approaches require
large amounts of data to train, data which must be collected and annot-
ated. Thus there is also value in investigating more traditional approaches
to robot perception, such as the probabilistic approach described in this
thesis.

• Why Multi-Hypothesis Kalman filters (MH-KF)? While there are other
options, such as particle filters, these have some significant downsides.
Kalman filters (both unimodal and multi-hypothesis formulations) are
deterministic and more computationally efficient. Unlike traditional
single-hypothesis Kalman filters the multi-hypothesis family of Kalman
filters can handle multiple hypotheses and as measurements are assimil-
ated over time will reject unlikely modes from the mixture. In addition,
Kalman filters are easier to implement and tune than particle filters,
which are very sensitive to having a good importance function.



Chapter 2

Related work & theoretical

background

2.1 Introduction

This chapters covers related work in sound localisation and gives an overview
of the important theoretical concepts required to understand the remainder of
the thesis. The structure is:

• A short section on basic terminology and definitions needed for this
work.

• An overview of sound localisation in robotics, both a technical back-
ground as well as related works.

• An introduction to a number of needed mathematical concepts.

2.2 Definitions

This section covers definitions and terminology needed for this work.
The coordinate system used in robot audition is similar to that used for

cameras, with the x-axis pointing down, and z pointing forwards, see figure 2.1.
The y-axis through the ears is also referred to as the interaural axis. The sound
source E is located at

(
ex, ey , ez

)
. In addition to this, the sound source location

is often expressed in polar coordinates: (r,θ,ϕ) with r being the range, θ the
azimuth (angle in the horizontal plane) and ϕ the elevation (angle up from the
plane). Most of the time, the problem is considered in 2D and thus ϕ and ex is
omitted. Unless otherwise specified, standard base units (m, rad, Hz, . . . ) are
used.

The sounds signals of a binaural robot are referred to as sL (t) and sR (t) for
the left and right ear respectively, with the time t in seconds. The frequency-
domain representations are referred to as SL (f ) and SR (f ). s (t) and S (f ) are the
original unmodified sound signal and frequency representation at a reference
point.

An important distinction is if a sound source is far-field or near-field. As
can be seen in figure 2.2, when a sound is near the head (relative to the head
size), the wavefronts are spherical. In the far-field, the sound waves can be
approximated as planar. When that transition is, depends on several factors:
the distance between the microphones (i.e. the head diameter) as well as the
frequency of the sound. This is related to the Rayleigh distance [47].

The term free-field refers to conditions where the wavefront reaches the
microphones without any scattering on a surface. Thus, binaural microphones

13
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Ml

Mr

Figure 2.1: Coordinate system used in this work. The head is viewed from the
top, with the origin of the coordinate system inside the centre of the robot head.
By convention, the z-axis points forwards and the y-axis to the left (the x-axis
points down). The dashed circle is the head of the robot. Mr and Ml are the
right and left microphones. E is the sound source. As a result, the angle θ to
the sound source increases clockwise when viewed from above (θ is zero along
the z axis). r is the range to the sound source. Image based on Bustamante et al.
[12].

Figure 2.2: Head (black), point sound source (cyan) and sound wavefronts
(green). The red lines represent direct paths of the sound wavefront, while
the blue region on the left side of the head is affected by scattering. Two
observations can be made:
Firstly, for close sources (near-field), it is important to consider the curvature
of the wavefront. If on the other hand, the distance to the sound source is
large (relative to the head diameter), the wavefronts are approximately planar
(far-field).
Secondly, the head will in most cases block the direct path to the sound source
to one of the ears. Thus the effects of scattering must be considered. This effect
becomes more significant as the wavelength becomes smaller relative the head
size.
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mounted on a head are usually not both in not free-field, as the head will most
of the time cause scattering for at least one of them. The term anechoic refers to
conditions where there are no sound reflections from the environment. There
may still be reflections from the robot itself.

2.3 Assumptions

The sound localisation problem is considered in 2D in this thesis, and both the
sound source and the microphones are assumed to be in the same horizontal
plane.

The sound source is considered point-like. This also implies that the source
is omni-directional. While realistic sources will often be point-like with regards
to their sizes at the ranges of interest, they are usually directional. Modelling
this is outside the scope of this work. It would require modelling scattering
around the sound source object, and for the sources of interest (e.g. speakers,
humans) at the ranges of interest (several meters), the point-like approximation
is acceptable.

2.4 Sound localisation

The goal of robot audition is for robots to make use of sound sensors. This
field has several sub-problems, such as sound localisation, separation of audio
streams, recognition of sound sources and interpretation of sounds [3]. The
sound localisation problem is the focus from this point on, as that is what this
thesis is concerned with.

There are several use cases for sound localisation. A couple of examples
include identifying who is speaking to the robot in a crowd, locating a person
shouting for help in a search and rescue scenario and to complement other
sensors providing situational awareness (such as vision and ranging) in adverse
conditions.

Currently, robot sound localisation is at a relatively early stage of develop-
ment, limited to more or less perfect conditions. This is not surprising since
the research field is relatively young [3]. However, hearing in humans has
been studied and modelled far longer and much can be learned from that.
That research is only partially applicable though, as the robotic context brings
several new constraints that are usually absent in older research: robots usually
have limitations in terms of size and cost of the sensor equipment and they
require real-time algorithms, thus limiting available computational resources.
In addition, a lot of the historical research was done under ideal conditions
in lab environments, while robots have to cope with the less predictable real
world [3].

According to a survey by Argentieri et al. [3] the simple static case has been
largely solved at this point for ideal conditions, but research is only starting to
investigate active sound localisation, where the robot is moving. According to
the survey, active movement can also significantly improve sound localisation
performance. Even more recent is the use of sensor planning to optimise said
movements in order to gather as much information as possible. This thesis is
primarily focused on this last area.

There are many ways to locate sound sources. The next few sections gives an
overview of these, with special focus on the approaches used in the Two!Ears
EU project that this thesis builds on.

2.4.1 Sensors

Starting with the sensors themselves, microphones are of course used. However,
these can be mounted in different ways. Argentieri et al. [3] identify two main
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modes: Binaural (two microphones, often mounted on an artificial head), and
microphone arrays (multiple microphones mounted in various configurations,
often in fairly free-field conditions).

One reason to prefer binaural approaches is that fewer components are
needed. This saves on weight, cost and power. In addition, it is sufficient in
nature, which would indicate that moremicrophones should not be required [6].
In contrast, array approaches have more information to work from which can
in theory provide more robust localisation [3].

In this work, binaural localisation is used. The reason is that a pre-existing
robotic platform was used, and thus array approaches are not discussed further.

In this project, small in-ear microphones are used. They are directional and
can be considered point-like. In addition they have a flat frequency response.

2.4.2 Head Related Transfer Functions

The next step is that of signal processing. If the microphones were in the free-
field, then the signal at the ears would simply be phase shifted, and the angle
of the sound source could be computed based on the phase shift. However, due
to the head, the sound will scatter. Binaural approaches exploit these scattering
effects, and so need to model these.

These acoustic effects are described by a Head Related Transfer Function
(HRTF), which operates in the frequency domain, and its time counterpartHead
Related Impulse Response (HRIR). The HRTF is simply the Fourier transform of
the HRIR. The HRTF is a transfer function describing how the signal is modified
at a point on the surface of the head relative to the origin. By convention in
this thesis, the centre of the head is used as the origin, and the 0-angle is at
front of the head. Angles are counter-clockwise seen from the top, as shown in
figure 2.11.

By partial evaluation of the HRTF for the ear positions, head radius and
speed of sound, the HRTF for each ear can then be written on the form:SL (f ) =HL (r,θ,ϕ,f )S0 (f )SR (f ) =HR (r,θ,ϕ,f )S0 (f )

(2.1)

Here HLand HR are the HRTFs for the left and right ear, f is the frequency
of the sound and S0 is the signal at the reference point if the head had not been
there.

There are many such transfer functions, of various accuracy. For simple
head-geometries (such as spheres), it is possible to derive closed-form math-
ematical models, but for more realistic complex head shapes, finite element
simulations or interpolations from a database of measurements are required [3].

A simple but limited HRTF is the Revised Epipolar Geometry (RAEG) by
Nakadai et al. [34]. This only considers the phase shift effect from the travel
distance around the head. It further makes the far-field assumption that the
waves are planar.

A more accurate approximation (that still has a closed-form expression) can
be made for a spherical head. Duda et al. [18] present a model that take into
account the angle, the distance to the source and the frequency. This model
takes into account 3D effects of the sound scattering around the spherical head.
However, if the ears are on antipodal points the effect of the elevation cancels
out because of spherical symmetry. The model gives a complex result, where
the absolute value can be interpreted as the attenuation of the sound, and the
argument as the phase shift. The general equation for this HRTF is [18]:

1However, some of the HRTFs are defined with angles going the opposite direction. Rather than
rewrite these HRTFs, their preferred coordinate system is used.
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H (ρ,θ,µ) = −
ρ

µ
e−iµρψ(ρ,θ,µ) (2.2)

with

ψ (ρ,θ,µ) =
∞∑
m=0

(2m+1)Pm (cosθ)
hm (µρ)
h′m (µ)

µ = f
2πa
c

ρ =
r
a

where

• hm is the m-order spherical Hankel function of the first kind.

• Pm is the m-order Legendre polynomial.

• a is the radius of the spherical head (in meters).

• c is the speed of sound (in m/s), typically 343 m/s in sea level air.

• θ is the angle between the microphone and the source. To evaluate the
function for microphones that are not at the zero-angle, a suitable offset
is simply added to θ (see figure 2.3). This can be done as the origin of the
coordinate system is at the centre of the head.

As can be seen, equation (2.2) requires an infinite sum, but an arbitrarily
close approximation can be obtained as the sum is convergent.

Finally, for more accurate head shapes, either numerical simulations or
lookup tables can be used. Wierstorf et al. [45] introduced a free data set for
the type of head used by this project, and this model is used for the short term
azimuth detection (see section 3.1). However, it is not suitable for the sensor
planning stage, as it would be difficult or impossible to compute the gradient
for optimisation (see section 3.3).

2.4.3 Auditory features

While an HRTF models the effects of the head, torso etc, as it reaches each
locations on the surface of the head, this alone is not enough to localise the
sound. Rather, the goal is to get the source location given the modified signals.
The goal is to solve equation (2.1) for r, θ, ϕ given only SL and SR. In addi-
tion, for a real signal, there will be a mix of frequencies, background noise,
reverberations from the room and perhaps multiple sound sources. As this is
impossible to solve exactly, a number of options to approximate this exists:

Portello et al. [40] describes a method using maximum likelihood estimation
(MLE), to estimate which set of parameters (in this case only θ) is most likely
to match the signal. This method has the major advantage of using all the
information available in the signals. It is the method used for short term
azimuth detection in Two!Ears.

Another way to approach this is to look for biological inspiration: Humans
extract directional and distance information using auditory cues [3]. These are
specific features that can be detected in the signal. Unlike the MLE approach
of [40], only a sub-set of the information is thus used.

There are three types of primary cues: The first two, are binaural cues:
Interaural Level Differences (ILD) and Interaural Time Differences (ITD). The last
type is monaural cues, which are features that do not depend on comparing
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Figure 2.3: Geometry of spherical HRTF. The green lines represent the wave-
fronts from the source, which is at range r. The origin O is in the centre of
the head, with antipodal microphones ML and MR. As the spherical HRTF
considers the angle between the microphone and the sound source (and would
in this diagram be on the red axis), an offset of ±π2 must be added to θ. Due to
spherical symmetry, rotating the head or rotating the source around the head
are indistinguishable. Note that while the magenta angle is visually π

2 −θ, the
computation actually needs to be θ − π2 in order to account for the sign of the
offset.
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Figure 2.4: HRIR and HRTF example. ITDs, ILDs and monaural features are
shown. Image by Argentieri et al. [3].

the signals between the ears. For horizontal localisation, humans use ILDs and
ITDs. Monaural cues are used to estimate the angle out of the plane [3]. See
figure 2.4.

ITDs are caused by the sound-wave reaching the left and right ear at slightly
different times, thus causing a phase offset in the signal the brain or computer
receives. For these to work reliably the head needs to be small compared to
the wavelength to avoid ambiguity between peaks. For this reason, humans
only make use of ITDs up to about 1 kHz [3]. ITDs can also be reformulated as
Interaural Phase Differences (IPDs): ITD = IPD

ω where ω is the angular frequency.
This is advantageous when dealing with sound sources that have multiple
frequencies, as the ITD is simply not well defined in that case.

ILDs are differences in sound intensity between the ears. These rely on the
scattering of the sound around the head and torso, which only works at higher
frequencies. For a human, that is about 3 kHz and above [3].

Outside of the horizontal plane, humans use monaural cues in the form of
notches in the sound spectrum caused by scattering around the body, head and
outer ears [3]. As the robot used in this project only operates on a 2D sound
representation, these are not relevant to this work.

Coming back to the HRTFs discussed in the previous sections, it can easily
be seen that RAEG can be used to approximate ITDs by computing the dif-
ference of the time delay between the two ears. This difference is identical to
an older approximation known as the Woodworth-Schlosberg model (WS)2, see
figure 2.5. Introduced by Woodworth in a textbook in 1938, a more accessible
description with some refinements was published by Aaronson et al. [1]. The
model makes the far-field assumption, as well as assuming a perfectly circular
head in a 2D plane. It further ignores the frequency of the sound. As such it
only depends on the angle to the source. Values for the function can be seen in
figure 2.6 as a contour plot. As can be seen, all contour lines are radial.

In contrast, the attenuation and phase shift available from the spherical
HRTF allows deriving ILDs and IPDs respectively (given the angles for the two
ears). ITDs can then be computed from the IPDs. The statements above about
the suitable ranges for ITDs and ILDs lines up well with the result from the
ILDs and ITDs derived from the spherical HRTF, as can be seen in figure 2.8.

2Also sometimes known as just the Woodworth model.
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Figure 2.5: Geometry of Woodworth-Schlosberg model. The green lines repres-
ent the planar wavefronts from the source (planar due to the far-field assump-
tion and thus independent of the range r). The origin O is in the centre of the
head, with antipodal microphonesML andMR. One orange dashed line goes
through the ear closest to the source, the other through the center of the head.
c is the speed of sound and a is the radius of the head. WS approximates ITD
based on the time it takes sound to travel the teal line (before the wavefront
scatters) and the magenta circle segment (after the wavefront scatters). In the
shown quadrant, this means the value is simply a

c (sinθ +θ). The function will
obviously need to be adapted depending on which quadrant the sound arrives
from.
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Binaural cue: Woodworth-Schlosberg
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Figure 2.6: Contour plot of the Woodworth-Schlosberg model. This model is
frequency and range independent (r = +∞). Only the angle is used, which is
why the iso-lines are radial. The head is at the centre of the plot, facing up. The
value of the function represents the difference in time between the left and
right ears.

Figure 2.7: Example of Gammatone filters. Image by Argentieri et al. [3].
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Binaural cue: Spherical ILD, frequency: 500 Hz
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(a) At low frequencies, the spherical head ILD provides very
limited information except in the extreme near-field, as the
diffraction effects do not come into play when the radius of the
head is small compared to the sound wavelength.

Binaural cue: Spherical ITD, frequency: 500 Hz
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(b) The spherical head ITD is a much better metric at low
frequencies than the ILD, and unlike at high frequencies it
does not suffer ambiguity between wavefronts.

Binaural cue: Spherical ILD, frequency: 1000 Hz
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(c) At 1 kHz the spherical head ILD is better than at 500 Hz,
but it is still inferior to the ITD.

Binaural cue: Spherical ITD, frequency: 1000 Hz
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(d) At 1 kHz the spherical head ITD starts exhibiting non-
linearities around the interaural axis. In addition, right next to
the ears some phase-to-phase aliasing begin to appear.

Binaural cue: Spherical ILD, frequency: 3000 Hz

-14.3709

-14.3709

-7.1854

-7.1854

-7
.1

8
5
4

-7
.1

8
5
4

0

0

7.1854

7.1854

7
.1

8
5
4

7
.1

8
5
4

14.3709

14.3709

-4 -2 0 2 4

Y

-4

-3

-2

-1

0

1

2

3

4

Z

-30

-20

-10

0

10

20

30

(e) The spherical head ILD at 3 kHz is far more informative
than at lower frequencies.

Binaural cue: Spherical ITD, frequency: 3000 Hz
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(f) The spherical head ITD at 3 kHz exhibits severe phase-to-
phase aliasing ambiguity. This shows up as discontinuities in
the plot (and overlapping labels) of the ITD due to angular
wrap-around in the imaginary component (expressed in polar
coordinates) of the HRTF.

Figure 2.8: Example of ILD and ITD derived from the spherical HRTF at various frequencies with an
interaural axis going through the head. These are contour plots, showing the iso-lines of the function.
While the range of values varies between the functions, the number of iso-lines between the lowest and
highest value for that function is fixed (100). The line going straight ahead/behind the head is equal
to zero, as the sound reaches both ears identically. In all plots, the head is in the middle, with the ears
facing each side. The more iso-lines in a region of the contour plots, the more informative the function is
at that location, as it provides a greater range of values, allowing the robot (or human) to discern small
differences.
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The described auditory features are frequency-dependent. Thus it is natural
to consider the problem in terms of first performing a frequency decompos-
ition using Fourier Transforms (FT). While this approach certainly works, it
does not mimic human perception. A better model for that is Gammatone
filters, an example of which can be seen in figure 2.7[46, 3]. As can be seen,
Gammatone filters provide a non-linear response with regards to the frequency,
with narrower filters for lower frequencies.

However, for this project, a more traditional Short Time Fourier Transform
(STFT) is used instead. The reason is that the formulation of the log-likelihood
fitting used in this project [40] (as opposed to extraction of auditory features)
does not currently work with a gammatone representation.

2.4.4 Approaches to binaural localisation in robotics

There are three main conceptual components needed for the active sound local-
isation with sensor planning. First, measurements must be interpreted, for ex-
ample using binaural cues or MLE as described in the previous section. Second,
multiple measurements (from different positions) must be incorporated over
time (active localisation). Depending on the exact problem formulation, the
source may also be moving. Third, the robot needs to determine what actions
to perform in order to gain more information (sensor planning). It should be
noted that the borders between these components are not always clear cut.
However, the next two sections considers this in two categories: approaches
that do not involve sensor planning, and approaches that do involve sensor
planning.

2.4.4.1 Sound localisation without sensor planning

Active sound localisation systems still share certain components with passive
systems. There is a need for extracting short-term information from the signals.
However, unlike in passive localisation, there is also a need to assimilate
measurements over time and from multiple spatial positions into the internal
world state representation used by the robot.

When it comes the robot used in this project (from the Two!Ears EU project),
Portello et al. [40, 41] describe the short term extraction of azimuth information
(see section 3.1). Portello et al. [38, 39] and Bustamante et al. [11] describe
aspects of the stochastic approach to assimilating the short term measurements
as the robot moves using Multi-Hypotheses Kalman filters (see section 3.2).

Markovic et al. [31] describes a probabilistic approach using bootstrap
filters to fit either von Mises or wrapped Cauchy mixture models. This is
a similar approach to the Two!Ears approach and thanks to using circular
distributions, in certain ways better. However, it only considers the azimuth
of the sound source, not the range. To extend it to support the range would
require a mixed cartesian-von Mises distribution approach. This could be an
interesting topic in future research.

One popular approach to any problem in computer science these days is
machine learning approaches. Murray et al. [33], He et al. [21] and Vecchiotti
et al. [44] describe such approaches, using various architectures of neural
networks. Berglund et al. [6] and Hörnstein et al. [22] describe end-to-end
learning approaches. While these use sound to control the movement, they do
not perform sensor planning, as the goal is not to perform the movement that
will gather the most information, rather they are just trying to turn the robot
towards the sound source. May et al. [32] and Ma et al. [29] use neural networks
and head movements with the explicit goal to resolve front-back ambiguities.
However, these again do not do true sensor planning, as the approach simply
uses a random rotation if an ambiguity is detected.
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Youssef et al. [46] provides a study of the robustness of using binaural cues
for localisation. Cues extracted from gammatone filters are shown to perform
better than cues extracted from regular Fourier Transforms. This result could
maybe be applicable to the Two!Ears robotic project in future research.

A major issue in robot audition (not just localisation) is ego-noise, that is,
noise from the motors of the robot itself. While some approaches work around
this by stopping while taking the measurement (e.g. Two!Ears, that this thesis
uses), there are other approaches to the problem: Even et al. [19] suggests a
hybrid approach with internal microphones and signal filtering. Ince et al. [24]
describes a solution where the robot learns noise patterns that it then subtracts
from the signal.

2.4.4.2 Sound localisation with sensor planning

These approaches involve some form of sensor planning or other means to
optimise the actions of the robot for acquiring the data. The research into this
field is so far very limited.

Bustamante et al. [10, 12] and Danès [17] describe the previous active
localisation or sensor planning aspects used for the robot that this thesis
builds on. It uses the entropy of expected future measurement to optimise
the movements such that the robot moves to the location where it is least
sure about the measurements it will get. It forms the basis of the improved
algorithm that is described in this thesis (see section 3.3).

Nguyen et al. [35] describes a similar method. They also used, similar
to what was used in this thesis, the Huber approximation of the entropy3.
However, instead of classical optimisation of an objective function, they use
Monte Carlo Tree search. As a result, the prediction of future measurements
is solved in a different way than in this thesis, and thus the key innovation is
still unique. Another difference is that instead of just using the entropy they
also test using the standard deviation, which they claim give similar results.
A potential issue with the solution by Nguyen et al. [35] is (according to
Bustamante et al. [10] with regards to an earlier version of their approach [36])
that it suffers from poor computational performance due to the Monte Carlo
approach. This limits the applicability in many situations.

Schymura et al. [42] describe an approach using Monte Carlo exploration
to generate a policy that combines sensor planning with other (potentially
conflicting) goals. According to Bustamante et al. [10], this approach is also
time-consuming.

Unlike for passive localisation, there is not much research into machine
learning-based active localisation. There are however some exceptions: Bern-
ard et al. [7, 8] describe a sensorimotor learning approach to active sound
localisation.

2.5 Mathematical background

2.5.1 Gaussian Mixture Models

A Gaussian Mixture Model (GMM) is a Probability Density Function (PDF) that is
a weighted sum of several Gaussian PDFs. GMMs are one way to approximate
multi-modal PDFs. The formula for the GMM PDF is:

G (x;α,µ,P ) =
M∑
m=1

αm ·N (x;µm, Pm) (2.3)

3This publication was not discovered until well after the similar approach of this thesis had
been implemented independently.



CHAPTER 2. RELATED WORK & THEORETICAL BACKGROUND 25

whereM is the number of Gaussians (also referred to as hypotheses or compon-
ents) in the GMM, α are the weights, µ are the means and P the covariance
matrices.

∑M
m=1αm = 1.

An additional operation of interest in this work is that of the moment
matched approximation of a GMM. This is a single Gaussian distribution where
the first two moments match those of the full GMM. The equations for the
moment matched GaussianN

(
x̄; µ̃, P̃

)
of a GMM G (x;α,µ,P ) are:

µ̃ =
M∑
m=1

αmµm

P̃ =
M∑
m=1

αm
(
Pm + (µm − µ̃) (µm − µ̃)T

)
where m indexes the hypotheses of the GMM.

2.5.2 Multi-Hypothesis Kalman filters

It is assumed that the reader is familiar with the basic single-Gaussian Kalman
filter variants, including the Unscented Kalman Filter (UKF) [26]. In this section,
only the Multi-Hypothesis Kalman Filters (MH-KFs) used in this thesis are de-
scribed. These extend Kalman filters to use GMMs instead of single Gaussians.
For the MH-UKF the usual UKF notation will be used, with extensions for
multiple components m:

• zk is the observed measurement at time k.

• ẑmk|k−1 is the predicted measurement for hypothesis m at time k.

• x̂mk|k is the posterior state estimate for hypothesis m at time k.

• Pmk|k is the posterior covariance for hypothesis m at time k.

• x̂mk|k−1 is the predicted state estimate for hypothesis m at time k, condi-
tioned on the previous time step.

• Pmk|k−1 is the predicted covariance for hypothesis m at time k, conditioned
on the previous time step.

• Smk|k−1 is the innovation matrix for component m at time k, conditioned
on the previous time step.

• etc

When no upper index is given, the entire collection of these for all components
is being referred to.

Anderson et al. [2, page 211-216] describe how to extend Extended Kalman
Filters (EKFs) to GMMs.While UKFs are used in this work, the idea is essentially
the same: First, each hypothesis is updated independently through both the
prediction and update steps (using the standard UKF formulation of Kalman
filters). Then the weights for time step k for the posterior filtering PDF (a GMM
on the form G

(
x;αk , rk|k , Pk|k

)
, see equation (2.3)) are computed as [2, chapter 8,

equation 4.7e]:

αmk =
αmk−1N

(
zk ; ẑ

m
k|k−1,S

m
k|k−1

)
∑M
n=1α

n
k−1N

(
zk ; ẑ

n
k|k−1,S

n
k|k−1

)
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While the described MH-UKF is used in the sensor planning stage of the
Two!Ears robot, another extension on is used for the measurement assimilation.
The short term azimuth detection produces a log-likelihood over angular bins,
which is then approximated by an unnormalised 1D GMM over azimuths (see
section 3.1). To assimilate this GMM into the head-to-source PDF (also a GMM),
a basic MH-UKF is not sufficient. Portello et al. [39] describes how this was
solved in the specific context of the Two!Ears project. As the full proof is rather
long, it is not reproduced here. Instead the general concept is described: The
changes to normal MH-UKF are in the measurement step. Here, Bayes’ rule
in combination with the rules for products of Gaussians [37, section 8.1.8]
is used. The result is a new GMM that is proportional to multiplying each
element m from the state 2D GMM G

(
x;αk ,xk , Pk|k

)
with each element n from

the 1D measurement GMM G (x;γk , zk ,Φk). The measurement GMM only refers
to azimuth, and contains no range estimate. Afterwards the weights need to be
normalised. In the end, the following equations are obtained:

p (xk |z1:t) ∝
Mk−1∑
m=1

Nk∑
n=1

?
α
m,n

k N
(
xk ; x̂

m,n
k|k , P

m,n
k|k

)
(2.4)

Pm,nk|k =
((
Pmk|k−1

)−1
+
(
Φn
k

)−1)−1
(2.5)

x̂m,nk|k = Pm,nk|k

[(
Pmk|k−1

)−1
x̂mk|k−1 +

(
Φn
k

)−1
x̂nk

]
(2.6)

?
α
m,n

k = αmk−1γ
n
k

(
detPm,nk|k

) 1
2
(
detPm,nk|k−1

)− 1
2

e−
1
2

(
x̂mk|k−1−ẑ

n
k

)T (
Pmk|k−1+Φ

n
k

)−1(
x̂mk|k−1−ẑ

n
k

) (2.7)

where :

• k is the time step

• Pm,nk|k are the new posterior state covariance matrices.

• r̂m,nk|k are the new posterior state means.

•
?
α
m,n

k are the new unnormalised weights. To yield the new αm,nk , these
must be divided by a normalisation factor, which is equal to the sum of

all
?
αk .

This forms a new GMM as can be seen by simply unfolding the nested sums
and reindexing m and n into a new linear m′ .

However, one issue remains: As can be seen, the number of hypotheses
in the posterior belief GMM will grow with each iteration of the algorithm.
Thus the hypotheses should be merged. This is done based on the normalised
quadratic distance [39]. After that, if the number of hypotheses is still above a
threshold, the hypotheses with the lowest weights can be dropped.

2.5.3 Entropy in statistics

In order to measure how random a probabilistic model is, information en-
tropy can be used. Information entropy was introduced by Shannon [43] and
describes how much information is conveyed in a random variable. Shannon
originally introduced the concept for discrete distributions, but later extended
it to continuous distributions, where it is called differential entropy [16]. The
general definition of differential entropy is:

h(X) = −
∫
X
f (x) logf (x)dx (2.8)
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where f (x) is the probability density function (PDF) of interest. A way to
intuitively interpret the entropy is that the lower it is, the more information
conveyed by the distribution.

For the multivariate normal distribution with M dimensions it can be
shown that [16]:

hN (X) =
1
2
log

(
(2πe)M detΣ

)
Similarly, many of the other basic distributions also have simple closed-

form expressions for the entropy. In contrast, for a GMM there is no known
closed form [15]. However, there are multiple ways to approximate it.

2.5.3.1 Entropy estimators for GMMs

Before further describing the ways to estimate the entropy of a GMM, it should
first be pointed out that for this project, it is not as simple as just switching
to a different entropy calculation algorithm, as the whole prediction code was
built around having a single Gaussian. Thus there are two steps involved:
changing the algorithm to allow propagating the GMM through the algorithm
and selecting a suitable (existing) algorithm to compute the entropy of the
propagated GMM. In this section, possible options for the latter of these two
steps are described. The extension of the prediction algorithm is covered in
section 3.3.

Starting with the approach that was used before in this project: The perhaps
simplest (though inaccurate) way is to approximate the GMM with a single
moment matched Gaussian. This approach can work fairly well as long as the
full GMM has a single mode, that is close to a Gaussian in shape. However, this
is not always the case, especially early on during the algorithm.

In contrast, an accurate (but extremely slow) way to compute the entropy
for an arbitrary PDF is to perform Monte Carlo or Quasi-Monte Carlo[14]
integration of equation (2.8). Monte Carlo methods provide an asymptotically
unbiased estimate, but are unfortunately very slow when executed on the CPU.
While it is possible that GPU based computations could help, such hardware
was not available. Thus they are unusable in this project (except for evaluation).

Joe [25] and Hall et al. [20] describe a method for approximating the entropy
of a mixture model based on Kernel Density Estimation. This method has the
disadvantage that it does not consider the variance of the Gaussians, only their
means. When the Gaussian components have different covariances, it is less
accurate [28].

Huber et al. [23] introduces an approximation for GMMs based on Taylor
expansion and this was successfully used in this project. Here the idea is to
use the first N expansions from a Taylor series of equation (2.8) with the GMM
PDF function as f (x). This serves as an approximation of the true entropy. In
their paper, they also introduced new lower and upper bounds for the entropy.

Kim et al. [27] describes a method of approximating GMMs with many
components, their idea is using a tree search algorithm to approximate such
a GMM with a simpler one. Based on this, lower and upper bounds can be
computed for the entropy as well as an approximation. They also claim that
the approximation by Huber et al. [23] performs poorly for very large GMMs.

Kolchinsky et al. [28] provide additional lower and upper bounds on ar-
bitrary mixtures models (not just Gaussian). They show that their bounds are
tighter in many situations. These are based on Chernoff α-divergence and the
Kullback-Leibler divergence respectively. They also show that for so-called
“clustered” mixture models, these upper and lower bounds approach each
other and gets close to the true entropy.
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2.5.4 Optimisation and automatic differentiation
In this project, the entropy function needs to be optimised to compute the
optimal future commands. There is no closed-form expression to compute
where the optimum is. To solve this, optimisation can be used. There are many
different optimisation algorithms, with varying performance versus accuracy
trade-offs. Since the algorithm should be able to run in real-time on a robot,
many of the slow but accurate alternatives are excluded. The project as it
was before this thesis work used projected gradient ascent. This algorithm
is relatively fast and since the shape of the objective function is convex (see
section 3.3), the inability to escape local maxima was not an issue. However, it
does need to compute the gradient of the function at arbitrary points.

To compute the gradient there are multiple options: One is to do it sym-
bolically by hand. This is infeasible in this case since the algorithm is highly
non-trivial (see section 3.3) with involved dependencies on the decision vari-
ables. Another option is to use numeric differentiation. This can have accuracy
problems and is also rather slow (as the function must be evaluated on at least
one extra point per dimension to determine the gradient). Instead, a more
elegant solution was used: automatic differentiation (AD). The idea is to use the
chain rule in combination with exact definitions of the derivatives for “primit-
ives”. These primitives include the operators (such as addition, multiplication
etc), trigonometric functions, logarithms and so on [5].

There are two main approaches to track the operations, referred to as
forward and reverse AD. In reverse AD, a graph of the computations is built
as the algorithm runs. At the end, the graph can then be traversed backwards
to compute the derivative. It incurs a memory overhead for the graph but is
more efficient when the number of output variables is much smaller than input
variables (as graph traversal starts from the output and only needs to be done
once per output variable) [5]. In forward AD, the computation of the derivative
is done together with computing the value of the function. It incurs a small
constant overhead and is more efficient when the number of input variables
is smaller than the number of output variables. In addition, it is simpler and
more straight forward to implement. This is the type of AD used in this project
and is thus be covered in more detail:

Forward AD is implemented using dual numbers. Dual numbers extend the
real numbers to be two-dimensional. Unlike the complex extension of a+ bi
where i2 = −1, in dual numbers the form is a + bε where ε2 = 0 and ε , 0.
This, together with the proper rules for primitive functions, allow to track the
result of the function in the real component, and the derivative of it in the
epsilon component. An example of such a rule is sin(a+ bε) = sina+ bcos(a)ε.
Similar formulas can be developed for other primitives using the chain rule in
combination with the normal derivative rules.



Chapter 3

Approach

This chapter describes the sound localisation algorithm of the robot and the
improvements made to it. It builds upon the description of the overall robot
description in section 1.2, as well as the background topics in chapter 2.

In order to remind the reader of the key functions of the three stages of the
algorithm, it is repeated here, but now with additional details that builds upon
knowledge from chapter 2:

1. Stage A: Activity detection and azimuth estimation of sound sources in
the short term (a window over the last tens of milliseconds). This stage
computes the likelihood over azimuths (using a fixed number of angular
bins). The peaks are then detected and used to fit an unnormalised GMM
with as many hypotheses as there are peaks [11]. See section 3.1.

2. Stage B: This stage incorporates the measurements from stage A into the
belief on the head-to-source position. This is done via a Multi-Hypothesis
Kalman filter [39]. See section 3.2.

3. Stage C: This stage predicts where the robot should move next to gain
the most information from future measurements. The goal is to minimise
the entropy of the posterior (filtering) PDF of the hidden state (source
location). This is minimised at the end of a sliding interval. As this
belief depends on future measurements that would be assimilated during
the sliding interval, we maximise the expected entropy over the these
unknown future measurement(s), implicitly conditioned on the past
already known measurements [10, 9, 17]. This part is the main focus of
the novel improvements of this thesis. See section 3.3.

These stages will now be presented in more detail, including the novel improve-
ments made to support predicting a full GMM instead of a single Gaussian
in stage C. After that, extensions to the observation function in stage C are
addressed.

3.1 Short term azimuth detection (stage A)

As no major change was made to this part in this thesis, only a high level
overview is provided, the full details and proof are covered by Portello et al.
[40]. The short term azimuth detection assumes the source is in the far-field.
This means that only the azimuth is estimated, not the range. In addition,
the range information is much more affected by noise, and harder to extract
without movements. Because of symmetry around the interaural axis, the
algorithm is independent of elevation.

29
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The algorithm starts with channel-time-frequency (CTF) decompositions of
the raw audio signals: The Short-time Fourier Transform (STFT) is first computed
for short snippets of the signal from each ear. A few such snippets are combined
into frames in order to estimate the spectral power density matrices of the two
signals (per frequency and frame).

To simplify the computations, for the purposes of this stage the origin is
placed at the left ear. This means that the left HRTF simplifies to 1, while
the right HRTF becomes the transfer function from the left to the right ear
(interaural transfer function (ITF)). These HRTFs are assumed known, and
depend on the unknown azimuth and frequency of the sound source.

The algorithm makes the assumption that the joint distribution of the
two signals in the time-frequency domain is a circular complex Gaussian
distribution, dependant on the azimuth and the spectral content of the source.
The problem can then be stated as a Maximum Likelihood Estimation (MLE)
problem of the azimuth and the spectral content of the source.

In the single source case this can be simplified as it turns out that the
problem is separable: If the azimuth is known then the most likely spectral
content of the source can be expressed as a (known) function of the azimuth. By
using this replacement the likelihood can be expressed as a so called “pseudo-
likelihood”, in terms of the spatial variables. This pseudo-likelihood can then
be maximised (in log space due to a massive dynamic range).

The log-likelihoods are then normalised to [0,1] as they are generally ex-
tremely large, and only the relative differences are of interest. Then, a peak
finding algorithm is used. The found peaks are filtered based on a threshold, so
that only the largest peaks remain. From these peaks, an unnormalised GMM
PDF over the azimuths is constructed. The hypotheses of this GMM have the
peak angles θm as means, and use an empirically constructed formula for the
variances

σ2
m =

 π
180

5+2
(
θ′m ·

180
5π

) log20−log2
log90−log5



2

with

θ′m =

π −θm θ > 0
−π −θm θ ≤ 0

It was found in previous research that the variance scales with with the log-log
of the angle. As the data is quite noisy, it is difficult to implement a better
algorithm by using the actual data1.

The unnormalised weights of the GMM components is Lθm
√
2πσ2

m, where
Lθm is the normalised log-likelihood value at the mean of the peak at angle θm.
This unnormalised GMM is then fed to stage B.

3.2 Measurement assimilation (stage B)

The belief of the hidden state of the head-to-source position is computed in
stage B. This belief is a GMM. A modified MH-UKF is used for this update.
A simple holonomic movement model is used to reflect the movement of the
head2. Then the unnormalised GMM from the previous stage is assimilated into
the belief of the hidden state using equations (2.4) to (2.7) from section 2.5.2.
Of course, the merging and pruning described there is also performed. The
updated GMM is then fed to stage C.

1This is an unpublished result, provided in personal communication by Patrick Danès (2020).
2The binaural localisation code deals exclusively with the location of the source in terms of

the coordinate system of the head and the motion of the head. Translation between these repres-
entations and robot base movements, world coordinates, etc. happen outside of the localisation
framework.
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3.3 Sensor planning (stage C)

This is the active localisation stage and by far the most complex part of the
code. As such the full pseudocode for it can be found in appendix B. This
section provides a higher-level overview, excluding some of the less important
details.

The goal is to find the optimal sequence of commands for the robot in order
to gather the most information about the sound source. As the sequence of
commands depends on future measurements that would be assimilated during
a sliding interval of time steps, the algorithm maximises the expected entropy
over the these unknown future measurement(s), implicitly conditioned on the
past already known measurements. Over the sliding window between time k
and k +N , “virtual measurements” zk+1, . . . , zk+N are considered which are tied
to the hidden states by equations on the form

zn =H (xn) + vn (3.1)

where H (. . .) is an observation function, n = k +1, . . . , k +N and vn ∼G(0,Rmes)
where G is the Gaussian function and Rmes is the variance of measurement
noise (a parameter to be tuned). The use of virtual measurements with an
observation function such as WS or ITDs instead of the genuine Kemar HRTF
is primarily due to CTF decompositions being very difficult to predict.

The prediction can either be done one movement step into the future or mul-
tiple steps [10, 17]. While the N-step approach is more general, it is also more
complex, and thus starting with the single-step approach is more pedagogic.
The N-step algorithm builds on and extends the single-step algorithm.

Common to both approaches, the posterior belief GMM from the previous
stage is first converted from polar to Cartesian coordinates. At this point,
depending on which entropy method is used for optimisation in stage C, either
the full GMM will be used through the next steps or a moment matched
approximation will be generated and used instead (single Gaussian case, old
algorithm).

In the next sections, only the GMM case is described, as this is the novel
changes that were developed during this thesis. For one step ahead, this is
fairly straight forward, as each GMM component can trivially be treated inde-
pendently. For N-step ahead the proof of that is significantly more involved
(see appendix A).

3.3.1 One step ahead algorithm

Given the current state space filtering PDF at time step k: p (xk |z1:k), the goal is
to minimise the expectation of the entropy of the state prediction PDF at the
next sampling time (Ezk+1 |z1:kh (xk+1|z1:k+1)) of p (xk+1|z1:k+1). This can be shown
to be just h (xk+1|z1:k+1) itself [17]. The optimal control thus becomes:

ū?1 =
(
T ?yk ,T

?
zk ,φ

?
k

)
= argmin

ū1∈A
J1 (ū1) (3.2)

where

• ū1 = uk =
(
Tyk ,Tzk ,φk

)
is an admissible command for the head, consisting

of translations and rotations.

• ū?1 is the optimum ū1. This is the u
?
k that will be applied between time k

and k +1.

• A is the admissible sets of rotations and translations in one step (limited
by robot platform capabilities).
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Finally, J1 (ū1) is (not considering dynamic noise during the prediction) [9, 12]:

J1 (ū1) = h (xk+1|z1:k+1) = K − h (zk+1|z1:k)︸       ︷︷       ︸
=:F1(ū1)

(3.3)

where K is an unknown value independent of ū1. K can thus be treated as
a constant for the purposes of this algorithm. h (zk+1|z1:k) is the entropy of
the next measurement prediction PDF and depends on the control, thus it is
renamed as F1 (ū1).

Using this, the problem can be reformulated as maximising F1 (ū1):

ū?1 = argmax
u∈A

F1 (ū1) (3.4)

This also makes intuitive sense: the best position to move to in order to gather
the most information is the one where the robot is the least sure about the
outcome of the measurement.

Equation (3.4) has no closed form, but can be computed using any optim-
isation algorithm of choice. In the case of the previous work on this project,
projected gradient ascent with dual numbers (see section 2.5.4) was used. The
code would first collapse the GMM into the moment matched approximation
and would then use the Woodworth-Schlosberg approximation for prediction
of the measurement. This resulted in an objective function that was empirically
observed to always be convex (but this was never proved3). Thus a simple
algorithm like projected gradient ascent could be used, as there was no risk of
getting stuck in local maxima.

F1 (ū1) can be implemented in practise by MH-UKF, see algorithm 3.1. It is
important to keep in mind that all the coordinates are in the robot reference
frame. The core idea is to compute, using the Unscented Transform, the obser-
vation model at each sigma point of the state PDF as shifted by the movements
of commands in ū. This results in Gaussians with larger variance in the meas-
urement space when the observation function values have a larger range and
thus higher uncertainty.

Algorithm 3.1: Pseudocode for F1 (ū1).
stage_c (ū,G,Rmes):
Where ū are the commands, G is the GMM p (xk |z1:k) and Rmes is the
variance of the measurement noise.

1. Gzk+1, . . . = predict_z_wo_noise(ū,G)
Gzk+1 is the predicted 1-step ahead measurement PDF without
measurement noise (a 1D GMM in measurement space). See
algorithm 3.2.

2. For each entry in the GMM Gz, add Rmes to the variance. Rmes is an
estimate of the variance from the measurement noise.

3. Compute the entropy of the GMM Gz using the entropy
approximation of choice (section 2.5.3) for the GMM case, or the exact
formulation for the single Gaussian case.

3.3.2 N-step ahead algorithm

For the N-step ahead problem, the equation corresponding to equation (3.2)
is [17]:

3According to personal communication with Patrick Danès (2020).



CHAPTER 3. APPROACH 33

Algorithm 3.2: Pseudocode for computing the predicted observation
by one step ahead.

predict_z_wo_noise
(
up,Gp

)
:

Note: p is an indexing variable into ū to indicate the current time step
under consideration. For 1-step ahead this always points to the first and
only command. For n-step ahead, this value varies. The command is in
terms of movement of the head, not the robot base. This is converted to
actual controls outside of the optimisation code.

1. up =
(
uyp,uzp,uθp

)
Extract the components of the u vector.

2. Rp =
[
cosuθp −sinuθp
sinuθp cosuθp

]
3. for Gaussian g =N

(
x;µgp, P

g
p

)
in the GMM Gk :

(a) Xp, w̄mp , w̄
c
p = ukf_sigma_points(g)

Xp are the sigma points for hypothesis g at time step k, w̄mp and w̄cp
are the two sets of weights for the means and covariance
respectively. To lighten the notation below, the indexing on g is
implicit for these variables.

(b) for Xnp in Xp:

i. X̂np+1 =movement_update
(
Xnp ,up

)
These are the new sigma points after the movement update is
performed. See algorithm 3.3.

(c) P gp+1 = R
T
p P

g
p Rp

This is the new covariance in state space.
(d) xgp+1 = w̄

m
p � X̂p+1 is a [2,1] column vector, containing the

predicted mean for the component g in state space. � is the
operation that combines the UKF sigma points back into a result
(mean or (co)variance depending on context).

(e) Zgp+1 = H
(
X̂p+1

)
The H function is the non-linear observation function. It
computes, for each sigma point, WS, spherical ITD or spherical
ILD (depending on parametrisation of the algorithm). Thus Zgp+1
is the value of H if the sound source would actually be located at
that sigma point.

(f) z
µ
g,p+1 = w̄

m
p �Z

g
p+1

(g) zσg,p+1 = w̄
c
p � (Z

g
p+1 − zµ)2

Note, that this is element-wise squaring. As above, � is the
operation that combines the sigma points into the result.

(h) Add z
µ
g,p+1and z

σ
g,p+1 to a new GMM Gzp+1 (using the same weight

as g in the GMM Gp). With current observation functions, this is a
1D GMM, as opposed to the 2D GMM of the state.

(i) Add xgp+1 and P
g
p+1 to a new GMM Gxp+1 (again with the same

weights). This is the predicted belief of the robot-to-source PDF in
state space after the movement.

(j) Add the weight vectors w̄mp and w̄cp to a set of weights Wm
p and Wc

p
respectively.

(k) Add the sigma points X̂p+1 to a set X̂p+1, and Z
g
p+1 to a set Zp+1

4. return Gzp+1, G
x
p+1, X̂p+1, Zp+1, W

m
p , W

c
p

Note: While most of these return values are not used for 1-step ahead,
they are used in N-step ahead.
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Algorithm 3.3: Pseudocode for movement update in stage C. This is a
classic holonomic model with finite translation and rotation. All the
coordinates are expressed in the robot reference frame.
movement_update (x,u):
where x is the head-to-source vector, and u =

(
Ty ,Tz,φ

)
, representing the

two translations and the rotation.

1. t =
[
Ty
Tz

]
2. R =

[
cosφ −sinφ
sinφ cosφ

]
3. return RT x −RT t

ū?N = u?k : u?k+N−1 = argmin
ūN∈A×A×...×A

JN (ūN ) (3.5)

with

• N is the number of steps ahead.

• k is the current time step and is the base the algorithm predicts forward
from.

• A is the sequence of admissible movements for a single step, A×A× . . .×A
is the set of admissible movements for N steps ahead.

• ūN is a sequence of commands forN steps ahead, consisting of uk : uk+N−1
commands for the individual time steps. Each of these commands in turn
consists of two translations and a rotation, i.e. uk+i =

(
Tyk+i ,Tzk+i ,φk+i

)
.

• ū?N is the optimal set of such commands.

And, similar to J1 (ū1) in equation (3.3) the 1-step ahead case, JN (ūN ) is:

JN (ūN ) = K − h (zk+1|z1:k)︸       ︷︷       ︸
=:F1(ū1)

−
N∑
i=2

Ezk+1:k+i−1 |z1:k [h (zk+i |z1:k+i−1)]︸              ︷︷              ︸
=:Fi (ūi ,zk+1:k+i−1)

(3.6)

As can be seen, the computation now depends on controls that are condi-
tioned on as yet unseen measurements. However, as Danès [17] shows, a way
around this is to approximate using the unscented transform (UT):

∫
p (zk+1:k+i−1|z1:k)Fi (ūi , zk+1:k+i−1)dzk+1:k+i−1 ≈

2(i−1)∑
j=0

wjFi
(
ūi ,Zj,i (ūi−1)

)
where Zj,i are the sigma points of the joint measurement prediction PDF, and
wj are the corresponding weights from the UT. This results in the formula:

ū?N = u?k : u?k+N−1 = argmax
ūN∈A

F1 (ū1) +
N∑
i=2

2(i−1)∑
j=0

wjFi
(
ūi ,Zj,i (ūi−1)

)
For the GMM case, this can be be computed per Gaussian (see proof in

appendix A). Thus the new formulas for this case are:
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JN (ūN ) = K − h (zk+1|z1:k)︸       ︷︷       ︸
=:F1(ū1)

−
N∑
i=2

Ezk+1:k+i−1 |z1:k [h (zk+i |z1:k+i−1)]︸              ︷︷              ︸
=:Fi (ūi ,zk+1:k+i−1)

(3.7)

where

• h (zk+1|z1:k) = h
(∑M

m=1αm,k|kp (zk+1|m,z1:k)
)

• p (zk+1:k+i−1|z1:k) =
∑M
m=1αm,k|kp (zk+1:k+i−1|m,z1:k) (from the expectation)

• Fi (ūi , zk+1:k+i−1) = h
(∑M

l=1αl,k+i|k+i−1p (zk+i |l, z1:k , zk+1:k+i−1)
)

This results in:

ū?N = u?k : u?k+N−1 =

argmax
ūN∈A

F1 (ū1) +
M∑
m=1

αm,k|k

N∑
i=2

2(i−1)∑
j=0

wjFi
(
ūi ,Zm,j,i (ūi−1)

)
(3.8)

where

• M is the number of Gaussians in the GMM.

• Zm,j,i (ūi−1) are sigma points from p (zk+1:k+i−1|m,z1:k).

As can be seen, the complexity is significantly increased. There are several
“hidden” loops of evaluations as well:

• Fi processes each hypothesis m from the GMM for the multi-GMM case.

• The formula is evaluated by an optimisation algorithm, and thus evalu-
ated multiple times by the optimisation algorithm.

This is an important consideration since the algorithm is used online on a robot.
However, usually, the number of Gaussians is fairly small (starting distribution
contains 32 Gaussians) and it quickly decreases over time as the low-probability
Gaussians are pruned in stage B. This pruning is also implemented into the
prediction code of stage C to avoid predicting the full GMM, if the elements
have very low weights. This is aided by the recomputed weights (see notes on
GMM UKF in section 2.5.1) between each time step forwards in the prediction.

3.3.3 Entropy algorithms for use with predicted GMM

Using the extended algorithm of stage C from the previous section, any al-
gorithm of choice can be used to compute the entropy. In this work the approx-
imation from Huber et al. [23] was used. The reason is that it was relatively
straightforward to implement and did not depend on special properties of the
GMM to hold (such as equal variance). Due to time limitations and adequate
performance, other alternatives such as Kim et al. [27] were not tested:

To verify the accuracy of the Huber approximation, experiments were
conducted on PDFs logged from simulations of the robot. These tests showed
that Huber was within 1% of the true value from Monte Carlo integration in
all cases, while the entropy of the moment matched approximation was within
5% if the GMM had a single mode, and was wildly inaccurate (above 200 %
different) if the distribution had two distinct modes.
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3.4 Changes to prediction of measurements

Another way to improve stage C is to modify the measurement prediction
function of the UKF. While previously Woodworth-Schlosberg was used for
this, it is a fairly simplistic model. WS only approximates ITDs at infinite
range without regards to the sound frequency. As described in section 2.4.3,
ITDs only work well up to about 1 kHz. This section describes how stage C
was extended to use ITDs and ILDs derived from the more accurate spherical
HRTF.

It should also be noted that before this thesis, the algorithms had not been
widely tested on different frequencies, and no data existed on the effect of
frequencies with regards to stage C4.

3.4.1 More accurate observation prediction function in

stage C

The Woodworth-Schlosberg model [1] approximates ITDs at infinite range
(see section 2.4.3). Thus it was postulated that a fairly easy improvement, espe-
cially for high frequencies, would be to implement a more accurate observation
model. In particular, the spherical HRTF by Duda et al. [18] would be suitable,
since it has a closed-form equation. By computing this HRTF for the left and
right ear respectively, the ILD can be derived as the ratio in absolute value of
the complex result. As the ILD is computed in dB which is a log scale, this
becomes:

ILD = 20log10 (|HR|)− 20log10 (|HL|)
where HR and HL are the computed spherical HRTFs for the right and left
ears. Similarly the IPD is the phase shift of the argument, and the ITD can be
computed by converting from angular frequency to frequency:

ITD =
argHR − argHL

2πf

where f is the source frequency.
Ideally, the spherical HRTF would be implemented using dual numbers

to fit in the existing optimisation framework, but there are some caveats.
The main problem is that it uses complex numbers. Both dual numbers and
complex numbers are 2D extensions of the real numbers and as such, they
are not entirely compatible with each other. Specifically, the issue is that the
notion of the derivative is generalised when moving from R to C. In general,
for functions with complex inputs, the derivative can vary based on which
angle (and indeed which curve) the point of interest is approached from. This
is not possible to represent with dual numbers.

However, since the function of interest is from real numbers to real numbers,
with complex parts in the middle, the “end-to-end” derivative of the entire
spherical HRTF is entirely real-variate and well defined. In view of these
limitations, a number of tricks must be employed to implement the spherical
HRTF with dual numbers:

• While either dual numbers with complex components or the opposite
appear like valid approaches, it turns out that the easier approach to take
is the complex numbers containing dual parts, i.e. (a+ bε) + (c+ dε) i.

• Only functions on the form R→ R and R→ C are safe in general. Func-
tion of the form C → C are only safe if they are holomorphic. Basic
functions such as multiplication and addition of complex numbers thus
still work.

4The effects of different frequencies for stage A are covered by Portello et al. [40].
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• Results from functions on the form C→ R can not be used as input to
functions on the form R→ C. For the HRTF, the only functions that fall
into this category are the argument and absolute values. By reformulating
these over R2 as arctan2 and the Euclidean distance respectively they can
be safely used to compute the resulting ITD and ILD.

• Special care needs to be taken for the convergence criterium of the infinite
sum. Two things need to be noted about this criterium: First, the criterium
does not need to use dual numbers itself, as the result does not go directly
into the output. It only serves as the condition for the loop. Second, the
convergence of the dual and the real parts should be checked separately.
Empirically it was found that these did not necessarily converge to below
the tolerance at the same time.

With these limitations in mind, it is possible to implement the spherical HRTF
in terms of forward AD using dual numbers. In fact, the algorithm in appendix
B of Duda et al. [18] can be used with minimal modifications. The pseudocode
can be seen in algorithm 3.4. The main idea of this algorithm is to compute the
HRTF equation (see equation (2.2)) using a recursion formula (see appendix A
of [18]). The first two terms are expanded manually (line 10, 12) using various
helper functions (line 6-8). Then the loop iterates using the recursive definition:

hm (x) =
2m− 1
x

hm−1 (x)− hm−2 (x) m = 1,2, . . .

until convergence is reached.
There is one issue remaining: The HRTF is undefined inside the head.

This is not normally a problem, as the sound source is never inside the head.
However, when using the HRTF for prediction, it is possible for one of the
sigma-points of the Unscented Transform to end up inside the head, especially
as the robot is predicting multiple steps ahead. Another case where this can
happen is for a moment matched approximation of a GMM with hypotheses
on either side of the robot. Simply clamping the range is not possible, as the
max function does not have a derivative and would thus break gradient-based
optimisation.

As it stands, this is an issue that needs to be addressed in future work. As a
workaround to allow experiments, the initial belief was changed so there is a
hole around the robot, and the source was always placed far enough away such
that none of the sigma points of the PDF would end up inside the head.

3.4.2 Adjustments for frequency change

In addition to the above change of observation function to support a higher
frequency range, certain parameters need to be tuned. The constant Rmes which
is used to account for measurement noise needs to be tuned. Rmes is the variance
of the measurement noise. This value is expressed in the units of the output
of whatever observation function is in use. As such Rmes needs to be adjusted
based on that. Ideally, it should be based on measurements on the real robot of
the true measurement noise, and then scaled to the ITD/ILD units. However,
lacking access to the real robot, an approximation can be computed based on
creating a minimum angular uncertainty. This can be done either theoretically
or by empirical experiments.

The theoretical tuning is based on manually estimating the standard devi-
ation of the peaks in the log-likelihood data from stage A for a given frequency,
then passing the angles through the observation function in question to get
the ±3σ range in the measurement space. From that, the variance Rmes can be
easily computed. The results of the Rmes tuning are described in section 4.2.2.
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Algorithm 3.4: Spherical HRTF pseudocode. ẋ indicates a dual num-
ber, and ẍ indicates a complex dual number.

sphere_hrtf
(
ṙ , θ̇, f ,a, c, tol

)
:

1. ẋ = cos
(
θ̇
)

2. µ = 2πf a
c

3. ρ̇ = r
a

4. z̈r =
1
µρi

5. z̈a =
1
µi

6. Q̈r2 = z̈r , Q̈r1 = z̈r (1− z̈r )
7. Q̈a2 = z̈a, Q̈a1 = z̈a (1− z̈a)
8. Ṗ2 = 1, Ṗ1 = ẋ

9. s̈ = 0+0i

10. ẗ = z̈r
z̈a(z̈a−1)

11. s̈ = s̈+ ẗ

12. ẗ = 3ẋz̈r (z̈r−1)
z̈a

(
2z̈2a−2z̈a+1

)
13. s̈ = s̈+ ẗ

14. rold = 1

15. rnew =max
( abs(ẗr )
abs(s̈r )

, abs(ẗε)abs(s̈ε)

)
Note! This ad-hoc notation indicates processing the “dual-real” and
the “dual-epsilon” parts separately, creating two new complex
numbers. This is one of the key changes to allow for dual computation.
“Dual-real” here should not be confused with the “complex-real” part,
the terminology is unfortunate.

16. m = 2

17. while rold > tol or rnew > tol:

(a) Q̈r = − (2m− 1) z̈rQ̈r1 + Q̈r2
(b) Q̈a = − (2m− 1) z̈aQ̈a1 + Q̈a2
(c) Ṗ = 1

m

(
(2m− 1)ẋṖ1 − (m− 1) Ṗ2

)
(d) ẗ = (2m+1)Ṗ Q̈r

(m+1)z̈aQ̈a−Q̈a1
(e) s̈ = s̈+ ẗ
(f) m =m+1
(g) Q̈r2 = Q̈r1, Q̈r1 = Q̈r , Q̈a2 = Q̈a1, Q̈a1 = Q̈a, Ṗ2 = Ṗ1, Ṗ1 = Ṗ

(h) rold = rnew, rnew =max
( abs(ẗr )
abs(s̈r )

, abs(ẗε)abs(s̈ε)

)
The comment for line 15 also applies here.

18. Ḧ = ρ̇e−iµs̈ 1
µi

19. L̇dB = 20log10

(√
real

(
Ḧ

)2
+ imag

(
Ḧ

)2)
This computes the attenuation. Unlike line 15 and 17h, this refers to
the real and imaginary parts of the complex number, both of which
are dual numbers.

20. τ̇ = atan2
(
imag

(
Ḧ

)
,real

(
Ḧ

))
This computes the phase shift. Again, this refers to decomposition of
the number with respect to the complex parts, not the dual parts.

21. return Ḧ , L̇dB, τ̇
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Another value that needs to be tuned is the computation of the variance
in stage A for the GMM fitting to the LL array. Empirical investigations of
simulations of the Kemar data (again, lacking access to the real robot) showed
that the current log-log fit was still usable at 3 kHz, but would have to be
re-tuned for frequencies lower than 1 kHz. This is because the peaks in the LL
data gets wider with lower frequency, so the estimate is simply conservative
for higher frequencies.





Chapter 4

Evaluation

This chapter covers how the changes to the code are evaluated. Due to unfore-
seen events in the wider world (the COVID-19 pandemic), in the end it was
not possible to evaluate the changes on the real robot. Instead simulations had
to be used. Fortunately, a simulator framework was available that could be
adapted.

4.1 Experimental Setup and Evaluation

Methodology

This section formulates conjectures and describes the testing methodology and
simulator setup.

4.1.1 Conjectures

Before the evaluation began a number of conjectures had been formulated:

1. Using the full GMM stage C with the Huber entropy was expected to be
an improvement over the old algorithm, especially at early time steps
where the distribution is highly non-Gaussian.

2. Based on earlier results by Bustamante et al. [10], it was known that
looking several steps ahead is better in the long term (but provide no
benefit in the short term). It was expected that this should also be true
for the new algorithms added in this thesis.

3. Based on literature [18, 3], it was expected that the spherical ILD observa-
tion function would work better at higher frequencies, but the spherical
ITD and the WS observation functions were expected to perform better
at lower frequencies, with a slight edge to the spherical ITD (as it is a
better approximation).

In addition, during the evaluation, a number of additional conjectures were
formulated, and additional tests were designed to validate them:

4. Due to a bug in the simulation, the entropy calculation in stage C some-
times used the most likely Gaussian hypothesis from the GMM belief
instead of the moment matched approximation. After fixing this, the
most-likely Gaussian (referred to as max) was also included in the com-
parison (in addition to the proper moment matched approximation).
While early tests showed that max was better in the long term (but worse
in short term) in regards to both accuracy and entropy, it was later no-
ticed that there was a bug in the implementation of the moment matched

41
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approximation. Thus it was expected that the moment matched approx-
imation should perform better than max.

5. It was observed that the GMM fitting of the log-likelihoods in stage A
had very narrow variances in the simulator implementation. It was thus
expected that switching over to the C++ implementation, with a different
peak finding and variance computation algorithm should improve the
accuracy but make the entropy worse (as the distributions will be more
conservative).

4.1.2 Evaluation metrics

Given the conjectures listed in the previous section, suitable metrics must be
selected to quantify “better”. Intuitively this means that the robot should be
accurate in its estimate of the location of the sound source. However, that alone
is not enough, as can be shown by a simple example: Consider a Gaussian with
a variance large enough to enclose the entire environment within one sigma.
The robot will certainly be correct, but in a useless way. Thus another metric
is also required to quantify if a distribution is informative. The opposite is of
course also true, if the estimate is not accurate and consistent, it is irrelevant if
the distribution is informative.

For measuring the “accuracy” of the sound source estimation, there are
several metrics that are used:

• Mean Squared Error (MSE) - This metric provides the average squared
error from the true source. The MSE can be computed as

MSEk =
1
N

N∑
i=1

∥∥∥x̂i,k − xi∥∥∥2
where x̂ is the prediction, and x is the true sound source, N is the number
of experiments and k is the time step [4]. While for a Gaussian, the
prediction is the mean (which is also the mode), the definition of the
prediction is not as clear-cut for a GMM, as GMMs can be multi-modal.
However, as established in section 1.2, towards the end of the algorithm,
the GMM typically has a single mode (that is, a single cluster with a single
over-all peak in that cluster). Thus, the MSE of the moment matched
approximation can serve as a good estimate after approximately step 5-7.

• Bias - This metric shows if there are, on average, any systematic errors.
The bias is defined as

Biask =
1
N

N∑
i=1

(xi − x̂i)

where x̂ is the prediction, and x is the true sound source, N is the number
of experiments and k is the time step. Given the initial distribution
used, and that the true sources are only placed in front of the robot
to avoid wrap-around bugs (see section 4.2.1), it is expected that for
early time steps, there will be a large bias. The bias is a vector quantity,
and as such there are multiple options for how present the result. The
obvious choice might appear to be to collapse it using the Euclidean
distance. However, given that stage A and B operate in polar coordinates,
an alternative option is to consider the bias separately for the radial and
angular components, as there might be different effects. Like with the
MSE, the caveat about multi-modal GMMs apply here as well.
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• Normalised Estimation Error Squared (NEES) - This can be used to determ-
ine if the filters of stage A & B are consistent [4]. The NEES is defined as
(for an experiment i at time k):

εi,k =
(
x̂i,k − xi

)′ P −1i,k (
x̂i,k − xi

)
where x̂ is the prediction, x is the true value and P is the predicted
covariance. This metric will have a chi-square distribution with n degrees
of freedom, where n is the number of dimensions of x. Because n = 2 here,
the 99% confidence interval cut-off is at 9.21. Again the multi-modal
caveat for GMMs apply here.

For measuring how informative the distribution of the estimation is, the en-
tropy of the posterior GMM is used. This is referred to as the posterior entropy
to avoid confusion with the entropy as calculated internally in stage C. The
lower the posterior entropy, the more confident the algorithm is. However,
as described in section section 2.5.1, there is no closed-form expression for
computing the entropy of a GMM. Because the stage C algorithm itself is online,
an approximation that was a tradeoff between computational performance
and accuracy had to be used. However, when evaluating the quality of the
algorithm, no such tradeoff is required and it is advantageous to use a more
accurate way to compute the posterior entropy. The best option may thus be
Monte Carlo integration. This is computed as follows:

hMC = − 1
N

N∑
n=1

log(f (xn))

where

• f (x) is the considered GMM PDF on x.

• N is the number of samples for the Monte Carlo estimation.

• x1, . . . ,xN are N randomly drawn samples from the GMM.

Another metric of interest is the computational time, this is highly relevant for
an algorithm that is to run in real-time. Getting the true computational time of
the C++ implementation using the simulation is essentially impossible. This
is because in the simulation the Matlab code running the simulation is also
included in the measured time (see section 4.1.3). It is, however, possible to
compare relative performance between different experimental conditions.

Since the data is a time series of multiple steps, there is the question of how
to compare it over time. It is fairly easy to compare two experimental conditions
at a given time step and see how well they perform. However, this yields a large
amount of data, depending on the number of time steps. Three regimes of the
algorithm were identified: Early on, the source location is essentially unknown
with a large uniform GMM. After that, during a few time steps, the hypothesis
is multi-modal due to the front-back confusion. Finally, once the second mode
is removed, there is a single-mode regime with slowly increasing accuracy.
The time steps representing the switch between these regimes varies slightly,
but usually fall between time step 1 and 2 for the first transition and 3 and 7
for the second transition. These cut-offs hold for a 1 kHz sound signal. For 3
kHz it was found that the front-back confusion often disappears immediately,
meaning that the second phase is completely skipped.

Very little useful information can be gained during the first regime as
the sensor planning has not yet had any significant impact. However, the
second and third regimes are interesting. The second regime can be studied by
selecting a time step that is likely to always be in that regime (time step 3 was
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chosen). As the last regime is longer, it can be studied at multiple time steps,
10, 15 and 20 were chosen. Time step 20 is the last time step of the simulations
in this study.

To compare and compute significance between conditions, statistical tests
are needed. As initial investigation showed that both the entropy and the
various accuracy statistics are highly skewed, only non-parametric methods
have been used. To compare two conditions the Mann-Whitney U test1 has been
used. Similarly, the Kruskal-Wallis has been used when comparing three or
more conditions. Do note that these tests only show if the involved categories
of samples come from different distributions. A lack of significance does not
imply that the samples come from the same distribution, only that they can
not be proven to come from different ones.

Since there are many possible conditions to compare (see section 4.1.4)
over many different time steps, there is a risk of false correlations by chance
due to the multiple comparisons problem. In order to mitigate this, the sets
of experiments were rerun several times with different initial conditions and
random seeds to verify that correlations were still present in newer data sets.

4.1.3 Simulation

The project already had an existing framework for simulation of sound propaga-
tion in an anechoic environment using a lookup table based HRTF [45]. This
framework was written in Matlab. In addition, an implementation of the al-
gorithms existed in pure Matlab. However, to avoid double work, the Matlab
simulation was changed so that it would call the C++ code used on the robot for
the stage C algorithm and parts of stage A and B. It was not possible to directly
use the full C++ algorithm, as the Matlab simulation is written in a batch
manner, while the online C++ implementation stage A expects the raw sound
data to arrive in small packets over time and thus uses a window approach.
However, the algorithms do produce comparable results2. The switch to using
the C++ implementation where possible had the added benefit of significantly
speeding up the simulations (by around 4x).

The simulation uses a different time step as well as limits for admissible
controls than the real robot, essentially taking fewer larger steps. Initial tests
showed that the behaviour in terms of which algorithm performed better was
not significantly modified when changing these by a factor of 10 (i.e. 1/10 the
step size, and 10 times as many steps). However, the run time for the tests
increased significantly as expected. For this reason, the larger step size and
time steps were kept.

Another difference is in the short term azimuth detection in stage A. Here
the width of the angular bins used in Matlab is 1°, while it is 5° on the real
robot. This could potentially result in overly confident results in the Matlab
simulation. However, no major difference in behaviour or performance were
found between these and the previous value was left as is. The computation
time difference was also minor, suggesting that it might be possible to increase
the value on the real robot.

To simulate a non-perfect environment, additive white background noise
with a strength of a tenth of the signal level is simulated. While this may not
accurately represent a true environment, where the noise might not be white,
implementing a more accurate simulation is a significant undertaking in itself,
and outside the scope of this thesis.

1Also known as Wilcoxon rank-sum test.
2According to personal communication with Patrick Danès (2020) this had been tested before,

but is not explicitly discussed in any published results.
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Group Setting values

Stage C entropy Huber, Moment Matched (mm), Maximum
Gaussian (max)

Stage C observation function WS, Sphere ITD, Sphere ILD

Stage C horizon 1, 2, 5

Source frequency 1 kHz, 3 kHz, 5 kHz

Table 4.1: Experimental conditions. The groups were combined such that all
possible combinations between the groups were tested (e.g. mm-ws-2-3kHz).

4.1.4 Experimental conditions

To be able to gather statistics to confirm or reject the conjectures a large number
of simulations were run with various conditions (see table 4.1). These were
combined combinatorially to generate all valid combinations of the settings.
For each category 80 experiments were executed. Between the runs in each
category, the random seed (used to generate additive noise on the signal) and
the true sound source location was varied. The same series of seeds and sound
source locations were used for each category in order to make the comparison
as fair as possible. The true sound sources were chosen from a region in front
of the starting position of the simulated robot (see figure 4.1 for one example
of this). This limited area was required due to some issues with wrap-around
near ±2π, as described in section 4.2.1.

For frequencies, 1 kHz, 3 kHz and 5 kHz were selected for two reasons:
1 kHz as it was what was used by default before. However, as stated above,
spherical ILD should perform better at higher frequencies, so 3 kHz and 5 kHz
were added to be able to test that.

This massive data-set served both to confirm/reject the initial conjectures
and as a base for further more specific studies where interesting behaviour
was identified. New sets of experiments with different random seeds were
conducted to highlight specific differences and test the validity of the initial
results.

4.1.5 Tooling

In order to analyse the results, a number of tools had to be written:
To calculate the posterior entropy using Monte Carlo integration, an optim-

ised C++ tool was written, after it turned out that it would have taken about
four days to compute with the pure Matlab code for one set of experiments.
The C++ tool was able to do the same computation in about two hours. Both
implementations were taking advantage of all CPU cores as well.

Additionally, various analysis and plotting scripts were implemented in
Matlab. The choice of language was due to the simulation already being written
in Matlab, making handling the data in the same environment more convenient.

4.1.6 Calibration for real world experiments

For future experiments on the real robot, the GMM fitting at the end of stage
A should be retuned and the measurement noise Rmes should be re-estimated.
Other than that, the parameters should be the same for the real robot and the
simulation.
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Figure 4.1: Examples of a pattern of random true sound source locations. The
limited angle and range were required due to limitations with wrap-around
of the angle in the software that were not feasible to fix during this thesis (see
section 4.2.1).

4.2 Results

There were some expected as well as unexpected results. However, first some
major limitations in the software must be described. These were not feasible to
correct or improve upon in the scope of this thesis work. After that, the actual
results are described and discussed.

4.2.1 Limitations and bugs

As a result of the testing performed during this thesis work, a number of
limitations were found that were not possible to address in the available time
frame and that affected what parameters that could be used for evaluation.
This section describes those and provide suggestions for how to address them
in future work.

1. When the robot happens to be aligned so that the interaural axis points
to the sound source, it is common for the robot to lose tracking of the
sound source completely. The cause of the issue appears to be that the
the log-likelihood fitting in stage A produces bad results in this case. It is
not entirely clear why this happens though, and further investigation is
needed.

2. The robot will also lose tracking if the sound source is directly behind
it. This is because of a coordinate wraparound (±π). The GMM fitting
of the log-likelihoods in stage A should preferably be using von Mises
distributions [30] to avoid this issue. However, stage B would then require
a mixed von Mises/Gaussian GMM to handle the azimuth and range
respectively. This is a non-trivial problem. Stage C would not be affected
as it uses Cartesian coordinates.
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3. As described in section 3.4.1, when using the spherical ILD or ITD [18],
the HRTF is undefined inside the head radius and the derivative is poorly
defined near (1-2 cm) the outside of the head as well.

Because of these limitations, the experimental conditions had to be adapted
to avoid these pathological cases in the majority of the tests. There were still
some failed runs, especially due to the last described issue. To solve issue 1 and
2, the starting location for the sound source should not be behind the robot,
nor within about 10 degrees of the inter-aural axis.

To solve issue 3 is a bit more involved, as there are a few different conditions
that can trigger it.

• The sound source must not be too close to the robot’s starting position,
requiring a gap of at least 2 m to be able to run simulations of 20 time-
steps.

• The initial prior distribution should have a hole around the robot.

• Additional considerations need to be takenwhen using amomentmatched
approximation: Firstly, an initial open-loop movement is required to shift
the mean of the prior distribution from the coordinates of the robot.
Secondly, due to the front-to-back confusion, if the sound source is too
close to straight ahead, the moment matched mean will be very close to
the robot (as can be seen in figure 4.2), and can end up causing issue 3
as stage C predicts forward. This is however much less common of a
problem as the cone of true sound source locations where this happens is
narrow. Less than 0.1 % of all simulations using the moment matched
approximation and spherical HRTFs failed due to this. Thus no special
action was implemented to avoid it.

4.2.2 Measurement noise variance (Rmes) tuning

As described in section 3.4.2, the estimated measurement noise variance Rmes
needs to be tuned based on observation function, assumed source frequency etc.
This was approached both theoretically (estimating what the value should be)
and empirically (testing many values in a reasonable range and determining
the best result). These two approaches gave somewhat similar experimental
results, see table 4.2. However while the results are similar for the theoretical
and empirical approach, there is still an almost 8× difference. It is not clear
why.

As can be seen, the optimal value of Rmes depends on multiple variables.
In addition, and not represented in the table, the uncertainty in measurement
space really depends on the angle to the sound source. There are two reasons
for this: First, the stage A HRTF produces peaks of varying width based on
the azimuth. Second, the iso-lines of the various observation functions are not
evenly spaced for all azimuths. However, only a single value was used, as the
proof of the optimisation problem in stage C assumes a constant Rmes [12].
For the theoretical approach the maximum Rmes calculated for any angle was
used. In addition, for the empirical approach finding an angle-dependent set
of values would have required a significant amount of time to optimise, as
these can not be tested in isolation easily.

4.2.3 Common results

This section describes common results, that are not tied to a specific improve-
ment made in this thesis.

A surprising result was discovered in that when the peak finding in stage A
is properly tuned (as described in conjecture 5), the large advantage of N-step
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Figure 4.2: Example of a problematic moment matched approximation when
the sound source is very close to the front axis of the robot. While the sigma
points are not inside the robot at this point, during sensor planning it is possible
that the robot simulates a movement into such a location.

Observation function Frequency Optimal value

WS 1 kHz 1 · 10−8 a

3 kHz 1 · 10−8
5 kHz 8 · 10−9

Spherical ITD 1 kHz 4 · 10−9
3 kHz 4 · 10−9
5 kHz 1 · 10−8

Spherical ILD 1 kHz 0.2
3 kHz 0.6
5 kHz 0.8

aTheoretically value is approximately 1.3 · 10−9.

Table 4.2: Empirically optimal Rmes values when using Kemar HRTF in stage A.
While WS is not frequency-dependent, stage A is, so frequency effects can still
be observed. The optimal value was only estimated theoretically for WS at 1
kHz.
Note that the change in performance (both entropy and accuracy) is very minor
for small variations. This makes it difficult to determine the exact best value
due to stochastic effects of the simulations. For this reason, only one significant
digit is used.
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ahead disappears. This result is at odds with Bustamante et al. [10]. This effect
persisted even after tuning Rmes, though the tuning reduced the effect. To
examine this further, stage A was shorted out of the algorithm as a test: Instead
of using sound simulation, WS was used on virtual measurements generated
from the true sound source location using WS with Rmes as the variance. This
showed that N-step ahead was now comparable with 1-step ahead in the long
term (somewhat unexpected), while 1-step ahead had a slight advantage in
the short term (as expected). This would seem to indicate that in addition to
tuning Rmes, there are additional improvements needed for N-step ahead to
work properly when stage A is properly tuned.

With regards to the bias of the estimation, for initial time steps it is large
(as expected due to the initial uniform GMM but non-uniform random source
locations), but for later time steps it is essentially of random direction in the
Cartesian world reference frame. However, in polar coordinates, there is a bias
in the range to the source (estimated to be 8.2 cm further away than the true
location on average, σ = 5.5 cm). The angular bias was small (< 20°). The bias
does not depend on parameters used for the sensor planning (stage C).

When using a properly tuned stage A, less than 0.7% of the results failed
the NEES test with the 99% confidence interval. This indicates that the filters
of stage A & B are well-tuned. This is in line with conjecture 5, and indicates
that the filters are well tuned. However, this is assuming that the interaural
axis and the ±π wraparound zone are avoided as described in section 4.2.1.

4.2.4 Using full GMM for stage C

This is the main novel improvement in this thesis. Results are shown in fig-
ure 4.3 to figure 4.5. A statistical analysis show that full GMM with Huber has
slightly worse posterior entropy at very early time steps (p = 3.9 · 10−32 at time
step 2 with 600 samples). At late time steps, the full GMM approach performs
slightly better than the moment matched approximation (p = 0.043 at time step
20). For the accuracy, the differences are not statistically significant at early
time steps, but in the middle the moment matched approximation is better
(p = 3.3 · 10−12 at time step 10). In the long term, there is again no statistically
significant difference. Even if the data is split up and considered separately
based on the number of steps ahead used for the prediction horizon, the same
relationships hold. Unlike for moment matched approximation, higher predic-
tion horizon (n-steps ahead) does not show a clear advantage when using the
full GMM approach.

A qualitative analysis of the behaviour suggested that the lacklustre per-
formance of the full GMM formulation likely resulted from a previous as-
sumption that was no longer true: The objective function was no longer locally
convex. Thus gradient descent was no longer a suitable algorithm. To test this,
some tests were run with a global optimisation algorithm. The built-in genetic
algorithm function in Matlab was used for this3. The global optimisation does
not use dual numbers and is extremely slow. It was not feasible to test this for
more than 2-step ahead planning and quite shorter (15 time steps). Results
(see figure 4.6), showed a small improvement for 1-step ahead (p = 0.038 for
time step 15), which confirms that the projected gradient ascent is no longer
suitable. However, the results were much worse for 2-steps ahead. It is not
clear why the global optimisation performed poorly in this case, suggesting
either a problem with the parameters for the global optimisation or that there
are more factors involved. The fact that the moment matched approximation

3This specific algorithm was selected as it was one of the few in Matlab that support non-
linear constraints. Non-linear constraints are required to represent the admissible translations:√
u2y +u

2
z < rmax .
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(a) Full view of entropy over the entire simulation.
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(b) Full view of accuracy over the entire simulation.

Figure 4.3: Entropy and accuracy (as measured using the squared error) for moment matched approxim-
ation versus full GMM. This uses the dual number approximation. 600 experiments in total. The dot
corresponds to the mean, and thus MSE for the accuracy plot.
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(a) Zoomed in view towards the start.
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(b) Zoomed in view of entropy towards the end.

Figure 4.4: Zoomed in views of entropy for moment matched approximation vs full GMM. Same data as
in figure 4.3.
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(a) Zoomed in view of accuracy towards the start.
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(b) Zoomed in view of accuracy towards the end.

Figure 4.5: Zoomed in views of accuracy for moment matched approximation vs full GMM. Same data as
in figure 4.3.
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with 2-step ahead and global optimisation also did poorly supports the former
interpretation.

Another experiment was conducted whereby the full GMM formulation
was used, but instead of using the Huber entropy at the end, the moment
matched approximation of the predicted observations was computed. Then
the Gaussian entropy of that was used. The idea behind this experiment was
to show if the problem existed in the full GMM N-step ahead prediction or
in the entropy calculations. While this function is still non-convex based on
plots, results were similar to (but slightly worse) than comparable to using
the Huber approximation. This suggests that the problem lies with the N-step
ahead GMM algorithm, not with using the Huber approximation.

4.2.5 More accurate observation functions in stage C

The results were surprising (see figure 4.7). For all frequencies, the much
simpler WS observation function performed better than the (in theory) more
accurate spherical ITD and ILD (p = 3 · 10−53 computed using Krusal-Wallis,
1-step ahead, 480 samples in total). Again, the lack of convexity was determined
to be a possible cause as the spherical observation functions have more complex
shapes. However, testing with global optimisation resulted in no improvement.
This indicates there are other factors at hand.

Given the lack of success of global optimisation, another possible explana-
tion is that the spherical model is a bad predictor for the log-likelihood fitting
in stage A. In order to test this, the Kemar HRTF in stage A was replaced with
the spherical ILD (with virtual measurements generated from the spherical
ILD as well). As the spherical HRTF depends on range, a fixed one meter was
used (similar to how the 1 meter Kemar HRTF is currently always used). This
showed an improvement (compared to spherical ILD in stage C and genuine
Kemar in stage A) of 0.3 of the entropy mean (p = 0.012 for 400 samples)
and 0.2 to the accuracy mean (p = 0.04 for 400 samples) for late time steps.
However, this is not enough to reach parity with using WS in stage C and the
genuine Kemar HRTF in stage A.

4.2.6 Computational time

As the stage C algorithm has to run in real-time on the real robot, the com-
putational impact of the various parameters was computed. As described in
section 4.1.2, due to the lack of a real robot, only relative performance impact
can be computed. The results of individual settings are shown in table 4.3.
As expected, the original less accurate settings are quicker. Thus these acts as
baselines. It should be noted that the way these combine is not linear (e.g. Full
GMM – Horizon 5 only takes 680 times as long as Moment Matched – Horizon
1).

4.2.7 Discussion

Addressing the conjectures from section 4.1.1:

1. Full GMM with Huber entropy approximation was only consistently bet-
ter when using global optimisation, indicating that the objective function
is not locally convex any more, and thus the gradient ascent is no longer
sufficient. It is not clear why global optimisation performed much worse
for 2-steps ahead though.

2. A high prediction horizon doesn’t help in the short term as expected.
However, unexpectedly, it is only marginally better in the long term. The
reason for this is unclear. If the result is correct and translates to the
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Optimiser: ga, Stage C approach: mm,  Horizon: 2
Optimiser: ga, Stage C approach: mm,  Horizon: 1
Optimiser: ga, Stage C approach: huber,  Horizon: 2
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Optimiser: dual, Stage C approach: huber,  Horizon: 1

Figure 4.6: Entropy results for the final time steps, comparing full GMM versus moment matched
approximation, with and without global optimisation using the genetic algorithm of Matlab.

Setting group Value Computational time relative base

Stage C entropy Moment Matched 1×
Full GMM (Huber)a 38× (22× for later time steps)

Stage C observation function WS 1×
Spherical ITD 23×
Spherical ILD 23×

Stage C horizon 1 1×
2 22×
5 180×

Source frequencyb 1 kHz 1×
3 kHz 1.3×
5 kHz 1.6×

aAs can be seen, the overhead is much larger for earlier time steps, when the source location is less well determined. This is
expected, as there are more hypotheses in the GMM early on.

bThe source frequency has no effect on computation time when using WS, but does matter when using the spherical HRTF.
Thus the spherical HRTF was used here.

Table 4.3: Computational impact of individual settings. All results listed are statistically significant
(p < 1 · 10−5 in all cases), but the variance is fairly large and the environment was not heavily controlled
(experiments running in parallel on a computer with dynamic CPU frequency etc). Thus only two
significant digits are given.
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(a) Entropy for time step 20.
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Time step 20, 1 step ahead, moment matched approximation

Frequency: 5000, Observation function: ws
Frequency: 5000, Observation function: sphere_itd
Frequency: 5000, Observation function: sphere_ild
Frequency: 3000, Observation function: ws
Frequency: 3000, Observation function: sphere_itd
Frequency: 3000, Observation function: sphere_ild
Frequency: 1000, Observation function: ws
Frequency: 1000, Observation function: sphere_itd
Frequency: 1000, Observation function: sphere_ild

(b) Squared error for time step 20. As the dot indicates the mean, this is the MSE.

Figure 4.7: Example of results for different observation functions at different frequencies. Only the final
time step is shown as it shows the largest differences. The same general behaviour existed across all time
steps, but increased with the step number.
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real robot, and as higher horizon requires more time to compute, the
marginal improvement in entropy might not be worth it. This is at odds
with previous results by Bustamante et al. [10], which showed a much
larger difference. It should however be noted, that the experimental setup
is different, in their case starting from a smaller initial belief and with a
fixed source position. Further investigation is required.

3. Switching out the observation function used in the sensor planning (stage
C) did not make a significant improvement and was, in fact, a regression.
Again, while lack of local convexity was identified as a potential cause,
global optimisation did not help, so another explanation is needed. It is
possible that the observation functions used may not be good approx-
imations of the log-likelihood approach of stage A. Further research is
needed.

4. As expected, the most likely Gaussian was a worse choice than the mo-
ment matched approximation. It is not clear if any previous publications
used this version of the code.

5. The improvements to the peak finding algorithm in stage A had a large ef-
fect, heavily reducing the number of experiments that failed the NEES cri-
terion, down to acceptable levels. However, as described in section 4.2.4,
this had knock-on effects requiring retuning of stage C to get proper
movements.

As described in section 4.2.2, it was found that the system required tuning of
the estimated noise parameter Rmes to work well. The optimal value varied
significantly between algorithmic choices. Rmes will likely also need to be re-
tuned for the real robot, as it represents a combination of various sources of
uncertainty. This includes effects that may not be correctly modelled in the
simulation, such as sensor noise.

In summary, while the full GMM formulation of the sensor planning did
improve the performance slightly in the long term when using global optim-
isation, the observation function replacement was a regression, and can not
be recommended in its current form. However, given the increased compu-
tational load of using the GMM formulation (especially when using global
optimisation), it is not clear that the improvement is worth it in general.



Chapter 5

Discussion and Conclusions

In this thesis, multiple possible improvements to the sensor planning for active
sound localisation have been investigated. It is believed that the simulation is
relatively accurate, but tests on the real robot would be preferred. At the very
least, the results in this thesis can serve as a foundation for future research,
indicating which approaches might be worth exploring further.

With regards to using the full GMM through the sensor planning, the im-
provements were relatively minor. A major cause appears to be that the new
algorithm results in a non-convex objective function. Given the increase in
computational cost, especially when using global optimisation to counteract
the lack of convexity, it is not clear that the improved algorithm is worth it.
However, it is possible this effect can be overcome by using for example a
machine learning based heuristic to select a good initial point for the search.
In addition, the short-term improvement for early time steps could be import-
ant for applications with intermittent sound sources. Further investigation is
needed into the mixed performance for N-step ahead prediction with a GMM.

With regards to the more accurate observation functions in the sensor plan-
ning, the result was an unexpected regression. Again, lack of convexity is part
of the reason, but it also appears that the more accurate observation functions
are simply worse predictors of the log-likelihood fitting of the genuine lookup
table based Kemar HRTF used in the short term azimuth detection (stage A).

Finally, during this thesis work, a number of issues that would benefit from
future research have been identified:

• Recovery from bad GMMs, where the true source is no longer within the
99% confidence interval: Currently if the localisation is lost, the system
is not able to recover. It would be interesting to expand the measurement
assimilation (stage B) such that it could recover. However, this must be
balanced against the need to reject the false measurements due to the
front-back ambiguity.

• Handling multiple sources: Handling multiple sources is a difficult prob-
lem with the current approach. Some progress was made by Portello et al.
[41]. However, their approach depends upon there only being one domin-
ant source per time-frequency bin. This is a reasonable assumption in an
anechoic or near-anechoic environment, but unlikely in a more natural
environment where there are reverberations. In addition, it is much more
limited than human hearing. An additional challenge is sensor planning
for multiple sources: A compromise between the optimum actions for the
different sound sources needs to be found.

57
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• Better handling of variable background noise: While the current robot is
able to learn to compensate for a constant background noise in stage A
(not in the Matlab implementation), this is rather limited in a dynamic
environment: There might be variable background noise, such as humans
speaking, and as the robot moves around the room acoustics will change.
This is likely a hard problem if only the sound signals are used. Further
investigation is needed into this area.

• Better handling of ego-noise than stopping for the measurement: Cur-
rently this limits the robot to move very slowly, as it does not have time
to accelerate to high speed before having to slow down for the next meas-
urement. While there are some research into this (see section 2.4.4.1),
none of the approaches have been evaluated in the context of this robotic
platform. In addition, the current code is not hard real-time and there is
no tight control over the delays. Depending on the speed of the robot, this
may become an issue. In addition, effects such as Doppler shift are not
handled. While this would not be needed at the typically slow speed of
indoor robots that are currently being used, sound localisation could be
useful in higher speed contexts as well. For example, it might be useful
for autonomous vehicles to localise sound sources in the vicinity, such as
car horns, sirens etc.

• Experiments replacing parts of the algorithm with machine learning:
Replacing the short term azimuth detection (stage A) with machine
learning would be an interesting experiment. While stage A currently
works well under optimal conditions, this could be a possible approach
for dealing with multiple sources and variable background noise. A
neural network could be trained to output the most likely azimuths.
Related work described in section 2.4.4.1 suggest that it can be a viable
approach. Another part that could perhaps benefit from a fast machine
learning approach is the sensor planning (stage C), either completely or
as a heuristic for the optimisation. Given the increased run-time and lack
of convexity when using the full GMM through stage C, a fast machine
learning based heuristic might be a solution. The requirement for speed
during use suggests that a shallow neural network or perhaps AdaBoost
would be suitable choices.

• Sound sources behind robot or near the interaural axis: As described in
section 4.2.1, these conditions currently cause issues. A better solution
than avoiding these regions is needed. Switching to a proper circular
distribution for the azimuth would solve this, but it would be difficult to
handle the range in that situation. Another and probably simpler option
is to dynamically shift the wrap-around point to avoid cutting peaks.

• Use of Gammatone filters: As Youssef et al. [46] show that Gammatone
filters can be superior to plain Fourier Transforms, it is possible that this
could improve the performance for the short term azimuth detection
in stage A. However, this would likely also require modifications to the
observation prediction function used in stage C so that the predictions
still match. Further research would be needed for formulating such
observation functions.



Appendix A

Sketch of N-step algorithm

for GMM

This chapter describes a proof that the approach to tracking the hypotheses
separately through stage C N-step ahead prediction is mathematically sound.
The proof shows that:

• For the prediction step of the Kalman equations, the hypotheses are
entirely independent of each other.

• For the measurement update step the hypotheses are independent, but
the weights need to be adjusted. This can be done using the approxima-
tion from Anderson et al. [2, chapter 8, equation 4.7e].

A.1 Basics

A.1.1 One-step prediction and measurement update

equations

The Kalman prediction equation turns p (xk |z1:k) into p (xk+1|z1:k). It comes
from the Chapman-Kolmogorov equation:

p (xk+1|z1:k) =
∫
p (xk+1|xk)p (xk |z1:k)dxk (A.1)

The measurement update can be seen as:

p (xk+1|z1:k)
zk+1

}
→ p (xk+1|z1:k+1)

and it can be written using Bayes rule as:

p (xk+1|z1:k+1) = p (xk+1|zk+1, z1:k) (A.2)

=
p (zk+1|xk+1, z1:k)p (xk+1|z1:k)

p (zk+1|z1:k)
(A.3)

=
p (zk+1|xk+1)p (xk+1|z1:k)

p (zk+1|z1:k)
(A.4)

∝ p (zk+1|xk+1)p (xk+1|z1:k) (A.5)

59



APPENDIX A. SKETCH OF N-STEP ALGORITHM FOR GMM 60

It is possible to remove z1:k in equation (A.4) as, conditioned on xk+1, zk+1 is
independent of the past measurements z1:k . As the denominator is a normalisa-
tion constant, it is also the integral of the numerator over xk+1, i.e.

p (zk+1|z1:k) =
∫
p (zk+1|xk+1)p (xk+1|z1:k)dxk+1 (A.6)

A.1.2 Joint state prediction PDF

Consider the joint state prediction p (xk+1:k+i−1|z1:k). It can be rewritten as
follows:

p (xk+1:k+i−1|z1:k) =p (xk+i−1|xk+1:k+i−2, z1:k)p (xk+1:k+i−2|z1:k)
=p (xk+i−1|xk+1:k+i−2, z1:k)p (xk+i−2|xk+1:k+i−3, z1:k) ·
. . . · p (xk+2|xk+1, z1:k)p (xk+1|z1:k)

=p (xk+i−1|xk+i−2)p (xk+i−2|xk+i−3) . . .p (xk+2|xk+1)︸                                                        ︷︷                                                        ︸
=p(xk+2:k+i−1 |xk+1)=p(xk+2:k+i−1 |xk+1,z1:k )

·
∫
p (xk+1|xk)p (xk |z1:k)dxk︸                            ︷︷                            ︸

=p(xk+1 |z1:k )

Thus the following rule can be formulated:

p (xk+1:k+i−1|z1:k) = p (xk+i−1|xk+i−2) . . .p (xk+2|xk+1)
∫
p (xk+1|xk)p (xk |z1:k)dxk

(A.7)

A.1.3 Joint measurement prediction PDF

From the joint state prediction p (xk+1:k+i−1|z1:k), the joint measurement pre-
diction can be deduced (similar to equation (A.6)). To reduce verbosity, let
xW B xk+1:k+i−1. Then, using the law of total probability:

p (zk+1:k+i−1|z1:k) =
∫
p (zk+1:k+i−1|xW, z1:k)p (xW|z1:k)dxk+1:k+i−1 (A.8)

where

p (zk+1:k+i−1|xALL, z1:k) =
p(zk+1 |xW,z1:k )p(zk+2 |xW,z1:k+1)·...·p(zk+i−2 |xW,z1:k+i−3)p(zk+i−1 |xW ,z1:k+i−2)

= p (zk+1|xk+1)p (zk+2|xk+2) · . . . · p (zk+i−2|xk+i−2)p (zk+i−1|xk+i−1)

in view of the fact that ∀n = 1 . . . i−1, zk+n = H(xk+n)+vn with vk+1, . . .vk+i−1 i.i.d.
from N (0,Rmes). So if p (xW|z1:k) = N

(
xW; x̂W|k , PW|k

)
then P (zk+1:k+i−1|z1:k) ≈

N
(
zW; ẑW |k ,SW |k

)
where ẑW |k , SW |k are obtained though standard methods on

the basis of the joint measurement equation:
zk+1
...

zk+i−1

 =

H (xk+1)

...
H (xk+i−1)

+ v
where H (. . .) is the observation function and v is the measurement process over
k + i : k + i − 1:

v ∼N



0
...
0

 ,

Rmes 0 0

0
. . . 0

0 0 Rmes
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A.1.4 Application to GMMs

Assume that p (xk |z1:k) is a GMM: p (xk |z1:k) =
∑
mαm,kNm (xk) whereNm (xk) =

N
(
xk ; x̂m,k|k , Pm,k|k

)
.

This implies that the GMM after the prediction step is (using Chapman-
Kolmogorov as in A.1):

p (xk+1|z1:k) =
∫
p (xk+1|xk)

∑
m

αm,kNm (xk)

dxk (A.9)

=
∑

αm,k

[∫
p (xk+1|xk)Nm (xk)dxk

]
which is also a GMM, this time of the form

∑
mαm,kNm

(
xk+1; x̂m,k+1|k , Pm,k+1|k

)
where

∀m, Nm
(
xk+1; x̂m,k+1|k , Pm,k+1|k

)
=

∫
p
(
xk+1|k

)
Nm

(
xk ; x̂m,k|k , Pm,k|k

)
dxk

There are two conclusions that can be drawn from this:

• The weights are the same as they can just be rearranged to be outside the
integral.

• Each GMM hypothesis can be computed separately through the Kalman
prediction step.

When it comes to the measurement update step, the following holds (using
Bayes rule as in A.2):

p (xk+1|z1:k+1) =
p (zk+1|xk+1)p (xk+1|z1:k)

p (zk+1|z1:k)

=

∑
mαm,kp (zk+1|xk+1)N

(
xk+1; x̂m,k+1|k , Pm,k+1|k

)
p (zk+1|z1:k)

Let us denote:

• αm,k = P (m|z1:k) is the posterior probability of the weights at time step k,
conditioned on the measurements z1:k .

• Nm (xk) = p (xk |m,z1:k) is the filtering PDF at time k for hypothesis m,
conditioned on the measurements z1:k .

• N
(
xk+1; x̂m,k+1|k , Pm,k+1|k

)
= p (xk+1|m,z1:k) prediction PDF at time k+1 for

hypothesis m, conditioned on the measurements z1:k .

• αm,k+1 = P (m|z1:k+1) is the posterior probability of the weights at time
step k +1, conditioned on the measurements z1:k+1.

• N
(
xk+1; x̂k+1|k+1, Pk+1|k+1

)
= p (xk+1|m,z1:k+1) is the filtering PDF at time

k +1 for hypothesis m, conditioned on the measurements z1:k+1.

Using equation (A.5), one can write:

p (xk+1|zk+1) ∝ p (zk+1|xk+1)

=p(xk+1 |z1:k )︷                         ︸︸                         ︷∑
m

αm,kp (xk+1|m,z1:k)
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Using the above result, it can be shown that the posterior PDF p (xk+1|z1:k+1)
must be equal to (up to a normalisation constant):

p (xk+1|z1:k+1) ∝
∑
m

αm,kp (zk+1|xk+1)p (xk+1|m,z1:k)

∝
∑
m

P (m|z1:k)p (xk+1, zk+1|m,z1:k)

∝
∑
m

P (m|z1:k)p (zk+1|m,z1:k)p (xk+1|m,z1:k+1)

Equivalently p (xk+1|z1:k+1) must be equal to

p (xk+1|z1:k+1) =
∑
m

P (m|z1:k+1)︸       ︷︷       ︸
=αm,k+1

p (xk+1|m,z1:k+1)

hence

αm,k+1 ∝ αm,kp (zk+1|m,z1:k) ⇐⇒ αm,k+1 ∝ αm,kN
(
zk+1; ẑm,k+1|k ,Sm,k+1|k

)
︸                           ︷︷                           ︸

=p(zk+1 |m,z1:k )

where ẑm,k+1|k and Sm,k+1|k are the predicted measurement and associated cov-
ariance, both at time k +1, per hypothesis m, conditioned on z1:k .

Using the joint predicted state PDF from equation (A.7), one gets:

p (xk+1:k+i−1|z1:k) =p (xk+i−1|xk+i−2)p (xk+i−2|xk+i−3) . . .p (xk+2|xk+1)∑
m

P (m|z1:k)p (xk+1|m,z1:k)


=
∑
m

P (m|z1:k)p (xk+1:k+i−1|m,z1:k) (A.10)

Using the joint output equation from equation (A.8):

p (zk+1:k+i−1|z1:k) =
∑

P (m|z1:k)p (zk+1:k+i−1|m,z1:k) (A.11)

with p (zk+1:k+i−1|m,z1:k) obtained from p (xk+1:k+i−1|m,z1:k) (i.e. hypothesis-wise),
thanks to the joint measurement prediction step.

A.2 Computation of elements of JN (ūN )

A.2.1 Expectation Ezk+1:k+i−1|z1:k [φ (zk+1:k+i−1)]

In view of the above, any integral of the form (involved in equation (3.6),
JN (ūN )) ∫

p (zk+1:k+i−1|z1:k)φ (zk+1:k+i−1)dzk+1:k+i−1

writes as∑
m

P (m|z1:k)
[∫

p (zk+1:k+i−1|m,z1:k)φ (zk+1:k+i−1)dzk+1:k+i−1

]
where [. . .] is the “component-wise expectation” of φ (. . .) and can be eval-
uated by drawing sigma points from p (zk+1:k+i−1|m,z1:k) related to the mth

component of the GMM exactly in the same way as in the Gaussian case. These
sigma points express the fact that p (zk+1:k+i−1|m.z1:k) can be obtained from
p
(
xk+1:k+i−1|m,z1;k

)
and the joint output equation (see section A.1.3).
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A.2.2 Computation of Fi (ūi , zk+1:k+i−1)

In the above φ (zk+1:k+1−1) is equal to Fi (ūi , zk+1:k+i−1) = h (zk+i |z1:k+i−1) from
equation (3.6). So, starting from p

(
xk||z1:k

)
one must compute

{p (xk+1|z1:k) ,p (zk+1|z1:k)}, then sequentially assimilate the measurements
zk+1, zk+2, . . . , zk+i−1 and sequentially compute, {p (xk+2|z1:k+1) ,p (zk+2|z1:k+1)},
{p (xk+3|z1:k+2) ,p (zk+3|z1:k+2)}, etc. up to {p (xk+i |z1:k+i−1) ,p (zk+i |z1:k+i−1)}. This
is needed in order to deduce h (zk+i |z1:k+i−1) which is the entropy used as part
of the optimisation criterion for N-step ahead.

Importantly, h (zk+i |z1:k+i−1) depends on the sequence of control inputs ūi =
uk+1, . . . ,uk+i−1 applied to the head between the assimilation of measurements.
This is why this dependence is made explicit in Fi (ūi , zk+1:k+i−1).

The next step is to show how to assimilate future predicted measurements.
That is, how to compute p (zk+i |z1:k+i−1) starting from the GMM

p (xk |z1:k) =
∑
m

P (m|z1:k)p (xk |m,z1:k)

This is shown by an inductive proof. First, it will be shown how to go from k
to k +1, then it will be demonstrated that the method can be extended from
k + i − 1 to k + i.

Given
p (xk |z1:k) =

∑
m

αm,kN
(
xk ; x̂m,k|k , Pm,k|k

)
we can compute, using the MH-UKF prediction step with the robot state
equations:

p (xk+1|z1:k) =
∑
m

αm,k︸︷︷︸
=P(m|z1:k )

N
(
xk+1; x̂m,k+1|k , Pm,k+1|k

)
︸                           ︷︷                           ︸

=p(xk+1 |m,z1:k )

Then, again using the MH-UKF equations to predict future measurements
with the observation function:

p (zk+1|z1:k) =
∑
m

αm,k︸︷︷︸
=P(m|z1:k )

N
(
zk+1; ẑk+1|k ,Sk+1|k

)
︸                     ︷︷                     ︸

=p(zk+1 |m,z1:k )

(A.12)

Finally, from this, the posterior can be derived, again using the normal
MH-UKF approach:

p (xk+1|z1:k+1) =
∑
m

αm,k+1N
(
xk+1; x̂m,k+1|k+1, Pm,k+1|k+1

)
(A.13)

with

• ∀m, x̂m,k+1|k+1, Pm,k+1|k+1 obtained from x̂m,k|k , Pm,k|k and zk+1 through
standard UKF filtering equations.

• αm,k+1 ∝ αm,kN
(
zk+1; ẑm,k+1|k ,Sm,k+1|k

)
. Using [2, chapter 8, equation 4.7e]:

α?m,k+1 = αm,kp (zk+1|m,z1:k)

and

αm,k+1 =
α?m,k+1∑M
l=1α

?
m,k+1

Where p (zk+1|m,z1:k) can be obtained from the unscented transform as
described above (section A.1.3).
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This result can then be trivially repeated to yield k + 2, k + 3 etc. until an
arbitrary point k + i. From p (zk+1|m,z1:k), the entropy can then be computed
using a suitable approximation, such as the one described by Huber et al. [23].
QED.



Appendix B

Algorithm for stage C

B.1 Single-Gaussian case (previous algorithm)

The old algorithm is available in French the thesis of Bustamante [9]. However,
since this is in French, an English translation has been included here along
with extended explanations. In addition, a typo with regards to the final index
of T̄ , φ̄ and R̄ has been corrected. It was originally written to extend to k + i −1
instead of the correct k + i − 2 which was implemented in the code.

First, the observation model (from page 21 of [9]) must be defined. Here, h̄
is the WS approximation of ITDs and Rk is the variance of the measurement
noise (called Rmes in this thesis):

zk = h (xk) + vk = h̄ (θk) + vk , zk ∈ R,vk ∼N (0,Rk) (B.1)

This formula is equivalent to equation (3.1) in this thesis.
Then follows the algorithm (from algorithm 4.1 of [9], page 88) to calculate

the prerequisite sigma points needed for the prediction loop:
Calculation of the moments of p (zk+1:k+i−1|z1:k)

[ẑk+1:k+i−1|k , Ŝk+1:k+i−1|k] = Z_Pred
(
x̂k|k , Pk|k , ūi

)
Inputs:

• x̂k|k , Pk|k are the posterior mean and covariance of the state vector condi-
tioned on measurements up k.

• Sequence of control vectors ūi−1 = uk , . . . ,uk+i−2 with uk =
(
Ty,k ,Tz,k ,φk

)T
Parameters:

• Number of control vectors: i ≥ 2

• Parameter for the sigma-point computation: γ

Return values:

• ẑk+1:k+i−1|k , Ŝk+1:k+i−1|k are the joint predicted mean and covariance in
measurement space, not including Rmes.

Initialisation: Concatenate translations and rotations in vectors T̄ and φ̄:

1. T̄ =
(
T T1 , · · · ,T

T
i−1

)
=

((
Ty,k ,Tz,k

)T
, · · · ,

(
Ty,k+i−2,Tz,k+i−2

)T )T

65
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2. φ̄ = (φ1, · · · ,φi−1) = (φk , · · · ,φk+i−2)T
Define the vector x̄ stacking the predictions of the state vector at times

k +1, . . . , k + i − 1 such that x̄ =
(
x̂Tk+1|k , . . . , x̂

T
k+i−1|k

)T
3. x̄ = R̄

(
φ̄
)
x̂k|k − BT̄ with R̄ =

 RT (φ1)
· · ·

RT (φ1 + · · ·+φi−1)

 of size [2(i − 1)× 2]

and

B =


RT (φ1) ∅ · · · ∅

RT (φ1 +φ2) RT (φ2) · · · ∅
...

...
. . .

...
RT (φ1 + · · ·+φi−1) RT (φ2 + · · ·+φi−1) · · · RT (φi−1)


of size [2(i − 1)× 2(i − 1)]
where RT (φ) is a transposed rotation matrix of φ radians.

4. Calculate P̄ : P̄ = R̄Pk|kR̄T

5. Cholesky decomposition of P̄ : P̄ = L̄L̄T (This decomposition can be easily
obtained from Pk|k = LLT ).

6. Calculate the sigma-points of the distribution p (xk+1:k+i−1|z1:k)[{
X̄j

}
j=0,...,2nx̄

,
{
ωmj

}
,
{
ωcj

}]
= sp

(
x̄, L̄,γ

)
with nx̄ = 2(i − 1) of same size as

vector x̄.

7. Map the sigma-points through the observation function (to lighten the
notation, the function h : R2→ R defining the observation model (B.1) is
"extended" to an argument x̄ of size 2(i − 1) in the sense that h (x̄) consists
of the stacking of the application of h to each of the successive sub-vectors
of dimension 2 which constitute x̄):
for j = 0, . . . ,2nx̄ do

8. Z̄j = h
(
X̄j

)
9. end

10. Compute the first two moments of p (zk+1:k+i−1|z1:k) assuming no meas-
urement noise:
ẑk+1:k+i−1|k = spMean

({
wmj

}
,
{
Z̄j

})
where spMean

({
wmi

}
, {Yi}

)
=

∑2nx
i=0w

m
i Yi

11. Ŝk+1:k+i−1|k = spCov
({
wcj

}
,
{
Z̄j

}
, ẑk+1:k+i−1|k ,

{
Z̄j

}
, ẑk+1:k+i−1|k

)
where spCov

({
wcj

}
,
{
Z̄j

}
, ŷ,

{
Ȳj

}
, ŷ

)
=

∑2n
i=0w

c
i (Yi − ŷ) (Yi − ŷ)

T

This is the end of the translation of algorithm 4.1 of [9]. However this is
not the whole algorithm. At this point, in the code, the measurement noise
variance Rmes is added to Ŝk+1:k+i−1|k to get the genuine covariance Sk+1:k+i−1|k
of p (zk+1:k+i−1|z1:k). After that:

• New sigma points are computed for p (zk+1:k+i−1|z1:k)

• Compute p (xk+i |z1:k , zk+1:k+i−1 = each sigma point)

• Compute p (zk+i |z1:k , zk+1:k+i−1 = each sigma point) and compute the en-
tropy.

• Join these entropy estimates using the weights of the sigma points us-
ing standard UT so as to approximate Ezk+1:k+i−1 |z1:kFi (ūi , zk+1:k+i−1|z1:k) in
JN (ūN ).
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B.2 Multi-Gaussian-case (new algorithm)

The new algorithm can be split into three main parts, with some of the old
code reordered, and some new elements added:

• Common pre-processing for GMM and non-GMM case.

• Per hypothesis pre-processing.

• Main prediction loop.

In this algorithm the following notation is used:

• � is the operation to combine the set of weights with the sigma points to
get either the means or the (co)variances.

• X :,i , where X is a matrix, indicates the entire column i. In order words, : is
used in the Matlab sense. Similarly Xn,2:3 would be the row vector of
element 2-3 from row n.

In addition, the following constants are used:

• i is the number of control vectors.

• M is the number of hypotheses in the state GMM fed to the algorithm.

• α are the weights of a GMM.

• α̇ are the weights of the state GMM fed to the algorithm.

B.2.1 Common pre-processing

Like in section B.1, the matrix B and R̄must be computed as above:

1. R̄ =

 RT (φ1)
· · ·

RT (φ1 + · · ·+φi−1)

 of size [2(i − 1)× 2]

2. B =


RT (φ1) ∅ · · · ∅

RT (φ1 +φ2) RT (φ2) · · · ∅
...

...
. . .

...
RT (φ1 + · · ·+φi−1) RT (φ2 + · · ·+φi−1) · · · RT (φi−1)


of size [2(i − 1)× 2(i − 1)]
where RT (φ) is a transposed rotation matrix of φ radians.

B.2.2 Per hypothesis pre-processing

After the above preprocessing, the next steps must now happen per Gaussian
p (xk |m,z1:k) in the posterior GMM p (xk |z1:k).

Given: p (xk |m,z1:k) = N
(
x; x̂m,k|k , Pm,k|k

)
, then the algorithm is, per hypo-

thesis m in the posterior GMM:

1. x̂m,k+1:k+i−1|k = R̄
(
φ̄
)
x̂m,k|k −BT̄ of size [i − 1,2]

computed using the movements updates (see algorithm 3.3). This corres-
ponds to parts of line 3 in section B.1.

2. L̄L̄T = R̄Pm,k|kR̄T

This is the Cholesky decomposition (line 5 in section B.1).

3.
[
Asp,Awm,Awc

]
= sp

(
x̂m,k+1:k+i−1|k , L̄

)
Extract the sigma points of

p (xk+1:k+i−1|m,z1:k). Line 6 in section B.1.
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4. Pass the sigma points Asp through the observation function of choice,
giving a matrix of transformed sigma points of size [(i − 1) ,4(i − 1) + 1].

5. From this matrix, calculate the moments ẑm,k+1:k+i−1 and Ŝm,k+1:k+i−1
of p (zk+1:k+i−1|m,z1:k) with measurement noise based on Rmes using the
Unscented Transform. This corresponds to 10 to 11 in section B.1.

6.
[
Zm,j,i ,wm,j

]
= sp

(
ẑm,k+1:k+i−1, Ŝm,k+1:k+i−1

)
Compute new sigma points.

These are used in the computation of equation (3.8).

B.2.3 Prediction loop

At this point, the per-hypothesis pre-processing has been done. Now, each
of the computed sigma points must be simulated forward to compute the
predicted entropy of the posterior observation.

1. Combine
[
Zm,j,i ,wm,j

]
for all hypotheses g into an ordered set (represen-

ted as a matrix for each of these for convenience). Scale the UT weights w
based on the GMM weights α:
Zi,j =

(
Z1,j,i · · · Zm,j,i

)
wj =

(
α1,k|kw1,j · · · αm,k|kwm,j

)
2. ch = 2i − 1 Number of sigma points per hypothesis.
ct =Mch Number of total sigma points.

3. f =
(
0 · · · 0

)
of size [1, ct]

4.

[
Gzk+1

{
0
Czm ,

0
CS

}
,Gxk+1

{
0
Cx,

0
CP

}
,
0
CX̂ ,

0
CZ ,

0
CWm ,

0
CW c

]
= predict_z_wo_noise(ū1,p (xk |z1:k) ,1)

This performs the MH-UKF prediction step. The G {. . .} notation indicate
that GMMs returned from Fpred are unpacked into ordered sets of means
and variances. The weights for the GMM do not change and are still α̇. As
this is common for all sigma points to be processed in the loop below, it is
computed once in advance, indicated by the 0 on top. See algorithm 3.2.

5.
0
CS =

0
CS +Rmes

6. for k = 1 to k ≤ ct :
Loop over all the sigma points

(a) αk = α̇ Initialise with state GMM weights

(b) for q = 1 to q ≤ i:
Note, this inner loop uses C values from the previous iteration,

resetting to
0
C for each iteration of the outer loop.

i. Zesp = Zq,k
Select the sigma point at time step q into the future, for sigma
point k.

ii.
[
α̂, x̂post , p̂post

]
= update

(
αj ,

q
Czm ,

q
CZ ,Zesp,

q
CS ,

q
Cx,

q
CX̂ ,

q
CP

q
CWc

)
This performs the MH-UKF measurement update step. See sec-
tion B.2.4.

iii.
[
α̂q+1,xpost ,ppost

]
= prune_gmm

(
α̂, x̂post , p̂post

)
.

This removes low-weight entries.
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iv.
[
Gzk+1

{
q+1
C zm ,

q+1
C S

}
,Gxk+1

{
q+1
C x,

q+1
C P

}
,
q+1
C X̂ ,

q+1
C Z ,

q+1
C Wm

,
q+1
C Wc

]
= predict_z_wo_noise

(
ūq,

{
xpost ,ppost

})
This performs the MH-UKF prediction step. See algorithm 3.2.

v.
q+1
C S =

q+1
C S +Rmes

Add in measurement noise.

(c) Set f k = h
(
αk ,

i
Czm ,

i
CS

)
This is the entropy calculation.

7. return w � f
This is a weighted sum of the entropy calculations and is the final result
of the computation. This is the final use of the unscented transform,
combining the results back into a single entropy estimate.

B.2.4 MH-UKF Measurement Update for GMMs

This function implements the measurement update for the GMM case.

B.2.4.1 Parameters

• α GMM weights

• Zm Means in measurement space

• Zsp Sigma points in measurement space

• Y The current “true” measurement under consideration. That is, the
point the algorithm is assuming the measurement is at for this specific
computation. This corresponds to Zesp in the prediction loop.

• S The variances in measurement space.

• Xm Previous state space means

• Xsp Previous state space sigma points

• P Previous state space covariances

• Wc Covariance sigma points

B.2.4.2 Pseudocode

1. m is the number of hypotheses in the GMM represented by α, Xm, P . This
GMM is of the same size as the number of elements in Zm etc. as well.

2. n = 2, is the size of the state space (2D).

3. for hypothesis g = 1 to g ≤m:

(a)
[
x
g
post ,p

g
post

]
= per_gaussian_update

(
Z
g
m,Z

g
sp, . . .

)
To lighten the indexing notation, this is broken out in section B.2.4.3,
as otherwise, indexing on both Gaussian and elements in thematrices
would be unwieldy.

(b) α̃g = log(αg ) +Nlog
(
Y ,Z

g
m,Sg

)
whereNlog

(
Y ,Z

g
m,Sg

)
= log

(
1√
Sg

)
− 1

2

(
Y−Zgm
Sg

)2
Compute the new weight in log space. This is needed as the val-
ues have a huge range. Note that some factors has been removed
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out of this expression of Nlog as they do not affect the result after
normalisation.

4. a = 10−max α̃
Compute an adjustment factor to scale the numbers to a range represent-
able by doubles after converting back to linear space.

5. α̂ = eα̃+a

Compute (element-wise) the linear-space weights.

6. αpost =
1∑m

n=1 α̂n
α̂

Normalise weights to sum to one.

7. return
[
αpost ,xpost ,ppost

]
B.2.4.3 Pseudocode for per-Gaussian update

This part of the algorithm is the repeated for each Gaussian in the GMM. It is
simply the normal UKF measurement update.

1. T =
w1
C

(
X :,1
sp −Xm

)(
Z :,1
sp − zmean

)
+ · · ·
+w2n+2

C

(
X :,2n+2
sp −Xm

)(
Z :,n+2
sp − zmean

)
of size [n,1]

2. K = T 1
S

3. xpost = x+K (Y − zmean)

4. ppost = P −KSKT

5. return
[
xpost ,ppost

]
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