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Abstract

Promised some decades ago by researchers in artificial intelligence and robotics
as an imminent breakthrough in our everyday lives, a robotic assistant that
could work with us in our home and our workplace is a dream still far from
being fulfilled. The work presented in this thesis aims at bringing this future
vision a little closer to realization.

Here, we start from the assumption that an efficient robotic helper should
not impose constraints on users’ activities, but rather perform its tasks unob-
trusively to fulfill its goals and to facilitate people in achieving their objectives.
Also, the helper should be able to consider the outcome of possible future ac-
tions by the human users, to assess how those would affect the environment
with respect to the agent’s objectives, and to predict when its support will be
needed.

In this thesis we address two highly interconnected problems that are essen-
tial for the cohabitation of people and service robots: robot task planning and
human activity recognition.

First, we present human-aware planning, that is, our approach to robot
high-level symbolic reasoning for plan generation. Human-aware planning can
be applied in situations where there is a controllable agent, the robot, whose
actions we can plan, and one or more uncontrollable agents, the human users,
whose future actions we can only try to predict. In our approach, therefore, the
knowledge of the users’ current and future activities is an important prerequi-
site. We define human-aware as a new type of planning problem, we formal-
ize the extensions needed by a classical planner to solve such a problem, and
we present the implementation of a planner that satisfies all identified require-
ments.

In this thesis we explore also a second issue, which is a prerequisite to the
first one: human activity monitoring in intelligent environments. We adopt a
knowledge driven approach to activity recognition, whereby a constraint-based
domain description is used to correlate sensor readings to human activities.

We validate our solutions to both human-aware planning and activity recog-
nition both theoretically and experimentally, describing a number of explana-
tory examples and test runs in a real environment.
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Chapter 1
Introduction

1.1 The Dream of a Robot Butler

Fifty years ago or so, the prospect of having in a relatively short time a robot
butler that could help people in their everyday activities was almost a certainty.
This dream has been sustained by hundreds of science-fiction novels, shows
and movies. We grew up admiring perfectly autonomous and highly logical
robots like the ones described by the pen of Isaac Asimov, or extremely power-
ful computers that could control the environment (HAL, from “2001: A Space
Odyssey”). Unfortunately, the dream turned out to be more difficult to achieve
than expected.

State-of-the-art commercial robots are finally finding their way into our
homes (as the Roomba vacuum cleaners from iRobot – figure 1.1(a)) and into
our workplaces (the Magic Shelf from KIVA systems – figure 1.1(b)), perform-
ing efficiently their tasks. However, we are still far from fulfilling the expecta-
tions raised by decades of science fiction. One of the main features that dis-
tinguished robots and intelligent environments as depicted in fiction and the
ones we can now deploy in our homes is the capability to closely cooperate
with humans. This cooperation is both explicit and implicit, as science fiction
robots and intelligent systems can act when directly prompted by the users,
but they can also support them by understanding what are their intentions and
performing high level reasoning to achieve complex tasks to assist them.

In this thesis we concentrate on implicit cooperation between robots and
humans. To bring the futuristic vision a little closer to realization, we need to
address two major aspects of the overall problem: firstly, we need to empower
our intelligent systems with the capability to understand what people are doing
and what could be their intentions; Secondly, robots that act in the presence of
humans must be able to plan their own actions taking into account the possible
intentions of the users with which they share the environment. In this thesis
we address both problems, namely; human activity recognition, and robot task
planning in the presence of humans.

1



2 CHAPTER 1. INTRODUCTION

Here, we focus on service robots, that is, robots that can reason and act in
places where humans live and work. We propose techniques for human activity
recognition in intelligent environments and human-aware robot task planning
as means to achieve a better integration between people and service robots.
In our vision, the two research areas will also be finally combined. We would
merge the two areas, splitting the burden of understanding what the humans
are doing and what are their intentions, and the robot task planning once this
knowledge is acquired. The former task would be assigned to a sensor-rich en-
vironment equipped with computational capabilities, while the latter would be
delegated to the robot, which would reason about the data provided and plan
its actions accordingly. Obviously, we could also have overlaps on the tasks:
the environment enacting contextual services if provided with actuation capa-
bilities, while the robot relying only on its own sensors to perform relatively
simple tasks. Environment, human agents and robots would therefore form an
ecology, in which people have a central role.

(a) (b)

Figure 1.1: State of the art commercial autonomous robots. The iRobot Roomba vac-
uum cleaners (figure 1.1(a)) are targeted to households environments, while the Kiva
Magic Shelf system (figure 1.1(b)) is built for commercial use in warehouses.

1.2 Two Motivating Scenarios

Malin lives alone in her small apartment. With the help of her
grandchildren, she has equipped the apartment with a series of sen-
sors and actuators which help her manage some of the physical and
cognitive difficulties she has due to age. The home alerts her if she
appears to be over-cooking her meals, can recognize when she is
sleeping, eating and performing other usual activities at home, and
can be easily set up to monitor and respond to the occurrence of
specific patterns of behavior, like getting her a drink from the fridge
when she watches TV. A robotic vacuum cleaner is also deployed
in the apartment. It can plan its cleaning tasks according to Malin’s
daily schedules, to avoid disturbing the elderly woman.
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An industrial plant for the production of laminated steel is a haz-
ardous environment. Operators survey the production process from
a safe room, but sometimes failures are detected and human inter-
vention is required. When such a failure occurs, a central system
analyzes the data from the sensors and selects all the protocols the
operator could be required to follow. The information is then sent
to a robot, inside the hazardous area, that can prepare a suitable
plan to provide assistance to the operators. It will bring the re-
quired tools, carry spare parts and remove all unnecessary material
once the plant’s production process has been restored. With the help
of the robot, operators minimize the time spent inside the danger-
ous areas and the plant increases its productivity by accelerating the
recovery process.

The scenarios described above are just two examples of how future robotic
systems could improve the quality of our everyday life: the aging of the pop-
ulation in many countries, for instance, could open a wide space for new ap-
plications [89]. Cognitively impaired elderly people could live more safely in
their homes if a system could monitor their actions and help them in everyday
tasks; human operators in dangerous factories (figure 1.2) could minimize their
presence in hazardous areas with the help of a robot assistant; and in hospitals
or health-care centers patients could be more effectively monitored and nursing
staff could be helped in their tasks. Robots could then become effective work-
ers, precious butlers and, eventually, friendly helpers in houses and factories.

The scenarios depicted in the examples are not as far from reality as it may
seem: our work aims at bringing this future vision closer. The main contribution
of this thesis is a new approach to robot task planning in the presence of hu-
mans, that is, we address the problem of how robots should perform high level
reasoning about their own future actions in the presence of people, avoiding in-
terference and helping them in their tasks. We also address the complementary
problem emphasized in the two scenarios above: a robot that aims at cooperat-
ing with people should have some knowledge about their current and possible
future activities. Therefore, in this thesis we also propose new techniques for
human activity recognition. In general, our techniques can apply to every sit-
uation in which human activity monitoring could be useful and whenever a
robot would need to act in the presence of people. Our techniques are are both
theoretically founded, and experimentally validated on real robots and devices.

1.2.1 Robot Task Planning in the Presence of Humans

Human-robot cooperation and interaction is a complex research problem, as
it is not limited to the identification of suitable communication interfaces. The
presence of humans in the space where robots operate has also a profound
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Figure 1.2: In a plant in the steel industry, the environmental conditions outside the
operators’ room are harsh and human intervention should be minimized. In case an
operator should need to leave the safety zone, a robotic helper would be useful to speed
up his tasks and minimize its exposure to danger. Image courtesy of ABB.

influence on how the embodied agents should perform high level reasoning and
plan their actions.

We believe that, as remarked by Hoffman and Breazeal [45, 44], the interac-
tion and teamwork of robots and humans can be greatly improved if the former
can anticipate the forthcoming actions of the latter. The robots should acquire
knowledge about people’s current and predicted future activities and use such
knowledge to plan their actions accordingly.

As many researchers have already pointed out [40, 58, 7], a classical AI
planning system in which the robot is in control and the state of the world is
only affected by the actions of the robot [72] is not applicable anymore. In order
to be effective collaborators in household or industrial environments, the robots
should include the state of the humans in their control loop [47]. In tackling
this issue, we propose human-aware planning as a way to improve the ability of
robots to co-exist with humans. Human-aware planning adheres to the above
suggestion by Hoffman and Breazeal and goes beyond it, in that the robot takes
human actions into account not only when acting, but also when planning its
future tasks. In human-aware planning the robot uses a forecast of the entire
plan, or set of possible plans, that people are expected to perform, and generates
plans that achieve the given goals while respecting a given set of interaction
constraints with the humans. Interaction constraints can be used to enable a
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closer cooperation between the robot and the human without endangering the
safety and comfort of the latter.

1.2.2 Monitoring Human Activities in Intelligent Environments

As we have seen, an important requirement for human-robot cooperation and
cohabitation is the capability of the robots to have a clear understanding of the
state of the human and of his future plans. We argue that the monitoring of a
human user is better achieved if data can be collected directly from the environ-
ment where he acts, by means of distributed, unobtrusive sensors. This research
direction is not new, and intelligent environments are quickly evolving to incor-
porate sophisticated sensing, and even actuation capabilities. In fact, several
approaches are currently under way that combine insights from the fields of
intelligent environments and autonomous robotics. Instances of this paradigm
include intelligent spaces [56], sensor-actuator networks [27], artificial ecosys-
tems [83], and PEIS-Ecologies [81].

The ability to recognize the activities performed by a human user (context
awareness) is a key capability for a smart robotic environment. This is because,
in order to provide personalized services to the user, intelligent environments in
general and smart robotic environments in particular must employ non-trivial
and temporally contextualized knowledge regarding the user’s state [9]. For in-
stance, if a smart home could recognize that the human user is cooking, this
information could be used both by the environment itself (e.g., to adjust the
lights in the rooms and to activate the fan above the stove), and by a vacuum
cleaning robot, so that it will plan its tasks in the dining room after the subse-
quent dining activity is over.

In this thesis, we propose a model-driven approach to activity recognition,
in which requirements expressed in the form of temporal constraints are used to
specify how sensor readings correlate to particular states of a set of monitored
entities in the environment. These entities can represent, for instance, various
levels of abstraction of a human user’s daily activities.

1.3 Methodology

In this thesis, we describe our solutions to human-aware planning and human
activity recognition. First, we formalize our definition of human-aware plan-
ning and of the human-aware planning problem, identifying the functionalities
required by a planner to solve such a problem. We also present the implementa-
tion of a planner that incorporates the above functionalities. As our approach
requires information about the current and future activities of the human users,
we then describe our results on the complementary problem of human activity
recognition. In particular, we present SAM, our framework for activity manage-
ment. We validate our solutions to both problems theoretically and experimen-



6 CHAPTER 1. INTRODUCTION

tally, analyzing the formal properties of our approaches and validating them
with a number of explanatory examples and experiments in real environments.

We formally describe and analyze the properties of the human-aware plan-
ning problem, detailing the extensions to classical planning that need to be done
to safely plan in the presence of humans. We also demonstrate our approach
using HA-PTLplan,1 a planner that we implemented to work on our represen-
tation of human-aware planning problems, evaluating our methodology using
a number of realistic scenarios. Those scenarios are intended to provide more
practical details on the formulation of a realistic human-aware planning prob-
lem in both household settings and in industrial environments, where human
procedures are more structured. We also use HA-PTLplan on a real robot, de-
ployed in a prototypical intelligent environment [81], where a single person is
acting. In our real test run, the planner is integrated in a wider framework for
human-robot interaction, in order to demonstrate its capability to work on-line
and, in more general terms, the feasibility of our approach.

For activity recognition, we identify four key requirements that our sys-
tem should satisfy. These requirements, namely modularity, the ability to op-
erate over long temporal horizons, on-line recognition and multiple hypothesis
tracking, stem from realistic application settings. Here, we show that our ap-
proach meets all the requirements above and we describe the formalism needed
to grasp all relevant information for activity recognition. We also show that
our solution, thanks to its versatile formalism and its reasoning infrastructure,
is able not only to recognize human activities, but also to enact contextual ser-
vices using actuation devices deployed in the environment. To demonstrate the
practical applicability of our approach, we provide several experimental runs
in a real environment, where a human subject performs everyday activities in a
prototypical intelligent environment.

In this thesis, the two systems we developed for human-aware planning
and activity recognition are validated separately. Although they were designed
with a possible final integration in mind, their integration would open new
research problems that are out the scope of this thesis. However, we do present
experiments in which our human-aware planner is integrated with a simpler,
off-the-shelf component for activity recognition, thus closing the loop from
sensor data acquisition to actuation in a full system.

1.4 Thesis Outline

The remaining parts of this thesis are organized as follows:

Chapter 2 is a survey of work related to the problems addressed in this thesis.
We describe the state-of-the-art on activity recognition and robot task
planning in the presence of humans. We also provide an overview on

1HA-PTLplan stands for Human-Aware PTL-plan [52]
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human-robot interaction, a field that is deeply connected to the topics
discussed in this thesis.

Chapter 3 introduces human-aware planning, describing the planning problem
under some restrictive assumptions, namely the possibility to plan in the
presence of a single human. This chapter also describes the extensions to
classical planning needed to safely plan in the presence of humans, the
algorithm of our planning system, HA-PTLplan, a complexity analysis of
the problems we tackle and a performance analysis by means of a series
of simulated runs.

Chapter 4 presents an extension to human-aware planning, where the assump-
tion of having a single human user in the environment is dropped. This
chapter is structured as the previous, in order to clearly emphasize the
differences between the original problem and its extension and the is-
sues that arise from the presence of multiple humans with respect to the
complexity and tractability of the planning problem. Also in this case,
simulated runs are described.

Chapter 5 describes SAM, a framework for activity recognition and contex-
tual service enactment. This chapter presents our approach, detailing a
formalism that can seamlessly combine sensing, planning and execution.
Heuristic methods are also presented, to reduce the complexity problem
at hand and to make it suitable for practical usage.

Chapter 6 presents a number of experimental runs to demonstrate the feasibil-
ity of our approaches to activity recognition and contextual service enact-
ment, and to human-aware planning. For both approaches, this chapter
describes experiments executed in a real environment with a human sub-
ject present.

Chapter 7 concludes this thesis with main contributions, limitations of our ap-
proaches, and directions of future work.
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Chapter 2
Related Work

In this chapter, we present a short survey of the areas which are related to the
work discussed in the thesis.

First, we provide background information on robot task planning in the
presence of humans, and we shortly describe some of the recent work on
human-robot interaction and cohabitation.

Similarly, we present some relevant work from the field of activity recogni-
tion, discussing both the methodologies employed by other researchers to ad-
dress the problem, and providing background information for the techniques
used here. As the formalism chosen for our solution is an important aspect of
our approach, we also describe planning systems that employ a similar one,
emphasizing the benefits of the choice.

2.1 Planning for Human-Robot Interaction

In recent years human-robot interaction and human-robot cohabitation have
become very active research topics in different disciplines [88]. Autonomous
and semi autonomous robots are more and more integrated in everyday envi-
ronments, such as in museums [85], train stations [86] and shopping malls [51].
Researchers in the robotics field are trying to overcome technical problems and
finally bring autonomous robots in everyday environments. Examples include
the DustBot project [64], where a group of cooperating robots are used to im-
prove the management of urban hygiene; the URUS project [82], which aims to
develop new ways of cooperation between network robots and human beings
in urban areas; and the PEIS Ecology project [81], in which advanced domestic
tasks are performed by the cooperation of many simple robot devices perva-
sively embedded in the environment.

At the same time, psychologists and designers are at work to create more
socially acceptable robots and to understand the reactions generated by robots
on human subjects in different environments and situations. Examples of such
interdisciplinary studies can be found in the work of Hiolle et al. [43], which

9
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tries to assess how humans would react to the interaction with robots showing
different attachment profiles, and in the study of Lee et al. [57], in which de-
signers, computer scientists, behavioral scientists and robotics experts worked
together to design a socially acceptable robot intended to provide snacks in of-
fice buildings. Similar studies have been performed that specifically address the
needs of the elderly population [23].

In the field of robotics, the works that consider human-robot co-habitation
often take a viewpoint which is different from the one that we adopt here,
by focusing on aspects such as safety (e.g., in the MORPHA project [37]), ac-
ceptable motion (e.g., within COGNIRON [1] and in the frame of the URUS
project [73]) or human-aware manipulation [87]. Here, by contrast, we do not
explore aspects related to acceptable motion or manipulation, while we focus
on high level robot task planning.

From the technical perspective of how robots should perform high-level rea-
soning, in this thesis we focus on automated planning. As described by Ghallab
et al. [72], “planning is the reasoning side of acting. It is an explicit deliberation
process that chooses and organizes actions by anticipating their expected out-
comes”. In spite of the fact that the published literature related to automated
planning is quite large, the problem of task planning in the presence of humans
is currently still open, although some researchers have started exploring the
issue [3, 15]. The current approaches to this problem can be roughly divided
in two categories. The first category encompasses all those approaches whose
aim is to generate joint plans for humans and robots, while in the approaches
that fall in the second category, human users are not actively involved in the
achievement of the robot’s goals.

2.1.1 Human-Robot Joint Task Planning

Alami et al. [3] describe a decisional framework for human-robot interactive
task achievement. Such a framework should allow the robot not only to fulfil
its task, but also to produce human-acceptable behaviours. The authors aim at
generating joint plans for humans and robots, where the agents involved have
one or more common goals to satisfy. Human involvement can vary and range
from a direct participation in the execution of the plan to simple acceptance of
the robot activity. They also propose a way of generating human-aware motion
planning, so that robots’ movements in the environment would not cause dis-
comfort for the humans present. By contrast, in this thesis we do not address
the issue of human acceptable motion planning, and the human users do not
have an active role in the achievement of the robot’s goals. Therefore, in our ap-
proach, the humans are not involved in the planning process as active agents,
but their predicted activities are used by the planner to generate acceptable
robot policies.

Montreuil et al. [67] present a task planner, HATP (Human Aware Task
Planner), designed for human-robot collaborative task achievement. HATP is
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intended to work in cooperation with SHARY [22, 2, 21], a supervisor system
that embeds a representation of the human partner and a context-dependent
task refinement process integrating collaborative task execution. The problem
of how a robot could generate collaborative plans involving a human has also
been addressed by Galindo et al. [34]. By contrast, in the work described in
this thesis, the robot does not plan actions for the human, but instead tries to
forecast actions and plans of the human from previous actions.

The approach presented in this thesis also diverges from the techniques de-
veloped for plan merging [4, 38], multi-agent coordination [28, 48, 31, 77] and
collaborative planning [39]. In multi-agent cooperation, plan merging tech-
niques allow each robotic agent to plan or refine its own plan, using other
agents’ plans as constraints, while in multi-agent coordination techniques are
developed to distribute shared goals among a group or AI agents (e.g., robots)
to achieve a joint effort. By contrast, in our case, humans are not controllable,
and some of the humans’ actions can prompt new goals for the robot. As a con-
sequence, human actions cannot be re-scheduled or assigned by external agents,
and the plan of the robot cannot be created a priori and then rearranged. The
assumption that the human agent is not controllable is also characteristic of
many realistic domains, e.g., smart homes.

2.1.2 Robot Task Planning with People Present

There has been extensive work on planning with external events (as human ac-
tions can be considered). An early example is the work of Blythe [10], which
used Bayesian nets to compute the probability of success in the presence of
external events. However, in his work, Blythe focuses on events that are repre-
sented by enabling conditions and probabilities of occurrence. Therefore they
are not completely predictable and their occurrence is conditional to the current
state of the world. In our case human actions are not triggered by the current
situation, but are given as an input to the planner that has to generate a policy
taking them into account.

Broz et al. [15] present a relatively simple human-robot interaction example,
namely the elevator riding problem. They model the domain for this problem
with Partially Observable Markov Decision Processes (POMDPs) where time
is part of the state description, and they propose a state aggregation algorithm
that operates exclusively in the time dimension of the state space. In their work,
the actions of the humans are modeled as transition probabilities between states
and they are not predicted from observations, while in the planning problem
defined in this thesis we use multiple possible forecasts of users’ future actions
as provided by an activity recognition module.

An important property of the planning problem addressed in this thesis is
that actions can be executed simultaneously and have durations, and that prop-
erty has been addressed before in the literature. For instance, Mausam and
Weld [63] present Concurrent Markov Decision Proceses (CoMDPs), a fully
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observable extension of Markov Decision Processes (MDPs) based on the con-
cept of interwoven epoch search space, adapted from Haslum and Geffner [41].
The extension incorporates simultaneous action execution, durative actions
and stochastic durations, and the authors define how to compute the sets of
actions that can be safely executed concurrently. The interwoven epoch search
space allows the model to start the execution of a new action combination (or
the no-op action) at every instant in time in which one of the actions in exe-
cution terminates. However, the problems addressed by Mausam and Weld are
different from the ones described in human-aware planning, as they consider
concurrent actions for a single agent and their objective is to minimize the time
span to reach a goal state. In our case, by contrast, the duration of the policy is
conditional to the duration of the humans’ agendas, which are an input to the
planner, and our problems have the property of partial observability. Moreover,
allowing stochastic durations of the actions largely increases the complexity of
the problems, making the computational burden too heavy for an on-line use.

2.2 Activity Recognition

Activity recognition has received much attention in the literature and the term
has uses employed to indicate a variety of capabilities [74, 93, 90]. Here, we
take activity recognition to mean the ability of the intelligent system to deduce
temporally contextualized knowledge regarding the state of the user on the
basis of a set of heterogeneous sensor readings and a set of temporal models of
human activities.

Current approaches to the problem of recognizing human activities can be
roughly categorized as data-driven or model-driven. In data-driven approaches,
models of human behavior are acquired from large volumes of data over time,
while in model-driven approaches, patterns of observations are modeled from
first principles rather than learned.

2.2.1 Data-driven Approaches

A number of notable examples of data-driven approaches can be found in the
literature. Probabilistic methods and Hidden Markov Models (HMMs) have
been used for learning sequences of sensor observations with given transition
probabilities. Instantiated within the domestic environment setting, these tech-
niques have been leveraged to infer human activities from RFID-tagged object
use [74] as well as vision-based observations [93, 79]. An approach based on
learning techniques is presented by Lin and Hsu [60], who design a framework
for activity recognition based on the LZ78 algorithm, a dictionary-based text
compression algorithm introduced by Ziv and Lempel [95]. Lin and Hsu use
as sensory inputs a wearable RFID reader, a WiFi positioning system and the
passing of time. Hein and Kirste [42] use a combination of an unsupervised
learning algorithm (k-Means) and Hidden Markov Models to recognize high



2.2. ACTIVITY RECOGNITION 13

level activities from data gathered by wearable sensors. A purely probabilis-
tic approach was explored by Patterson et al. [74] and by Naeem and Bigham
[71]. In both works, the authors gathered data from a wearable RFID reader
in order to recognize Activities of Daily Life (ADL). Patterson et al. processed
the data using both Hidden Markov Models and Dynamic Bayesian Networks,
while Naeem and Bigham compared two different types of HMMs. HMMs are
also used by Kemmotsu et al. [53], in combination with histogram analysis, to
recognize human behaviors in larger spaces. In particular, HMMs are used to
identify short-term motions, while histogram analysis is employed to recognize
long-term motions (or behavior). The data used by Kemmotsu et al. for their
experiments was acquired from cameras. Large environments and data coming
from cameras are also the center of the study of Fusier et al. [33]. In this case,
the activities of moving agents are inferred from their trajectories.

Although highly effective in specific domains, such systems are typically
brittle to changes in the nature and quantity of sensors, requiring significant
re-training when the application context changes. While most data-driven ap-
proaches are limited in scope to a specific application and sensor configura-
tion context, Liao et al. [59] have described a data-driven approach which par-
tially overcomes these limitations using conditional random fields, showing that
learned behavior models can be generalized to different users. However, this
has been empirically proved only for the specific context of activity recognition
using GPS traces and location information.

Less attention in the field of data-driven activity recognition has been given
to the issue of integration with actuation. A notable exception is [11], in which
a real-time system recognizes sequences of handwashing-related tasks through
vision-based sensors, and assists cognitively impaired users with the aid of vi-
sual prompts. However, the system relies heavily on a single, ad-hoc (albeit
highly optimized) vision-based sensor. Also actuation involves one device (the
prompt-generating system), the behavior of which is inferred through a hand-
coded POMDP model. Building support for multiple, heterogeneous sensors
and actuators into such a system would severely affect the computational com-
plexity of policy generation.

2.2.2 Model-driven Approaches

In model-driven approaches, abductive processes are employed instead, and
sensor data is explained by hypothesizing the occurrence of specific human ac-
tivities. These approaches are similar to the work presented by Shanahan [84],
where an abductive process is used to infer information on a robot’s environ-
ment. Examples include the work of Goultiaeva and Lespérance [36], where the
Situation Calculus is used to specify very rich plans, as well as approaches based
on ontologies [62] and temporal reasoning approaches in which rich temporal
representations are employed to model the conditions under which patterns of
human activities occur. An example of the last kind of approach is the study
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of Jakkula et al. in the framework of the MavHome project [46]. A common
point between our work on activity recognition and the one of Jakkula et al. is
the use of Allen’s temporal relations to model the actions of the user. Finally,
scheduling-based solutions for monitoring have been developed for domestic
contexts, namely in the RoboCare project [16] and in Autominder [75]. An
important difference between the work presented in this thesis and the two
just mentioned is that both Autominder and the RoboCare architecture use
pre-compiled (albeit highly flexible) schedules as models for human behavior.
In the present work, we employ a planning process to actually instantiate such
candidate schedules on-line. It should also be noted that both Autominder and
the RoboCare architecture allow proactive behaviors of the system, but in the
simple form of reminders to alert the user when violations in the pre-scheduled
user plans arise.

Data-driven and model-driven approaches have complementary strengths
and weaknesses. One advantage of the former is the ability to learn patterns
of human behavior, rather than having to model them explicitly. This advan-
tage comes at the price of poor scalability and inherent difficulty of providing
common-sense knowledge for classifying overwhelming amounts of data [93].
In this sense, knowledge-based approaches can provide a powerful means to
express such information, which can then be employed by an abductive pro-
cess that essentially “attaches a meaning” to the observed data. Indeed, the
current literature points to the fact that the two strategies are complementary
in scope: data-driven approaches provide an effective way to recognize elemen-
tary activities from large amounts of continuous data; conversely, model-driven
approaches are useful when the criteria for recognizing human activities are
given by complex but general rules that are clearly identifiable. While the ranges
of applicability of the two strategies clearly overlap, model-driven approaches
have been less explored in literature.

Our work on activity recognition can be categorized as a model-driven
approach based on a rich temporal representation and on a planning frame-
work. In this thesis, we shall show how a modular domain representation
grounded on Allen’s Interval Algebra [5] can be employed in conjunction with a
constraint-based planning and scheduling framework to achieve on-line activity
recognition. We employ the Open Multi-component Planning and Scheduling
framework (OMPS) [32] as the base layer to build our approach. OMPS is a
constraint-based planning and scheduling software API for developing tempo-
ral planning and scheduling applications that has been used to develop a variety
of decision support tools, ranging from highly-specialized space mission plan-
ning software to classical planning frameworks [17].

Our approach is also related to the chronicle recognition approach de-
scribed in [26], which employs temporal reasoning techniques to perform on-
line recognition of temporal patterns of sensory events. Like in our work, the
requirements for recognition are modeled as temporal relations in Allen’s in-
terval algebra. Here, however, both recognition and actuation are integrated
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at the reasoning level as well as being modeled in the same formalism. While
the former approach provides a means to “trigger” events as a result of rec-
ognized situations, we generate contingent plans whose elements are flexibly
constrained to sensory events or recognized activities as they evolve in time.

The same inference mechanism used in our approach for model-based ac-
tivity recognition can be leveraged for plan synthesis, as the expressiveness of
the modeling language affords plan-generation and execution monitoring ca-
pabilities.

An example of such knowledge representation formalisms are constraint
languages such as the restricted Allen’s Interval Algebra [5, 92], which is ex-
tensively used in planning and plan execution monitoring. Examples include
several continuous planning systems such as IxTeT [35], the NASA planning
infrastructures [49, 54, 69] and the T-REX model-based executive [65]. We
employ similar constraint-based reasoning techniques, but towards the aim of
combining context inference (activity recognition), plan synthesis and execu-
tion monitoring capabilities. Casper and its predecessors realize what has been
termed as continuous planning, where plans are incrementally expanded rather
than planned and executed over limited horizons. These systems share with
OMPS a number of features, such as the possibility to plan over state variables
and resources as well as temporal and parameter constraints. Our approach
leverages the state variable metaphor present in all these architectures, as well
as the ability to maintain temporally flexible timelines and the absence of the
action/state dichotomy enables to reason about the state of the human and op-
erations to be enacted on service-providing devices within the same formalism.

Our work can also be related to the Remote Agent experiment [70], as in
both cases a timeline-based approach is used to achieve concurrent planning
and execution. However, a few notable differences exist between our approach
and the Remote Agent experiment, namely the absence in our context of strict
real-time requirements for execution, of actions planned for the pervasive de-
vices, and the need to take into account sensor information during the planning
process.





Chapter 3
Human-Aware Planning

In this chapter we present human-aware planning, that is, our approach to
robot means-end reasoning in the presence of humans. We describe how human-
aware planning problems are formulated and which functionalities a planner
needs to incorporate to solve such problems. We also present a formalization,
as well as an implementation, of a planning algorithm that satisfies all the iden-
tified requirements and that can be used for robot task planning with people
present.

3.1 Overview

In general terms, human-aware planning can be applied to situations in which
there is a controllable agent (the robot) whose actions we can plan, and an
uncontrollable agent (the human) whose action we can only try to predict,
sharing the same environment.

A simple example summarizing our approach to human-aware planning
can be seen in figure 3.1. A robotic vacuum cleaner has the goal to clean the
apartment in which a human lives, and it should do so while not disturbing the
human. The robot is provided with a prediction of what the person is going to
do in the morning hours (at the bottom of the figure) and it plans accordingly its
cleaning operations (the policy at the top of the figure) so as it is never cleaning
a room while the human is using it. This is indeed a simple example, in which
we have only one prediction for the human and the robot policy generated by
the planner is simply a sequence of actions. However, this clarifies a core point
of our approach: human actions are predicted, not planned, and they are used
as input for the task planner of the robot.

To support human-aware planning, we identified a set of important func-
tionalities that need to be incorporated in a planner:

1. Support for alternative hypotheses of the human plans, where a human
plan — or human agenda — is a sequence of actions that the human
might perform in the future;
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2. Temporal duration of actions, both from the robot and from the human
side;

3. Possibility to specify interaction constraints (IC), that is, formulas that
determine how the robot should or should not interact with the human;

4. Support for partial goal achievement; and

5. Support for observations on effects of human actions.

In this chapter, we present HA-PTLplan, a human-aware planner that in-
corporates the above functionalities. Our planner takes a set of possible human
agendas, the interaction constraints and a set of goals as input and generates a
policy for the robot that is compliant with the inputs. The possible agendas, to-
gether with an associated probability distribution, are assumed to be estimated
by a separate plan recognition module. As one does not know in advance which
of these agendas is the actual one, the planning problem has the property of
partial observability. HA-PTLplan, which is an extension of PTLplan [52], gen-
erates policies which are conditional on observations relating to the human’s
actions.
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Figure 3.1: A simple example of human-aware planning. A robotic vacuum cleaner is
equipped with a planner that takes as input the predicted actions that the human user
will perform in the following hours (bottom part). The output of the planner is the
policy of the robot (top). The moving actions of the robot from one room to the other
have been omitted for clarity reasons. Since the robot is required to end its tasks at the
docking station, a final move action has been specified at the end of the policy.

In the rest of this chapter, we work under the assumption that there is only
one robot and one human sharing the environment. We also assume that a sys-
tem is available which can predict what plan of action the human will perform.
We consider multiple alternative plans of the human, and we allow the domain
to be partially observable. Accordingly, our planner generates policies condi-
tional on what the human is observed doing. Actions have duration, although
deterministic. In chapter 4, we will relax the assumption of having only one hu-
man. In chapter 5 we will then study techniques to recognize the plan(s) being
performed by the human from sensor observations.
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3.2 States, Situations and Actions

A state s is represented in terms of a set of state variables and their values. The
set of all states is denoted S.

An action a has preconditions Pra : S → {T , F}, time duration ta ∈ R+, a
cost function Costa : S → R+ and a transition function Resa : S × S → [0, 1]
such that Resa(s, s ′) is the probability of going to state s ′ when action a is
performed in state s. We work under the assumption that an action always takes
the same amount of time to perform, and cannot be interrupted once started.
The end state, however, can both depend on the starting state and be stochastic.
As an example, we can observe the clean actions in the robot policy shown in
figure 3.1. They all have the same duration, although the first instance (the
one to be performed in the kitchen) has been planned for execution multiple
times. As we said, the example described in this figure is a simple one and
no stochastic outcome of the action is considered. However, we could easily
introduce stochastic outcomes for the clean action, to model the probability
of success in removing the dirt from the room. In such case, the end state would
depend from both the starting state, and from the outcome of the clean action.
Note that actions include both those performed by the human and by the robot.
In the human case, the specification of preconditions is not compulsory, since
we do not want to predicate on what the human can do. However, they can
be specified to introduce new goals for the robot. For instance, in a domain
in which a robot is helping a human operator in a factory, the operator may
require at some point a specific tool to perform an action. In such case, the
human action would have as a precondition the presence of the tool in the
right location and every plan of the robot that would not make sure that the
tool is delivered on time would be discarded. Another way for human actions
to introduce new goals for the robot is by their effects on the environment.
In the cleaning robot example, a human action that entails a massive use of
the kitchen would introduce the new goal for the robot to clean that room
afterward. We use HA and RA to denote the sets of human actions and robot
actions, respectively.

An agenda is a finite list of consecutive human actions:
(a1,a2, ...,an), with ai ∈ HA for all i.
A situation is a tuple 〈s, rt,ht,ha〉 where s is a state, rt ∈ R+ is the time

when the robot’s latest action ended, ht ∈ R+ is the time when the human’s
latest action ended, and ha is the remaining agenda of the human. The set of
situations is denoted Σ. In the next chapter, we will describe how to generalize
the concept of a situation in order to include more humans.

We can now define what happens when the robot performs an action a ∈
RA in a situation 〈s, rt,ht,ha〉 by extending the function Resa to transitions
between situations. We assume that the outcome of an action applied in a
state s is independent from the outcome of previous or future actions. The
extended function, formalized in equation 3.1, is composed by two parts. The
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first part is the recursive case when the next human action a ′ finishes before the
robot current action a. In such case, the algorithm generates a new situation
〈s ′′, rt,ht ′′,ha ′′〉, where s ′′ represents the state of the world after the applica-
tion of the human action a ′, rt is unchanged as the robot action has not been
applied yet, ht ′′ is equal to the sum of the previous human time and the time
duration of the human action applied (ht+ ta′ ), and ha ′′ is the human agenda
without the first element, that is, a ′.

If human actions were deterministic, there would be one state s ′′, where
Resa(s, s ′′) = 1, and a single new situation 〈s ′′, rt,ht ′′,ha ′′〉. With proba-
bilistic outcomes, human action a ′ could generate multiple intermediate situ-
ations and more than one branch could lead from situation 〈s, rt,ht,ha〉 to
〈s ′, rt ′,ht ′,ha ′〉. All intermediate situations would have the same ht ′′ and
ha ′′, as human actions have deterministic duration, but possibly different states
s ′′. To calculate Resa we need to sum the probabilities of all the possible out-
comes of action a ′.

The second part of function Resa applies when the robot’s current action a
finishes before the next human action a ′, provided there is one. Note that the
first situation is when the robot action is started, and the second situation is
when it ends.

Resa(〈s, rt,ht,ha〉, 〈s ′, rt ′,ht ′,ha ′〉) =

∑
s′′ Resa′(s, s ′′) · Resa(〈s ′′, rt,ht ′′,ha ′′〉, 〈s ′, rt ′,ht ′,ha ′〉)

when a ′ = first(ha) ∧ ha ′′ = rest(ha) ∧

ht ′′ = ht+ ta′ ∧ ht ′′ 6 rt+ ta

Resa(s, s ′)
when rt ′ = rt+ ta ∧ ht ′ = ht ∧

∀a ′(a ′ = first(ha)⇒ rt ′ < ht+ ta′) ∧ ha ′ = ha

(3.1)

As an example, illustrated in figure 3.2, consider three states s, s1, s2, one
robot action clean such that tclean = 5 and Resclean(s1, s2) = 1, and two
human actions watchTV and eatDinner such that:
twatchTV = 4 and ReswatchTV(s, s1) = 1;
teatDinner = 4 and ReseatDinner(s2, s3) = 1.
For the sake of simplicity, we assume that the human actions considered do

not have preconditions. In that case:

Resclean(〈s, 5, 3, (watchTV, eatDinner)〉, 〈s2, 10, 7, (eatDinner)〉) =
ReswatchTV(s, s1)·

Resclean(〈s1, 5, 7, (eatDinner)〉, 〈s2, 10, 7, (eatDinner)〉) =
ReswatchTV(s, s1) · Resclean(s1, s2) = 1.0

Figure 3.3 shows an example of robot and human action transition where
the human action has probabilistic effects. In this case, the human agenda in



3.2. STATES, SITUATIONS AND ACTIONS 21

Robot clean

eatDinnerwatchTVHuman

rt

ht 3 7

105

State s1s s2

Figure 3.2: Example of robot and human action transitions. In the initial situation
〈s, 5, 3, (watchTV, eatDinner)〉 the planner tries to apply the robot action clean

(tclean = 5). Here, ht = 3 and first(ha) = watchTV (twatchTV = 4). Since
tclean + rt = 10 and twatchTV + ht = 7, the action of the robot will finish after the end
of the first human action in the agenda. Human action watchTV is first applied, leading
to situation 〈s1, 5, 7, (eatDinner)〉, where ht and the human agenda are updated, and
the effects ofwatchTV lead to a new state s1. The preconditions of the clean action are
checked also in this new situation. Since the next human action (eatDinner) would end
after clean, the latter is applied, generating the final situation 〈s2, 10, 7, (eatDinner)〉,
in which rt is progressed and the effects of the robot action are reflected in s2.

Robot clean

State s

s1

s2 s4

s3

rt

ht 3 7

105

eatDinnerHuman cook

Figure 3.3: Example of action transitions. The planner tries to apply robot action clean
in situation 〈s, 5, 3, (cook, eatDinner)〉. This action would end after the end of the first
human action in the agenda and, therefore, the latter is first applied. Here, human action
cook has a probabilistic outcome, leading to a state where the kitchen is marked as dirty
(s1, with probability 0.3) or alternatively still clean (s2, with probability 0.7).
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the initial situation is (cook, eatDinner), where tcook = 4, Rescook(s, s1) =
0.3 and Rescook(s, s2) = 0.7. This is because the human action cook has a
probabilistic outcome, such that after its execution the kitchen can be dirty (s1)
or not (s2). When the clean action of the robot is finally applied, this leads
to two situations, with different states, s3 and s4. In the former the kitchen is
marked as dirty, while in the latter it is not:

Resclean(〈s, 5, 3, (cook, eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) =
Rescook(s, s1)·

Resclean(〈s1, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) +
Rescook(s, s2)·

Resclean(〈s2, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) =
Rescook(s, s1) · Resclean(s1, s3) + Rescook(s, s2) · Resclean(s2, s3) =
0.3 · 1 + 0.7 · 0 = 0.3

Resclean(〈s, 5, 3, (cook, eatDinner)〉, 〈s4, 10, 7, (eatDinner)〉) =
Rescook(s, s1)·

Resclean(〈s1, 5, 7, (eatDinner)〉, 〈s4, 10, 7, (eatDinner)〉) +
Rescook(s, s2)·

Resclean(〈s2, 5, 7, (eatDinner)〉, 〈s4, 10, 7, (eatDinner)〉) =
Rescook(s, s1) · Resclean(s1, s4) + Rescook(s, s2) · Resclean(s2, s4) =
0.3 · 0 + 0.7 · 1 = 0.7

rt

ht 3 7

105

s3

eatDinnerHuman grill

Robot ventilateKitchen

State s

s1

s2

Figure 3.4: In this case, situation 〈s3, 10, 7, (eatDinner)〉 can be reached through two
different intermediate situations.

Finally, there are cases in which the same situation can be reached from dif-
ferent branches. Let’s consider the case represented in figure 3.4. Here, human
action grill (tgrill = 4, Resgrill(s, s1) = 0.5 and Resgrill(s, s2) = 0.5) can
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lead to two different situations, one with state s1, where there is smoke in the
kitchen, and another situation with state s2, where there is not. The results of
the robot action ventilateKitchen, though, will remove the smoke if present.
Therefore, when the ventilateKitchen action is applied, the resulting situation
is the same independently from the intermediate belief situation.

ResventK(〈s, 5, 3, (grill, eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) =
Resgrill(s, s1)·

Res(〈s1, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) +
Resgrill(s, s2)·

ResventK(〈s2, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉) =
Resgrill(s, s1) · ResventK(s1, s3) + Resgrill(s, s2) · ResventK(s2, s3) =
0.5 · 1 + 0.5 · 1 = 1

By construction, the result of the application of the function Resa to tran-
sitions between states is a probability distribution. Given the probabilistic ap-
proach underlying HA-PTLplan for generating valid policies, we must prove
that this property still holds when we extend the function Resa to transitions
between situations:

Proposition 1. The result of the function Resa is always a probability distribu-
tion.

Proof. As action durations are deterministic, both on human and robot side,
and rt and ht are strictly monotone, the generation of situations when a robot
action is applied is a tree structured in levels, where situation σ = 〈s, rt,ht,ha〉
is at level 0 with an associated probability of 1. We now prove by induction
that each subsequent level k is a probability distribution over nk situations.

In the base case (level 0), we have only one situation σ with probability
p0,1 = 1, which is a probability distribution. Assume that at level k we have a
probability distribution pk,1,pk,2, . . . ,pk,nk over nk situations σk,1, σk,2, . . . ,
σk,nk , such that pk,1 + pk,2 + · · · + pk,nk = 1. We can prove that also at level
k+ 1 we will still have a probability distribution over nk+1 situations.

If we apply action ak+1 to σk,i (0 6 i 6 nk), we get a number of new situ-
ations σk+1,1,σk+1,2, . . . ,σk+1,nik+1

belonging to level k+ 1. Given the starting
situation σk,i, the action ak+1, gives by construction a probability distribution
qi,1,qi,2, . . . ,qi,nik+1

over the new situations (qi,1 + qi,2 + · · · + qi,nik+1
= 1).

Thus, the probabilities at level k+ 1 will be:

pk,1 · q1,1 + pk,1 · q1,2 + · · ·+ pk,1 · q1,n1
k+1

+ · · ·+
pk,nk · qnk,1 + pk,nk · qnk,2 + · · ·+ pk,nk · qnk,n

nk
k+1

=

pk,1 · (q1,1 + q1,2 + · · ·+ q1,n1
k+1

) + · · ·+
pk,nk · (qnk,1 + qnk,2 + · · ·+ qnk,n

nk
k+1

) =

pk,1 · 1 + · · ·+ pk,nk · 1 = pk,1 + · · ·+ pk,nk = 1
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If the final situation σ ′ = 〈s ′, rt ′,ht ′,ha ′〉 is at level k and can be reached
through different branches, then there will be multiple identical situations σk,i ≡
σ ′ on level k and Resa(σ,σ ′) will return the sum of the probabilities associates
with each one of them.

It can be easily shown that the above proposition applies, for instance, to the
action transition example in figure 3.4. The graph illustrated in the figure can
be reduced to a tree, where the final situation σ3 = 〈s3, 10, 7, (eatDinner)〉 is
equivalent to two identical situations, σ1

3 = 〈s1
3, 10, 7, (eatDinner)〉 and σ2

3 =
〈s2

3, 10, 7, (eatDinner)〉, with s1
3 ≡ s2

3. The two situations would be the result
of the application of the transition function, respectively, to the intermediate
situation with state s1 and the one with state s2. The result of the application
of the transition function function ResventK is then a probability distribution
over two distinct but identical situations on the same level.

3.3 Interaction Constraints and Action
Preconditions

Interaction constraints (IC) provide a way to specify how the robot should
interact with the human user. IC differ from goals. In our framework, the goals
given to the planner are goals of achievement, that is, they must be true only in
final states (or situations, in our case) and can be violated in some cases leading
to a less efficient, but still acceptable policy. Interaction constraints, on the other
hand, are continuously verified at planning time to generate valid policies, that
is, policies in which the robot performs actions needed to support the activity
of the human and in which the interaction between robot and human agents
is conforming to pre-defined rules. Interaction constraints, in particular, can
be considered goals of maintenance: they must be true in all situations and a
violation would not lead to a valid policy.

In the vacuum cleaner scenario, for instance, we could specify that the robot
should never clean or station itself in a room where, according to the human
agenda, the user is performing some actions.

Our planner allows the specification of IC as temporal first order logic for-
mulas [29] in the form always(φ), where φ is a first order logic formula. Such
formulas can use as arguments ht, rt and every predicate describing the state
of the world. Temporal first order logic provides a natural and effective way to
formulate interaction constraints, as these are meant to specify occurrences that
should not arise in single situations. The constraints are checked in every situa-
tion and, in case of violation, the situation is discarded and the corresponding
branch dismissed. An example of how interaction constraints are applied is
shown in figure 3.5. Interaction formulas can also include temporal constraints
for the robot, e.g., a service should be provided within 10 minutes after the
human has gone to bed.
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Robot cleanKitchen

State s s1 s2

ht
rt

Human watchTV moveKitchen cook
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Figure 3.5: In the example above, an interaction constraint is specified such that the
robot should never perform cleaning duties in the presence of a human. In the ini-
tial situation 〈s, 5, 3, (watchTV,moveKitchen, cook)〉 (twatchTV = 4, tmoveKitchen =

1) the planner tries to apply the robot action cleanKitchen (tcleanKitchen = 5).
As explained in section 3.2, the planner first applies the human actions that will
end before the action of the robot. Two new situations are then generated in se-
quence, 〈s1, 5, 7, (moveKitchen, cook)〉 and 〈s2, 5, 8, (cook)〉, applying the functions
ReswatchTV (s, s1) and ResmoveKitchen(s1, s2). In both situations the interaction con-
straint is checked and the planner detects a violation of the IC in s2, because the robot
would be cleaning the kitchen while the human is located there. Therefore, the situation
is discarded and the action is marked as not applicable.

Let’s assume that a robotic walking aid is deployed in an apartment with an
elderly woman. As interaction constraint, we want to invalidate every policy
containing a situation in which the woman is in the bedroom and the walking
aid is not in the same room, to be of support if she needs to stand up from the
bed. This constraint is captured by the formula:

always ((not(human-in=bedroom)) or (robot-in=bedroom))

Preconditions of human actions can also be used in our planner to model
desired or undesired interactions between the robot and the human. While in-
teraction constraints are checked every time that a new situation is generated,
human action preconditions must be verified only in fixed moments in time. For
this reason, human actions with preconditions are always instantaneous. Using
again our running example of the robotic vacuum cleaner, we could imagine a
human action receiveGuests that takes place in the livingroom:

name: receiveGuests
precond: dirt(livingroom) = 0
results: human-in(human1)=livigroom
time: 0

The precondition of this action states that the livingroom should be clean,
and any policy that would lead to a situation in which at the beginning of the
action the room is not clean would be discarded.
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3.4 Partial Observability

The framework presented above is sufficient as long as we have full observabil-
ity, that is, we always know the current situation, including the agenda of the
user. Obviously, this is seldom the case in any real application. Therefore, we in-
troduce partial observability [50] by defining a belief situation to be a probabil-
ity distribution over situations. This implies that the robot can have alternative
hypotheses about the current state of the world, the human’s agenda, and so
on. Partial observability involves observations as results of actions. Those are
introduced in the standard way by defining a function Obsa : S × O → [0, 1]
which specifies the probability of having an observation o ∈ O when action a
is performed resulting in state s. An observation is a set of literals, that can be
empty. If a is an action by the robot, then a is assumed to be a sensing action
(like testing whether a door is open or closed). If a is an action by the human,
then o is still assumed to be an observation by the robot, but an indirect ob-
servation of a or some effect of a (if the TV is switched off, the system can
observe that the watchTV action is over). Notice that also in the second case,
the observation is dependent on the state, so we can specify that a human ac-
tion only results in an observation under certain conditions. In both cases each
observation is independent from the previous and successive ones.

The observation function Obsa only concerns states, not situations. For the
latter, it becomes a functionObsa : Σ×Σ×Ω→ [0, 1], such thatObsa(σ,σ ′,ω)
specifies the probability of a transition to a situation σ ′ ∈ Σ and an observation
sequence ω ∈ Ω (where Ω is the set of all observation sequences) when action
a is executed in situation σ. This observation sequence consists of the obser-
vations resulting from all human actions, that can provide observations, being
completed between the situation in which a robot action starts and the one
in which the same action ends. The last element of the observation sequence
would be the observation resulting from the robot action. Note that this can
be an empty observation, if a is not a sensing action. It must also be noticed
that some human actions are not observed by the system and give the empty
observation.

Equation 3.2 formally defines the function Obsa. As it was with Resa, this
function is composed by two parts. In the base case, where the action a of
the robot ends before the first human one, it returns the probability of getting
observation o as first observation in sequence ω when action a is performed
resulting in state s ′, times the probability of getting from state s to s ′. Note
that s ′ is the state of the resulting situation 〈s ′, rt ′,ht ′,ha ′〉. The recursive
case is defined as the probability of getting observation o ∈ O : o = first(ω)
when human action a ′ is applied resulting in state s ′′, times the probability of
getting from state s to s ′′, times the probability of observing the rest of the
observation sequence ω (rest(ω)) in the transition from intermediate situa-
tion 〈s ′′, rt,ht ′′,ha ′′〉 to situation 〈s ′, rt ′,ht ′,ha ′〉. In the recursive case, since
we consider probabilistic outcomes of human action a ′, we could have multi-
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ple intermediate situations and more than one branch could lead to situation
〈s ′, rt ′,ht ′,ha ′〉 with the same observation sequence ω. We therefore need to
sum the probabilities of all the possible outcomes s ′′ of action a ′ which will
lead to the final situation. As each observation is independent from the previ-
ous and successive ones, it is easy to see that, as it was for Resa, the result of
each sum and the final result of Obsa is indeed a probability distribution. Also
note that calculation of Obsa includes all the terms from the calculation of
Resa. Thus, Resa is built into Obsa. Unlike in the case when there is only the
robot actions, observations cannot be computed separately from transitions.

Obsa(〈s, rt,ht,ha〉, 〈s ′, rt ′,ht ′,ha ′〉,ω) =

∑
s′′(Obsa′(s ′′, first(ω)) · Resa′(s, s ′′) ·

Obsa(〈s ′′, rt,ht ′′,ha ′′〉, 〈s ′, rt ′,ht ′,ha ′〉, rest(ω)))
when a ′ = first(ha) ∧ ha ′′ = rest(ha) ∧

ht ′′ = ht+ ta′ ∧ ht ′′ 6 rt+ ta

Obsa(s
′, first(ω)) · Resa(s, s ′)

when rt ′ = rt+ ta ∧ ht ′ = ht∧ rest(ω) = [ ] ∧

∀a ′(a ′ = first(ha)⇒ rt ′ < ht+ ta′) ∧ ha ′ = ha

(3.2)

As an example, let us consider the transition described in figure 3.3. If we as-
sume that the dirt in the kitchen would be detected, then we calculateObsclean
from situation 〈s, 5, 3, (cook, eatDinner)〉 to situation 〈s3, 10, 7, (eatDinner)〉,
[dirt(k) = 1] (equation 3.3). In the same way, it would then be straightforward
to calculate Obsclean from situation 〈s, 5, 3, (cook, eatDinner)〉 to situation
〈s4, 10, 7, (eatDinner)〉.

Obsclean(〈s, 5, 3, (cook, eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉,
[dirt(k) = 1]) =

Obscook(s1,dirt(k) = 1) · Rescook(s, s1) ·
Obsclean(〈s1, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉, [ ]) +

Obscook(s2,dirt(k) = 1) · Rescook(s, s2) ·
Obsclean(〈s2, 5, 7, (eatDinner)〉, 〈s3, 10, 7, (eatDinner)〉, [ ]) =

Obscook(s1,dirt(k) = 1) · Rescook(s, s1)·
Obsclean(s3, [ ]) · Resclean(s1, s3) +

Obscook(s2,dirt(k) = 1) · Rescook(s, s2)·
Obsclean(s3, [ ]) · Resclean(s2, s3) =

1 · 0.3 · 1 · 1 + 0 · 0.7 · 1 · 0 = 0.3

(3.3)
In the standard POMDP model [50], different observations result in differ-

ent belief situations. As belief states are probability distributions over states,
we can write b(s) as the probability assigned to the state s by belief state b. It is
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possible to calculate the current belief state as the conditional probability distri-
bution over the actual states, given the sequence of observations and actions so
far. Given the current belief state b, the action performed a and the observation
perceived o, it is possible to calculate the next belief state b ′ as [78]:

b ′(s ′) =
Obsa(s

′,o) ·
∑
s b(s) · Resa(s, s ′)
η

We can easily adapt the formula above to calculate the new belief situation
b ′(σ ′), that is, the probability of a situation σ ′ in belief situation b ′, result-
ing from an action a performed in a belief situation b with observations ω.
Note that in this case the factor Resa(s, s ′) is part of the definition of function
Obsa(σ,σ ′,ω) (equation 3.2):

b ′(σ ′) =

∑
σ b(σ) ·Obsa(σ,σ ′,ω)

η

The denominator η in the equation above is a normalizing factor, and is
defined as P(ω|b,a) below. The posterior probability for a certain observation
sequence ω when action a is taken in b is:

P(ω|b,a) =
∑
σ

∑
σ′

b(σ) ·Obsa(σ,σ ′,ω)

As there is a one-to-one correspondence between belief situations and ob-
servation sequences, we also have that P(b ′|b,a) = P(ω|b,a).

3.5 Planning Problem and Solution

Human-aware planning was defined only in an informal way at the beginning
of this chapter. We are now in the position to provide a more precise definition,
by using the formal ingredients introduced above.

3.5.1 Problem

A human-aware planning problem consists of:

1. An initial belief situation b0, where the different situations can contain
both alternative human agendas (as obtained from a plan recognition
system), and different states.

2. A set of goals G to achieve in terms of constraints on states (logical for-
mulas), with different values V(g) ∈ [0, 1] such that

∑
g∈G V(g) = 1.

Each V(g) represents the importance value associated to the achievement
of the corresponding goal.

3. A set of interaction constraints IC.
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4. A set of robot actions RA.

5. A set of human actions HA.

To show a simple yet concrete example of a planning problem we can go
back once again to the robotic vacuum cleaner scenario. The initial belief situa-
tion b0 (3.4) includes two different situations, each with a state representing the
initial state of the world – as detected by the intelligent environment – and a dif-
ferent human agenda. Agendas, in this example, are composed by two human
actions each.

{〈s, 0, 0, (prepareMeal, eatDinner)〉, 〈s, 0, 0, (watchTV,goOut)〉} (3.4)

The set of goals (3.5) includes two distinct objectives: to clean the kitchen
and to clean the bedroom. In our setup, we attribute a greater value V to the
former of these goals.

V(dirt(kitchen) = 0) = 0.6

V(dirt(bedroom) = 0) = 0.4 (3.5)

The IC (3.6) of this problem is simple: the robot should never perform an
action or part of an action in the same room where the human is supposed to
be:

always (forall r: (not((robot-in=r)and(human-in=r)))) (3.6)

Finally, we complete the description of this human-aware planning problem
providing the library of human actions the system can predict (HA) and a list
of actions the robot can perform (RA). Robot and human actions are specified
in terms of name, preconditions, time and effects; the latter may be context
dependent and/or stochastic, and may involve sensing (for the robot). In other
words, the actions are of the type commonly found in POMDPs.

Our representation of action schemata is very close to the one defined in the
Probabilistic Planning Domain Definition Language (PPDDL1.0) as described
in [94], with the notable difference that in our case action results can lead to
observation, as our domains are partially observable. Robot actions are also
parametric, as can be seen in the following example, where the room to be
cleaned is specified at planning time when the action is instantiated:

name: robot-clean(r)
precond: room(r) and dirt(r) > 0
results: dirt(r):=(dirt(r) - 1) and cost:=2
time: 10
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As an example of probabilistic and context related outcomes, we can modify
the previous action changing its results:

results:(dirt(r)>0,1,dirt(r):=dirt(r)-1 and cost:=2,obs(dirt(r)))
(dirt(r)=0,1,dirt(r):=dirt(r) and cost:=2,obs(dirt(r)))

In this case, if the action is applied in a context in which the room is not
clean, then the effect will be a cleaner room with probability 1. Otherwise, if
the room does not need cleaning, it will remain unaffected. In both cases the
robot will be able to observe the effect of the cleaning (obs(dirt(r)).

3.5.2 Solution

The solution to a human-aware planning problem is a robot policy. A policy is
a graph 〈n0,N,E〉 where the nodes N are marked with the robot actions to per-
form there (n0 is the initial node), and the edges E are marked with observation
sequences (possibly empty). Some nodes are marked with the special actions
success and failure, and these nodes are terminal.

The policy is executed by performing the action of the current node, and
then selecting the edge matched with the observations that occur, following
it to the next node, and repeating the process until a terminal node (success,
failure) is reached.

A policy 〈n0,N,E〉 is admissible in an initial belief situation b0 if and only
if the following conditions hold. Each node ni ∈ N can be assigned a belief
situation bi, in particular with b0 assigned to n0, such that: the preconditions
of the action in ni hold in all situations of bi; and for each possible transition
resulting from the action reaching to some other belief situation bj and pro-
ducing the observation sequence ω, there is an edge marked with ω from ni
to another node nj that has been assigned bj; and there are no other edges. In
addition, there should be no edges from terminal nodes.

A policy violates an interaction constraint ic ∈ IC if and only if there is a
node in it with an assigned belief situation in which ic is false.

The value (success degree) of a terminal node nj in a policy with assigned
belief situations is computed as Σg∈GP(g|bj) · V(g), and the values of other
nodes are computed (maximized) according to the Bellman equations, as is
done for Markov Decision Processes [76]. The cost is computed analogously
but has lower priority: if there are several policies with maximal value, the one
with lowest cost will be selected. The value and cost of the entire policy are the
value and cost of the initial node n0.

A policy solves a planning problem to a degree p if: it is admissible, it only
contains actions from RA, it has a value of p (or more) for the goals inG, and no
interaction constraints in IC are violated. In addition, one can add requirements
for the human agendas to be completed, alternatively not completed, in the
success nodes.
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〈s, 0, 0, (watchTV,goOut)〉
〈s, 0, 0, (prepareMeal, eatDinner)〉

〈s2, 6, 5, (goOut)〉

〈s3, 7, 5, (eatDinner)〉 〈s4, 7, 5, (goOut)〉

move-to(kitchen)

clean(bedroom) clean(kitchen)

〈s1, 6, 5, (eatDinner)〉

ω = 〈prepareMeal〉 ω = 〈watchTV〉

ω = 〈〉ω = 〈〉

stay-in-docking n0

n2n1

n3 n4

move-to(bedroom)

Figure 3.6: Example of the first nodes of a robot policy in the robotic vacuum cleaner
scenario.

Figure 3.6 shows an example of the first nodes of a robot policy that could
be generated in the scenario described above. The initial node n0 is assigned
the initial belief situation b0, that contains two possible situations, with dif-
ferent states (s and s ′) and two different human agendas. When the policy
is generated, the planner predicts which observations will become available
at execution time and plans accordingly. For example, after the first wait-
ing action (stay-in-docking), the human will be observed preparing a meal
(prepareMeal) or watching television (watchTV); the system considers this
information at planning time to branch in two different nodes (n1 and n2) and,
at execution time, will choose the appropriate robot action, continuing the ex-
ecution on the right branch. If the human has been observed watching TV, for
instance, then it will be safe for the robot to move to the kitchen and to clean
it, because it knows that the human is not preparing or eating a meal.

3.6 The HA-PTLplan Algorithm

We have extended the planner PTLplan [52, 12] for probabilistic and partially
observable domains to work on our representation for human-aware planning.
PTLplan is a progressive planner, starting from the initial belief state, or in
the extended version: belief situation, exploring belief states/situations reach-
able from there until a policy with sufficient value has been found. PTLplan,
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Procedure HumanAwarePlanning(b0,RA,HA, IC,G,V, succ)

Let B := {b0}1

foreach b ∈ B do2

foreach a ∈ RA do3

if Prea hold in b then4

while computing the new {b ′|P(b ′|b,a) > 0} do5

check IC and search control6

progress human agendas in b7

add the new b ′ to B8

if there are b ′ for which some goals g ∈ G hold then9

compute the values of those b ′ using V10

perform Bellman update of success and cost for nodes in B11

if termination conditions are met and value in b0 > succ then12

return best policy13

if no nodes in B with untried actions then14

return failure15

Figure 3.7: Algorithm for human-aware planning.

which itself is an extension of TLplan [8], uses temporal logic formulas to
eliminate belief states/situations from the search space. The algorithm of our
human aware planner, based on a breadth-first search strategy, is detailed in
pseudocode in figure 3.7. Notice that all the situations σ ∈ b0 are initialized
beforehand, setting their ht and rt values to 0. As mentioned in the previous
sections, our main extensions to the original planner are:

• The use of HA to include human actions, the addition to the belief situ-
ations of agendas consisting of such actions, and the fact that the effects
of the human actions are taken into consideration when the new belief
situations are computed in steps 5 and 7;

• The possibility to generate policies with partial goal achievement and the
use of weights V(g) (step 10) to prioritize the accomplishment of a subset
of the goals g ∈ G;

• The introduction of IC, that are checked in every state encountered while
the new belief situation is computed (step 6), to avoid undesirable situa-
tions from the human side.

We refer to [52] for further technical details about the original PTLplan.
We expect that other planners could be used as the basis for building a human-
aware planner, by operating extensions similar to the ones above.
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3.6.1 Termination Conditions

In our planning problem, human actions can affect the state of the world, some-
times activating robot goals or invalidating previously achieved ones. For in-
stance, in the vacuum cleaner scenario, the robot has the goal to clean all the
rooms. The fact that they might be clean in the initial belief situation does not
prevent the human from using them later and therefore invalidating some of the
goals. A policy that greedily tries to achieve all the goals could therefore be sub-
optimal. On the other hand, we want also to avoid to plan robot actions when
we have a lack of information on what the human is doing. We therefore adopt
a search strategy in which the search is halted in every belief situation that
either: (1) Contains at least a situation in which the human agenda is empty
(rest(ha) = ∅); or (2) Contains only human situations in which all human
agendas have at most one action left (rest(rest(ha)) = ∅∨ rest(ha) = ∅). This
search strategy is the one used in all the examples and experiments detailed in
this thesis.

3.6.2 Complexity

As we said, our algorithm is based on a breadth-first search strategy. The com-
plexity of breadth-first search, both in memory and search time, is O(bd),
where b is the number of children for each node and d is the depth of the
goal. Here, b is the number of robot action instances (air) applicable at each
planning step, times the number of possible outcomes of each action.

Our algorithm stops the search when it reaches a belief situation containing
situations with zero or one human action left. Therefore the complexity of the
search is influenced by the length in time of the human agendas that the plan-
ner receives as input. The use of observations also influences the search space,
because it allows the branching of the search tree in multiple belief situations.

To calculate the complexity of our algorithm in the worst case scenario,
when no heuristics are employed, we start from four assumptions: (1) All hu-
man agendas have the same length (in time) tha and are composed by the same
number of actions kha; (2) Every human action has a fixed number of possible
outcomes p (all observable); (3) Interaction constraints are never violated (no
pruning of the search space); (4) All robot actions have a fixed duration tra.

Considering only one human agenda and human actions with only one pos-
sible outcome (p = 1), the complexity of the search would beO(btha/tra). This
is because we would start with one belief situation b0 containing a single situa-
tion and the observations we could get from the human actions would not lead
to branching. Therefore, since we would continue the search until we apply all
the human actions in the agenda, we would need to reach a depth of tha/tra.

When nha human agendas are used, we would have an equal number of
situations in the initial belief situation b0. If we assume that all human actions
are observable, this would lead to a branching of the search tree from b0 at level



34 CHAPTER 3. HUMAN-AWARE PLANNING

0 to nha belief situations at level 1, each containing a single situation with one
human agenda. The algorithm would then apply every robot action instance
to every new belief situation to obtain level 2. Therefore, the algorithm should
explore nha sub trees of the same size of the one in which only one human
agenda was provided. Under such conditions, the complexity of the search is
O(nha · btha/tra).

Finally, if we consider human actions with probabilistic outcomes (p > 1),
the result above must be multiplied by the branching induced by human actions.
It is straightforward to see that in such case the complexity of the search is
O(pkha · nha · btha/tra).

3.6.3 Pruning the Search Space

Considering the order of complexity of the search of our algorithm, if we want
to solve problems that are meaningful in real domestic or industrial domains
we have to use some heuristic methods to direct the search.

Here we explain the mechanisms exploited by our planner to speed up the
computation and to solve a human-aware planning problem so as to obtain the
resulting policy in a time frame that is meaningful for our application scenarios.

HA-PTLplan, as it was the case for PTLplan, can be provided with formulas
expressed in temporal logic to prune the search space using domain knowledge.
These formulas can be general, i.e., specified as separate control rules, or spe-
cific, that is, attached to a specific robot action schema and checked every time
an instance of the action is tried in a belief situation.

Let’s consider again our robotic vacuum cleaner scenario. Intuitively, a sim-
ple way to reduce the search space is to constrain the movements of the robot
to those strictly necessary.

name: robot-move(r)
precond: room(r) and (not (robot-in=r))
results: robot-in:=r and cost:=1
time: 1

We can attach a specific control formula to the robot-move action schema
that prevents the robot from considering any policy in which a movement does
not involve reaching a room that needs to be cleaned or the docking station:

progression: dirt(r)>0 or r=robotdocking

In the same domain, a general control formula can then prune all those
belief situations in which the robot arrives in a room that must be cleaned and
then does not perform a cleaning action:

always
(forall r: (not ((robot-in=r and dirt(r)=d and d>0) and

(next(dirt(r)=d and (not (human-in=r))))))
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The operator next specifies the check to be performed in the next belief sit-
uation relatively to the one in which the formula is first evaluated. This formula
rules out any transition from a belief situation b to a belief situation b ′ such
that: in b the robot is in a room with a dirt level d > 0 and in b ′ no human
agent has entered the room and the level of dirt is unchanged.

Both general and specific control formulas can be used to prune the search
space detecting inconsistencies or useless situations stemming from the actions
of the robot.

3.7 A Full Example

As described in this chapter, HA-PTLplan is designed to solve human-aware
planning problems. Here, we formalize a full example to illustrate how the
planner works, how its inputs are formulated and what is its final output. The
scenario described in this section is the same we used as our running example
through all the chapter, the one of the autonomous vacuum cleaner.

3.7.1 Planning Problem

A robotic vacuum cleaner is deployed in an apartment, where an elderly person
lives. The apartment is composed by three rooms (bedroom, livingroom and
kitchen) that must be kept clean without disturbing the human user in his daily
activities. We assume that the apartment is an intelligent environment, that is,
it is capable of understanding what the elderly man is doing, predicting his
future activities and communicate to the instance of HA-PTLplan installed on
the vacuum cleaner to provide all the information needed.

Initial Belief Situation

At the beginning of each day, a new belief situation b0 is generated and passed
to the autonomous vacuum cleaner. As we said, we can assume that this in-
formation is made available by the intelligent environment where the robot
operates. Each room is marked as dirty, the robot and human times are set to
0, and the initial positions of human and robot are established. Formally:

rt := 0
ht := 0
s := dirt(bedroom) = 1 ∧ dirt(kitchen) = 1 ∧ dirt(livingroom) = 1 ∧

robot_in = robotdocking∧ human_in = bedroom

b0 also contains one or more human agendas for the following four hours.
In this explanatory example, the two agendas we consider are the ones repre-
sented in figure 3.8 (bottom).
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Goals

The robotic vacuum cleaner also receives the four goals it should accomplish:
to clean each room and to go back at the docking station when its task is com-
pleted. Notice that those can be considered soft achievement goals, as a policy
where not all of them are achieved can be sub-optimal but still acceptable.

In this example, each goal has the same weight: ∀g ∈ G : V(g) = 0.25.
Specifically:

g1 := dirt(kitchen) = 0 ; V(g1) = 0.25

g2 := dirt(bedroom) = 0 ; V(g2) = 0.25

g3 := dirt(livingroom) = 0 ; V(g3) = 0.25

g4 := robot_in = robotdocking ; V(g4) = 0.25

Interaction Constraints

The interaction constraint provided to the robot is the one already described
in the previous sections: to avoid interference with the human user, the robot
should never perform an action in a room (r) that the human is formally occu-
pying.

always (forall r: (not((robot-in=r)and(human-in=r))))

Robot Actions and Human Actions

The robotic agent is provided with a set RA of four parametric actions: robot-
move(r), robot-clean(r) (described in section 3.5), robot-stay(r) and robot-
sleep(r). All actions are specified in terms of name, preconditions, effects and
time. The effects include a measure of cost, which in this case represents battery
consumption.

The setHA encompasses all the human actions enumerated in the two agen-
das of figure 3.8. In this example, the intelligent environment can observe the
end of all the actions in HA, as can be seen from the figure. The observations
can be used by HA-PTLplan at planning time to generate a branched policy,
and then again at execution time, to discriminate which branch of the policy to
execute. For simplicity reasons, here human actions do not have preconditions.

Human actions can also have effects of the environment. BREAKFAST in
agenda A, for instance, increases the dirt level of the kitchen, and this should
be taken into account at planning time.

3.7.2 Problem Solution

Once all the information is provided to the instance of HA-PTLplan running on
the autonomous vacuum cleaner, the planner starts exploring the search space.
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Figure 3.8: A full example of robot policy generation with HA-PTLplan in the vacuum
cleaner scenario. Two human agendas covering a timespan of four hours each are pro-
vided (bottom). The planner solves this human-aware planning problem generating an
adequate policy for the robot (top). The moving actions of the autonomous vacuum
cleaner from one room to the other only take a few minutes each and have been omitted
for clarity. Since the robot is required to end its tasks at the docking station, a final
move action has been specified at the end of the policy.
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During the exploration, it prunes all the branches that would lead to a violation
of the interaction constraints (line 6, figure 3.7). For instance, when the planner
tries to apply an instance of a robot action that would lead the robot into the
kitchen before the BREAKFAST activity is over, the resulting belief situation is
discarded and the search branch abandoned. The final result is the robot policy
shown in figure 3.8 (top).

The policy solves the problem with full success, that is, all the goals are
achieved. The movements between rooms are omitted in the figure for clarity
reasons, except the last one that brings the robot back to the docking station,
as this is necessary for the fulfillment of the last goal (to be back at its station
at the end of its cleaning duties).

As can be seen from the figure, the policy generated is conditional to the ob-
servations on human actions provided by the environment: as soon as the hu-
man is observed, alternatively not observed, finishing BREAKFAST , the robot
policy branches. In case the observation was positive and the human is then ex-
ecuting agenda A, the robot can act accordingly, spending more time cleaning
the kitchen (as this room as been used for breakfast) and avoiding to interfere
with the RELAX and REST human activities. This last part is achieved cleaning
the bedroom and the livingroom when the elderly man is not using them. In
case the observation is negative, the robot can follow the other branch of the
policy, corresponding to human agenda B. In such case, the cleaning order is
changed to comply with the different room occupation, and the time spent in
the kitchen by the vacuum cleaner is equal to the one for the other rooms.

Please note that, even not considering the kitchen extra cleaning, the two
branches of the policy are not interchangeable. If the human was executing
agenda A and the robot would continue on the policy branch marked B, it
would operate in rooms that are occupied by the elderly man (e.g., livingroom
and bedroom). The same problem would arise with agenda B and policy branch
A, this time with the arising of unacceptable situations both in the kitchen and
in the bedroom.

The policy generated by HA-PTLplan respects at all times the interaction
constraints provided to the planner. It also achieves all the goals and takes into
account the effects of human actions in the environment. Even in this relatively
simple example, if the planner was not aware of human agendas, as it would
be the case in classical planning, it could not guarantee a satisfactory solution
to the problem without disturbing the user.

3.8 Performance Evaluation

To evaluate the performance of HA-PTLplan as a standalone component, we
designed two scenarios. The first one, the vacuum cleaner scenario, is an ex-
tension of the running example we described so far. In the second one, an au-
tonomous table is required to serve the human when needed. Our goal is to
test the performance of the planner with respect to the number of applicable
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actions, the number of human agendas provided and the number of events that
compose each agenda. We tested each scenario first with a full exploration of
the search space, to get an idea of its size for each problem, and then using
heuristics, to verify what can be achieved in terms of planning time, success
rate and cost. The heuristic we used is based on domain knowledge, that is,
we specified search rules based on our knowledge of the scenario that would
prune less promising branches. For instance, for our vacuum cleaner scenario,
we could specify a rule that invalidates the branches in which the robot ac-
tions are a sequence of movements from room to room without performing
any cleaning action, as we know that such behaviour is not likely to lead to an
efficient final policy. All the agendas provided to the planner as an input are
assumed to be equally probable.

3.8.1 The Vacuum Cleaner Scenario

This scenario is an extension of the full example described in section 3.7, with
the notable difference that here the apartment is composed by a variable num-
ber of rooms. The set of goals G given to the agent specifies that each room of
the apartment must be clean and that the agent must be back at its charging
station at the end of the plan. The only interaction constraint ic ∈ IC provided
is that the robot should never perform an action in a room where the human is
supposed to be. The set RA is also the same detailed in the previous section. It
should be noted that the number of action instances applicable at each step is
dependent on the number of rooms of which the apartment is composed.

The initial belief situation for the planner is automatically generated accord-
ing to the number of rooms in the apartment and to the human agendas that
are provided at each run. The elements common to all initial belief situations
can be formalized as:

rt := 0
ht := 0
s :=

∧
16j6n{dirt(rj) = ij} ∧ robot_in = robotdocking∧ human_in = r1

Where n is the number of rooms generated and each ij is set to 1 with
probability 0.3, 0 otherwise.

As said before, domain knowledge can be injected into the planner by means
of formulas expressed in temporal logic. The general control formula used in
this scenario is the one mentioned in section 3.6.3, that forces the robot to clean
whenever is possible:

always
(forall r: (not ((robot-in=r and dirt(r)=d and d>0) and

(next(dirt(r)=d and (not (human-in=r)))))))

We analyzed the performance of our planner in three different test setups.
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First setup

In the first setup, we fixed the number of rooms in the apartment to 3, plus a
special location, the robot-docking, where the robot can recharge its batteries
and is virtually unreachable by the human. For this setup, we automatically
generated 81 problems, grouped in 9 combinations, varying the number of hu-
man agendas (1, 3, 5) and the number of human actions that compose each of
the agendas (1, 3, 5). The problems generated for this experimental setup are
fully solvable, that is, a complete search would lead to a robot policy where all
the goals have been achieved.

Figure 3.9: The vacuum cleaner scenario, first setup. Planning time when brute force is
employed (top) and when domain knowledge is injected into the planner (bottom). The
box plots detail the CPU user time (in seconds) for each set of runs on a PC with an
Intel(R) Pentium(R) D 3 GHz processor and 2 GB of RAM. The problems are grouped
by the number of human agendas (h.a.) provided as input to the planner (1,3,5) and the
number of events (e) composing each of the agendas (1,3,5). The central dotted circle of
each boxplot is the median of the represented values, while its edges are the 25th and
75th percentiles. Whiskers contain all the remaining data points not considered outliers,
that are plotted individually.

The human actions, also generated automatically, can be of two types: the
user can move from one room to another (in such case the duration of the event
is fixed to 1 minute) or stay in the current location (the duration of such events
is set to a random time value, spanning from 10 to 120 minutes, when the
problem is generated). Moreover, each event can be marked at problem gener-
ation time as observable by the system with probability 0.3 and can produce
effects in the environment (that is, it can add new dirt on the floor and there-
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fore triggering one of the robot’s goals) with probability 0.2. In this and all the
following scenarios, human actions do not have preconditions. An example of
a human action follows:

name: a1
results: human-in:=r1 and obs(human-in=r1) and

dirt(r1):=(dirt(r1)+1)
time: 60

Each problem is solved first exploring the full search space, with exhaus-
tive breadth-first search, limited by the time duration of the human agendas,
and then injecting domain knowledge into the planner and perform another
search. Figure 3.9 shows the results in terms of execution time for this setup.
As expected, the run time increases with both the number of human agendas
employed and the number of events that compose each agenda. The use of do-
main knowledge proved to cut by almost 10 times the execution time and the
number of nodes explored in the search. The generated policies solved the cor-
responding problems with the same success degree and the same costs than the
ones generated without using domain knowledge.

It is worth mentioning that the experimental run presented in chapter 6, in
which the planner is used in a real environment, has the same complexity of
the runs of this setup. Therefore, our real problems are typically solved in a
matter of a few seconds, which is more than acceptable considering that the
time granularity we employ in this domain is one minute.

Second setup

The problems analyzed in this second setup are generated in the same way
detailed above. The difference here is the number of rooms — 5 instead of 3 —
and therefore the number of applicable actions at each step. Also in this case,
we tested the planner on 81 automatically generated, fully solvable problems,
grouped in 9 combinations.

Figure 3.10 shows the outcome of this setup in terms of CPU user time. As
in the previous setup, domain knowledge speeds up the computation, reducing
the required time to less than 20 seconds even for the most difficult problems.
The use of domain knowledge did not affect the success rate degree. However,
in 5 out of 81 problems a slight increase in the cost has been observed. In the
worst case, one of the problems with 5 human agendas each composed by 3
human events, the cost of the plan increased by 4.6 % compared to the one
generated by brute force.

Third setup

The third and final setup is meant to extensively test the performance of the
planner also under circumstances that would not normally arise in a real envi-
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Figure 3.10: The vacuum cleaner scenario, second setup. Planning time using brute force
(top) and using domain knowledge (bottom).

ronment. In this setup, we generated 450 problems, each with a potential suc-
cess degree of at least 0.8 (that is,

∑
g∈G V(g) > 0.8) and for these problems

we aimed at finding the best possible robot policy. The actions and the events
are automatically generated as in the previous setups, but now the number of
agendas used is increased to (5, 7, 9) and the number of events per agenda to
(3, 5, 7). 50 problems have been generated for each of the 9 combinations.

As we can see from figure 3.11, also in this case the progression formulas
significantly prune the search space (bottom). However, a little loss in terms
of success degree can be observed: the solutions of 5.1 % of the problems us-
ing domain knowledge reported a loss in success degree of at most 6 %. The
highlighted areas in figure 3.11 show the problems whose complexity are com-
parable to the ones we could face in our real settings when we would like to
consider a high number of alternative human agendas: as can be noted, the
planning time when search control formulas are used is hardly ever above one
minute (dashed line), and they exceed this threshold only on the most complex
problems where we give to the planner 5 human agendas each composed by
7 events. As explained, the time granularity of the actions we consider is also
one minute, therefore almost all the problems in the area are solvable in an
acceptable time.



3.8. PERFORMANCE EVALUATION 43

Figure 3.11: The vacuum cleaner scenario, third setup. Planning time using brute force
(top) and using domain knowledge (bottom). The boxes on the lower left corners of
the two diagrams highlight the areas that correspond to the problems that could be
plausible in real settings where we would like to consider a high number of possible
human agendas.

3.8.2 The Moving Table Scenario

In the second scenario, the interaction constraints IC of the planner are de-
signed to provide a service to the user, instead of avoiding interference with
him. In this case, we used the planner to generate policies for a moving table
that can autonomously bring drinks to the user [25]. In this scenario, some user
actions raise the request for a drink (this request is modeled as part of the ac-
tion’s effects). We use an interaction constraint to model the fact that the table
should be ready with a drink within ten minutes from the instant the request is
raised:

always ((not(human-wants-drink=t)) or
(time-elapsed-since-request<=10))

The goal, in this case, is to be back at its docking station when the execution
of the policy is over. The set RA is composed by 5 parametric actions, that are
specified as in the previous example. The agent can move from room to room,
stay or sleep in a room (the sleep action lasts longer and has a lower cost), get
a drink from the fridge and deliver it in the room where the human is located.

We tested this scenario in a single setup, in which the robot must satisfy the
user’s requests in an apartment composed by 3 rooms plus the special robot-
docking location. As in the previous scenario, we automatically generated the
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initial belief situations, while keeping the initial positions of both robot and
human fixed. We generated 450 problems, each with a potential success degree
of at least 0.8, grouped into 9 combinations according to the number of human
agendas (5,7,9) and the number of human events per agenda (3,5,7).

The human events that compose the agendas have the same structure as
the ones detailed in the vacuum cleaner scenario. Each of them, at problem
generation time, has a 0.3 probability of being observable by the system, and a
0.5 probability of arising the request for a drink. The duration of each event is
also generated as in the previous scenario.

The 450 problems were first solved by brute force, and then by providing
domain knowledge to the planner (one of the formulas employed, for instance,
specifies that the robot should move only to the robot-docking or in the room
where the human is located, in case he requires a drink).

Figure 3.12: The moving table scenario. Planning time using brute force (top) and using
domain knowledge (bottom).

As can be observed from figure 3.12, also in this case the use of domain
knowledge sped up the computation. The increased performance came at the
price of a drop in the success degree in the solution of 7.3 % of the problems
of at most 20 %.

3.9 Summary

In this chapter we introduced human-aware planning, our approach to robot
high-level reasoning in the presence of humans. In particular we presented:

• A general description of our approach to human-robot interaction;
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• A formal definition of a human-aware planning problem;

• The functionalities that a planning system should incorporate to support
human-aware planning;

• A formal description of HA-PTLplan, our planner, with a detailed analy-
sis of its features, the underlying algorithm and its complexity;

• A performance evaluation of our planner, in two different scenarios, using
heuristics to prune the search space.





Chapter 4
Human-Aware Planning in the
Presence of Multiple Humans

In this chapter, we present an extension of human-aware planning. One of the
assumptions we made introducing human-aware planning was that only one
human should be present in the environment where the robot operates. This
assumption was motivated by two reasons. First, even the most advanced intel-
ligent environments have problems tracing the activities – and therefore fore-
casting the future actions – of more than one human user at a time. Second,
considering multiple humans increases the complexity of the planning algo-
rithm. However, from the perspective of human-aware planning, it is interest-
ing to analyze how the assumption can be relaxed and to identify environments
in which such extension would be applicable.

In this chapter we detail the human-aware planning problem and algorithm
in the presence of multiple humans, we analyze the computational complexity
of our approach, and we show possible application scenarios in which our
approach can be employed.

4.1 Multi-Human HA-PTLPlan

The main differences between the HA-PTLplan described in the previous chap-
ter and the one for multi-humans lie in the input the planner receives and the
way it handles multiple agendas for each human. As described before, HA-
PTLplan takes as input the interaction rules and a set of goals. It also takes
sets of possible human agendas (one set for each human present in the environ-
ment), as estimated by a separate plan recognition module.

While the key concepts of state, action and agenda do not change in this
extension of the planner, we must redefine the situation, to take into account
the presence of multiple humans.

In the single human version, a situation is defined as a tuple 〈s, rt,ht,ha〉
where s is a state, rt ∈ R+ is the time when the robot latest action ended, ht ∈

47
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R+ is the time when the human latest action ended, and ha is the remaining
agenda of the human. Here, we redefine a situation as a tuple 〈s, rt,hta〉 where
s is a state and rt ∈ R+ is the time when the robot’s latest action ended. hta is
a non empty set of tuples hta = {〈ht1,ha1〉, . . . 〈htm,ham〉} , where hti ∈ R+

is the time when the i-th human’s latest action ended and hai is the rest of the
agenda for the same human. The cardinality of hta is equal to the numberm of
humans present in the environment that the robot should consider for planning.
The set of situations is denoted Σ. Note that in every situation 〈hti,hai〉 will
refer to the i-th human agent.

We can now extend the transition function between situation Resa de-
scribed in equation 3.1, defining what happens when the robot performs an
action a ∈ RA in a situation 〈s, rt,hta〉.

Resa(〈s, rt,hta〉, 〈s ′, rt ′,hta ′〉)

The definition of Resa is composed of two parts, as it was in equation 3.1
in the previous chapter. The first part is the recursive case when there is a
human agenda hai whose next action a ′i finishes before or at the same time
of the robot’s current action a, while the second part is applied when the
action a of the robot finishes before the first action of every human agenda
hai : 〈hti,hai〉 ∈ hta.

In the recursive case, a human action a ′i is completed, resulting in a new
situation 〈s ′′, rt,hta ′′〉 from which one continues:

∑
s′′

Resa′
i
(s, s ′′) · Resa(〈s ′′, rt,hta ′′〉, 〈s ′, rt ′,hta ′〉)

Therefore, we first have to check if there are tuples in hta that contain an
agenda whose first action will end before the robot action, that is, ∃〈hti,hai〉 ∈
hta : a ′i = first(hai)∧hti+ ta′

i
6 rt+ ta. Of all the tuples found, we choose

the one whose agenda starts with the action that ends before all the others.
In case two agendas start with actions that end at the same time, we use the
ordering of the tuples in hta to discriminate which one will be applied first:

∃〈hti,hai〉 ∈ hta : a ′i = first(hai) ∧ hti + ta′
i

6 rt+ ta ∧

∀k, (k < i), 〈htk,hak〉 ∈ hta :

∀a ′k(a ′k = first(hak)⇒ htk + ta′
k
> hti + ta′

i
) ∧

@j, (j > i), 〈htj,haj〉 ∈ hta :

∀a ′j(a ′j = first(haj)⇒ htj + ta′
j
< hti + ta′

i
)

Each time that the recursive case of Resa is applied (that is, until there’s
no human action in all the agendas that ends before the robot action), a new
intermediate situation 〈s ′′, rt,hta ′′〉 is generated, where
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∃ht ′′i ,∃ha ′′i : ht ′′i = hti + ta′
i
∧ ha ′′i = rest(hai) ∧

hta ′′ = (hta\{〈hti,hai〉}) ∪ {〈ht ′′i ,ha ′′i 〉}

The robot time rt remains unchanged in the transition, since no robot action
has yet been applied, while the state transition is Resa′

i
(s, s ′′).

In case the action of the robot finishes before the first action of every human
agenda, the transition function leads to a new situation in which the agendas
are unchanged, while robot time and state reflect the results of the robot action.

The extension of Resa to transition between situations can therefore be ex-
pressed as in equation 4.1. Note that the first situation is when the robot action
is started (〈s, rt,hta〉), and the second situation is when it ends (〈s ′, rt ′,hta ′〉).

Resa(〈s, rt,hta〉, 〈s ′, rt ′,hta ′〉) =

∑
s′′ Resa′

i
(s, s ′′) · Resa(〈s ′′, rt,hta ′′〉, 〈s ′, rt ′,hta ′〉)

when ∃〈hti,hai〉 ∈ hta,∃ht ′′i ,∃ha ′′i :
a ′i = first(hai) ∧ hti + ta′

i
6 rt+ ta ∧ ht ′′i = hti + ta′

i
∧

ha ′′i = rest(hai) ∧

hta ′′ = (hta\{〈hti,hai〉}) ∪ {〈ht ′′i ,ha ′′i 〉}) ∧

∀k, (k < i), 〈htk,hak〉 ∈ hta :
∀a ′k(a ′k = first(hak)⇒ htk + ta′

k
> hti + ta′

i
) ∧

@j, (j > i), 〈htj,haj〉 ∈ hta :
∀a ′j(a ′j = first(haj)⇒ htj + ta′

j
< hti + ta′

i
)

Resa(s, s ′)
when rt ′ = rt+ ta ∧ @〈hti,hai〉 ∈ hta :

∀a ′i(a ′i = first(hai)⇒ rt ′ < hti + ta′
i
) ∧ hta ′ = hta

(4.1)
The result of the application of this extended version of Resa is still a prob-

ability distribution. This is because the above formulation of Resa extends the
one provided in equation 3.1 not in the mechanisms used for the application of
robot and human actions, but in the way such actions are selected for execu-
tion.

An example of how this extension of the Resa function is applied to the
planning process can be seen in figure 4.1. As it can be observed, the dynamics
are still similar to the ones described in figure 3.2, but in this case the situa-
tions contain two human agendas, one for each of the persons present in the
environment.

In this multi-human example, the initial situation is defined as:
〈s, 5, {〈3, (watchTV, eatDinner)〉, 〈4, (sleep)〉}〉
In this case, two human agents in the environment have different agendas,

that are composed by subsets of the human actions watchTV, eatDinner and
sleep such that:
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twatchTV = 4 and ReswatchTV(s, s1) = 1;
teatDinner = 4 and ReseatDinner(s2, s3) = 1; and
tsleep = 7 and Ressleep(s3, s4) = 1.
As in the example presented in section 3.2, no one of the human actions has

preconditions. Here, the first human agent will complete watchTV at ht1 +
twatchTV = 3 + 4 = 7, then the robot will complete the clean action at rt +
tclean = 5 + 5 = 10, as follows:

Resclean(〈s, 5, {〈3, (watchTV, eatDinner)〉, 〈4, (sleep)〉}〉,
〈s2, 10, {〈7, (eatDinner)〉, 〈4, (sleep)〉}〉 =

ReswatchTV(s, s1) · Resclean(〈s1, 5, {〈7, (eatDinner)〉, 〈4, (sleep)〉}〉,
〈s2, 10, {〈7, (eatDinner)〉, 〈4, (sleep)〉}〉 =

ReswatchTV(s, s1) · Resclean(s1, s2) = 1.0

ha2

ht2

watchTVha1

ht1 3 7

eatDinner

sleep

4

State s1s

Robot clean

5 10rt

s2

Figure 4.1: Example of robot and human action transitions. In the initial situation
〈s, 5, {〈3, (watchTV, eatDinner)〉, 〈4, (sleep)〉}〉 the planner tries to apply the robot ac-
tion clean (tclean = 5). Here, ht1 = 3, first(ha1) = watchTV (twatchTV = 4), ht2 = 4
and first(ha2) = sleep (tsleep = 7). Since tclean + rt = 10 and twatchTV + ht1 = 7,
the action of the robot will finish after the end of the first human action in the agenda
ha1. Therefore, the human action watchTV is first applied, leading to a new situation
〈s1, 5, {〈7, (eatDinner)〉, 〈4, (sleep)〉}〉, where ht1 and ha1 are updated, and the effects
of watchTV lead to a new state s1. The preconditions of the clean actions are checked
also in this new situation, as well as the interaction constraints between robot and hu-
man. Since both eatDinner and sleepwould end after the robot action clean, the latter
is finally applied, generating the final situation 〈s2, 10, {〈7, (eatDinner)〉, 〈4, (sleep)〉}〉
in which rt is progressed and the effects of the robot action are reflected in s2.

Actions with probabilistic outcome are supported also when multiple hu-
mans are considered. In the example in figure 4.2, the initial situation is defined
as:
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〈s, 5, {〈4, (cook, eatDinner)〉, 〈4, (prepareSnack,watchTV)〉}〉
The actions in the agendas of the two users are defined as:
tprepareSnack = 2,
ResprepareSnack(s, s1) = 0.5 and ResprepareSnack(s, s2) = 0.5;

tcook = 3,
Rescook(s1, s3) = 0.5, Rescook(s1, s4) = 0.5,
Rescook(s2, s4) = 0.5 and Rescook(s2, s4) = 0.5;

4.2 Interaction Constraints with Multiple Humans

Interaction constraints with multiple humans are an extension of the ones de-
fined in section 3.3. They can still be considered as maintenance goals and they
are specified as temporal logic formulas in the form always(φ), but here they
can represent an interaction rule between the robot and every human agent in
the environment, or a constraint between the robot and a subset of the human
agents. HA-PTLplan allows the specification of personalized interaction con-
straints, according to the possibly different preferences and needs of the people
sharing the environment with the robot. For instance, the following interaction
constraint enforces that the robot should never perform an action in a room (r)
occupied by a human (h):

always (forall r:
(not (exists h: robot-in=r and human-in(h)=r)))

In case we design a scenario in which the robot should avoid only one of
the human agent (human1), then the IC would be:

always (forall r:
(not (robot-in=r and human-in(human1)=r)))

Although it would be syntactically correct to specify interaction constraints
between human agents, it is semantically meaningless to express such con-
straints, that would only predicate on human agendas. As it is not possible
to restrain the language in which interaction constraints are specified without
loosing expressiveness, we add the further limitation that the constraint sys-
tem must not induce constraints on human agendas. This limitation cannot be
checked syntactically, but it can be checked at execution time.

4.3 Partial Observability

As we extended the transition function Resa (equation 4.1), we can now do
the same for the Obsa function we detailed in section 3.4. As defined before,
a belief situation is a probability distribution over situations. Therefore, the
robot can have alternative hypotheses about the current state of the world,
the humans’ agendas, and so on. The function Obsa : Σ × Σ × Ω → [0, 1],
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ht2
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Figure 4.2: Example of robot and human action transitions,
when actions have probabilistic outcomes. In the initial situation
〈s, 5, {〈4, (cook, eatDinner)〉, 〈4, (prepareSnack,watchTV)〉}〉 the planner tries
to apply the robot action cleanBedroom (tcleanBedroom = 4). Here, ht1 = 4,
first(ha1) = cook (tcook = 3), ht2 = 4 and first(ha2) = prepareSnack

(tprepareSnack = 2). Since tcleanBedroom + rt = 9, tcook + ht1 = 7 and
tprepareSnack + ht2 = 6, the action of the robot will finish after the end of both
human actions first(ha1) = cook and first(ha2) = prepareSnack. Since it will
be the first to end, prepareSnack is first applied. Due to its probabilistic outcome
(ResprepareSnack(s, s1) = 0.5, ResprepareSnack(s, s2) = 0.5) its application leads
to two different situations, 〈s1, 5, {〈4, (cook, eatDinner)〉, 〈6, (watchTV)〉}〉 and
〈s2, 5, {〈4, (cook, eatDinner)〉, 〈6, (watchTV)〉}〉, where ht2 and ha2 are updated,
and the effects of prepareSnack lead to two different possible states, s1 and s2. The
difference between the two states is that in s1 the kitchen is marked as dirty, while
in s2 prepareSnack had no effects on the conditions of the room. Human action
cook, from the agenda ha1, is then applied with the same mechanism and, finally, the
planner can apply the robot action cleanBedroom, leading to the three final situations
〈s6, 9, {〈7, (eatDinner)〉, 〈6, (watchTV)〉}〉, 〈s7, 9, {〈7, (eatDinner)〉, 〈6, (watchTV)〉}〉
and 〈s8, 9, {〈7, (eatDinner)〉, 〈6, (watchTV)〉}〉.
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such that Obsa(σ,σ ′,ω), specifies the probability of a transition leading to a
situation σ ′ ∈ Σ and an observation sequence ω ∈ Ω when robot action a is
performed in situation σ. As described in the previous chapter, this observation
sequence consists of the observations resulting from all human actions that can
provide observations, being completed between the situation in which a robot
action starts and the one in which the same action ends. The last element of the
observation sequence would be the observation resulting from the robot action.

When considering the case of multiple humans, it is important to remember
that the order of the tuples in hta in every situation σ is always consistent with
the humans that are considered in the planning process (section 4.1). Therefore,
it is always possible to ascribe an observation of the effect of a human action
ai from the agenda of the i-th tuple 〈hti,hai〉 to the i-th human agent.

We can therefore define the extended Obsa as:

Obsa(〈s, rt,hta〉, 〈s ′, rt ′,hta ′〉,ω) =

∑
s′′(Obsa′

i
(s ′′, first(ω)) · Resa′

i
(s, s ′′)·

Obsa(〈s ′′, rt,hta ′′〉, 〈s ′, rt ′,hta ′〉, rest(ω)))
when ∃〈hti,hai〉 ∈ hta,∃ht ′′i ,∃ha ′′i :

a ′i = first(hai) ∧ hti + ta′
i

6 rt+ ta ∧ ht ′′i = hti + ta′
i

∧

ha ′′i = rest(hai) ∧

hta ′′ = (hta\{〈hti,hai〉}) ∪ {〈ht ′′i ,ha ′′i 〉}) ∧

∀k, (k < i), 〈htk,hak〉 ∈ hta :
∀a ′k(a ′k = first(hak)⇒ htk + ta′

k
> hti + ta′

i
) ∧

@j, (j > i), 〈htj,haj〉 ∈ hta :
∀a ′j(a ′j = first(haj)⇒ htj + ta′

j
< hti + ta′

i
)

Obsa(s
′, first(ω)) · Resa(s, s ′)

when rt ′ = rt+ ta ∧ rest(ω) = [ ] ∧ @〈hti,hai〉 ∈ hta :
∀a ′i(a ′i = first(hai)⇒ rt ′ < hti + ta′

i
) ∧ hta ′ = hta

(4.2)

4.4 Policy Generation with Multiple Humans

One of the inputs that the planner receives is the set of possible agendas fore-
casted for the human users. The initial belief situation b0 must contain one
situation for each possible combination of the agendas of the different users. In
this way, we are sure not to overlook future situations.

To show a simple yet concrete example of a planning problem we can resort
once again to the robotic vacuum cleaner scenario. Two people are present in
the environment, and, for each one of them, the planner receives two possible
agendas:
human1 : (prepareMeal, eat,goOut), (prepareMeal, eat,watchTV)
human2 : (sleep), (nap,watchTV)
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Therefore, the initial belief situation (4.3) includes four different situations,
each with a state representing the initial state of the world, and a combination
of the human agendas (where ∀i : hti = 0, tprepareMeal = 5, teat = 5,
tgoOut = 20, tsleep = 30, twatchTV = 10 and tnap = 4).

{〈s, 0, {〈0, (prepareMeal, eat,goOut)〉, 〈0, (sleep)〉}〉,
〈s, 0, {〈0, (prepareMeal, eat,goOut)〉, 〈0, (nap,watchTV)〉}〉,
〈s, 0, {〈0, (prepareMeal, eat,watchTV)〉, 〈0, (sleep)〉}〉,
〈s, 0, {〈0, (prepareMeal, eat,watchTV)〉, 〈0, (nap,watchTV)〉}〉}

(4.3)

We specify the same interaction constraint and goals as in section 3.5, with
the only difference that the interaction constraint is generalized to be applied
to every human in the environment:

always (forall r:
(not (exists h: robot-in=r and human-in(h)=r)))

Robot policy generation and admissibility are defined for multiple humans
as in section 3.5. Figure 4.3 shows the expansion of the first nodes of a robot
policy that could be generated for the vacuum cleaner scenario. The initial belief
situation b0 includes the four situations described in equation 4.3, each one of
which contains the same initial state and one of the four possible combinations
of the two agendas of the human users.

stay-in-docking n0
〈s, 0, {〈0, (prepareMeal, eat,goOut)〉, 〈0, (nap,watchTV)〉}〉

n2n1
〈s1, 6, {〈5, (eat,goOut)〉, 〈0, (sleep)〉}〉 〈s2, 6, {〈5, (eat,goOut)〉, 〈4, (watchTV)〉}〉

ω = 〈〉

stay-in-docking move-to(bedroom)

n3

ω = 〈h1 : eat〉

n4
〈s4, 7, {〈5, (eat,goOut)〉, 〈4, (watchTV)〉}〉

stay-in-docking clean(bedroom)

ω = 〈h1 : prepareMeal〉 ω = 〈h1 : prepareMeal,h2 : nap〉

〈s, 0, {〈0, (prepareMeal, eat,goOut)〉, 〈0, (sleep)〉}〉

〈s4, 7, {〈5, (eat,watchTV)〉, 〈4, (watchTV)〉}〉

〈s, 0, {〈0, (prepareMeal, eat,watchTV)〉, 〈0, (sleep)〉}〉
〈s, 0, {〈0, (prepareMeal, eat,watchTV)〉, 〈0, (nap,watchTV)〉}〉

〈s1, 6, {〈5, (eat,watchTV)〉, 〈0, (sleep)〉}〉 〈s2, 6, {〈5, (eat,watchTV)〉, 〈4, (watchTV)〉}〉

〈s3, 12, {〈10, (goOut)〉, 〈0, (sleep)〉}〉
〈s3, 12, {〈10, (watchTV)〉, 〈0, (sleep)〉}〉

Figure 4.3: Example of the first nodes of a robot policy in the robotic vacuum cleaner
scenario when multiple humans are present.
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Procedure HumanAwarePlanning(b0,RA,HA, IC,G,V, succ)

B := {b0}1

foreach b ∈ B do2

foreach a ∈ RA do3

if Prea hold in b then4

while computing the new {b ′|P(b ′|b,a) > 0} do5

check IC and search control6

progress human agendas in b7

add the new b ′ to B8

if there are b ′ for which some goals g ∈ G hold then9

compute the values of those b ′ using V10

perform Bellman update of success and cost for nodes in B11

if termination conditions are met and value in b0 > succ then12

return best policy13

if no nodes in B with untried actions then14

return failure15

Figure 4.4: Human-aware planning algorithm with multiple humans.

4.5 Algorithm

The algorithm of HA-PTLplan extended when multiple humans are considered
is detailed in figure 4.4. Compared to the algorithm described in figure 3.7,
the differences are mostly in the termination conditions. Also in this case, the
situations σ ∈ b0 are initialized beforehand: their rt value is set to 0, as well as
the hti value in each of the tuples 〈hai,hti〉 ∈ σ.

4.5.1 Termination Conditions

As it was for single human case, we do not want to stop the search when we
first meet a success situation, as subsequent human actions could invalidate
some of the goals. On the other hand, we want also to avoid to plan robot
actions when we have a lack of information on what the human agents are
doing. Therefore, in this case, the search is halted in every belief situation that
either: (1) Contains at least a situation in which the agenda of one of the human
agents is empty (∃hai, 〈hai,hti〉 ∈ hta : rest(hai) = ∅); or (2) Contains only
human situations in which all agendas, for every human agent, have at most
one action left (∀hai, 〈hai,hti〉 ∈ hta : (rest(rest(hai)) = ∅∨ rest(hai) = ∅).
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4.5.2 Complexity

As analyzed in section 3.6.2, the complexity of the search for HA-PTLplan
when only one human is present, both in terms of space and memory, is equal
to O(pkha · nha · btha/tra). When we extend our algorithm to consider mul-
tiple humans in the environment, a new factor must be considered, as the ini-
tial belief situation contains one situation for each possible combination of the
agendas of the different users.

When we calculated the complexity for the single user case, we made the
following assumptions: (1) All human agendas have the same length (in time)
tha and are composed by the same number of actions kha; (2) Every human ac-
tion has a fixed number of possible outcomes p (all observable); (3) Interaction
constraints are never violated (no pruning of the search space); (4) All robot
actions have a fixed duration tra. In addition, now we add a fifth assumption:
(5) The planner receives as input the same number nha of human agendas for
each of the nhumans human agents in the environment.

When nhumans agents are present, each with nha predicted agendas, we
would have a nnhumansha situations in the initial belief situation b0, as we want
to consider all possible combinations of forecasted human plans. If we assume
that all human actions are observable, this would lead to a branching of the
search tree from b0 at level 0 to nnhumansha belief situations at level 1, each
containing a single situation with one combination of human agendas. The
algorithm would then apply every robot action instance to every new belief
situation to obtain level 2. Therefore, the algorithm should explore nnhumansha

sub trees of the same size of the one in which only one human agenda was
provided. Moreover, the branching induced by human actions with multiple
outcomes is pnhumans·kha . Under such conditions, the complexity of the search
is O(pnhumans·kha · nnhumansha · btha/tra).

4.5.3 Pruning the Search Space

As it is obvious from the previous section, using our planning algorithm with-
out any heuristic search becomes unpractical in any non-trivial case. The multi
human extension of HA-PTLplan fully supports the injection of domain knowl-
edge expressed in generic or specific temporal logic formulas, as described in
section 3.6.3.

4.6 Application Scenarios

In this section, we illustrate the extended version of HA-PTLplan with two real-
istic scenarios. The first scenario exemplifies how the generalization of human-
aware planning can be directly applied to household environments, while the
second one is an example of how the human-aware planning concept can be
extended beyond the scope of domestic intelligent environments.
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4.6.1 A Domestic Helper

Barbro and Per are an elderly couple still living in their apartment without
special social assistance. Considering their advanced age, their son has decided
to help them in their every-day life deploying unobtrusive devices capable of
monitoring the most important activities of the couple (e.g., their movements
from one room to another).

In the environment is deployed a robotic vacuum cleaner, also equipped
with a speech synthesizer. The robot is interfaced with the other ubiquitous
devices and plans its actions using HA-PTLplan. Its main task is to keep the
apartment clean, but it can also deliver messages to the two people, becoming
the physical embodiment of the intelligent environment.

It is not relevant for this scenario how the morning schedules of Per and
Barbro are generated: they could be learned and then identified by the environ-
ment; they could be pre-coded by the final users; or they could be generated on
the fly by the environment using a set of rules and temporal reasoning. How-
ever, we will present in chapter 5 our first result towards the realization of
a temporal reasoning architecture that could indeed monitor and, eventually,
predict the future actions of people in an intelligent environment.

Here, we assume that, at the beginning of the day, the planner receives from
the environment the set of possible plans that Barbro and Per are likely to
execute in the next three hours (from 9 am to 12 am), the goals to achieve and
the interaction constraints to respect. A policy is then generated that can use
the observations provided by the environment to take execution decisions.

Final goals

The set G of final goals of the robot specifies that all the rooms must be cleaned
and that the robot has to go back to the docking station at the end of the plan.
The last goal is motivated by the fact that we want to be sure that the robot
is in a place where it cannot disturb Per and Barbro when we no longer have
information about their activities.

The rooms the robot can access are the bedroom, the livingroom and the
kitchen. Therefore, G is composed by four goals in total, all of which have the
same value (∀g,g ∈ G : V(g) = 0.25).

Robot actions

The set RA contains 5 parametric actions the robot can perform:
robot-move(r)
robot-sleep(r)
robot-stay(r)
robot-clean(r)
robot-remind-medication-to-human(r,h)
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Every action takes a parameter (r) that specifies the room in which the ac-
tion should be performed. The last one also accept the human agent (h) that
should be notified. An example of the action schemas follows:

name: robot-remind-medication-to-human(r,h)
precond: room(r) and robot-in=r and human-agent(h) and

human-in(h)=r and human-needs-medication(h)=T
results: human-needs-medication(h):=F and

medication-need-start-time:=0 and cost:=0.1
time: 2

The robot can remind a human agent to take his medication when robot and
user are in the same room and the user forgot about it. The results of the action
are the cessation of the need for the human, as the reminder has been issued,
the reset of the counter that keeps track of the moment when the user should
have taken his medication, and a cost that represents battery consumption.

Interaction constraint

In this example, we use the interaction constraints as we did in the moving table
scenario (section 3.8.2) in the previous chapter, that is, to provide a service to
the users, instead of describing rules to avoid interference.

The service the robot has to provide, in this case, is to remind Per of his
medication, in case the elderly man forgets about it. During his morning sched-
ule, Per needs to take a specific medication. This need is reflected in his agendas,
that encompass also the possibility that he would forget about it.

As the environment can observe if and when Per takes his medication, an
observation can be used to discriminate if Per has taken the medication at the
right moment or has forgotten about it. In the latter case, the robot must raise
an alert within 20 minutes from the time the medication was supposed to be
taken.

Obviously, each policy of the domestic robot that fails to deliver such alert
is invalidated. The interaction constraint that grasps this requirement follows:

always (not (exists h:
human-needs-medication(h)=T and time-elapsed(h)>20))

Please note that this interaction constraint is generic, in the sense that it does
not apply to a specific human user, but it can refer to every user in the environ-
ment (h represents every individual whose agendas are provided to the robot).
The predicate time-elapsed(h) measures for each user how much time has
passed since the moment the medication should have been taken with respect
to the current robot time rt.
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Policy generation

In the first example, the morning of the elderly couple starts at 9 am. After
the toilet, they both move in the kitchen for breakfast. As usual, the bedroom
is automatically marked for cleaning by the system. The system also identifies
one agenda for each person, but, in the case of Per, the agenda involves taking
a medication just after breakfast. Therefore, a second agenda is automatically
generated to take into account the possibility that the medication has been
forgotten.

9 am 10 am 11 am 12 am

kitchen
BREAKFAST

obs: medication
dirt(kitchen) + 1

BREAKFAST
kitchen

dirt(kitchen) + 1

dirt(kitchen) + 1

BREAKFAST
kitchen kitchen

PREP LUNCHWATCHTV/READ/REST
livingroom

CLEAN
bedroom

CLEAN
kitchen

CLEAN
kitchen

SLEEP/STAY
docking station

SLEEP/STAY
docking station

WATCHTV/READ/REST

livingroom
WATCHTV/READ/REST

livingroom

Barbro

Per

A

B

A

B

Robot

Figure 4.5: The human agendas (bottom) are provided as input to the planner. The policy
generated for the robot (top) takes into account all the constraints that emerge from the
human agendas and can use all the observations stemming from human activities to
select the best course of action.

The three human agendas are graphically represented at the bottom of fig-
ure 4.5. The initial belief situation b0, in this case, contains two situations,
containing Barbro’s agenda coupled with one of the two agendas of Per.

Per spends the time after breakfast in the livingroom, reading, watching
television and resting, while Barbro, after two hours, goes back to the kitchen
to prepare lunch. It should be noted that the breakfast activity introduces a new
goal for the robot: once the kitchen has been used, it is marked as dirty and the
robot must attend to it. The small boxes in a different color that interleave the
actions of the human agents represent the movements from one room to the
other; these movements can be traced by the intelligent environment and used
at execution time to decide which branch of the robot policy to follow. Another
observation stems from the medication: at the end of the breakfast, Per can be
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observed (agenda A) – or not observed (agenda B)– taking his medication. This
is actually the observation used by the planer to branch its policy, as can be
observed in the upper part of figure 4.5.

The robot policy starts with the cleaning of the bedroom, which is now
empty. Then, according to the observation whether Per has taken his medica-
tion or not, the robot can either move directly to clean the now empty kitchen
before Barbro needs it again, or move to the livingroom to deliver the medica-
tion alert to Per (the action is marked with a colored box in the figure) before
continuing with its cleaning duties.

Speeding up the search

As seen in section 4.5.2, if we want to plan for a realistic time span (several
hours) in environments with two people, each with several possible agendas,
the search space would soon become very large. Therefore, domain knowl-
edge is injected in the planner using general and specific control formulas (sec-
tion 4.5.3).

An example of the heuristics used in this domain is the specific control for-
mula attached to the robot-move(r) action schema:

:progression (human-needs-medication(h)=T and human-in(h)=r) or
r=robotdocking or dirt(r)>0

This rule allows the robot to consider a moving action only when directed
to a room that needs to be cleaned, or that contains a human agent in need for
a medical reminder, or else when the robot intends to go back to the docking
station.

We generated the policy for the planning problem above with and with-
out control formulas. Without using domain knowledge, the planner explored
9873 nodes and required 66 seconds to generate a solution where the interac-
tion constraint was not violated and all the goals were achieved. Using control
formulas, only 316 nodes were explored (in 2.3 seconds). The resulting policy
(figure 4.5 at the top) was valid and all the goals were achieved.

Adding more agendas

Obviously in real environments the number of agendas that the planner should
consider for each human is usually higher than one or two. We performed two
more runs, first adding one agenda (represented in figure 4.6, A) for Barbro and
then adding also a second one (figure 4.6, B). All the agendas have the same
length in time.

In the run in which both Barbro and Per have two agendas each, the initial
belief situation b0 is composed by four situations each, which cover all the
possible combinations of the plans of the two individuals. As we expected from
the complexity study in section 4.5.2, without domain knowledge the planner
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Figure 4.6: Two more forecasts of the possible morning activities of Barbro.

explored 19544 nodes in 138 seconds to find a successful policy. A policy with
the same success rate was also found when control formulas were used. Also in
this case, the nodes explored (617 in 4.3 seconds) were roughly the double of
the ones needed in the run presented in the previous section.

Finally, we added also the last of Barbro agendas, in which she stays in
bed longer, skipping breakfast. This means that the robot policy also considers
that in some cases the bedroom could not be available for cleaning if this is
the agenda that Barbro will actually follow. The policies generated with and
without control formulas achieved full success. Also in this case, the domain
knowledge considerably sped up the computation (from 24981 nodes in 185
seconds to 1368 nodes in 10.5 seconds).

4.6.2 The Surgeon Helper

In a department of an hospital, different surgeons share two operating rooms.
A robotic helper has been deployed to assist them, bringing the needed instru-
ments in the correct room and removing and disposing of the used material.

Although the surgeries are scheduled in advance, some problems may arise
and the surgeons are allowed to file multiple schedules for the following day.
In each schedule they can decide the time of the surgery, the room they want to
use (if they have such a preference) and the instruments they are going to need.

The policies generated ensure that the rooms are prepared with the required
material before the surgeon enters, that at the beginning of each surgery there
will be no used disposable material and that, at the end of the day, all the
instruments are back in the storage room, or, in case they were disposable,
discarded in a dedicated location.

As soon as they enter the preparation room, the surgeons can be observed
in their movements thanks to sensors distributed in the environment. Such ob-
servations generated by the intelligent environment can be used by the robot at
execution time to follow the activities of the human agents and act accordingly.

An important aspect of this scenario is that the planning problems presented
here are more complex than the ones solved in the previous scenarios. This is
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because of the higher number of human agents, objects and locations that the
planner must take into account. Also, here the planner on the robot is not
used on-line, as it can work during the night, and therefore the time needed for
generating the policy can be in the order of hours.

The planning problem

The robot has three goals: to ensure that at the end of the day all the reusable
instruments (e.g., x-ray machines) are back in the storage room; to dump all the
disposable material in a dedicated room; and to be back at its charging station
when its tasks are completed.

To ensure that the robot will not interfere with the medical staff, an in-
teraction constraint is defined that discards every policy where the robot is in
the same room as a surgeon. In this example, we also used human action pre-
conditions: every time that a surgeon enters the room where he will work, an
instantaneous action is triggered whose preconditions make sure that in the
room there is no used disposable material from previous surgeries and that the
instruments required by the surgeon are effectively present.

The robot is provided with a set of 5 parametric actions: it can move from
room to room, pick up and put down objects, and remain idle for a short or
for a long time. Obviously, considering that there are several objects of dif-
ferent kinds in the environment (4, in our experimental runs) and 5 different
locations (the two operating rooms, the docking station, the disposal room and
the storage), the number of instances of each action schema is elevated and this
induces a high branching factor in the search tree.

The size of the search space is also directly related to the time span of the
agendas (up to 8 hours), to the number of human agents (up to 4 in our exper-
iments) and to the fact that each surgeon can file multiple agendas. To obtain
a solution to the problem in a reasonable time (that, in this case, would be a
matter of a few hours), we employed control formulas like the following:

(not (robot-carries-object(o)=T and object-disposable(o)=F and
robot-in=disposal-room))

This rule states that a robot carrying a non-disposable object should never
access the disposal-room. The formulas employed never compromised the suc-
cess rate of our test runs but they provided the means to make the planning
problem tractable.

Problem tractability

In our test runs we used 5 different agendas distributed among 4 surgeons. Each
agenda had a time span from 120 to 480 time units (minutes, in our case).
All the instruments needed by the surgeons, both disposable and machinery,
where placed in the storage room at the beginning of each run. In all the tests,
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we always used a total number of 4 items, two of which disposable, and 2
operating rooms. Rooms and items can also remain unused in a run.

Already in a relatively simple scenario, with only one surgeon with a single
agenda, the search space proved to be too large for a search not directed by
domain knowledge. In such a case, HA-PTLplan did not manage to produce a
solution of the problem in an 8 hours time span. However, a fully successful
solution was found using control formulas, exploring only 6115 nodes in less
than two minutes. The generated policy satisfied all the goals, never violated
interaction constraints, provided support for human action preconditions and
was composed by 21 robot actions.

To check the scalability of our approach, we performed five more test runs,
increasing the number of agents and agendas. In all these runs, we always em-
ploy control formulas to prune the search space. The planner found a fully
successful solution in every case (that is, all the goals were achieved and no
interaction constraint was violated).

In the planning problem with two surgeons with one agenda each, HA-
PTLplan found a successful solution exploring 8704 nodes in about 2 minutes.
The problems with three and four human agents (each with a single agenda)
were solved exploring, respectively, 93679 and 251187 nodes in about 26 and
80 minutes. Finally, in the last two runs, we generated a problem with three
surgeons and a total of 4 and 5 different agendas. In the first run, one of the
surgeons had two agendas, thus the initial belief situation b0 contained 2 sit-
uations. In the second run, two surgeons had two agendas each. Therefore, in
this case the initial belief situation b0 contained 4 situations, to cover all the
possible combinations of human agendas. The planner solved the first problem
generating a branched policy containing a total of 54 robot actions. The search
space counted 142520 nodes explored in about 54 minutes. Finally, the sec-
ond, and more complex problem, was solved by HA-PTLplan in less than two
hours and a half exploring 298573 nodes. The branched policy, in this case,
was composed by 101 robot actions.

In spite of the complexity of the problems, each policy was generated in a
time span that is acceptable in this scenario, as the planner is allowed to work
off-line overnight. Obviously, with problems of such complexity (many human
users, objects and locations), HA-PTLplan would not be able to properly func-
tion in a closed loop.

4.7 Summary

In this chapter we extended human-aware planning to deal with multiple hu-
mans sharing the same environment at the same time. Here we described:

• The formal extension to human-aware planning required to cope with
multiple humans in the environment;

• The extended version of the HA-PTLplan algorithm;
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• A complexity analysis of the extended algorithm, in terms of search space
and time;

• Two explanatory application scenarios, one in a domestic environment
and the second in a hospital settings.



Chapter 5
Activity Monitoring

As described in the previous chapters, the availability of information about
the current and future activities of the users sharing the environment with the
robot is one of the assumptions of human-aware planning. Therefore, it would
be important for the plan forecaster to work at the same level of abstraction of
the planner that would then use such information, to facilitate integration and
to eventually work in a closed loop.

It is with this idea in mind that we set up our work on activity recognition.
The final result that we present in this chapter is SAM, an Activity Management
architecture1 for service providing intelligent environments. SAM is the result
of a joint effort with other people in the same research group and, for this
reason, it has been designed to address also issues that go beyond human-aware
planning.

As it will be described in the rest of this chapter, SAM continuously refines
its knowledge on the state of affairs in the environment through an on-line
inference process. This process concurrently performs abductive inference to
provide the capability to recognize context from current and past sensor read-
ings. Moreover, thanks to its underlying formalism and inference mechanisms,
SAM can also provide contextualized service execution, synthesizing proactive
plans for actuators distributed in the environment.

SAM is built on top of the Multi-component Planning and Scheduling frame-
work (OMPS) [32] and it is conceived to satisfy a number of important require-
ments stemming from realistic application settings:

• Modularity: it should be possible to add new sensors and actuators with
minimal reconfiguration effort, and the specific technique employed for
context recognition and planning should not be specific to the type of
devices employed;

1SAM stands for “SAM the Activity Manager”.

65
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• Long temporal horizons: the system must be capable of recognizing pat-
terns of human behavior that depend on events that are separated by long
temporal intervals, e.g., recognizing activities that occur every Monday;

• On-line recognition and execution: we require the system to be capable
of recognizing activities as soon as they occur, a necessity which arises in
contexts where the inferred activities should lead to the timely enactment
of appropriate procedures;

• Multiple hypotheses tracking: finally, the system must be capable of mod-
eling and tracking multiple hypotheses of human behavior, in order to
support alternative and/or multiple valid explanations of sensor readings.

Among the above requirements, the ones that stem directly from human-
aware planning are the last two. In particular, on-line recognition is essential
for the execution of policies generated by a human-aware planner, as real time
information is required to detect the activity the user is performing. Multiple
hypotheses tracking in activity recognition is also a very important feature for
SAM, as it lays the foundations for multiple hypotheses forecasting (chapter 3).

5.1 Domain Representation

SAM is based on the Open Multi-component Planning and Scheduling frame-
work (OMPS) [32], a constraint-based planning and scheduling software API
for developing temporal planning and scheduling applications. OMPS has been
used to develop a variety of decision support tools, ranging from highly special-
ized space mission planning software to classical planning frameworks [17].

At the center of SAM lies a knowledge representation formalism which is
employed to model how human behavior should be inferred as well as how the
evolution of human behavior should entail services executed by assistive tech-
nology components. Both aspects are modeled through temporal constraints
in a domain description language similar to DDL.1 [32, 18] and Europa’s
NDDL [30]. SAM leverages this constraint-based formalism to model the de-
pendencies that exist between sensor readings, the state of the human user, and
tasks to be performed in the environment. Domains expressed in this formal-
ism are used to represent both requirements on sensor readings and on devices
for actuation, thus allowing to infer the state of the user and to contextually
synthesize action plans for actuators in the intelligent environment.

The domain description language is grounded on the notion of state vari-
able, which models elements of the domain whose state in time is represented
by a symbol. State variables are used to represent the parts of the real world
that are relevant for SAM’s decisional process. These include the actuation and
sensing capabilities of the physical system as well as the various aspects of hu-
man behavior that are meaningful in a specific domain. For instance, a state
variable can be used to represent actuators, such as a robot which can navigate
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the environment and grasp objects, or an automated refrigerator which can
open and close its door; similarly, a state variable can represent the interesting
states of the human being, e.g., being asleep, cooking, eating, and so on; sensors
are represented as state variables whose possible values correspond to the pos-
sible sensor readings, e.g., a stove that can be on or off, or room temperature
with values in {cold, cool, warm, hot}.

The activity recognition and plan synthesis capabilities developed in SAM
essentially consist in a procedure for taking decisions on state variables.

Definition 1. A decision dx
v is a triple 〈x, v, [Is, Ie]〉, where x is a state variable,

v is a possible value of the state variable x, and Is, Ie represent, respectively, an
interval of admissibility of the start and end times of the decision.

A decision therefore describes an assertion on the possible evolutions in time of
a state variable. For instance, a decision on the actuated fridge described above
could be to open its door no earlier than time instant 30 and no later than
time instant 40. In this case, assuming the door takes five seconds to open, the
flexible interval is [Is = [30, 40], Ie = [34, 44]].

SAM supports disjunctive values for state variables, e.g., a decision on a
state variable that models a mobile robot could be 〈Robot, navigate ∨ grasp,
[Is, Ie]〉, representing that the robot should be in the process of either navigating
or grasping an object during the flexible interval [Is, Ie].

For the purpose of building SAM, state variables are partitioned into three
sets: those that represent observations from sensors, those that model the ca-
pabilities of actuators, and those that represent the various aspects of human
behavior. This distinction is due to the way in which decisions are imposed
on these state variables: decisions on sensors are imposed by continuous sens-
ing processes to maintain an updated representation of the evolution of sensor
readings as they are acquired through physically instantiated sensors; decisions
on state variables modeling human behavior are imposed by SAM’s continuous
inference process, and model the recognized human activities; finally, decisions
on actuators are also imposed by the inference process, and represent the tasks
to be executed by the physical actuators in response to the inferred behavior of
the human. In section 5.2 we illustrate how these processes interact towards the
aim of achieving a seamless integration of activity recognition and actuation.

5.1.1 Modeling Knowledge for Activity Recognition

The core intuition behind SAM’s domain theory is the fact that decisions on
certain state variables may entail the need to assert decisions on other state
variables. As the values of state variables modeling sensors represent sensor
readings, it is possible to express dependencies among sensor readings that are
the result of specific human activities. For instance, the decision on the state
variable representing the user that he is Cooking may require that the user is
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located in the KITCHEN. Such dependencies among decisions are captured in
a domain theory through what are called synchronizations.

Definition 2. A synchronization is a tuple 〈〈vref, x〉, R〉, where

• vref is a reference value of a reference state variable x;

• R is a set of requirements, each in the form 〈〈vi, j〉,Ri〉 where

– vi is a value of a state variable j (called a target value)

– Ri is a bounded temporal constraint between the reference value vref
of state variable x and the target value vi of state variable j

A synchronization describes a set of requirements expressed in the form of
temporal constraints. Such constraints are bounded variants of the relations in
the restricted Allen’s Interval Algebra [5, 92]. Specifically, temporal constraints
enrich Allen’s relations with bounds through which it is possible to fine-tune
the relative temporal placement of constrained decisions. For instance, the con-
straint A DURING [3, 5][0,∞) B states that A should be temporally contained
in B, that the start time of A must occur between 3 and 5 units of time after the
beginning of B, and that the end time of A should occur some time before the
end of B.

For instance, the synchronizations in figure 5.1(a) describe possible condi-
tions under which the human activities of Cooking and Eating can be inferred
(where omitted, temporal bounds are assumed to be [0,∞)). Notice that here,
for syntactic convenience, we write each requirement 〈〈vi, j〉,Ri〉 using the for-
mat Ri j : vi. The synchronizations involve three state variables, namely one
representing the human inhabitant of the intelligent environment (Human), a
state variable representing a stove state sensor (Stove), with values {ON, OFF},
and another state variable representing the location of the human (Location)
as it is determined by a person localization sensor in the environment [68].
The synchronizations model how the relative occurrence of specific values of
these state variables in time can be used as evidence of the human cooking
or eating: the former is deduced as a result of the user being located in the
KITCHEN (DURING constraint) and is temporally equal to the sensed activity
of the Stove sensor; similarly, the requirement for asserting the Eating activ-
ity consists in the human being having already performed the Cooking activity
(AFTER constraint) and his being seated at the KITCHENTABLE.

Decisions and temporal constraints asserted on state variables are main-
tained in a decision network. Here, we adopt a definition of decision network
derived from the one detailed in [32].

Definition 3. Given a set of state variables X = {x1, x2, · · · , xn}, a decision
network is a graph 〈V,E〉, where each vertex dx ∈ V is a decision defined on
a state variable x ∈ X, and each edge (dxi

vm
,dxj

vn ) is a temporal constraint among
decisions dxi

vm
and dxj

vn .
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Human : Cooking
EQUALS Stove : ON
DURING Location : KITCHEN

Human : Eating
AFTER Human : Cooking
DURING Location : KITCHENTABLE
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Cooking Eating
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Figure 5.1: 5.1(a): two synchronizations in a possible domestic activity recognition do-
main; 5.1(b): the corresponding situations as enacted by a subject in a test environment;
and 5.1(c): a possible timeline for the three state variables.

A decision network is at all times kept consistent through temporal propa-
gation. This ensures that the temporal intervals underlying the decisions are
kept consistent with respect to the temporal constraints, while decisions are
anchored flexibly in time. In other words, adding a temporal constraint to the
decision network will either result in the calculation of updated bounds for the
intervals Is, Ie for all decisions, or in a propagation failure, indicating that the
added constraint or decision is not admissible. Temporal constraint propaga-
tion is based on a Simple Temporal Network [24], and is therefore a polynomial
time operation.

SAM provides built-in methods to extract the timeline of each state variable
in the domain.2

Definition 4. A timeline is a mapping of values assigned to a state variable to
time. This mapping is determined by the set of decisions imposed on the state
variable itself.

2Both temporal propagation and timeline extraction mechanisms are provided by the underlying
OMPS architecture [32].
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Therefore, a timeline represents the behavior of the state variable in time as it is
determined by the imposed decisions and constraints in the decision network.
Figure 5.1(c) shows a possible timeline for the two sensors and the Human state
variable of the previous example. Notice that, in general, it is possible to extract
many timelines for a component, as constraints bound decision start and end
times flexibly. Here, we will always employ the earliest start time timeline, i.e.,
the timeline obtained by choosing the lower bound for all decisions’ temporal
intervals Is, Ie.

5.1.2 Modeling Knowledge for Plan Synthesis

In the previous example, temporal constraints are used to model the require-
ments that exist between sensors readings that are the result of specific human
activities. Conversely, temporal constraints among the values of actuator state
variables can represent temporal dependencies among commands to be exe-
cuted that should be upheld in proactive service enactment.

MovingTable : DockFridge
MET-BY Fridge : open

MovingTable : UndockFridge
BEFORE [0,∞) Fridge : close

MovingTable : DeliverDrink
AFTER [0,∞) Fridge : PlaceDrink

(a) (b)

open PlaceDrink close

DockFridge UndockFridge DeliverDrink

time

MovingTable

Fridge

(c)

Figure 5.2: 5.2(a): three synchronizations in a possible domestic robot planning domain;
5.2(b): the corresponding real actuators available in our intelligent environment; and
5.2(c): a possible timeline for the corresponding two state variables.

Figure 5.2(a) shows an example of how temporal constraints can be used
to model requirements among actuators deployed in the environment. The
three synchronizations involve two actuators: a robotic table and an intelligent
fridge (represented, respectively, by state variables MovingTable and Fridge).
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The MovingTable can dock and undock the Fridge, and navigate to the human
user to deliver a drink. The Fridge can open and close its door, as well as grasp a
drink inside it and place it on a docked table. The above three synchronizations
model three simple requirements of this domain, namely: (1) since the Fridge’s
door cannot open if it is obstructed by the MovingTable (see figure 5.2(b)), and
we would like the door to be kept open only when necessary, docking the fridge
must occur directly after the fridge door is opened (MET-BY constraint); (2) for
the same reasons, the fridge door should close only after the MovingTable has
completed the undocking procedure (BEFORE constraint); and (3) delivering a
drink to the human is possible only after the drink has been placed on the table
(AFTER constraint).

5.1.3 Combining Recognition and Plan Synthesis Knowledge

A unique feature of SAM is that the same formalism can be employed to ex-
press requirements both for enactment and for activity recognition. Adding a
contextual plan to a synchronization that models an activity to be recognized
equates to adding one or more requirements to this synchronization whose
target state variable represents an actuator. For instance, suppose we want to
trigger the fan above the stove when cooking has started and make it switch
off some amount of time ∆ after cooking has finished. This can be accounted
for by adding to the Cooking synchronization shown above the requirement
〈〈ON, Fan〉, CONTAINS [0, 0) [0,∆)〉.

One of the benefits of this integrated representation is that a single inference
algorithm based on temporal constraint reasoning provides a means to concur-
rently deduce context from sensors and to plan for actuators. As we show in the
next section, inference, sensing and actuation operate continuously, each con-
tributing to a common decision network which acts as a dynamically evolving
repository of knowledge regarding current sensor readings, inferred activities
and actuator status.

5.2 Recognizing Activities and Executing Proactive
Services

SAM employs state variables to model the aspects of the user’s context that
are of interest. For instance, in the examples that follow we will use a state
variable whose values are {Cooking, Eating, InBed, WatchingTV, Out} to
model the human user’s domestic activities. For each sensor and actuator state
variable, an interface between the real-world sensing and actuation modules
and the decision network is provided. For sensors, the interface interprets data
obtained from the physical sensors deployed in the intelligent environment and
represents this information as decisions and constraints in the decision net-
work. These decisions and constraints essentially “re-create” the ground truth
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obtained form physical sensing. For actuators, the interface triggers the execu-
tion on a real actuator of a planned decision. Actuator interfaces also have a
sensing capability which allows to update the decision network with relations
that model the temporal bounds of execution of the executed operations.

The decision network acts as a “blackboard” where decisions and con-
straints re-construct the reality observed by sensor interfaces as well as the
current hypotheses on what the human being is doing. These hypotheses are
deduced by a continuous re-planning process which attempts to infer new pos-
sible states of the human being and any necessary actuator plans.

SAM is implemented as a multitude of concurrent processes (described in
detail in the following sections), each operating continuously on the decision
network:

Sensing processes: each sensor interface is a process that adds decisions and
constraints to represent the real-world observations provided by the in-
telligent environment.

Inference processes: the current decision network is manipulated by the contin-
uous inference process, which adds decisions and constraints that model
the hypotheses on the context of the human and any proactive support
operations to be executed by the actuators.

Actuator processes: actuator interfaces ensure that decisions in the decision
network that represent operations to be executed are dispatched as com-
mands to the real actuators and that termination of actuation operations
are reflected in the decision network as they are observed in reality.

Overall, sensing, inference and actuation processes implement a sense-plan-
act loop which adds decisions and constraints to the decision network in real-
time. Access to the decision network is scheduled by an overall process sched-
uler, and constraint propagation is triggered each time a constraint or decision
is added to the decision network.

For simplicity, we assume in the following that the sensor readings never
entail the possibility to infer more than one hypothesis on the user’s current ac-
tivity. We will relax this assumption in section 5.4, where we tackle the problem
of multiple hypotheses tracking.

5.2.1 Sensing Processes

Every sensor in the environment is represented by a state variable whose values
model its possible sensor readings. Each sensor interface implements a sensing
process for its state variable. If DNt represents the decision network at time t,
running the sensing process at time t ′ > t for the state variable x will yield a
new decision network DNt′ = Sensex(DNt, t ′). This function, which is run
iteratively at a given rate f, reads the interface of the sensor and models the
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current sensor reading in the decision network, yielding a network in which
the state variable is constrained to take on the sensed values in the appropriate
time intervals. Specifically, if a new reading v is sensed at time t0 by sensor x, a
decision 〈x, v, [Is, Ie]〉 is added to the decision network with a fixed interval of
admissibility Is = [t0, t0] for its start time, and a flexible interval Ie = [t0,∞)
for its end time which reflects the uncertainty about the reading’s temporal evo-
lution. The lower bound on the end time interval is then periodically updated
to reflect the incoming sensor readings: if at time ti > t0 the sensor provides
the same reading, then the Sensex procedure will constrain Ie to [ti,∞), re-
flecting the fact that the sensor value persists at least until the current time ti;
conversely, if the sensor reading changes at time ti, the interval of admissibil-
ity for the end time is fixed to [ti, ti], reflecting the knowledge that the sensed
value v persisted in the interval [[t0, t0], [ti, ti]]. Thus, as time progresses, the
end time intervals of sensed decisions are progressively constrained until their
flexible intervals are in effect fixed in time.

Procedure Sensex(DNt, tnow)
dx

v ← 〈x, v, [[ls,us], [le,ue]]〉 ∈ DN s.t. ue =∞1

vs ← ReadSensor()2

if dx
v = null ∧ vs 6= null then3

DN← DN ⊕ {dx
vs

= 〈x, vs, [[0,∞), [0,∞)]〉}4

DN← DN ⊕ {dx
vs

RELEASE [tnow, tnow]}5

DN← DN ⊕ {dx
vs

DEADLINE [tnow + 1,∞]}6

else if dx
v 6= null ∧ vs = null then7

DN← DN ⊕ {dx
v DEADLINE [tnow, tnow]}8

else if dx
v 6= null ∧ vs 6= null then9

if vs = v then10

DN← DN ⊕ {dx
v DEADLINE [tnow + 1,∞]}11

else12

DN← DN ⊕ {dx
v DEADLINE [tnow, tnow]}13

DN← DN ⊕ {dx
vs

= 〈x, vs, [[0,∞), [0,∞)]〉}14

DN← DN ⊕ {dx
vs

RELEASE [tnow, tnow]}15

DN← DN ⊕ {dx
vs

DEADLINE [tnow + 1,∞]}16

Figure 5.3: Procedure Sensex(DNt, tnow).

The process for updating the DN is described in more detail in procedure
Sensex(DNt, tnow) (figure 5.3), where the operator ⊕ represents the act of
adding a set of decisions and propagating a set of constraints in a decision
network. Specifically, each sensor component’s sensing procedure obtains from
the DN the decision that represents the value of the sensor at the previous
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iteration (line 1). This decision, if it exists, is the decision whose end time has
an infinite upper bound (ue). No such decision exists if at the previous iteration
the sensor readings were undetermined (d is null, i.e., there is no information
on the current sensor value in the DN). The procedure then obtains the current
sensor reading from its interface to the physical sensor (line 2). Notice that this
could also be undetermined (null in the procedure), as a sensor may not provide
a reading at all. At this point, three situations may occur.

New sensor reading. If the DN does not contain an unbounded decision and
the physical sensor returns a value, then a decision is added to the DN repre-
senting this (new) sensor reading. The start time of this decision is anchored
to the current time tnow by means of a RELEASE constraint and made to have
an unbounded end time (lines 3–6). If the DN contains an unbounded deci-
sion that differs from the sensor reading, then the procedure models this fact in
the DN as above, and in addition “stops” the previous decision by imposing a
DEADLINE constraint, i.e., anchoring the decision’s end time to tnow (lines 9,
12–16).

Continued sensor reading. If the DN contains an unbounded decision and
the physical sensor returns the same value as that of this decision, then the
procedure ensures that the increased duration of this decision is reflected in
the DN. It does so by updating the lower bound of the decision’s end time to
beyond the current time by means of a new DEADLINE constraint (lines 9–
11). Notice that this ensures that at the next iteration the DN will contain an
unbounded decision.

Interrupted sensor reading. If the DN contains an unbounded decision and
the physical sensor returns no reading (vs is null), then the procedure simply
interrupts the unbounded decision by bounding its end time to the current time
with a DEADLINE constraint (lines 7–8).

Note that procedure Sensex(DNt, tnow) never removes constraints from
the DN, but adds new ones to constrain the state variable to take on the sensed
values in the appropriate time intervals. In particular, in case of continued sen-
sor readings, new constraints will be added at each time interval to the DN, in
order to update the lower bound of the decision’s end time. The implemented
version of SAM periodically removes all the constraints that are no longer use-
ful, as more restrictive ones have been imposed between the same decisions.

5.2.2 Continuous Inference Process

Along with a sensing procedure for each sensor, SAM also runs an iterative
inference process, that operates at the same frequency f as the sensing proce-
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dures, realizing an on-line sensing-inference loop, and thus satisfying the third
requirement identified at the beginning of this chapter. The inference procedure
employs a domain theory which describes the conditions under which patterns
of sensor readings indicate particular values of one or more state variables rep-
resenting the user. These prerequisites are specified as synchronizations as ex-
plained earlier.

The inference procedure continuously attempts to assess the applicability of
a set of synchronizations in the decision network. This is done in three steps:
(1) adding a decision that represents a hypothesis on the current state of the
state variable representing the user; (2) selecting a synchronization whose ref-
erence value vref matches the current hypothesis; and (3) expanding the syn-
chronization’s requirements. The first step is performed once for every distinct
value of the state variable representing the human. For instance, if the domain
contains only the two synchronizations shown in figure 5.1(a), inference would
be performed once with the hypothesis dHuman

Eating and once with the hypothesis
dHuman

Cooking.
The second step identifies one or more synchronizations whose reference

value matches the current hypothesis. In the example, assuming the current
hypothesis is dHuman

Eating , this process would select the second synchronization in
figure 5.1(a) as it is the only one whose reference value is Eating.

The third step consists in expanding the set of requirements R = {〈〈vi, j〉,Ri〉}
of the selected synchronization. This equates to finding a suitable set of target
decisions α in the decision network whose values are equal to the values vi and
imposing the constraints Ri between the reference decision dHuman

vref
and these de-

cisions. In the example, expansion of the Eating synchronization will identify

all the pairs of decisions
{
dHuman

Cooking,dLocation
KITCHENTABLE

}
and attempt to constrain

them with the current hypothesis dHuman
Eating with the constraints prescribed in the

synchronization (i.e., AFTER and DURING, respectively).
If the imposition of the constraints modeled in a selected synchronization

does not lead to a propagation failure, then we say that the hypothesis has been
supported. The procedure can be seen as an operator Support(DNt,dx

vref
,α)

that returns true if the decision dx
vref

on state variable x (in our examples, the
Human state variable) can be supported in a decision network DNt using a
set of target decisions α, and false otherwise. The inference process in SAM is
summarized in the ActivityRecognition procedure (figure 5.4).

Here, we indicate that there is a one-to-one matching between the values of
decisions in a set α and the values of a set of requirements R with the notation
Unifies(α, R).

For each synchronization, the inference procedure must attempt to impose
the required constraints between the hypothesis and a number of possible deci-
sions whose values unify with the target values. An example of this is shown in
figure 5.5, where support is sought for a candidate decision asserting that the
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Procedure ActivityRecognition(x,DNt)

foreach v ∈ PossibleValues(x) do1

dx
v ← 〈x, v, [[0,∞) , [0,∞)]〉2

foreach Synch. S = 〈〈vref, x〉, R〉 : vref = v do3

Ω← ∅4

foreach α ⊆ DNt : Unifies(α, R) do5

Ω← Ω ∪ α6

foreach α ∈ Ω do7

if Support(DNt,dx
v ,α) then8

DNt ← DNt ⊕ {dx
v}9

return success10

return failure11

Figure 5.4: Procedure ActivityRecognition(x,DNt).

Occup.Occup. Occup. Occup.

Human

Bed

Light

off off off off

?

?

Underlying Simple Temporal Problem

α

Sleeping

DURING CONTAINS

Decision NetworkDNt

Figure 5.5: Support for a hypothesis asserting that the human being is sleeping must
be evaluated by applying the required constraints to all possible support sets α, i.e., all
possible combinations of decisions on sensory state variables Bed and Light that unify
with the requirements.

human being is sleeping through one of the sixteen possible combinations of
decisions modeling the state of the bed and light sensors in the environment.
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5.2.3 Actuation Processes

In the previous example, synchronizations were employed to model how hu-
man activities are related to patterns of sensor readings. As explained earlier,
synchronizations can also model how actions carried out by actuators should
be temporally related to recognized activities. For instance, in addition to re-
quiring that Cooking should be supported by requirements such as “being in
the kitchen” and “using the stove”, a requirement involving an actuator can
be added, such as “turn on the ventilation over the stove”. More in general,
for each actuation-capable device in the intelligent environment, an actuator
state variable is modeled in the domain. This state variable’s values represent
the possible actions that can be performed by the device. In the domain, these
values are added as requirements to the synchronizations of state variables rep-
resenting monitored entities like the human. As sensor interfaces represent real
world sensor readings as decisions and constraints in the decision network, ac-
tuator interfaces trigger commands to real actuators when decisions involving
them appear in the decision network.

It should be noted that we cannot assume to have strict guarantees on when
and for how long given commands will be executed. For this reason, actuator
interfaces also possess a sensory capability that is employed to feed informa-
tion on the status of command execution back into the decision network. As
for sensors, actuator interfaces write this information directly into the deci-
sion network, thus allowing the re-planning process to take into account the
current state of execution of the actions. This executive layer built into the ac-
tuator interfaces operates similarly to other well known continuous planning
and execution infrastructures (e.g., T-REX [66]). Specifically, the actuator in-
terfaces determine whether or not to issue a command to execute based on the
current earliest start times of the decisions in the plan. Similarly to sensor inter-
faces, actuator interfaces reflect command execution, termination and delays in
execution as constraints in the decision network.

Specifically, this executive layer built into the actuator interfaces works as
follows. To determine which commands should be issued, an actuator identifies
all decisions that have an unbounded end time and whose earliest start time
falls before or at the current time. The fact that these decisions are unbounded
indicates that their execution has not yet terminated, while the fact that their
start time lies before or at the current time indicates that they are scheduled to
start or have already begun. For each of these decisions, the physical actuator
is queried to ascertain whether the corresponding command is being executed.
If so, then the decision is constrained to end at least one time unit beyond
the current time. Conversely, if the command is not currently in execution, the
procedure issues the command to the actuator and anchors the start time of the
decision to the current time. Finally, if the command has terminated execution,
the actuator interface will reflect this fact by imposing the current time as its
earliest and latest end time in the decision network.
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In conclusion, sensing, inference and actuation processes work together to
maintain a dynamic constraint network (the decision network) which at all
times maintains a consistent representation of (a) observations from the envi-
ronment, (b) current hypotheses of human behavior deduced from the domain
theory, (c) contextually appropriate plans for the service providing compo-
nents in the environment, and (d) the current state of execution of these plans.
The uniform representation of requirements for recognition and plan synthesis,
along with the inference process as described so far, specifically address one of
the four key requirements of realistic application settings, namely modularity.
A series of test cases exemplifying modular domain development and concrete
usage examples of SAM is provided in chapter 6. We now turn our attention
to addressing the remaining three requirements, namely long temporal hori-
zons and on-line recognition/execution (section 5.3), and multiple hypotheses
tracking (sections 5.4 and 5.5).

5.3 Pruning the Search Space

As described above, the inference process attempts to support all synchroniza-
tions in the domain theory in the current decision network. In the worst case,
all possible selections of target decisions need to be explored by the inference
process: given a synchronization with requirements R =

{
R1 . . .R|R|

}
and as-

suming there are ni decisions in the decision network which unify with each
requirement Ri, then it is necessary to perform

∏|R|
i=1 ni tests. Under the sim-

plified assumption that there is an equal number m of applicable decisions for
each requirement, the number of tests to be performed is O(m|R|). Notice also
that every attempt to employ a combination of sensed decisions to provide sup-
port for a hypothesis will require temporal constraint propagation, which is
polynomial in the number of decisions in the decision network. Overall, it is
clear that this will not scale well during long-term monitoring since the number
of decisions in the decision network grows as time progresses.

A solution to reduce the cost of supporting decisions has been suggested by
Ullberg et al. [91], introducing the concepts of flexible and fixed decision.

Definition 5. A decision dx
v = 〈x, v, [[ls,us], [le,ue]]〉 is flexible when ls 6= us

or le 6= ue. Conversely, if ls = us and le = ue we say that d is fixed.

A decision on a state variable modeling a sensor becomes fixed when the state
variable’s sensing procedure has bounded its end time (i.e., when the sensor
reading is no longer being sensed). An important property of such decisions in
our approach is that they can no longer provide new information to the infer-
ence process. In fact, since constraints on sensor decisions are only tightened,
is easy to see that if Support(DNt,dx

vref
,α) is false at time t, where α is a set of

fixed decisions, then Support(DNt′ ,dx
vref

,α) will be false for all t ′ > t.
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The opposite also holds, i.e., if Support(DNt,dx
vref

,α) is true, then Support
holds true for the same set of target decisions for all t ′ > t. It should also be
noted that if a new decision appears in the decision network (such as a new
percept) and it is taken into account for inference, i.e., one of the decisions in
α is flexible, then the decision network may indeed be found to support the hy-
pothesis dx

vref
. Overall, sets of fixed decisions represent support that will never

affect the inference process in a new way. All decisions on sensory state vari-
ables are bound to become fixed, as the Sensey(DNt, t ′) operator for sensor y
will eventually set the upper bound of any sensed decision to a fixed time.

As explained in [91], fixed decisions can be leveraged for pruning the search
space. This is shown on lines 6–7 of the extended version of the procedure
ActivityRecognition, shown in figure 5.6.

Procedure ActivityRecognition(x,DNt)

foreach v ∈ PossibleValues(x) do1

dx
v ← 〈x, v, [[0,∞) , [0,∞)]〉2

foreach Synch. S = 〈〈vref, x〉, R〉 : vref = v do3

Ω← ∅4

foreach α ⊆ DNt : Unifies(α, R) do5

if ∃ d ∈ α : d is flexible then6

Ω← Ω ∪ α7

foreach α ∈ Ω do8

if Support(DNt,dx
v ,α) then9

DNt ← DNt ⊕ {dx
v}10

return success11

return failure12

Figure 5.6: Extended version of the ActivityRecognition(x,DNt) procedure.

Specifically, the procedure is applied to a monitored state variable x given
a decision network DNt, and attempts to find support for one of its possible
values. Support for a possible value is attempted through all applicable synchro-
nizations in the domain theory (line 3), and only sets of supporting decisions
in the decision network that contain at least one flexible decision are consid-
ered (lines 5–7). The procedure terminates either when support is found or all
synchronizations have been attempted. Note that the ActivityRecognition
procedure is greedy, in that the first acceptable hypothesis is selected in support
of current sensor readings. Also note that in line 10 the decision network is
incrementally updated when a hypothesis is confirmed.

As proven in [91], the procedure is complete in the sense that if support for
a hypothesis exists, the procedure will return success.
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The added requirement that states that at least one of the target decisions
in α should be flexible increases the performance during long term monitoring
since the bulk of the decisions will be fixed (i.e., the number of flexible decisions
is bounded by the number of sensors). For example, consider a synchronization
that requires two decisions A and B, and that there are seven fixed and three
flexible decisions with the value A, and five fixed and two flexible decisions
with the value B. The number of support sets α that contain at least one flexible
decision are therefore (3 · 2) + (3 · 5) + (7 · 2) = 35, while a naïve approach
would in this case have to attempt (7 + 3) · (5 + 2) = 70

Without loss of generality, assume that there is an equal number m of de-
cisions that unify with each target value in R. Under this assumption, the deci-
sion network contains |R| ·m decisions. As stated in [91], requiring that at least
one decision in α is flexible reduces the complexity of the activity recognition
procedure from O(m|R|) to O(m|R|−1). This entails a significant gain in prac-
tical terms, as hypotheses are typically expressed as requirements among few
“sensed” values (i.e., |R| is in the order of two to five), therefore making the
gain in computational cost rather noticeable.

While pruning reduces the cost of the ActivityRecognition procedure by
one order of magnitude, the existence of fixed decisions in the decision network
brings with it another advantage which can be leveraged to further increase per-
formance. Specifically, temporal propagation occurs every time Support(DNt,
dx

vref
, α) is evaluated. This incurs a cost which is polynomial in the number n

of decisions in DNt. Our specific implementation of the underlying temporal
propagation is based on the Floyd-Warshall algorithm, whose computational
cost is O(n3) [24]. Notice, however, that since fixed decisions are not flexible
in time, they do not need to partake in temporal constraint propagation. This
is achieved in our implementation by periodically removing pairs of timepoints
corresponding to fixed decisions from the underlying temporal network [91].
Any effect these fixed timepoints have on other (flexible) timepoints is mod-
eled as constraints on these timepoints, thus effectively reducing the number of
timepoints over which the Floyd-Warshall propagation procedure iterates (two
for every flexible decision).

Although the exclusion of fixed decisions from temporal constraint propa-
gation alone cannot provide a significant performance increase, it can be lever-
aged to increase the performance of the system when pruning is done. In fact,
notice that in the worst case, one synchronization requires m|R|−1 propaga-
tions, each with a cost of n3 (due to Floyd-Warshall’s temporal propagation).
Again under the assumption that there are an equal number m of decisions
that unify with each target value in R, the decision network contains |R| · m
decisions. As a consequence, the cost per synchronization would be O(m|R|+2)
if inflexible timepoints were never excluded from propagation. Conversely, by
excluding fixed decisions from temporal propagation our system periodically
curtails this computational load, therefore guaranteeing a cost of O(m|R|−1).
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5.4 Tracking Multiple Hypotheses

As highlighted by the forth requirement listed at the beginning of this chapter,
and in the perspective of integrating SAM with HA-PTLplan (chapter 3), a very
desirable feature of the system would be the capability to produce multiple pos-
sible explanations of the user’s current and future activities. These hypotheses
would then be used by our human-aware planner to generate a robot policy
that would take into account multiple possible future plans of the user. Here,
we present a significant first step in this direction, as we wish to endow SAM
with the ability to track multiple hypotheses on the current user’s behavior.
For instance, it may be possible to discern between having a snack and having
a full meal only if certain temporal requirements are met (e.g., the duration
should be longer than a certain threshold). This would entail the need to model
synchronizations with the same reference value and different requirements. It
may also be the case that sensors simply do not provide sufficient information.
This would require us to model synchronizations which represent complemen-
tary explanations of the sensor readings. Both these cases contrast with the
assumption put forth in section 5.2.1, i.e., that sensor readings never entail the
possibility to infer more than one hypothesis. Overall, we want to avoid having
to impose any sort of structural requirement on the domain theory: it should
be possible to include multiple synchronizations modeling the same hypothesis
with different requirements, as well as synchronizations modeling different hy-
potheses grounded on the same sensor patterns. Such domains afford greater
flexibility and realism, as it is not always possible or desirable to provide a
domain theory which maps sensor readings to hypotheses unambiguously.

5.4.1 Extending SAM

Given a domain theory:

D =
{
S1 = 〈〈v1

ref, x1〉, R1〉, . . . ,Sm = 〈〈vm
ref, xm〉, Rm〉

}
we are interested in modeling:

Multiple explanations: the same behavior can be supported by different pat-
terns of sensor readings, i.e., ∃ Si,Sj ∈ D | xi = xj∧ vi

ref = vj
ref ∧ Ri 6= Rj

Multiple hypotheses: different behaviors can be supported by non-independent
patterns of sensor readings, i.e., ∃ Si,Sj ∈ D | xi = xj ∧ vi

ref 6= vj
ref ∧ Ri ∩

Rj 6= ∅

where Ri ∩ Rj 6= ∅ iff there exists at least one pattern of sensor readings that
supports both Ri and Rj.

Introducing these possibilities entails two problems. The first problem arises
due to the fact that multiple explanations of the same hypothesis may not nec-
essarily co-exist in the decision network. As a simple example, suppose that two
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synchronizations S1 and S2 have the same reference value vref on state variable
x and different requirements R1 and R2 such that dx

vref
AFTERdsensor

v ∈ R1 and
dx

vref
BEFOREdsensor

v ∈ R2. Clearly no matter what the other constraints in R1

and R2 state, these two requirements cannot be imposed at the same time in the
decision network. Similarly, it may be impossible to consistently maintain al-
ternative hypotheses in the decision network. This is the case when Ri ∩Rj 6= ∅
but the sensor readings support Rj in a way that is inconsistent with Ri (i.e.,
the sensor readings are such that there exists no solution for either Ri or Rj
that falls within Ri ∩ Rj).

Accordingly, we modify SAM’s abductive procedure to maintain multiple
decision networks. Specifically (see figure 5.8), we maintain a decision network
DNsensors

t containing only the decisions and constraints that model the history
of sensor readings and we update it with current sensor readings as described
above. Let dom(DN) be the set of decision networks obtainable as a result of
separately applying each synchronization in the domain to the decision network
DN. Starting from a decision network representing the current sensor readings
at time t0 (DNsensors

t0
), applying the domain theory yields a (possibly empty) set

of decision networks. In the figure, three hypotheses are supported byDNsensors
t0

,
namely v1

ref, v2
ref and v3

ref. These hypotheses are maintained in decision networks
containing all the decisions and constraints that are unique to the application
of the hypothesis dx

vi
ref

. These networks are obtained as follows:

DN
vi

ref
t ←

(
DNsensors

t ⊕
{
dx

vi
ref
∪ Ri

})
	DNsensors

t ,

where the operator 	 represents the act of removing from the first decision
network3 all the decisions and constraints present in both networks. Overall,
our model of how human behavior correlates to patterns of sensor readings
(expressed in the form of synchronizations) will lead at each time t to a col-
lection of decision networks that contain only the decisions and constraints
necessary to describe a hypothesis. Each of these networks is indexed with the
time t at which is was calculated, and is used as the basis for computing further
hypotheses when sensor readings are updated.

In the following let us place ourselves at a time t (thus we have a decision
network DNsensors

t describing the sensor readings obtained so far), and suppose
that no hypotheses have been supported thus far. Suppose that a certain set of
hypotheses can now be supported by the sensor readings. Thus we obtain the
set st =

{
DN1

t, . . . ,DNkt
}

of possible explanations of the monitored state vari-
able’s behavior. At the following iteration, which will occur at time t ′ > t, the
sensor readings will have evolved, a fact which is reflected in the new DNsensors

t′ .
As the computed hypotheses are constrained in time with their support sets,
subsequent evolutions of sensor decisions may have invalidated one or more

3In this case the first decision network isDNsensors
t ⊕

{
dx

vi
ref
∪Ri

}
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hypotheses. For instance, suppose that the domain contains the synchroniza-
tion 〈〈Sleeping, Human〉, R〉 where

R = {〈〈Occupied, Bed〉, DURING〉,
〈〈Off, Light〉, CONTAINS〉} .

modeling that a human being is sleeping during an interval of time when the
bed sensor is activated and temporally contains a sensor reading indicating that
the light is off. Let this hypothesis be inferred at time t = 40. Suppose now that
at time t ′ = 50 the night light is still off, while the pressure sensor under the
bed is de-activated (see figure 5.7). The requirements of the synchronization
that supported this hypothesis at time t are no longer consistent at time t ′ as
they induce the constraint 〈Occupied, Bed〉 CONTAINS 〈Off, Light〉, a situa-
tion which will not be true henceforth.

0 10 20 30 40 50 60

SleepingHuman

OffLight

OccupiedBed

Figure 5.7: Timelines relevant to the hypothesis that the human user is sleeping (deduced
at time 40 and no longer consistent at time 50).

Testing whether a hypothesis DNvi
ref
t computed at time t is still consistent at

time t ′ > t occurs by ascertaining whether the decision network

DNsensors
t′ ⊕DNvi

ref
t

is consistent. As mentioned, this can be done in cubic time as the underlying
temporal constraint network is a STP. Figure 5.8 shows an example where one
of the hypotheses calculated at time t1 ceases to be consistent when sensors are
updated at time t2.

5.4.2 Formal Properties and the Markov Assumption

In SAM, we are interested in tracking all possible evolutions in time of the mon-
itored state variable. This entails that dropping a hypothesis when it is found
to be invalid cannot be done unless complete information on the cause of the
failure is computed. This is because the inconsistency of a constraint network
representing, say, hypotheses v3

ref and v7
ref, does not alone tell us whether the sen-

sors have invalidated the support for v3
ref, for v7

ref, or for both. Reconstructing
the cause of the inconsistency can be done by maintaining all decision networks
computed at previous time steps, thus ensuring that all inferred hypotheses, in-
cluding the partial hypotheses, are checked for consistency. In other words, at
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time
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Figure 5.8: Evolution in time of multiple hypotheses. dom() represents domain theory
application (i.e., inference) as described in procedure ActivityRecognition. At every
time instant, sensing occurs through sensing processes yielding DNsensors

ti
. These deci-

sion networks are used to ascertain the continued consistency of previously computed
hypotheses through temporal propagation (denoted by ⊕).

every node DNV
ti

, where V is a set of hypotheses
{

v1
ref, . . . , vk

ref

}
, it is necessary

to check the consistency of all partial hypotheses over which DNV
ti

is built, i.e.,
all decision networks DNV′

ti
, V ′ ∈ 2V.

Maintaining the power set of hypotheses at each ti ensures completeness
in the sense that if a particular combination of hypotheses is supported at any
given time, then the ActivityRecognition algorithm will find it. In SAM, this

is achieved by considering a “null synchronization” when applying dom(DN
vi

ref
t )

which yields DNvi
ref
t itself. In the example shown in figure 5.8, this would result

in the presence of DN
v3

ref
t1

(i.e., DN
v3

ref
t0

at time t1), which would thus maintain

the possibility of inferring further hypotheses based on DN
v3

ref
t1

in the event that

DN
v3

refv
7
ref

t1
fails at time t2. Applying the null synchronization ensures that the set

of hypotheses sti will also contain the power set of all hypotheses inferred thus
far. Notice that it is also necessary to discard duplicate hypotheses in order to
ensure that sti is exactly the power set of all hypotheses computable at time
ti. The number of duplicate hypotheses to discard is linear in the size |R| of the
domain, since in the worst case all synchronizations will be applicable at any
point in time.

For the sake of mathematical and computational tractability, many ap-
proaches to observation decoding (e.g., the Viterbi Algorithm for HMMs as em-
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ployed for activity recognition in [93]) make the assumption that future states
only depend on the current states. SAM’s activity recognition capability differs
from most other approaches to activity recognition: these approaches are typ-
ically data-driven, and are therefore probabilistic; conversely, SAM leverages
temporal inference in a given model of how sensors relate to activities, and is
therefore geared towards complete inference. In addition, most algorithms for
activity recognition retain the Markov property, namely that state(s) at time ti
result from inference computed only on state(s) computed at ti−1. Also SAM’s
activity recognition capability can be understood as a Markovian process: the
states are the sets of decision networks at time ti, and computation of the set of
consistent hypotheses at the following sensing/inference time point ti+1 occurs
only based on the state at time ti. Completeness, however, comes at the cost
of an exponentially large state (while in other Markovian activity recognition
algorithms the state increases linearly in the number of recognized activities). In
the following section, we illustrate how a heuristic based on temporal flexibility
can be leveraged to prune the set of hypotheses to maintain while guaranteeing
completeness.

5.4.3 Heuristics and Practical Applicability

Due to the exponential number of hypotheses to maintain, the practical tractabil-
ity of multiple hypotheses tracking depends largely on the amount of ambigu-
ity in the domain. The exponential worst case cost rests on the assumption
that a significant number of synchronizations becomes applicable at every sens-
ing/inference interval, and that none of these synchronizations yield a hypoth-
esis that has already been inferred previously. Clearly, this is seldom the case
in real scenarios, as it would entail that the observed human is constantly en-
gaging in a new activity every time inference occurs. Thus the computational
overhead of maintaining completeness is significantly lower in real-world cases,
where humans engage in new activities at a frequency that is much lower than
the frequency of sensing/inference.

More importantly though, another observation of practical nature suggests
a heuristic for pruning a large number of the partial hypotheses that are main-
tained over time. Specifically, a recognized partial hypothesis ceases to be a hy-
pothetical conjecture on the state of the monitored human when it is no longer
subject to temporal flexibility. In fact, notice that it is necessary to maintain a
hypothesis DNv′

ref
ti

which has been proved consistent only until another hypoth-

esis DNv′
refv

′′
ref

tj>i
that builds on DNv′

ref
ti

becomes fixed. When this occurs, we can

safely discardDNv′
ref
ti

from the set of hypotheses to maintain at future iterations.
This will not hinder completeness, as fixed hypotheses are still maintained so
long as no other hypothesis that builds on them becomes fixed.
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The effect of this heuristic is not quantifiable directly unless we resort to an
additional layer of heavy formalism. However, it makes the system usable in
realistic scenarios, as illustrated by the evaluation in chapter 6.

5.5 Multiple Hypotheses and Actuation

Since context recognition and contextual service enactment occur concurrently,
hypotheses will also contain decisions representing actuator commands. While
it is always possible to drop a hypothesis if it ceases to be consistent (as de-
scribed above), we must ensure that this hypothesis has not lead to irreversible
enactment in the real world. One way to do this is to assume that the domain
specification also specifies which elements of an actuator’s plan can be retracted
once started. For instance, it may be admissible to abort the operation of dis-
patching the moving table to the fridge. However, once the can is on the table
it would be necessary to enact a contingent plan to place the can back into
the fridge once it has been recognized that delivering it to the user is no longer
needed. This option requires adding an extra layer of semantics to the domain
definition, and extending the domain with knowledge about how to react to
failed plans.

Another way of avoiding irreversible change in the real world is to adopt a
conservative approach, i.e., to start execution of actuator plans only in response
to confirmed hypotheses. In this case, SAM’s inference process must be provided
with the means to prove when there exists no further possibility of failure of
a hypothesis. In other words, we must devise a strategy to ensure the future
consistency of hypotheses.

In SAM, we adopt the latter approach. Specifically, we employ a sufficient
condition to guarantee that hypotheses cannot be disproved in the future. As
seen earlier, such a sufficient condition should indicate when Support(DNt,
dx

vref
, α) will hold for all possible DNsensors

t′>t . For each hypothesis containing ac-
tuation plans, we procrastinate the plan’s decisions until the sufficient condition
holds.

An obvious sufficient condition for guaranteeing hypothesis consistency is
the total absence of temporal flexibility in the sensor readings supporting the
hypothesis. In fact, if all sensor decisions underlying a hypothesis are fixed
(recall Definition 5), then it is clearly not possible to invalidate the hypothesis,
as the temporal dependencies underlying it will never change. However, this
entails that actuation will occur only once hypotheses cease to evolve in time,
e.g., delivering a drink to the user only once he/she has stopped watching TV.
In order to circumvent this shortcoming, we adopt the less restrictive sufficient
condition described in [91], which provides criteria for ruling out the possibility
of hazardous induced constraints in the network.
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Theorem 1 (Correctness). Let dx
vref

be a hypothesis such that Support(DNt,
dx

vref
, α) holds. The following conditions are sufficient for guaranteeing that

Support(DNt′ , dxhyp, α) will hold for every t ′ > t:

• for every pair di, dj ∈ α, imposing the constraint di DEADLINE [li, li]
does not change the bounds of the end time of dj, where li is the lower
bound of the end time of di;

• for every pair di, dj ∈ α, imposing the constraint di DEADLINE [ui,ui]
does not change the bounds of the end time of dj, where ui is the upper
bound of the end time of di.

A full proof of Theorem 1 is detailed in [91].
Operationally, assessing whether the condition holds equates to performing

a simple analysis of the worst case constraining power of future sensor readings
on the support set of a hypothesis. The condition can be verified before the
sensor readings underlying a hypothesis cease to evolve, therefore making it
possible to determine whether support for a hypothesis will persist in the future.
As it is a sufficient condition, it guarantees the correctness of our approach
to multiple hypotheses tracking with actuation, in the sense that any deduced
contextual plan is valid with respect to the domain theory.

In SAM, each successful application of the Support procedure (line 9 in
ActivityRecognition) is followed by a test ascertaining whether the above
sufficient condition holds. If the added hypothesis together with its supporting
set fails the sufficient condition, any actuation decisions in the hypothesis are
delayed, thus guaranteeing that states that may not be supported in the future
are never committed to.

The sufficient condition stated in Theorem 1 can be checked in polynomial
time with respect to the number of decisions in a hypothesis’ support set α.
Enforcing this test will effectively delay actuation until no doubt exists as to
the future consistency of the hypothesis.

Finally, although the sufficient condition allows to prove future consistency
earlier than a naïve approach, it is not always the case that such temporal
inconsistencies can be proved early enough for execution. This is the case in the
sleeping example shown earlier, where the hypothesis Sleeping can be proved to
be consistent only when the light is turned back on (signaling that the decision
〈Light, Off, [Is, Ie]〉 has ceased to evolve in time). In such cases, there is no way
to avoid modeling appropriate reaction strategies into the domain theory.

5.6 SAM and Human-Aware Planning

As we showed in this chapter, SAM is a complex and fully functional activity
management architecture, designed and implemented in a joint effort in our re-
search group. From the perspective of the work presented in this thesis, it repre-
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sents a first significant step towards the realization of a human plan recognition
module that could be fully integrated with our human-aware planner.

SAM performs on-line activity recognition, can track multiple hypotheses
of human actions and works at the same level of abstraction of HA-PTLplan.
However, the final step to achieve full integration is still missing, that is, the
ability to predict future human activities, possibly with probabilities attached.

A naïve approach to solve this problem would be to add a number of pre-
diction state variables to represent forecasted activities of the human being. For
instance, let us assume that the state variable Human reflects the current hy-
potheses of the activities performed by the human user. We could then have a
prediction state variable HumanPrediction1, whose synchronizations’ require-
ments build upon the Human state variable. The same principle could then
apply to further prediction state variables (e.g., HumanPrediction2, Human-
Prediction3, . . . ).

As a concrete example, let us assume that we want to generate possible fore-
casts for what the human user will do after lunch. Then, we could include in the
domain a set of synchronizations modelling the possible after lunch activities
of the human user, whose reference state variable is HumanPrediction1 (e.g.,
〈〈WatchingTV, HumanPrediction1〉, R〉, 〈〈GoingOut, HumanPrediction1〉, R〉),
where

R = {〈〈Lunch, Human〉, AFTER〉}

For each value of state variable HumanPrediction1, we could then model in
the domain possible subsequent actions, using HumanPrediction2, and so on
for more prediction state variables.

Obviously, the naïve solution described above would become computation-
ally intractable even with very simple models of human behaviour, as it would
not allow to select the most probable forecasts among the ones generated and
would provide a number of hypotheses exponential in the number of prediction
state variables defined.

Although SAM, as a temporal reasoning framework capable of supporting
multiple hypotheses on the context of a human user, presents all the basic ca-
pabilities needed to solve the task, finding an efficient and effective solution for
human plan forecasting is not a trivial task and it would require the solution of
research problems different from the ones addressed in this thesis.

Another, parallel line of integration between SAM and human-aware plan-
ning could be to empower the activity management architecture with human-
aware reasoning capabilities. Leveraging the structure and the underlying rea-
soning framework of SAM, the same functionalities identified in the design of
HA-PTLplan could be implemented in the activity management framework,
that would encompass both activity forecasting and monitoring, and human-
aware planning.
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Both alternatives are considered as promising avenues for future research
opened up by this thesis.

SAM’s capabilities of on-line activity recognition, multiple hypotheses track-
ing and proactive service enactment are demonstrated by means of a number
of test runs in the next chapter.

5.7 Summary

In this chapter, we presented SAM, an activity management architecture. SAM
was designed aiming at the integration with a human-aware planner, as the
capability of understanding the current state of the user and his future actions is
a key requirement for human-aware planning. In particular, here we presented:

• The requirements stemming from realistic application settings that SAM
satisfies;

• The knowledge representation formalism used by SAM, that enables a
modular approach for adding new sensors and actuators;

• How this formalism can be used not only to model knowledge for ac-
tivity recognition, but also to model requirements for proactive service
enactment;

• The capability of our system to work on long temporal horizons;

• The inference mechanisms that allow SAM to seamlessly integrate on-line
sensing, activity recognition, plan synthesis and execution monitoring;

• The capability of our system to track multiple hypotheses about the cur-
rent state of the user;

• The heuristics needed to ensure the practical applicability of our approach
to multiple hypotheses tracking.





Chapter 6
Experiments

In this chapter, we present a series of test runs performed in a real domestic
environment to validate our approaches to human-aware planning and activity
recognition. We also test our approach to human-aware planning in a simu-
lated, yet realistic factory environment. The goal of our tests is to demonstrate
the practical applicability of the techniques described in this thesis, showing
how both systems can work on-line.

In the following, we first introduce the PEIS-Home, the prototypical intel-
ligent environment where we performed our domestic test runs. Then, in sec-
tion 6.2, we present a test run to demonstrate the feasibility of our approach
to human-aware planning. This experiment is meant to verify, in particular, the
possibility to integrate our planner in a wider framework and its capability to
work on-line. In the same section, we describe two more test runs in a realis-
tic factory environment. Finally, in section 6.3 we describe how SAM can be
used for recognizing human activities in a real environment and how it can
seamlessly integrate sensor data acquisition, activity recognition and proactive
service enactment.

6.1 The PEIS-Ecology Concept and the PEIS-Home

The PEIS-Home [80, 81] is an intelligent environment built around the uni-
form notion of Ecology of PEIS (Physically Embedded Intelligent System). In
the PEIS-Ecology approach, robots and environment are seen as part of the
same system and they work in a symbiotic relationship. The concept of “robot”
is taken in its most general interpretation, that is, a robot in the PEIS-Ecology
is any computerized system that is able to interact with the environment and
with the other components.

A PEIS is generally defined as a set of interconnected software modules
residing in one physical entity. Such physical entities are by definition hetero-
geneous in nature and each of them can be as simple as a temperature sensor
and an RFID-tagged object or as complex as a humanoid robot. The commu-

91
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nication among these heterogeneous devices is obtained by means of a highly
flexible middleware, the PEIS-kernel, that allows the exchange of information
among them, hiding, at the same time, their heterogeneity. The PEIS-kernel also
maintains a fully decentralized P2P network, performs services like network
discovery and dynamic routing of messages, and can cope with a dynamic en-
vironment in which PEIS can be added and removed at any time.

A PEIS-Ecology is a collection of inter-connected PEIS, all embedded in the
same physical environment. A PEIS-Ecology aims to obtain a close cooperation
among the PEIS pervasively distributed into the environment in order to achieve
complex functionalities. This cooperation is also implemented by means of the
PEIS-kernel, which provides a distributed tuplespace where data is exchanged
among PEIS. Each PEIS can use a subscription mechanism to request data from
any other PEIS and the underlying architecture will ensure that the tuples con-
taining such data will be routed to the requester. A deep technical description
of the software infrastructure behind the PEIS-Ecology is out of the scope of
this chapter. More details about the implementation of the PEIS-kernel can be
found in [13].

Figure 6.1: The PEIS-Home.

The PEIS-Ecology vision has been instantiated in a real domestic setting, the
PEIS-Home,1 deployed at the Mobile Robotics Lab, at Örebro University. The
real environment reproduces a typical Swedish bachelor apartment composed
by a kitchen, a living room and a bedroom, with the only exclusion of the

1http://aass.oru.se/~peis



6.2. HUMAN-AWARE PLANNING 93

bathroom (figure 6.1). In the environment, a number of sensors and actuators
are deployed.

This environment has been used as a test bed to address many research
problems, such as autonomous configuration of a PEIS-Ecology [61], odour
recognition in smart environments [14], human-robot interaction [19], domes-
tic activity monitoring [20] and cooperative perception [55].

6.2 Human-Aware Planning

We tested our approach to human-aware planning both in a real domestic en-
vironment, the PEIS-Home, and in simulated factory settings. The experiment
in the PEIS-Home consists of a single illustrative run, and it is meant to demon-
strate the feasibility of incorporating our implemented human-aware planner,
HA-PTLplan, into a wider, real framework, and the planner’s capability to
work on-line.

Two more test runs are presented in the factory environment. This scenario
is intended to demonstrate the applicability of our human-aware planning tech-
niques beyond domestic settings. In industrial environments, the techniques
presented in this thesis would be even more readily applicable, as robots are
already present in such environments and, in many cases, it would be easier
than in less structured domains to generate predictions for future human activ-
ities.

6.2.1 Real Domestic Environment

For our test run in the real domestic environment we designed and implemented
a full system (figure 6.2) in which we incorporated our human-aware planner.
The system is composed by four modules: a human plan recognition module,
which estimates human agendas, the planner itself, the executor, which con-
verts the generated policy in robot actions in the real world, and a monitoring
module, which checks if new human agenda estimations become available and
keeps track of the robot actions successfully completed.

The framework is designed to be modular: in the following we present the
architecture as it has been used in our test run, but it is important to note
that each part of the framework sees the other modules as “black boxes” and
therefore it is not important for the sake of this experiment to go too much into
technical details about the underlying technologies of the different modules,
with the only obvious exception of the planner itself.

Plan Recognition Module

The task of the plan recognition module is to produce an estimate of the pos-
sible agendas being executed by the human and to detect the completion of
recognized human activities.
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Human
Plan Recognition

Module

(stereo camera, RFID reader, ...)
sensor input

PTLPlan

Monitoring
Module

Human-Aware

Robot policy

Executor

Planning signal

Human plan forecasts

Completed human action

Executed robot action

Figure 6.2: Our framework for human-aware planning.
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The plan recognition module directly communicates with the monitoring
module and with the executor. It provides updated forecasts for human agendas
to the former, and information about completed human actions to both other
modules.

In this experimental run, we did not use SAM as our plan recognition mod-
ule. As we discussed in chapter 5, SAM is indeed capable of performing on-line
recognition of human activities, but as it is, it still lacks the capability of fore-
casting future actions of the human user.

The plan recognition module used in this experimental run takes as input
data from the sensors distributed in the environment and a set of pre-compiled
human agendas (eight, in the run described here). It has a multi-layer structure,
and it refines and abstracts the data received as input from the sensors step af-
ter step. At the base layer, sensor data are collected and coupled. Using a rule
based system, simple instantaneous actions are detected (e.g., the presence of
the user in the kitchen and the fact that the fridge door is open let us infer that
the human is using the fridge). In the next layers, we use Hidden Markov Mod-
els to identify more complex activities and finally to recognize human plans
among a set of pre-defined ones. Similar approaches have already been suc-
cessfully used [6], although in our case the HMMs are defined beforehand and
not learned from training data. It should be emphasized that this component
is not intended to advance the state-of-the-art. However, it has proved to be
sufficiently efficient and robust to noise in the sensor data for the purposes of
our experiments.

Monitoring Module

The monitoring module gathers all the information made available from the
rest of the framework concerning the real world: estimated human agendas,
completed human activities and successfully executed robot actions. Using such
information, it can maintain a consistent representation of the state of the envi-
ronment (e.g., keeping track of which actions, of both robot and human, have
affected the environment, and in which way).

If the plan recognition module updates the human agendas identified, then
the monitoring module raises a re-planning signal: the execution is suspended,
and the current state of the environment and the new agendas are passed to
the planner. The planner can thus calculate a new policy, that will be consistent
with both the environment state and the new human plans.

Executor

The executor is the module that receives the policy directly from the planner.
It is in charge of dispatching the actions to the robot to execute, one by one
and with the appropriate timing. It also receives the feedback of when/if such
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actions have been completed, and forwards the information to the monitoring
module.

Using the notifications of completed human actions from the plan recogni-
tion module, the executor can discriminate which one of the policy’s branches
should be chosen and dispatched to the robot.

A Full-System Test Run

For this experimental run, we instantiated in a real settings the same vacuum
cleaner scenario that we used in previous chapters as our running example. We
modeled both the environment and the problem in a way very similar to the
one described in section 3.7, using the same interaction constraints, a similar
robot action set, and identical goals.

A human subject is executing daily morning activities in the PEIS-Home,
from 8 am to 1 pm. For this test run, we compiled 8 pre-defined agendas and the
user, during the 5 hours time span, proceeds in his morning schedule following
one of those (figure 6.3(a)). During the same period of time, a robotic vacuum
cleaner has the task to sweep the floor in all the rooms that need it, avoiding
interference with the user. This means that the robotic vacuum cleaner must
operate and wait only in rooms which the system has predicted as not occupied
by the human at that time. Here, all rooms (livingroom, bedroom, kitchen)
were marked as dirty to different extents at the beginning of the day, so the
robot must clean all of them.

The robot we used is an Amigobot from ActiveMedia (figure 6.3(b)), a rel-
atively simple research robot that is comparable in both size and navigation
capabilities to the most common commercial autonomous vacuum cleaners.
Considering the limited computational capabilities of such robots, HA-PTLplan
was not executed on-board, but run on a workstation in the PEIS-Home.

The test run was performed in real time, which means that the experiment
took five hours. The data processed by the plan recognition module was col-
lected by real sensors in real time and plan recognition, planning and plan
execution were performed on-line.

The agenda executed by the user in our test run was the one marked A1
in figure 6.4. Another agenda (A2) among the pre-defined ones is very similar
to this one. After a delay, the plan recognition module identified these two
agendas as possible given the received observations, and passed both of them
to the planner as suitable candidates for the subsequent actions of the human.

In general, when more than one agenda have been identified as possible, the
policy to be executed by the robot will contain branches and the observation of
the last completed human activity should be used to discriminate which action
to perform next. In our case, the output policy contained one branch: the robot
had to follow the policy marked b in case the system would observe that the
human has completed the RELAX activity at the time of the branching. Other-
wise, in case such an observation would not arise, the robot would follow the
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(a) (b)

Figure 6.3: In the full-system test run for human-aware planning, a user is performing
his morning activities during a 5 hours time span (figure 6.3(a)). The robot used for this
experiment is an ActiveMedia Amigobot (figure 6.3(b)), that is comparable in size and
navigation capabilities to the most common commercial autonomous vacuum cleaners.
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Figure 6.4: The robot policy generated by the planner (top) with the two agendas (bot-
tom) identified as possible by the plan recognition module. The observation of the com-
pletion of the human activity RELAX allows the robot to decide which branch must be
executed. The moving actions of the robot from one room to the other are omitted for
clarity reasons. Only the last one is indicated at the end of the policy, as going back to
the docking station is one of the goals for the robot.

a branch. It is worth noting that in both branches the robot does not go back
to the kitchen after the user has had lunch. This is a design choice: the planner
does not generate policies longer in time than the human agendas, since we do
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Figure 6.5: A paper factory can have production lines that extend over huge areas. The
bicycles on the right hand side of the picture are used by operators to reduce travel times
from one location to another (photo courtesy of ABB).

not want to plan actions when there is no information about the state and the
activity of the human.

In the actual run, the robot executed successfully every action marked in a
darker shade, and it used the observation variable RELAX to discern the correct
course of action.

6.2.2 Realistic Factory Environment

Robotic automation in factory lines has improved in the last decades. However,
human operators are still required to perform particular tasks and to intervene
whenever alarms are triggered by failures on the production lines.

An hostile environment (see figure 1.2 in chapter 1) is not the only problem
that operators face in nowadays factories. Some production lines extend over
large areas and an operator that needs to fix mechanical failures can loose a
considerable amount of time travelling from one location to another, to fetch
tools and to identify where a problem originated (see figure 6.5).

We argue that in these circumstances a robotic helper, that would work out-
side automatized cells, could be of great assistance in case of fault detection,
carrying tools and supporting the operators on site. Our approach to human-
aware planning assumes the existence of a system that forecasts the future ac-
tions of the users. This is not a strong assumption in a factory environment, as
maintenance procedures are detailed in standard protocols and operators are
aware of the tasks they are about to perform. The following explanatory ex-
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amples describe realistic situations in a paper factory, where the monitoring of
operator’s actions is supported by directly detecting his position in different fac-
tory locations. The idea of this application of human-aware planning and the
information about the domain were kindly provided by George Fodor (ABB,
Sweden).

Setup

For the sake of simplicity, let’s assume that the factory grounds can be divided
in locations along the paper production line and let us label these locations A,
B and C. The positions of A, B and C are in a line, that is, they are placed
one after the other on the production line. This means that, to get from A to
C, both the operator and the robot should traverse location B. We also model
two other places, the docking station where the robot recharges its batteries
(docking) and the control station where the operators monitor the production
(control-station). The docking station is connected to B, while the human-
station is connected to A. In the following examples, we assume that all the
tools and spare parts (e.g., a temperature sensor replacement) are stored in B.

A robot is deployed in the factory to help the operators in their repair oper-
ations. The robot is provided with a set of parametric actions RA, specified in
terms of name, preconditions, effects and time:

robot-move-from-to(l1, l2) allows the robot to move from a location l1 to
an adjacent location l2;

pick-object(o) specifies the possibility of the robot to pick up an object o that
is in the same location;

place-object(o) places an object o carried by the robot in the location where
the robot is stationed;

robot-sleep(l) grasps the possibility for the robot to hold on stand-by in its
current location;

robot-stay(l) is similar to the previous action, but the stand-by lasts for less
time.

In this scenario, we do not make use of interaction constraints, as the inter-
actions with the operators are determined by the preconditions of the actions
of the latter. For instance, if the operator would need a toolbox for repairing
the line at location B, an instantaneous action would be inserted in his agenda,
with preconditions:

precond: object-in-location(toolbox)=B
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The planner will remove any policy not satisfying this precondition, as the
operator would be left without the necessary tool.

Although not used in this scenario, interaction constraints could be easily
added to this human-aware planning problem. If, for instance, for safety rea-
sons the robot should never operate in the same location where the operator
is working, we could easily specify an interaction constraint similar to the one
used in the scenario of the autonomous vacuum cleaner. This would influence
policy generation, removing all the situations in which the constraint is not
satisfied.

First Scenario

A relatively common problem in paper factories is the failure of a sensor, which
then triggers a chain reaction of alarms and leads the production to a halt.
The operator must then perform all the needed close-down and alarm reset
operations, move inside the plant, identify the problem, repair it and restart the
production.

As a first scenario, we consider the following sequence of events:

• A temperature sensor fails in location A and the “sensor failure” alarm is
triggered;

• The process control computer of the plant automatically stops the paper
line to avoid losses of material;

• An alarm is triggered, signaling that the speed of the paper on the line is
too low at location B;

• Because of the sudden stop of the line, the temperature of the drying stage
(location C) goes up. Thus, the “over-temperature” alarm is triggered.

The operator analyzes the alarms reported on his computer in the control-
station and prepares a repair procedure, specifying the sequence of actions he
will perform and the tools he will need. In this case:

• Close-down procedure at the control-station;

• Inspection of location A;

• Need of a measuring tool, a toolbox and a spare temperature sensor for
the fixing operations at location A;

• Restart operations at the control-station.

Using the information provided, the system in the control-station can
generate the agenda of the operator, represented in figure 6.6 (bottom). The
agenda reflects the fact that the operator shall first stop the production line
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Figure 6.6: Paper factory, first scenario. The human agenda (bottom) is generated semi-
automatically following operator’s specifications. A robot policy (top) is instead pre-
pared by HA-PTLplan to support the operator in his work by carrying the needed tools
and then placing them back in their storage location.

(close-down) and then move to location A, where he will need, in this order,
a measuring tool, a toolbox and a spare temperature sensor to substitute the
damaged one. The small boxes placed before each fixing operation represent
instantaneous actions whose preconditions specify that the tool used in the fol-
lowing activity should be ready in location A. Finally, the agenda takes into
account that the operator will move back to the control-station to perform
the restart procedures.

The agenda is sent to the robot, along with a description of the needed ob-
jects and a set of goals (replace all the non-disposable tools at their original
location and go back at the docking location). HA-PTLplan, that in this case
would be installed on the robot, generates a linear policy to assist the opera-
tor in his task (figure 6.6, top): while the operator performs the close-down
operations, the robot can fetch the needed objects, carry them to location A,
place them where needed before the operator will use them and finally bring the
non disposable ones back to their place. Please note that the pick and place
actions are grouped in larger blocks for clarity reasons in figure 6.6, but the
placement order will make sure that the measuring tool will be available before
the beginning of the measure action of the human user.

The policy shown in figure 6.6 has been generated by HA-PTLplan starting
from the described inputs. Without the information provided by the human
agendas, the planner would not be able to closely cooperate with the operator,
as it would lack the knowledge of the tools needed at each moment by the user.

Second Scenario

It is not unlikely that, when a chain reaction occurs and multiple alarms are
raised simultaneously, the operator does not have enough information to dis-
criminate where the real fault occurred. In such case, it would be quite straight-
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Figure 6.7: Paper factory, second scenario. In this case, the operator does not know in
advance if the root problem is in location B or in location C. Therefore, two agendas
are passed to the planner to generate a compliant policy. The agenda at the bottom
reflects the case in which the problem is in location B, while the other one describes the
operations needed in case the source of the problem is in location C. The robot policy
(top) makes sure that the toolbox will be in place, if the operator would need it. The
boxes with horizontal lines indicate a pick-up action, while the ones with vertical lines
object placement ones. Once the observations originated by the position of the human
user clarify which one of the agendas the operator is actually executing, the robot can
act accordingly, bringing immediately the toolbox back to its storage or placing it where
the operator needs it and waiting till the user has finished using it before bringing it back
to the storage.
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forward to prepare multiple courses of action, that is, specify different alterna-
tive procedures of intervention.

Let us assume that the operator receives at the same time a low speed on
the line from location B and a high temperature alarm from location C. If he
cannot discriminate which one of the alarms is the root problem, then the oper-
ator must describe different plans of action. After the close-down operations,
he will move to location B, which is closest, and verify if the problem stems
there. If this is the case, he will perform the fixing operations and then return
to the control-station. Otherwise, he will proceed to location C and fix the
root problem using a toolbox. Given the necessary specifications, the system in
the control-station can then generate two possible agendas for the operator
(figure 6.7). Both agendas start with the close-down operations and with the
operator moving to location B. If the problem lies there, he would inspect the
machinery and perform the necessary repair operations (figure 6.7, agenda A),
otherwise he would proceed to location C (figure 6.7, agenda B).

If the problem is located in C, a toolbox will be required and the policy gen-
erated by HA-PTLplan (figure 6.7, top) makes sure that it will be at location C
by the time the operator needs it. Since the planner has no way to discriminate
between the two agendas until the operator moves to location C or stays in
location B, the generated policy indicates that the robot gets the toolbox im-
mediately from location B, where it is stored, and moves to location C. There,
it waits until the operator moves to position C, or, alternatively, stays in B. In
the first case, the robot places the toolbox, waits till the operator has finished
the repair operations, and then brings the toolbox back to its storage. In the
second case, if the operator never moves to position C, the robot simply brings
back the toolbox and moves back to its docking station.

6.3 Activity Monitoring

As mentioned in chapter 5, the realization of SAM is motivated by a number of
requirements, namely modularity, long temporal horizons, on-line recognition,
and multiple hypothesis tracking. The capability of the system of dealing with
long temporal horizons has been discussed and proven by Ullberg et al. [91],
where the authors have also addressed the performance related aspects of SAM,
with formal proofs and worst case scenarios. In the following, we present a
series of tests assessing the ability to deploy SAM in incrementally rich envi-
ronments. We will show how SAM can be used for activity recognition, how
the domain can be expanded to include proactive service enactment and finally
we present its capability to deal with a realistic scenario in which multiple hy-
potheses are tracked.
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6.3.1 Experimental Setup

For our experimental runs on activity recognition, we used a subset of the sen-
sors deployed in the PEIS-Home. Figure 6.8 shows a map of the environment,
highlighting their positions.

A people tracking system [68] (whose readings are mirrored in SAM by
sensor state variable named Location) can identify the position of the user in
the apartment, with the exclusion of the bedroom for privacy reasons. The
system employs a stereo camera placed on the ceiling of the apartment and its
field of view is marked with a dotted line in the figure. The output of the system
is the symbolic name of one of the four locations in which the PEIS-Home is
divided, plus an extra symbol to assess that the user is not in the field of view
of the camera: KITCHEN, KITCHENTABLE, LIVINGROOM, COUCH and
OUT.

To monitor activities in the bedroom, we use instead two other sensors, that
do not require video surveillance: a pressure sensor that can verify if the user is
using the bed (Bed), and a mote equipped with a light sensor (NightLight) that
can assess the luminosity of the area of bedroom close to the bed.

In the kitchen, a simple sensor (Stove) is connected to the stove to detect
its state (ON or OFF), and a RFID reader (KTRfid) can identify a number
of tagged objects (dishes, cutlery, . . . ) when they are placed on the table. The
fridge door is also monitored (FridgeDoor) and it is possible to assess if it is
open or closed.

Finally, two more software sensors complete the set we used for our exper-
imental runs: one connected to the television set (TV) to detect if it is turned
ON or OFF, and one that is employed to assess the time of the day (morning,
afternoon, evening or night).

For our experiments on proactive service enactment, we also employed two
of the actuators available in the PEIS-Home (figure 6.9), a robotic moving table
(MovingTable) and an autonomous fridge (Fridge).

The table [25] can navigate the environment and it is usually stationed be-
sides the couch, while the fridge can open and close its door, and can use its
robotic arm to grasp objects inside and place them on the table.

6.3.2 Recognizing Activities with SAM

We illustrate the use of real-world sensors for activity recognition in SAM with
two runs performed in the PEIS-Home. In the first run our aim is to assess the
sleep quality of a person by employing three of the sensors described in the
previous section: the pressure sensor placed beneath the bed, the luminosity
sensor placed close to the night light, and the person tracker system. We then
define a domain with three sensors and the two synchronizations shown in
figure 6.10.
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Stove KTRfid Location

Bed NightLight

TV

FridgeDoor

Figure 6.8: Sensors deployed in the PEIS-Home and used for our test runs. Stove: a
simple sensor detects the status of the stove; FridgeDoor: the sensor can detect if the
door of the fridge in the kitchen is open or closed; KTRfid: an RFID reader placed
under the kitchen table can detect the presence of a number of tagged objects (dishes,
cutlery, . . . ); Location: a people tracking server detects the position of the user in the
dotted area on the map using a stereo camera on the ceiling. The bedroom is not under
monitoring, for privacy reasons; Bed: a pressure sensor under the bed’s leg can identify
if the bed is used; NightLight: a mote, equipped with a luminosity sensor, reveals the
illumination close to the bed; TV: the television set is monitored so that its use can be
assessed.
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Fridge MovingTable

Figure 6.9: The two actuators used in our experimental test on proactive service en-
actment. The robotic table (MovingTable) is usually located close to the couch, in the
livingroom, and can navigate the environment, while the autonomous fridge (Fridge) is
located under the sink, in the kitchen, and can open and close its door, and grasp objects
placed inside it using a robotic arm.
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1) Human : InBed
DURING Location : NOPOS
EQUALS Bed : ON

2) HumanAbstract : Awake
DURING Human : InBed
EQUALS NightLight : ON

Figure 6.10: Synchronizations defined in our domain for the Human and HumanAb-
stract state variables to assess quality of sleep.

Note that the human user is modeled by means of two distinct state vari-
ables, Human and HumanAbstract. This allows us to reason at different levels
of abstraction on the user: while the decisions taken on state variable Human
are always a direct consequence of sensor readings, synchronizations on values
of HumanAbstract describe knowledge that can be inferred from sensor data
as well as previously recognized Human and HumanAbstract activities. The
first synchronization models two requirements for recognizing that the user has
gone to bed: first, the user should not be observable by the tracking system,
since the bedroom is a private area of the apartment and, therefore, outside the
field of view of the cameras; second, the pressure sensor beneath the bed should
be activated. The resulting InBed decision has a duration EQUAL to the one of
the positive reading of the bed sensor. The second synchronization captures the
situation in which, although lying in bed, the user is not sleeping. The decision
Awake on the state variable HumanAbstract depends therefore on the decision
InBed of the Human and on the sensor readings of NightLight.

Figure 6.11: Snapshot of the timelines in the sleep experiment. Each timeline represents
the evolution in time of a state variable. From the top, the first three reflect sensors’
readings as mirrored in the decision network, while Human and HumanAbstract model
the inferred human activities.

This simple domain was employed to test SAM in our intelligent home en-
vironment with a human subject. The overall duration of the experiment was
500 seconds, with the concurrent inference and sensing processes operating at
a rate of about 1 Hz. Figure 6.11 is a snapshot of the five state variables’ time-
lines at the end of the run (from top to bottom, the three sensors and the two
state variables modeling the human).
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1) HumanAbstract : Lunch 2) HumanAbstract : Nap
STARTED-BY Human : Cooking AFTER HumanAbstract : Lunch
FINISHED-BY Human : Eating EQUALS Human : WatchingTV
DURING Time : afternoon

3) Human : Cooking 4) Human : WatchingTV
DURING Location : KITCHEN EQUALS Location : COUCH
EQUALS Stove : ON

5) Human : Eating
DURING Location : KITCHENTABLE
EQUALS KTRfid : DISH

Figure 6.12: Synchronizations modeling afternoon activities of the human user.

The outcome of a more complex example is shown in figure 6.13. In this
case the scenario is realized using four instantiated sensors. Our goal is to de-
termine the afternoon activities of the user living in the apartment, detecting
activities like Cooking, Eating and the more abstract Lunch. To realize this ex-
ample, we define five new synchronizations (figure 6.12), three for the Human
state variable and two for the HumanAbstract state variable. Synchronization
(3) identifies the human activity Cooking: the user should be in the kitchen
and its duration is EQUAL to the activation of the Stove. Synchronization (5)
models the Eating activity, using both the Location sensor and an RFID reader
placed beneath the kitchen table (state variable KTRfid). A number of objects
have been tagged to be recognized by the reader, such as dishes whose presence
on the table is required to assert the decision Eating. Synchronization (4) cor-
relates the presence of the user on the couch with the activity of WatchingTV.

Figure 6.13: In this experimental run, SAM monitored the afternoon activities of a user
in the apartment. Four sensors were used, whose readings during the run are mirrored
in the top four timelines. The use of two different state variables to represent the human
user at different levels of abstraction allow the identification of complex activities such
as Lunch.

Synchronizations (1) and (2) work at a higher level of abstraction. The de-
cisions asserted on HumanAbstract are inferred from sensor readings (Time),
from the Human state variable and from the HumanAbstract state variable
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itself. This way we can identify complex activities such as Lunch, which en-
compasses both Cooking and the subsequent Eating, and we can capture the
fact that after lunch the user, sitting in front of the TV, will most probably fall
asleep.

It is worth mentioning that the decision corresponding to the Lunch activity
on the HumanAbstract state variable was identified only when both Cooking
and Eating were asserted on the Human state variable. Also it can be noted that
Nap is identified as the current HumanAbstract activity only after the lunch is
over and that on the first occurrence of WatchingTV, Nap was not asserted
because it lacked support form the Lunch activity.

6.3.3 Proactive Service Enactment

As an example of how a domain theory can include actuation as synchroniza-
tion requirements on monitored state variables, let us consider the following
run of SAM in a setup which includes the two robotic devices described in
section 6.3.1, that is, the robotic table and the autonomous fridge.

1) Human : WatchingTV 2) MovingTable : DockFridge
EQUALS Location : COUCH MET-BY Fridge : OpenDoor
START MovingTable : DeliverDrink

3) MovingTable : DeliverDrink 4) MovingTable : UndockFridge
AFTER Fridge : PlaceDrink BEFORE Fridge : CloseDoor

5) Fridge : PlaceDrink 6) Frisge : OpenDoor
MET-BY MovingTable : DockFridge MET-BY Fridge : GraspDrink
MEETS MovingTable : UndockFridge

Figure 6.14: Synchronizations defining temporal relations between human activities and
proactive services.

As shown in figure 6.14, we use abductive reasoning to infer when the user
is watching TV. In this case, however, we modify the synchronization (4) pre-
sented figure 6.12 to include the actuators in the loop. The new synchronization
(figure 6.14, (1)), not only recognizes the WatchingTV activity, but also asserts
the decision DeliverDrink on the MovingTable state variable. This decision can
be supported only if it comes AFTER another decision, namely PlaceDrink on
state variable Fridge (synchronization (3)). When SAM’s re-planning procedure
attempts to support WatchingTV, synchronization (5) is called into play, stat-
ing that PlaceDrink should occur right after (MET-BY) the MovingTable has
docked the Fridge and right before the undocking maneuver (MEETS). The
remaining three synchronizations — (2), (4) and (6) — are attempted to com-
plete the chain of support, that is, the Fridge should first grasp the drink with
its robotic arm, then open the door before the MovingTable is allowed to dock
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to it, and finally it should close the door right after the MovingTable has left
the docking position.

Figure 6.15: Example of contextual service enactment in SAM. When the user is recog-
nized as engaged in the WatchingTV activity, the system instantiates a plan to retrieve
a drink from the fridge and deliver it to the user on the couch. The timelines mirror
decisions on the Human state variable, on the Location sensor and on the actuators.

This chain of synchronizations leads to the presence in the decision network
of a plan to retrieve a drink from the fridge and deliver it to the human who
is watching TV. Notice that when the planned decisions on the actuator state
variables are first added to the decision network, their duration is minimal
(the minimal duration of such decisions can be specified in the domain theory).
The actuator processes update these durations at every re-planning period until
the devices that are executing the tasks signal that execution has completed.
Also, thanks to the continuous propagation of the constraints underlying the
plan, decisions are appropriately delayed until their earliest start time coincides
with the current time (see section 5.2.3). A complete run of this scenario was
performed in our intelligent environment and a snapshot of the final timelines
is shown in figure 6.15.

6.3.4 A Test Run for Multiple Hypothesis Tracking

In order to gauge the performance of SAM under realistic conditions involving
multiple hypothesis tracking, we performed a prolonged experimental run in
the PEIS-Home with a human user and an ambiguous domain description. The
run involved all the eight sensors described in section 6.3.1.

Monitoring occurred over a time-span of four hours and the domain theory
used by the inference procedure, which describes the requirements for recog-
nizing twelve activities in total, contains ambiguous synchronizations: the same
activity can be explained in alternative ways and the same sensor readings can
support multiple hypotheses.

We monitored a person performing every day domestic activities in the en-
vironment for a timespan of four hours. To model those activities we used a
single state variable (Human) whose possible values are {PrepareBfast, Break-
fast, FastBreakfast, Snack, HaveFood, Cook, Eat, Out, Sleep, Read, WatchTV,
Rest}.
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The domain theory used by the inference procedure contains ambiguous
synchronizations: the same activity can be explained in alternative ways and
the same sensor readings can support multiple hypotheses. As an example of
the latter case, we can consider the two activities WatchTV and Rest, both of
which have the same requirements (see figure 6.16).

1) Human : WatchTV 2) Human : Rest
DURING Location : COUCH DURING Location : COUCH
DURING Time : Evening DURING Time : Evening
EQUALS TV : ON EQUALS TV : ON

Figure 6.16: The ambiguous domain theory allows synchronizations with the same re-
quirements.

Dually, the possibility of supporting the same hypothesis by means of al-
ternative requirements is particularly useful in this domestic example, because
the same activity can be easily performed in slightly but significantly different
ways. For instance, if we consider the Eating activity, then the two key points
to recognize it are the detection of a dish on the table and the presence of the
user around the table itself. We do not want to enforce, though, in terms of
time intervals, when the dish should be placed on the table. The user may sit
down and then place the dish, or place the dish first and then sit around the
table. Therefore, multiple synchronizations can grasp the different possibilities
that would lead the inference process to identify the Eating activity, as shown
in figure 6.17.

3) Human : Eating
DURING Location : KITCHENTABLE
CONTAINS KTRfid : Dish

4) Human : Eating
DURING Location : KITCHENTABLE
OVERLAPS KTRfid : Dish

5) Human : Eating
DURING Location : KITCHENTABLE
OVERLAPPED-BY KTRfid : Dish

Figure 6.17: In ambiguous domains, the same activity can be recognized using different
sets of requirements to grasp different possibilities in the execution of the activity.

In the experimental run, a human subject performed a series of actions that
can be associated with a normal working day. The test user started her day
leaving the bedroom, preparing and consuming breakfast, and then going out
to work. We decided to control manually the Time component, in order to
accelerate the part of the day in which the user was out of the apartment (oth-
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erwise the experiment would have lasted much more than four hours). Once
back home, she spent some time relaxing with a snack in front of the TV, pre-
pared and consumed dinner, and finally spent some more time on the couch,
before going to bed.

(a) (b)

Figure 6.18: The system supports two hypotheses on the human activity which are not
mutually exclusive: eating in front of the TV and having a snack. Figure 6.18(a) shows
the user performing the activities in the environment and figure 6.18(b) is snapshot of
the evolution of two alternative timelines for the same state variable in SAM.

(a) (b)

Figure 6.19: Two new non-mutually exclusive hypotheses are supported by the system:
the user (in figure 6.19(a)) is watching TV and resting. Since two different hypotheses
were already maintained in SAM, four new full hypotheses are generated (figure 6.19(b))
for the state variable Human.

The system kept track of each hypothesis that the domain theory could
infer from the sensor readings. For instance, as can be seen from the timelines in
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figure 6.18(b), upon returning home the user sat in front of the TV with a snack.
Accordingly, two possible explanations for the sensor readings were provided
by the system (Snack and WatchTV), in this case not mutually exclusive.

Later in the experimental run, after the correct recognition of the Cooking
and Eating activities, the user sat again in front of the TV. As can be seen from
figure 6.19(b), two new non mutually exclusive hypotheses on the human ac-
tivity were identified, Rest and WatchTV. Since two different hypotheses were
already maintained by the system, four new full hypotheses were generated, to
encompass every possible combination of the multiple possibilities.

The system ran for four hours, and all the activities were recognized cor-
rectly. The number of possible hypotheses during the experiment varied be-
tween 0 and 4. It is important to notice that the number of hypotheses that
would have been maintained without any heuristic application depends on the
domain and on the specific sensor readings that were produced by the user.
Clearly, the worst case scenario described in section 5.3 is unrealistic. However,
in a test performed on a similar domain in a simulated scenario in which dupli-
cate hypotheses were not discarded and inactive hypotheses were maintained,
the cost of inference became unmanageable after approximately 100 iterations.
The four hour run operated at an average of 0.45 Hz (therefore performing
more than 6400 inference iterations), with an average computation time was
about 2 seconds.

6.4 Summary

In this chapter, we presented a number of test runs, both in real and simu-
lated environments, to validate our approaches to human-aware planning and
activity recognition.

First, we described a test run in which our human-aware planner, HA-
PTLplan, was integrated in a wider framework for human-robot interaction.
The run was executed in a real environment, the PEIS-Home, and we closed
the loop from real sensor data acquisition, to robot policy generation and exe-
cution. This experiment was designed and served the purpose of validating the
capability of our planner to work on-line, and to provide a real demonstra-
tion to our approach to human-robot interaction. We also presented a possible
application scenario for human-aware planning in an industrial environment,
explaining how our techniques can be used outside the domestic domain. Using
two explanatory experimental runs, we showed how we can leverage a more
structured domain, as a factory environment usually is compared to a domestic
environment, to easily obtain reliable forecasts of human activities.

In this chapter we also showed how SAM, our activity management ar-
chitecture, can be deployed in a real environment to perform on-line activity
recognition when a test subject is performing activities of daily life. Additional
test runs were also presented to demonstrate how the domain can be expanded
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to include proactive service enactment and, finally, its capability to deal with a
realistic scenario in which multiple hypotheses are tracked.



Chapter 7
Conclusions

In this thesis, we discussed our approaches to two different, yet highly inter-
connected areas, activity recognition and robot task planning in the presence
of humans. The solutions described for both problems are derived from the
same family of methodologies, that is, symbolic reasoning and planning.

Although much work is needed to achieve the final dream of a robotic but-
ler, we feel that our contribution may bring this vision closer. In the follow-
ing, we first discuss the main contributions of this thesis, then we identify the
limitations of our approaches and finally we conclude highlighting promising
directions for future research.

7.1 Contributions

Firstly, we defined human-aware planning as a new type of planning problem,
formally analyzing which elements need to be added to classical planning to
cope with the presence of humans. We also implemented HA-PTLplan, a human
aware planner that encompass all the features we identified. The planner is
designed to be part of a larger framework, where other modules could provide
the needed inputs, such as the possible forecasts of the activities of all human
users present in the environment. Such forecasts are then taken into account
by the planner, which is able to generate a compliant policy. The forecasted
human actions do not only impose constraints on the robot, e.g., never enter a
room while a human is there. They can also be the source of new goals, e.g.,
the objects in the room should be disposed of after a human has been using
them. The possibility of observing the results of some human actions can then
be employed by the planner to identify the best policy to achieve the identified
goals.

We demonstrated our approach to human-aware planning in realistic sim-
ulated scenarios, two of which were aimed at showing the capabilities of our
planner in different situations involving multiple humans. We also provided
a demonstration of the practical applicability of our approach in the context

115
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of a real intelligent robotic environment, the PEIS-Home. In this case, HA-
PTLplan was integrated in a wider framework, so as to close the loop from
real-time sensor readings to plan execution. Obviously, principles and methods
for human-aware planning discussed in this thesis go beyond our implemented
planner. HA-PTLplan is a possible instantiation of such techniques and served
the purpose of demonstrating them in a number of different scenarios.

We also addressed the complementary problem of activity recognition, pre-
senting SAM, an architecture that, thanks to its underlying formalism, is not
only able to recognize the activities carried on in the environment by a hu-
man user, but also to proactively enact service actuation. SAM leverages a
constraint-based approach and a modular domain description language to real-
ize a decisional framework that operates in a closed loop with physical sensing
and actuation components in an intelligent environment.

SAM employs concepts drawn from constraint-based planning and execu-
tion frameworks in conjunction with efficient temporal reasoning techniques
for activity recognition. By blending these techniques, SAM introduces a key
novelty, namely a single architecture that integrates recognition, planning and
execution of proactive services. These two aspects of activity recognition and
contextual service enactment are uniformly represented in a single constraint-
based formalism, reasoned upon by the same inference mechanism, and an-
chored to the real world through specialized interfaces with physical sensors
and actuators.

SAM is designed to satisfy four key requirements stemming from realistic
application settings: modularity, the ability to operate over long temporal hori-
zons, on-line recognition and execution and multiple hypothesis tracking. The
feasibility of our approach was demonstrated with a number of simulated and
experimental runs in a real environment with a human user.

7.2 Limitations

The two areas explored in this thesis, human-aware planning and activity mon-
itoring, are closely connected. Recognizing and forecasting human activities is
indeed an important prerequisite for a close cooperation between humans and
robots both in domestic and industrial environments. Although we developed
our approaches to both problems with the final goal of a seamless integration,
working at the same level of abstraction and with compatible formal repre-
sentations, here we did not perform the merging step. The reason behind this
choice is that integrating forecasting capabilities in SAM would require to ex-
plore new research issues that are out of the scope of this thesis.

Examining each of our solutions separately, we believe that the major tech-
nical limitation of our specific approach to human-aware planning is the use
of actions with fixed duration. This is mostly a problem for the actions of
the humans, as they work as constraints in the planning process. Fixed dura-
tion of robot actions can be considered a less restrictive limitation, because,
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as some authors have pointed out [63], one can first plan with only the ex-
pected duration of the actions and then improve or re-plan the policy with
other possible/actual durations, still obtaining policies that are quite close to
the optimum. Also, our current algorithm and implementation are specifically
designed to plan for a single robot.

A limitation in our current approach to activity recognition and contextual
service enactment is the partial inability to deal with model and sensor un-
certainty. Sensor readings can be pre-filtered and up to some levels compiled
directly into the domain, but SAM lacks the possibility to fully deal with uncer-
tain readings. Such a possibility would also allow the system to propagate sen-
sor uncertainty to the action recognition level, merging it with the uncertainty
of the model described in the domain, and finally attaching a probabilistic value
to recognized activities.

Another limitation of SAM is its inability to directly count occurrences of
decisions of a specific kind. For instance, if we would like to assess the sleep
quality of a user, we could not directly detect if the person lies in bed awake
three nights in a row and label such occurrence without recurring to extra layers
of abstraction.

Finally, at this moment, SAM incarnates a purely knowledge-driven ap-
proach to activity recognition and it is unable to learn as data is collected.

7.3 Future Work

The main objective of our future work would be to merge our approaches for
activity recognition and human-aware planning. This is indeed an ambitious
goal, since it will require not only implementation work, but the analysis and
solution of research issues different from the ones tackled in this thesis. In our
vision, we would like to empower our activity management system with the
capability not only to monitor the behaviour of the user and to enact contextual
services, but also to predict their future plans. This extension would lead to
interesting open challenges, as we would not start from pre-compiled possible
plans, but we would build them on-line using knowledge stored in the domain
theory and temporal reasoning.

As HA-PTLplan has probabilistic reasoning capabilities, another interesting
direction for future investigations would be to enable SAM to reason about
sensor and model uncertainty, possibly integrating our approach with data-
driven methods in order to provide on-line model training and adaptation. This
would allow to encompass in a single solution all the benefits usually associated
with both data- and model-driven approaches, namely the possibility to model
knowledge from first principles and to improve their performance over time.

Another interesting development would be to overcome the limitation of
HA-PTLplan to use human and robot actions with fixed durations, expanding
the planning algorithm to cope with human activities with uncertain temporal
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duration. Also, it would be interesting to expand our human-aware planning
system to deal with multiple robots with different tasks.

Finally, we believe that extending other search strategies and different plan-
ners to work with the formalization of a human-aware planning problem as
described in this thesis could lead to a performance improvement of the full
deployed system, and open new possibilities for future improvements.
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