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Abstract

The surveillance of large sea areas typically involves the analysis of huge quan-
tities of heterogeneous data. In order to support the operator while monitoring
maritime traffic, the identification of anomalous behavior or situations that
might need further investigation may reduce operators’ cognitive load. While
it is worth acknowledging that existing mining applications support the identi-
fication of anomalies, autonomous anomaly detection systems are rarely used
for maritime surveillance. Anomaly detection is normally a complex task that
can hardly be solved by using purely visual or purely computational methods.

This thesis suggests and investigates the adoption of visual analytics prin-
ciples to support the detection of anomalous vessel behavior in maritime traf-
fic data. This adoption involves studying the analytical reasoning process that
needs to be supported, using combined automatic and visualization approaches
to support such process, and evaluating such integration.

The analysis of data gathered during interviews and participant observa-
tions at three maritime control centers and the inspection of video recordings
of real anomalous incidents lead to a characterization of the analytical reason-
ing process that operators go through when monitoring traffic. These results are
complemented with a literature review of anomaly detection techniques applied
to sea traffic. A particular statistical-based technique is implemented, tested,
and embedded in a proof-of-concept prototype that allows user involvement in
the detection process. The quantitative evaluation carried out by employing the
prototype reveals that participants who used the visualization of normal behav-
ioral models outperformed the group without aid. The qualitative assessment
shows that domain experts are positive towards providing automatic support
and the visualization of normal behavioral models, since these aids may reduce
reaction time, as well as increase trust and comprehensibility in the system.
Based on the lessons learned, this thesis provides recommendations for design-
ers and developers of maritime control and anomaly detection systems, as well
as guidelines for carrying out evaluations of visual analytics environments.

Key words: visual analytics, anomaly detection, maritime traffic monitoring,
analytical reasoning, information fusion
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Chapter 1
Introduction

“Computers are incredibly fast, accurate and stupid: humans are incredibly
slow, inaccurate and brilliant; together they are powerful beyond imagination.”

Albert Einstein

Contents
1.1 Aims and objectives . . . . . . . . . . . . . . . . . . . . . . . 8
1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.3 Thesis outline . . . . . . . . . . . . . . . . . . . . . . . . . . 13

In today’s information age, the lack of information is seldom a problem.
Rather the problem is the opposite, the overload of information. Our capability
to generate, acquire and store data has seen an explosive growth during the last
decades. The availability of more and accurate sensors, higher data storage
capacity, cheaper devices and better database management systems has made it
possible to access huge volumes of data. However, our ability to produce and
store data has outpaced our ability to analyze and exploit it (Kimani et al.,
2004; Thomas and Cook, 2005; Compieta et al., 2007).

Exploring, analyzing, and making decisions based on vast amounts of data
are complex tasks that are carried out on a daily basis. People, both in their
business and private lives, walk the path from data to decision using diverse
means of support. While purely automatic or purely visual analysis methods
are used and continue to be developed, the complex nature of many real-world
problems makes it indispensable to include humans in the data analysis process.

Automatic analysis methods cannot be applied to ill-defined problems. Fur-
thermore, some real-world problems require dynamic adaptation of the analy-
sis solution, which is very difficult to handle by automatic means (Keim et al.,
2009). Visual analysis methods exploit human creativity, knowledge, intuition
and experience to solve problems at hand. While visualization approaches gen-
erally produce very good results for small data sets, they typically fail when the

1



2 CHAPTER 1. INTRODUCTION

required data for solving the problem is too large to be captured by a human
analyst (Keim et al., 2009).

Visualization and interaction can bridge the gap between computational
data analysis methods, human reasoning, and decision-making processes, com-
bining the strengths of both worlds. On the one hand, we take advantage of
intelligent algorithms and the vast computational power of modern computers
and, on the other hand, we integrate human background knowledge, intuition,
and expertise to find effective solutions.

The research community has largely recognized the potential of the integra-
tion of automatic and visual analysis methods. The study of such integration,
encouraging human interaction in the analysis process, was recently named vi-
sual analytics (Thomas and Cook, 2005; Keim et al., 2008c). Although the need
for this combination seems undisputed, there are no methodologies or guide-
lines, either theoretical or practical, regarding how this integration should be
done. Moreover, while there are multiple areas and real-world problems that
would benefit from applying optimal combined solutions, it is not clear how
the adoption of visual analytics principles should be carried out in practice.
Hence, this thesis investigates how to combine computational and visual anal-
ysis methods to support a complex analytical task and how the adoption of
visual analytics principles should be carried out in practice.

In the remainder of this section, we take an in-depth look at some of the
research challenges within visual analytics that motivate this thesis. In order to
further study some of these issues, both practically and theoretically, we suggest
the use of visual analytics principles in a particular domain that we believe
might benefit from its adoption. Furthermore, we focus our investigations on
a specific relevant analytical task for this domain which, from our point of
view, neither the human nor the computer can solve alone in an effective way.
Thus, we motivate the adoption of visual analytics to support maritime traffic
monitoring and, in particular, to support the detection and identification of
anomalous vessel behavior.

Visual analytics

Concerned with the availability of vast amounts of information and the ne-
cessity of supporting the human analytical reasoning process, visual analytics
has recently grown from information visualization, as a promising discipline.
Visual analytics focuses on handling massive, heterogeneous and dynamic vol-
umes of information by integrating human judgment through the means of
visual representations and interaction techniques in the analysis process (Keim
et al., 2008a,b).

The key purpose of visualizations and interaction techniques is to help the
user gain insight into complex data and situations where automatic process-
ing or models alone are insufficient and, thus, human analytical skills must be
employed (Thomas and Cook, 2005; Cook et al., 2007). The marriage of com-
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putational methods, visual representations and interactive thinking supports
intensive analysis (Cook et al., 2007) and may reduce the cognitive load placed
on the user while carrying out certain tasks.

Visual analytics is a multidisciplinary field that involves the following areas
(Thomas and Cook, 2006): (1) analytical reasoning techniques that let users
obtain deep insights that directly support assessment, planning, and decision-
making; (2) visual representations and interaction techniques that exploit the
human eye’s broad bandwidth pathway into the mind to let users see, explore,
and understand large amounts of information simultaneously; (3) data repre-
sentations and transformations that convert all types of conflicting and dy-
namic data in ways that support visualization and analysis; and (4) techniques
to support the production, presentation and dissemination of analytical results
to inform audiences.

Progress in each of the above four major research areas has been beyond
expectations, but much work yet remains regarding both the basic and applied
aspects of visual analytics (Thomas and Kielman, 2009). The research com-
munity has not adequately addressed the integration of these areas to advance
analysts’ ability to apply their expertise to complex data (Thomas and Cook,
2006). Research challenges for visual analytics are compiled in numerous pa-
pers (e.g., Thomas and Cook, 2005, 2006; Keim et al., 2008b; Thomas and
Kielman, 2009; Wong and Thomas, 2009). Since this is a young discipline,
R&D agendas include multiple open questions that are often shared with other
disciplines, such as information visualization, data and knowledge representa-
tion, as well as cognitive and perceptual sciences.

The research agenda presented by Thomas and Cook (2006) is organized re-
garding the four aforementioned areas involved in visual analytics. Challenges
related to the first two disciplines, analytical reasoning and visual representa-
tions and interaction techniques, constitute the starting point of the research
path taken.

Regarding analytical reasoning, Thomas and Cook (ibid.) highlight the im-
portance of building solutions based on an understanding of the reasoning pro-
cess (challenge also underlined by Keim et al., 2008b; Thomas and Kielman,
2009). Visual analytics must enable analytical techniques that permit the cre-
ation of hypotheses, and it must support the user in examining these hypotheses
in light of available evidence. Regarding visual representations and interaction
techniques, there is a need for developing a new suite of visual paradigms and
interactions that facilitate analytical reasoning as well as a mapping between
visualization and interaction approaches, and analytical tasks (Thomas and
Cook, 2006). Here, the authors highlight the importance of providing frame-
works for analyzing spatial and temporal data. Another research challenge em-
phasized with regard to this point is the need to support the understanding of
uncertain, incomplete, and often misleading information, an issue also stressed
by Keim et al. (2008b).



4 CHAPTER 1. INTRODUCTION

Putting promising research results, tools or algorithms into practice is nor-
mally a difficult and time-consuming task. The practical adoption of visual
analytics approaches or environments requires preliminary studies of the an-
alytical tasks to be supported, data available, end users, actual systems used,
and working conditions. Furthermore, the limits of current automatic and vi-
sual solutions need to be assessed before developing new strategies integrating
automatic and interactive visual techniques. Even if success stories exist (see
examples of visual analytics for law enforcement, critical infrastructure protec-
tion and financial fraud analysis summarized in Kielman et al., 2009), there
are no published methodologies or best practices that guide the visual analytics
adoption process. In order to put research results into practice, Thomas and
Cook (2006) recommend the identification and publication of best practices
for inserting visual analytics technologies into operational environments.

Beyond the challenges presented by the available amounts of data, the ne-
cessity of studying the analytical task to be supported, and finding optimal com-
binations of computational and visualization methods for real world problems,
there are other challenges associated with the ultimate use or utility of visual
analytics environments. Scholtz (2006a), Thomas and Cook (2006), Kielman
et al. (2009), and Thomas and Kielman (2009) stress the importance of devel-
oping methodologies and metrics to help researchers measure the progress and
understand the impact that visual analytics environments have on end users.
The evaluation of users’ reasoning capabilities with new tools or environments
is an indispensable stage in the practical adoption of visual analytics by new
application domains or areas.

The selection and development of research topics have been influenced by
the available R&D agendas covering needs in visual analytics and the chal-
lenges of adopting visual analytics principles into practice in a new area and to
support a particular task. In the following sections, we introduce the domain
area and the analytical task under investigation.

Monitoring maritime traffic

One of the primary reasons for the development and adoption of visual analyt-
ics techniques was the need to manage massive amounts of data that overwhelm
analysts. There are, indeed, many real-life domains that are characterized by
gathering, storing, and processing large volumes of heterogeneous data, for ex-
ample, business and financial analysis, transportation and logistics, physics and
astronomy, medicine, and security. The application field in the security sector is
wide, including multiple areas like network security, terrorism, border protec-
tion, military operations, and surveillance activities.

The surveillance of large sea areas normally requires the analysis of huge
volumes of heterogeneous, multidimensional and dynamic sensor data, in order
to improve vessel traffic safety and efficiency, and to protect the environment
(Kharchenko and Vasylyev, 2002). Normally, surveillance operators actively
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search for emerging conflict situations and anomalous behavior. Early detec-
tion of such situations provides critical time to take appropriate action with,
possibly before potential problems occur (Wiersma, 2010). However, human
operators may be overwhelmed by the data, the traditional manual methods
of data analysis, or by other factors, such as time pressure, stress, inconsis-
tencies, or the imperfect and uncertain nature of the information. Automatic
and semi-automatic support to identify anomalous behavior or situations that
might need further investigation may reduce operators’ cognitive load while
monitoring maritime traffic.

Human factors’ studies regarding the surveillance and control of sea traffic
are scarce, compared to, for example, the management and control of air traf-
fic. Current maritime security research regarding maritime control centers has
an overpowering technological focus, and literature concerning how operators
analyze and monitor traffic sensor data and find conflict situations is, to the
best of our knowledge, non-existent. More human factors’ research is needed
regarding, for example, how to provide automatic support for risk recogni-
tion (Baldauf and Wiersma, 1999; Nuutinen et al., 2007), how to include the
knowledge of seafarers, merchants, and terminal managers about preventing
accidents and potential attacks (Helmick, 2008), as well as specific issues, such
as how to effectively present information to vessel traffic services’ operators to
support situation awareness (Wiersma, 2010).

Anomaly detection

Surveillance operators, border guards, customs agents, intelligence analysts,
and emergency personnel monitor sensor data in order to find conflict situ-
ations, and threatening or unusual activities, while allowing the continuous
flow of goods and people. The ability to detect and identify conflict situations
or anomalous behavior at early stages can lead to timely and effective inter-
ventions. Automatic and semi-automatic support may reduce the time needed
both for the detection and the identification of such situations, generating early
warnings that can prevent accidents or provide the necessary time to prepare
countermeasures with.

The automatic identification of anomalous behavior from sensor data is a
challenging activity that has gained considerable recognition in recent years.
Civilian and military agencies have highlighted the necessity of increasing the
anomaly detection capabilities that enable homeland security, e.g., the 2006
European Security Research Agenda (European Security Research Advisory
Board, 2006) and the 2008 High Priority Technical Needs Brochure (Cohen,
2008), published by the US Department of Homeland Security.

The detection of conflict situations, threatening activities, or general anoma-
lous behavior in surveillance data is a complex analytical task that normally
cannot be solved using purely visual analysis or purely automatic computa-
tional methods. On the one hand, the success of purely visual analysis methods
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for area surveillance often depend on factors like the amount of sensor data that
needs to be monitored, time constraints, or even operators’ cognitive load and
level of fatigue. On the other hand, automatic anomaly detection solutions nor-
mally present high false alarm rates when dealing with complex situations. The
high number of false alarms can become a nuisance for operators, who might
react by turning anomaly detection capabilities off. Cai et al. (2007) dispute the
use of fully autonomous discovery systems in real-world settings, highlighting
the need of including human knowledge in the discovery process:

However, autonomous discovery systems have rarely been used in the real
world. While many factors have contributed to this, the most chronic dif-
ficulties seem always to fall into two categories: the representation of the
prior knowledge that people bring to their tasks, and the awareness of new
context. Many difficult scientific discovery tasks can only be solved in inter-
active ways, by combining intelligent computing techniques with intuitive
and adaptive user interfaces. (p. 2)

In this dissertation, we argue that visual analytics can bridge the gap be-
tween computational and human approaches to detecting anomalous behavior
in sensor traffic data. The use of visualization and interaction may support hu-
man involvement in the anomaly detection process. From a computational per-
spective, human expert knowledge may improve automatic detection methods,
reducing false alarms rates and thus increasing user acceptability of anomaly
detection capabilities. From a human perspective, computational methods may
support users in situations where large amounts of data need to be analyzed or
time constrains decision-making. Consequently, there is a transfer of knowledge
in both directions, combining intelligent algorithms and the vast computational
power of modern computers with human background knowledge, intuition,
and expertise.

From a computational perspective, the practical adoption of visual analytics
to support the detection of anomalous behavior requires the study of techniques
applied to solve this task, in order to find where user input is needed and could
make a positive difference. From a human perspective, the first challenge con-
cerns the study of how operators analyze data and detect conflict situations, in
order to find leverage points where automatic support is needed. The second
challenge involves the study of adequate ways of interacting with and visualiz-
ing the data, the underlying data mining layers, and the outcomes of automatic
detection approaches, allowing a true discourse with the information.

Facilitating human participation in the anomaly detection process and in-
creasing users’ confidence and trust in the system require that the detection pro-
cess is transparent and comprehensible (Freitas, 2002; Keim et al., 2009). Fre-
itas (2002) highlights the importance of comprehensibility during the knowl-
edge discovery process to ensure usability and interactivity:

Knowledge comprehensibility is usually important for at least two related
reasons. First, the knowledge discovery process usually assumes that the
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discovered knowledge will be used for supporting a decision to be made by
a human user. If the discovered “knowledge” is a kind of black box which
makes predictions without explaining or justifying them, the user may not
trust it. Second if the discovered knowledge is not comprehensible to the
user, he/she will not be able to validate it, hindering the interactive aspect
of the knowledge discovery process, which includes knowledge validation
and refinement. (p. 2)

Research path taken

We can only determine how much automation and how much visualization is
needed for a particular problem and domain by assessing the analysis task,
available data, existing support, and users’ capabilities (Keim et al., 2009).
Therefore, this thesis focuses on the analytical task of detecting and identifying
anomalous behavior, which we regard as a visual analytical task. We further
narrow down this problem for sea surveillance, studying how to support the
detection and identification of anomalous vessel behavior from maritime traffic
data. This involves studying the following: (1) the analytical reasoning process
that needs to be supported, and (2) the use of combined automatic and visual-
ization approaches to support such a process.

This study is carried out in the framework of Information Fusion research.
In military and surveillance operations, data and information fusion provides
prominent mechanisms for combining data from disparate sensors, thus de-
creasing the amount of information processed by operators and acting as a key
enabler for the provision of decision support (Roy et al., 2001). Information fu-
sion research constitutes a valuable source of frameworks and scenarios, such
as the maritime domain and the anomaly detection problem, in order to study
aspects related to finding effective computational-human synergies. Keim et al.
(2009) indicate the need for this type of research in a recent publication:

Combining the best of both worlds through visual analytics applications
is a very promising solution for problems that can neither be effectively
solvable through automated analysis nor explorative analysis ... A very in-
teresting research question is therefore to develop methods for determining
the optimal combination of visualization and automated analysis methods
to solve different classes of problems by taking into consideration the user,
the task and the characteristics of the data sets. (p.3)

Approach

The research presented in this thesis is divided into three major themes: (1) un-
derstanding the problem domain, (2) suggesting how combinations of visual
and computational methods can support anomaly detection and (3) evaluating
our suggestions. This schema resembles the steps of the process of adopting
visual analytics in a new application domain.
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Understanding the problem domain concerns gaining a deeper insight into
the overall problem of detecting and identifying anomalous behavior in mar-
itime traffic data, from a theoretical and practical point of view. The literature
analysis of the analytical reasoning process as well as visits to maritime traffic
control centers and interviews with experts in the field were undertaken.

Suggesting how combinations of visual and computational methods can
support anomaly detection firstly involves the analysis of the characteristics
of the problem domain regarding how actual visualization and computational
methods support the detection of anomalous behavior. Secondly, proposals
based on the use of interaction and visualization to combine human and com-
putational approaches are made. Here we include the study of issues like the
visualization of intermediate steps in the anomaly detection process.

The evaluation of our suggestions deals with gathering empirical evidence
regarding the value of our proposals and the components developed to sup-
port the user in the detection process. In order to reveal the peculiarities of
adopting visual analytics in this problem domain, implementing our sugges-
tions, and conducting empirical tests, a prototype that analyzes maritime traffic
data, VISAD, has been developed.

1.1 Aims and objectives

The overall goal of this thesis is to investigate how to facilitate the detection
and identification of maritime anomalous behavior using a combination of data
mining (previously referred to as computational methods) and interactive visu-
alization approaches. In order to address this research study and considering
the three major themes presented in the previous section, three aims have been
specified:

Aim 1 To characterize how operators monitor maritime traffic and detect
anomalous behavior.

Aim 2 To investigate how to combine anomaly detection techniques and inter-
active visualization, in order to facilitate the detection and identification
of maritime anomalous behavior.

Aim 3 To evaluate the performance of combined data mining and interactive
visualization methods.

The following objectives have been identified in order to fulfill the afore-
mentioned aims:

Objective 1 Study how operators monitor maritime traffic in real environ-
ments:

Objective 1.1 Describe the data sources, data, services, working condi-
tions, operator background, systems, and anomalous behavior that
need to be detected.
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Objective 1.2 Describe and analyze, using relevant analytical reasoning
theories, the analysis process that operators go through, from the
raw data to the detection and identification of anomalous behavior.

Objective 2 Based on this study, extract conclusions regarding how to improve
operators’ analysis process, using data mining, interactive visualization,
and visual analytics principles.

Objective 3 Review automatic anomaly detection techniques employed to an-
alyze maritime traffic data.

Objective 4 Characterize the automatic anomaly detection process and identify
leverage points where the use of visualization and interaction can make a
positive difference.

Objective 5 Implement a combined data mining and visualization approach to
detect and identify anomalies in maritime traffic.

Objective 6 Design and develop a prototype as proof of concept.

Objective 7 Evaluate the use of combined automatic and visual components
through the proof-of-concept application.

Objective 8 Extract recommendations and lessons learned for the future design
and development of anomaly detection capabilities and systems.

Table 1.1 shows how the papers presented under publications relate to the
aims, objectives, and chapters of this dissertation.

1.2 Contributions

The adoption process of visual analytics for maritime traffic monitoring and
anomaly detection presented in this thesis may serve the visual analytics re-
search community as a practical example. Even if there are success stories of
such adoption in other areas, for example, financial fraud analysis (see sum-
mary presented in Kielman et al., 2009), to the best of our knowledge, method-
ologies for such adoption processes have not yet been published. We suggest
that an initial approach to such methodology could resemble the steps followed
in this project: (1) understand data, tasks and provide a description of analytical
processes that need support, (2) examine the limitations of current automatic
and visual solutions, (3) develop solutions integrating the most appropriate au-
tomated and interactive visual techniques, finding solutions to problems that
neither the machine nor the human can solve, and (4) evaluate problem solving
capabilities of integrated solutions.

Besides this general prescriptive methodology that serves as a road map
for the thesis, the specific contributions can be summarized in three sets that
correspond to the aims presented in section 1.1.
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The first set of contributions relates to the study of how operators monitor
maritime traffic, and has been extracted from the analysis of data gathered
during our field work and interviews at different maritime control centers (see
chapter 4):

− A characterization of the problem domain regarding data, systems,
and working environment. This characterization complements the more
socio-technical and organizational description presented by Nuutinen
et al. (2007), since it provides more detailed information regarding moni-
toring activities, as well as technological and visualization aspects. Exam-
ples of conflict situations and anomalies of interest provided by personnel
interviewed complement this characterization.

− A description of the analytical reasoning process used by operators while
detecting and identifying anomalous behavior (see section 4.5.1). This
description is based on the data collected during the participatory ob-
servations carried out. The gathered data has been analyzed according
to relevant theories of human analytical reasoning (e.g., sense-making),
summarized and discussed in section 4.4 after conducting a literature
review. This description is essential for the further studying of how to
support the anomaly detection process, and it has been pointed out as a
crucial step in building new visual analytics environments by Thomas and
Cook (2006), Keim et al. (2008b), and Thomas and Kielman (2009) in
recent research agendas. Descriptions like the one presented in this the-
sis increase our knowledge of how analytical reasoning processes vary
regarding different domains, situations, and tasks, and can be used in
future design, development, and evaluation processes.

− A discussion of the main challenges faced by operators while monitoring
maritime traffic (section 4.5.2), identifying leverage points where the use
of data mining, visualization, and interaction could make positive dif-
ference. This discussion leads to recommendations for future maritime
control systems, presented in chapter 8.

The second set of contributions relates to the study of how to combine
anomaly detection techniques and interactive visualization to facilitate the
detection and identification of maritime anomalous behavior (see chapters 5
and 6):

− A literature review of anomaly detection methods and systems applied
to maritime traffic data (chapter 5). The review is, to the best of our
knowledge, unique, since we review anomaly detection methods applied
to maritime traffic, with a special focus on issues of human factors.

− Considering the review presented, we characterize the anomaly detection
process with regard to on-line and off-line sub-processes (see figure 5.2)
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and we elaborate on where visualization and interaction may support
and enhance the anomaly detection process. The use of visualization in
the following steps of the process is suggested: data visualization, param-
eter visualization, model visualization, detection visualization, outcome
visualization, and explanations.

− The implementation of a particular anomaly detection method (a combi-
nation of Self Organizing Maps, SOMs, and Gaussian Mixture Models,
GMMs, previously presented in Kraiman et al., 2002) and its evaluation
using both simulated and real maritime traffic. The description of the im-
plementation presented complements the one presented by Kraiman et al.
(2002), since we provide a more detailed description of the data and fea-
tures used, inner workings of the approach, evaluation outcomes, causes
of false alarms and challenges regarding its operational use. Due to the
high false alarm rate obtained, we suggest the involvement of the user in
the process, presenting a methodology and its instantiation (figure 6.11).

− The design and development of a proof-of-concept prototype, VISAD,
that includes the anomaly detector module, a rule-based module, and a
graphical user interface (GUI) that supports interaction with the different
components.

− Two approaches for visualizing normal models built from vessel traffic
data: (1) an interactive representation based on a ‘scatter plot matrix’,
and (2) surfaces as layers over Google Earth. These proposals can be ap-
plied whenever representations of multivariate probability density func-
tions are needed (the second instance requires geographical features). This
includes, for example, any anomaly detection approach based on descrip-
tive multivariate probability functions.

The third set of contributions relates to the evaluation phase, chapter 7, and
the general recommendations and lessons learned that were extracted, chap-
ter 8.

− A combined quantitative and qualitative evaluation methodology that in-
corporates the analytical reasoning process that needs to be supported.
The evaluation approach assesses the ability of the visualizations of
normal behavioral models to support the first two phases of the an-
alytical reasoning process previously described: understanding normal
vessel behavior and matching incoming data to normal models (detec-
tion/identification of anomalous behavior).

− A list of representative tasks of maritime monitoring activities extracted
from our fieldwork (see section 7.2). The tasks are mapped to known
visual operations (described by Zhou and Feiner, 1998, and Wehrend and
Lewis, 1990) and categorized regarding the analytical process presented.
These tasks can be used by researchers, designers and developers within
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the maritime domain and contribute to future global task repositories for
evaluation.

− An analysis of the quantitative and qualitative results obtained from the
empirical evaluations carried out regarding the use of visualizations of
normal behavioral models for anomaly detection. The positive feedback
gathered from the participants suggests that the visualizations of normal
models provided are, indeed, useful, and that participants aided by these
visualizations performed better and provided better explanations for the
anomalies. This demonstrates that, for this particular case, combined so-
lutions, computational anomaly detector plus human reasoning capabil-
ities, performed better than solely the visual analysis of traffic data and
solely the autonomous anomaly detector. This contribution is relevant
both in visual analytics and anomaly detection (since it can be said that
visualization of normal models supports anomaly detection).

− Recommendations and lessons learned for future designers, developers,
and researchers, introduced in chapter 8. The recommendations are given
with regard to how to improve maritime control systems, how to design
anomaly detection capabilities and systems, and how to evaluate visual
analytic environments.

1.3 Thesis outline

While the first chapters motivate and introduce necessary background infor-
mation, chapters 4 to 8 present results obtained from our investigations. The
final chapter summarizes our contributions and gives an outlook for future re-
search. Figure 1.1 depicts the structure of this thesis and maps chapters to aims
and objectives.

Chapter 2: Background. This chapter contextualizes the research carried out,
describing previous relevant studies and theories in the following areas:
(1) data analysis, data mining, analytical reasoning and visual analytics,
(2) anomaly detection, and (3) information fusion.

When discussing aspects of situation analysis within information fusion,
material presented in papers IX and XI is used.

Chapter 3: Research methodology. This chapter explains how the research was
carried out, providing details on methodology and methods used.

Chapter 4: Monitoring maritime traffic describes fieldwork at three maritime
control centers and reviews related literature regarding human factors for
maritime surveillance. Data types, systems, and tasks are characterized.
The analytical reasoning process that operators go through is outlined.
Taking into consideration this process, we discuss how visualization and
anomaly detection can improve the process.
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A large part of this chapter is based on paper VI.

Chapter 5: The role of visualization in maritime anomaly detection. A review
of automatic anomaly detection approaches applied to the maritime do-
main is presented in this chapter, in order to point out where visualization
and interaction can make a positive difference. We introduce different key
challenges regarding the involvement of the user in the anomaly detection
process. Some of these challenges are tackled in chapter 6.

The content of paper I is included in this chapter. An example of explana-
tions given when using Bayesian networks for anomaly detection is taken
from paper XIII. References to paper XII are given when discussing the
visualization of uncertainty.

Chapter 6: Visual analytics for maritime traffic. Distinct aspects regarding the
adoption of visual analytics for maritime anomaly detection introduced
in the previous chapter are presented here. First, an anomaly detection
approach (based on Self Organizing Maps and Gaussian Mixture Mod-
els) is implemented and tested over simulated and real maritime traffic
data. Particular challenges regarding this anomaly detection method are
highlighted. Second, we suggest a methodology to include the user in the
anomaly detection process from which we derived a system architecture.
Then, we describe the prototype developed, using such architecture, that
includes the anomaly detection module implemented. Finally, we tackle
the problem of visualizing normal behavioral models built from data, pre-
senting two approaches for represented multivariate probability density
functions.

This chapter builds on papers IV, V, VII, VIII and X.

Chapter 7: Evaluation. This chapter presents quantitative and qualitative us-
ability assessments carried out in order to evaluate whether representa-
tions of normal models support the understanding of vessel behavior and
the detection of anomalous behavior in maritime traffic.

Results presented in papers II and III are included in this chapter.

Chapter 8: Recommendations and guidelines. This chapter reports lessons
learned while carrying out our research and extracts recommendations
regarding the adoption of visual analytics. The recommendations and
guidelines presented in this paper may facilitate the design of future
anomaly detector systems, when fully automatic approaches are not vi-
able and human participation is needed.

Chapter 9: Thesis conclusions and future work. The thesis concludes by sum-
marizing the contributions and giving an outlook for future work.
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Figure 1.1: Thesis outline. The first three chapters contain background information and
chapters 4–8 present results. Conclusions and future research lines are outlined in chap-
ter 9.





Chapter 2
Background

“Discovery consists of seeing what everybody has seen and thinking what no-
body has thought.”

Albert von Szent-Gyorgyi
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This chapter contextualizes the research carried out and provides the reader
with necessary background information for a comprehensive reading of suc-
ceeding chapters, describing theory and previous related work in the following
disparate areas: (1) data analysis, data mining, analytical reasoning and visual
analytics, (2) anomaly detection, and (3) information fusion.
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2.1 Data analysis and mining

Across a wide variety of areas, corporations, and organizations, data is being
collected and stored at a remarkable pace. Being able to access such huge vol-
umes of data may be a double-edged sword. While on one hand, it is possible
to make more accurate and informed decisions based on stored data, on the
other hand, it might be overwhelming in practical situations. If the challenges
are large for ordinary people, the burden may be even greater for analysts, since
they normally gather and analyze massive amounts of heterogeneous raw data,
in order to extract conclusions and make effective decisions.

Different disciplines are concerned with extracting information from data.
Since the 1980s, exploratory data analysis (EDA) (Tukey, 1977) has been used
to analyze data for the purpose of formulating hypotheses worth testing, com-
plementing conventional statistical tools.

Based on the conceptual principles of EDA, but focusing on the application
rather than on the basic nature of the underlying phenomena, data mining has
emerged as an important discipline in all data intensive domains. Data mining
is defined as the process of identifying or discovering useful and as yet undiscov-
ered knowledge from the real-world data (Hand et al., 2001). The information
and knowledge discovered by applying data mining methods are, most of the
time, intended as a basis for human decision-making.

Data mining is often placed in the broader context of Knowledge Discovery
in Databases (KDD). KDD is an iterative process consisting of: (1) data prepa-
ration and cleaning, (2) hypothesis generation (data mining is used basically
in this phase), and (3) interpretation and analysis. KDD refers to the overall
process of discovering useful knowledge from data, and data mining refers to
a concrete step in this process (Fayyad et al., 1996). The additional steps in the
KDD process (e.g. data preparation, data selection, data cleaning, incorpora-
tion of appropriate prior knowledge, and proper interpretation of the results
of mining) are indispensable for ensuring that valuable knowledge is obtained
from data.

Considering the visual capability of humans to process large amounts of in-
formation in parallel fashion and to identify patterns, visualization becomes a
powerful tool for data analysis. Besides the use of visualization, modern visual-
ization systems offer interactive capabilities that further assist EDA. Interactiv-
ity allows analysts to continually hold and assess hypotheses (Behrens, 1997).

The following sections briefly extend key aspects introduced here, that
is, (predictive) data mining, visualization, and analytical reasoning; after dis-
cussing their relation, we conclude with a succinct introduction of visual data
mining that leads to visual analytics.
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2.1.1 Predictive data mining

Data mining techniques can be categorized according to multiple criteria. Con-
sidering the task they are solving, data mining algorithms may be classified into
predictive, exploratory, or reductive (Freitas, 2002).

Predictive data mining is employed to identify a model or a set of models
from the data that can be used to predict some response of interest, for ex-
ample, the value of a particular attribute (Demšar, 2006). Statistical analysis,
classification, and decision trees techniques are used to produce such outcomes.
Exploratory data mining does indeed encompass a broad range of techniques
that aim to find hidden patterns and structures in the data, or to recognize
data differences and similarities. This group includes techniques such as clus-
tering, association rules, and neural networks. The main goal of reductive data
mining algorithms is, normally, data reduction. In this case, the aim is to aggre-
gate or amalgamate the data into smaller manageable subsets that are normally
representative of larger data sets. Examples of data reduction techniques are
aggregation, clustering or principal component analysis (PCA).

Data warehouse

Data mining 
algorithm

Score 
function

Prediction

Data

Model

Novel data

Figure 2.1: Predictive modeling. Data from databases and data warehouse is fed to the
data mining algorithm to produce a model which is used on novel data to generate
predictions. Adapted from (Johansson, 2007, p. 14).

The nature of the data analysis task addressed in this research (the detection
and identification of anomalies in traffic data) requires that predictive model-
ing techniques are chosen if data mining is used for support. In this case (see
figure 2.1), a predictive model is created from known values of variables (train-
ing data). Predictive models are built to predict an unknown, normally future,
value of a particular variable, that is, the target variable (Johansson, 2007).
The training data consists of pairs of measurements, each composed of an in-
put vector x(i) and its corresponding target value y(i). The predictive model
is an estimation of the function y = f(x;q) able to predict a value y, given an
input vector of measured values x and a set of estimated parameters q for the
model f (ibid.).

Two general data mining techniques for predictive modeling are decision
trees and neural networks. Neural networks usually produce more accurate
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models (Shavlik et al., 1991) and have therefore been extensively used in nu-
merous application fields. Nevertheless, neural networks can be criticized for
their lack of comprehensibility and transparency, discouraging human inspec-
tion and understanding.

It is beyond of scope of this thesis to present an overview of data mining or,
in particular, predictive modeling techniques (an extensive review can be found,
for example, in Ye (2003), whereas a survey on methods for maritime anomaly
detection is included in chapter 5). The detector implemented in this thesis is
thoroughly described in section 6.1.1, where predictive models are built using a
combination of a neural network clustering algorithm, a Self Organizing Map,
and a statistical method, Gaussian Mixture Model.

2.1.2 The role of visualization and interaction in data analysis

Thinking is not something that goes on entirely, or even mostly, inside users’
heads (Hutchins, 1995). Most knowledge is acquired or used interactively with
cognitive tools and individuals and operating within social networks. The com-
puter, as an information system, is increasingly acting as a cognitive tool. The
visual system, as a part of the information system, also functions as a cogni-
tive tool (Ware, 2000) and its cognitive nature holds the difficulty of its study
(Spence, 2001). “Visual displays provide the highest bandwidth channel from
the computer to the human: more information is acquired through the vision
than through all of the other senses combined” (Ware, 2000). Visualization pro-
vides an interface between two powerful information processing systems: the
computer and the human mind (Card et al., 1999). Effective visual interfaces
allow the interaction with large volumes of data and the discovery of patterns,
hidden characteristics, trends, and outliers in data.

The work of Larkin and Simon (1987) is one of the seminal studies ana-
lyzing why graphical representations are effective. Their results show that dia-
grams helped to reduce the effort of some specific task in three ways:

1. The search is reduced because diagrams can group together information
that is used together.

2. Search and working memory is also reduced by using location to group
information about an element.

3. Graphical representations automatically support a large number of infer-
ences that are easy for humans to understand.

Card et al. (1999) extends the ways in which graphical representations can
amplify cognition to six1:

1. By increasing memory and processing resources available.

1The list is further discussed in Tory and Möller (2004) by the authors.
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2. By reducing the time to search for information.

3. Enhancing the detection of patterns through visual representations.

4. Enabling perceptual inference operations.

5. By using perceptual attention mechanisms for monitoring.

6. By encoding information in a manipulative medium.

Systems with a visual display have, at their core, two main components:
visualization and interaction. The visualization component concerns the map-
ping from data to representations and how that representation is rendered on
the display (Ji Soo Yi et al., 2007). The interaction component supports the
dialog between the user and the system, as the user explores the data set to
uncover insights (ibid.). Interaction allows users to continually create, hold,
and confirm hypotheses (Behrens, 1997). Even if the visualization component
has received most of the attention, the importance of interaction in EDA and
KDD, and the need for its further study, seem undisputed. See, for example, the
examples provided by Ankerst et al. (1999), and Ankerst (2001), where they
advocate user involvement through interactivity in the next generation’s data
mining tools.

Interaction can empower users’ perception of information when visually ex-
ploring data, and virtually all visualization techniques are used in combination
with dynamics and interactivity (Ferreira de Oliveira and Levkowitz, 2003).
Both visualization and interaction are powerful means of supporting EDA, and
their use is encouraged in all the phases of the process. Visualization and inter-
action can be used to support general data exploration, hypothesis generation,
and the interpretation and analysis of the outcomes.

There is no shortage of studies in the literature regarding data visualization
methods for data preparation and exploration. Unfortunately, this cannot be
said for interaction techniques. A classification of visualization methods regard-
ing data type, type of visualization technique, and interaction/distortion tech-
nique is presented in Keim (2002). Keim suggests a three dimensional space for
mapping different types of data, visualization, and interaction techniques (see
figure 2.2). The data types considered are one-dimensional data (e.g., temporal
data), two-dimensional data (e.g., geographical maps), multidimensional data
(e.g., relational tables), text and hypertext (e.g., news articles and Web docu-
ments), hierarchies and graphs (e.g., telephone calls), and algorithms and soft-
ware (e.g., debugging operations and software code). The interaction methods
are projection, filtering, zooming, distortion, and brushing and linking. Finally,
the visualization types are standard 2D/3D displays (e.g., x-y plots), geometri-
cally transformed displays (e.g., parallel coordinates), icon-based displays (e.g.,
star icons), dense pixel displays (e.g., recursive patterns), and hierarchical dis-
plays (e.g., treemaps).

Regarding a classification of interaction techniques, we refer the reader
to complete reviews on the matter presented in Ji Soo Yi et al. (2007) and
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1. one-dimensional

2. two-dimensional
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Figure 2.2: Three dimensional classification of information visualization techniques. Re-
drawn from Keim (2002).

Ward and Yang (2003). After conducting an extensive review of information
visualization systems and their interactive capabilities, Ji Soo Yi et al. (2007)
propose seven categories of interaction techniques: (1) select (mark something
as interesting), (2) explore (show me something else), (3) reconfigure (show
me a different arrangement), (4) encode (show me a different representation),
(5) abstract/elaborate (show me more or less detail), (6) filter (show me some-
thing conditionally), and (7) connect (show me related items). Ward and Yang
(2003) present a taxonomy of interaction operations and propose the following
classes: (1) interaction operators (navigation, selection, distortion), (2) inter-
action spaces (screen-space, data value-spaces, data structure-space, attribute-
space, object-space, and visualization structure-space), and (3) interaction pa-
rameters (focus, extent, transformation, and blender).

Another relevant survey that complements the ones mentioned above is the
extensive summary on the different uses of graphical mapping and interaction
techniques presented in Ferreira de Oliveira and Levkowitz (2003). Ferreira de
Oliveira and Levkowitz review previous work on information visualization in
the context of mining data, from visual data exploration to visual data mining,
covering well-known visualization and interaction techniques, and applications
used in these areas.

2.1.3 Analytical reasoning

Despite the wealth of theories and frameworks that aim to describe the analy-
sis and decision making processes, few analytical applications and software are
designed considering the analytical tasks that need to be supported. Since this
is a pivotal aspect of the solution to the maritime anomaly detection problem
described in this thesis, we present a brief summary of relevant concepts and
descriptions related to analytical reasoning. The interested reader is referred
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to (Thomas and Cook, 2005, chap. 2) for a comprehensive review on analyt-
ical reasoning, whereas relevant theories used in the analysis of data collected
during our field work are summarized in section 4.4.

Analysis is normally an iterative process that involves reaching conclu-
sions about single questions which, in turn, lead to several more questions,
often related to a larger issue (Thomas and Cook, 2005). Analysts go through
exploratory (EDA) and confirmatory (CDA) processes in a single analysis
(Behrens, 1997), collecting and organizing information as they progress to-
wards a judgment about a question. Highest level constructs that represent
parts of the analytical solution are hypotheses and scenarios, which are em-
ployed to explain and express evidence.

Thomas and Cook (2005) define analytic discourse as the technology-
mediated dialog between an analyst and the information to produce a judgment
about an issue. This discourse is an iterative and evolutionary process by which
a path is built from the definition of the issue to the assembly of evidence and
assumptions to the articulation of judgments (ibid.). Enabling this discourse is
the aim of this project and, in general, of visual analytics environments.

Whereas analytical discourse represents a more applied research perspec-
tive, research in sense-making provides a theoretical basis for understanding
analytical reasoning tasks (Thomas and Cook, 2005). The sense-making pro-
cess model (Pirolli and Card, 2005) consists of two main loops: the foraging
loop (Pirolli, 2007) and the sense-making loop (Russell et al., 1993), where
the foraging loop is similar to the EDA process and the sense-making loop is
akin to CDA. Pirolli and Card (2005) argue that analysts start by ‘searching
and filtering’ in order to find relevant data that constitutes the ‘shoebox’. Data
from the ‘shoebox’ is used to extract evidence, in order to draw inferences and
create hypotheses (see section 4.4 for more details on sense-making and related
theories).

The science of analytical reasoning provides a framework upon which tech-
nologies that support data analysis can be built. The next section introduces
visual analytics, which aims to facilitate high-quality human judgment, by cre-
ating software with strong visual and interactive components that support an-
alytical discourse.

2.1.4 Visual analytics

The sole use of automatic data mining techniques for large amounts of mul-
tidimensional data reduces our possibilities in the discovery process, since the
user is estranged from the process of data exploration. Moreover, automatic
data mining approaches only work well for well-defined and specific prob-
lems (Kerren et al., 2007). The integration of data mining and information
visualization techniques has received a lot of attention in recent years (Manco
et al., 2004). The need to closely include the human in the exploration pro-
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cess now seems undisputed (c.f. Wong, 1999; Keim, 2002; Fayyad et al., 2002;
Ferreira de Oliveira and Levkowitz, 2003; Burkhard et al., 2007).

Visualization can contribute to the data mining process in two ways: (1) it
can represent the results of complex computational algorithms and (2) be used
to discover complex patterns which cannot be detected automatically without
the powerful human visual system (visual data mining). Visual data mining
focuses on integrating the user in the knowledge discovery process, using effec-
tive and efficient visualization techniques and interaction capabilities. Signifi-
cant examples of the use of data mining and data visualization can be found in
Fayyad et al. (2002).

Visual data mining integrates the user into the discovery process, but these
methods are driven by what can be done rather than for what is needed in
each step of the analytical reasoning process a user makes. In order to support
the analytical reasoning process and with the science of analytical reasoning
as a framework upon which to build technologies, visual analytics has recently
grown from information visualization.

Visual analytics is defined as analytical reasoning supported by highly in-
teractive visual interfaces (Thomas and Cook, 2005). Visual analytics strives
to facilitate the analytical reasoning process by creating software that maxi-
mizes the human capacity to perceive, understand, and reason about complex,
dynamic data and situations. It is an iterative process that involves informa-
tion gathering, data preprocessing, knowledge representation, interaction, and
decision-making, combining the strengths of machines with those of humans.
The visual analytics process is characterized by the interaction between data, vi-
sualizations, data models, and the users, in order to discover knowledge (Keim
et al., 2008c). Figure 2.3 depicts a visual analytics process model.

There are clearly many differences between information visualization and
visual analytics. “While there is certainly some overlay and some of the infor-
mation visualization work is certainly highly related to visual analytics, tradi-
tional visualization work does not necessarily deal with an analysis task nor
does it always also use advanced data analysis algorithms” (Keim et al., 2008a,
p. 158). Visual analytics concerns not only visualization, but also integrates dis-
parate areas such as analytical reasoning, decision-making, data analysis and
human factors. Visual analytics prioritizes the data analysis process, finding
effective support through interactive visualization. One of the challenges is to
find effective automated algorithms for supporting the analysis task at hand,
identify its limitations and develop an integrated solution that adequately fuses
the best automated analysis algorithms with appropriate visualization and in-
teraction techniques (Keim et al., 2008a).

Visual analytics is a multidisciplinary field that involves the following areas
(Thomas and Cook, 2006):

1. analytical reasoning techniques that let users obtain deep insights which
directly support assessment, planning and decision-making.
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Figure 2.3: Visual analytics process model: abstract overview of the different stages
(represented through ovals) and their transitions (arrows) in the visual analytics process.
Adapted from Keim et al. (2008a) and Keim et al. (2008c).

2. visual representations and interaction techniques that exploit the human
eye’s broad bandwidth pathway into the mind to let users see, explore,
and understand large amounts of information simultaneously.

3. data representations and transformations that convert all types of con-
flicting and dynamic data in ways that support visualization and analysis.

4. techniques to support production, presentation and dissemination of an-
alytical results to communicate to audiences.

Parallel to the development of visual analytics, geovisual analytics has
emerged in the Geographic Information Science (GIS) domain. A research
agenda for geovisual analytics for spatial decision support can be found in An-
drienko et al. (2007). Methods and tools presented in geovisual analytics have
been an inspiration for the work presented in this thesis (see, for example, the
application of visual analytics to determine the course of a spreading pandemic
disease described in Guo, 2007).

2.1.5 Related work: visual analytical tools

Several tools and applications that offer a diverse number of data mining
and visualization functionalities have been developed to support the vari-
ous steps of the knowledge discovery process, including commercial ventures
such as Spotfire (www.spotfire.com), Miner3D (www.miner3d.com), Tableau
(www.tableausoftware.com), and Viscovery (www.viscovery.net).

Besides commercial products, systems found in information visualization lit-
erature often focus on one part of the process, for example, data pre-processing

www.spotfire.com
www.miner3d.com
www.tableausoftware.com
www.viscovery.net
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and exploration, (e.g., Yang, 2000), clustering, (e.g., Aggarwal, 2001), or clas-
sification, (e.g., Ankerst et al., 1999). Examples of overall frameworks that
support the entire discovery process (planning, data preprocessing, data inte-
gration, evaluation and presentation) are scarce, however, salient exceptions
are VidaMine (Kimani et al., 2004) and Eureka (Manco et al., 2004).

VidaMine presents a flexible visual interface that supports the user across
the entire data mining process. Besides a data visualization module, the system
presents three main components: metaquery engine, association rule engine,
and clustering engine. In Manco et al. (2004), the authors present Eureka, an
interactive and visual discovery tool for analyzing high-dimensional data sets.
Eureka combines a visual clustering method to hypothesize meaningful struc-
tures and a classification algorithm to validate the hypothesis.

An additional example application, which provides interactive mining capa-
bilities through visualization, appears in Compieta et al. (2007). Visualization
and data mining methods are combined to analyze large spatio-temporal data
sets.

2.2 Anomaly detection

The identification of anomalous behavior in traffic data (anomaly detection)
is strongly supported as a research topic by multiple civilian, military and law
enforcement agencies around the world, with a wide range of applications,
from network security to border protection.

Anomaly detection has been an active research area of computer science
and security for a long time. Most of the published work regarding anomaly
detection is related to intrusion detection systems for network traffic. The ad-
vancement of the research in this area provide a variety of practical examples
and studies concerning classifications of techniques/systems and research chal-
lenges. Even if anomaly detection is an immature field of research in other
domains, we believe that this body of knowledge, at least at its core, can be
used and applied in multiple areas, such as the one of interest here, maritime
surveillance.

After presenting relevant terminology for this thesis, regarding anomaly de-
tection, classifications of anomaly detection techniques and systems are pro-
vided. Finally, some practical examples of the advantageous use of visualization
within anomaly detection are given.

2.2.1 Terminology

It is difficult to clarify exactly what the terms ‘anomaly’ and ‘anomaly detec-
tion’ mean. These concepts appear in multiple areas, such as network security,
video surveillance, human activity monitoring, fault diagnosis, maintenance,
etc. As Ekman and Holst (2008, p. 5) argue, “anomaly detection says noth-
ing about the detection approach and it actually says nothing about what to
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detect”. Perhaps the appeal of ‘anomaly detection’ resides, both from a com-
putational and human point of view, in the richness of its meanings or in its
vagueness.

‘Anomaly’ is a multi-faceted concept and it is normally associated with
terms of both a positive connotation, such as: normal (normalcy), usual, regu-
lar, typical, legal, interesting, and of a negative connotation, such as: abnormal,
unusual, irregular, rare, deviation, strange, special, illegal, threating, excep-
tional, peculiar, outlier, atypical, inconsistent, etc. (Roy, 2008). Furthermore,
the adjectives may refer to a situation, activity, behavior, event, happening, etc.
It is also difficult to define what is normal or abnormal, what is usual or not,
and what is known or not.

The term anomaly is used in many domain areas with different meanings. In
general, an anomaly always represents a deviation from normality (normalcy).
Data-driven anomaly detection algorithms consider anomalies, at least in the
first stage, as anything that does not match the models that characterize normal
data. For example, Portnoy et al. (2001, p. 1656) provides the following defi-
nition “[a]nomaly detection approaches build models of normal data and then
attempt to detect deviations from the normal model in observed data”. Most of
the published work within anomaly detection has its focus on automatic meth-
ods, thus following Portnoy et al.’s line of work. However, there is no definition
of anomaly in Portnoy et al. (2001), nor what or which patterns are to be found
in the data, making the evaluation of such methods a challenging task.

Many data mining techniques analyze data in order to find behavioral
anomalies, which are defined as deviations from the normal behavior. For
example, Khatkhate et al. (2007, p. 734) use the following definition within
mechanical systems: “[a]n anomaly is defined as deviation from the nominal
behavior of a dynamical system and is often associated with parametric and
non-parametric changes that may gradually evolve in time”.

In our research, an anomaly is defined from a user (operator or organiza-
tion) point of view, as exceptional events or situations that need to be detected
and identified. We define the term anomalous as a property: “not conforming to
what might be expected because of the class or type to which it belongs or the
laws that govern its existence, in a given situation or context”. This definition
might be vague as well, but it does not let the detection method used decide
whether something is anomalous or not, since we adopt a top-down approach.

A classification and examples of sea traffic anomalies from operators’ and
practitioners’ point of view are provided by Roy (2008). Roy’s work establishes
the basis for the development of a taxonomy of maritime anomalies. It is out-
side the scope of this thesis to elaborate on a taxonomy for maritime anomaly
detection, but based on discussions with domain experts and the suggestions
made by Roy, we use the following classification: (1) static anomalies (changes
in vessel name, flag, license, etc.) and (2) dynamic anomalies that may be fur-
ther classified into: (i) non-kinematic (list of ports, passengers, crew, etc.) and
(ii) kinematic (location, speed, heading, distance to the nearest vessel, etc.)
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Other significant concepts that need clarification are ‘normal model’ and
‘normal behavioral model’. From a data mining point of view, Johansson
(2007) defines model as ‘a global summary of a data set’. As previously men-
tioned (section 2.1.1), predictive data mining algorithms use representations
of the data, the training set, in order to estimate an output value given an
input vector. In the anomaly detection case, these models characterize the train-
ing data that it is assumed to represent ‘normality’, i.e., the training data is
assumed to be a normal data set and its characterization is referred to as a
‘normal model’. When the data is a collection of object observations and iden-
tification information that represent behavior, as in our case (vessels and vessel
movements), we use the term normal behavioral model.

In this thesis, the term false alarm is equivalent to false positive prediction.
A false positive occurs when the outcome is incorrectly predicted as positive
(anomalous behavior) when it is actually no (normal behavior). Thus, a false
alarm refers to an outcome of the anomaly detector, not to its posterior inter-
pretation by an operator. The interested reader is referred to Witten and Frank
(2005, pp. 162–163) for more information about score functions for classifica-
tion problems.

2.2.2 Anomaly detection methods and applications

Anomaly detection methods and systems can be classified regarding different
criteria. For example, Debar et al. (1999) propose a categorization of intrusion
detection systems based on the following aspects: detection method (behavior
or knowledge based), behavior on detection (passive or active), source data
location (host logs or network traffic) and frequency of use (continuous moni-
toring or periodic analysis).

Algorithms used in the detection of intrusions/attacks are traditionally clas-
sified into three main groups (Patcha and Park, 2007): anomaly (referring only
to data-driven approaches), signature, or hybrid. Systems based on anomaly
detection schemes (data-driven approaches) look for abnormalities in the traf-
fic, assuming that something abnormal is probably suspicious. Signature-based
approaches look for predefined patterns in the data, whereas hybrid solutions
combine data and knowledge driven approaches. This categorization has been
used in chapter 5 to analyze anomaly detection methods employed in the mar-
itime domain. Another pertinent classification is given in Axelsson (2000).

Axelsson (2000) classifies intrusion detection systems into two main cat-
egories: self-learning or programmed. Self-learning systems (or unsupervised)
learn what constitutes normal by example, usually by observing traffic for
an extended period of time (in many cases this corresponds with the train-
ing phase) and building some model of the underlying process. Examples are
the work presented in Denning (1987) and Kraiman et al. (2002). Solutions
based on artificial immune systems have also been applied to intrusion detec-
tion in network systems. An example of the latter is the methodology presented
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in González et al. (2002) where fuzzy characterizations of normal/abnormal
spaces are used in the detection process.

Regarding the consideration of time as a crucial feature in the analysis,
self-learning systems can, in turn, be classified into two main groups: non-time
series and time series (Axelsson, 2000). Non-time series methods model the
normal behavior using a stochastic model that does not take time series behav-
ior into account. These methods include rule modeling and descriptive statistic
-based techniques. Systems based on rule modeling techniques themselves study
the traffic and formulate rules that describe the normal behavior, whereas sys-
tems based on descriptive statistics collect simple and descriptive statistics from
certain parameters into a profile and construct a distance vector for the profile
and the observations (an alarm is raised whenever the distance is large enough).
Systems that employ time series methods build more complex models, using
techniques such as artificial neural networks (ANN) or hidden Markov models
(HMM).

The second class of techniques, programmed, requires someone (user, sys-
tem administrator, network analyst, or other functionary) who teaches the sys-
tem to detect certain anomalous events. Thus, the user of the system has an
opinion about what is considered abnormal enough to flag an alarm. Simple
rule-based systems are included in this category. In this case, the user provides
the system with simple rules to apply to the collected data.

In other application areas, anomaly detection is not as mature as it is in the
network security field. Nonetheless, there are numerous examples of the appli-
cation of anomaly detection methods in other areas, such as fraud detection,
medical anomaly detection, industrial damage detection, image processing, tex-
tual analysis, and sensor networks2.

Fraud detection concerns revealing criminal activities occurring in banks,
credit card companies, insurance agencies, cell phone companies and stock mar-
kets (Chandola et al., 2009). Malicious users might be customers of the organi-
zation or users acting as customers (identity theft). The fraud occurs when these
users consume, in an unauthorized way, resources provided by the organization.
These organizations are interested in detecting such frauds to prevent economic
losses (ibid.). Anomaly detection techniques used for fraud detection are typi-
cally based on maintaining a usage profile for each customer and monitoring
the profiles to detect any deviations, (e.g., Agarwal, 2005, by using statistical
modeling techniques and Bolton and Hand, 2001 employing unsupervised data
mining methods, mainly clustering, to detect behavioral fraud). In the medical
and public health domains, anomaly detection methods are normally applied to
patient records or to detect outbreaks of disease (e.g., Wong et al., 2003). Most
of the examples found in this area concern detecting anomalous records, com-
paring healthy patients’ records to those under investigation. Examples include

2For more details on the application of anomaly detection methods in these areas, the interested
reader is referred to the comprehensive review presented in Chandola et al. (2009).
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Campbell and Bennett (2001) employing ANN and Horn et al. (2001) apply-
ing statistical modeling techniques. Additionally, anomaly detection techniques
have been applied to reveal damages in industrial units, in order to prevent fur-
ther escalation and losses. Temporal data from industrial components such as
motors, turbines, robots, etc. is analyzed using methods like statistical modeling
(e.g., Guttormsson et al., 1999) and ANN (e.g., Jakubek and Strasser, 2002).
Anomaly detection applied to images are normally concerned with finding ab-
normal areas in static images or changes in an image over time. An example of
the application of anomaly detection methods to images can be found in Spence
et al. (2001). The aim of applying anomaly detection techniques to large num-
bers of text documents or news items is to find novel topics, events, or news
stories, e.g., (Srivastava, 2006). Finally, anomaly detection has been utilized to
locate faulty devices in sensor networks and attacks on wireless networks (e.g.,
Phuong et al., 2006).

In our particular study of maritime anomaly detection, only a few anomaly
detection techniques and systems that include anomaly detection capabilities
for maritime traffic were found in the literature. We provide an exhaustive
review and classification of anomaly detection methods for maritime anomaly
detection in section 5.2.1.

2.2.3 Related work: visualization and anomaly detection

Following the discussion initiated in section 2.1.2 regarding the importance
of visualization and interaction for data analysis, this section provides exam-
ples that illustrate the effective utilization of visualization in the detection of
anomalies. Since examples of the matter are scarce outside network intrusion
detection, we focus on this area in order to provide cases of the success of
adopting visualization. We refer the reader to section 5.2 for further discussion
on the role of visualization in anomaly detection.

Visualization has been extensively applied to network monitoring. The ini-
tial use of visualization for intrusion detection was constrained to simple color
scales to indicate threat levels. However, in recent years, the need for better
analysis mechanisms for security has led to the development and employment of
more advanced visualization techniques (see a brief review and examples of the
use of visualization for computer security in Goodall, 2008). Several of these
techniques have been proven to be effective in allowing network analysts to see
malicious activities, such as worms or denial of service (DoS) attacks (e.g., Teoh
et al., 2002; McPherson et al., 2004). These solutions focus on specific network
security problems and are, thus, hardly applicable to other domain areas.

Axelsson (2005) justifies the use of visualization for network intrusion de-
tection to reduce false alarm rates. Four different visualization approaches are
used to aid system administrators correctly identify false and true alarms. Sim-
ilarly, Mansmann (2008) devotes his dissertation to the use of visualization for
monitoring, detecting, and interpreting security threats. Mansmann introduces
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(a) (b)

(c) (d)

Figure 2.4: Figure 2.4(a) displays multiple map instances of the network traffic ana-
lyzed. These maps allow comparisons and support discovering changes in the traffic.
Figure 2.4(b) shows an overview of network traffic from the University of Konstanz
(between 12 noon and 6 p.m.) showing 50 hosts. Figures 2.4(c) and 2.4(d) exemplify
the analysis of network intrusion attacks. Figure 2.4(c) illustrates the behavior of the
attacking hosts and figure 2.4(d) illustrates the behavior of the victim hosts. All figures
are taken from Mansmann (2008). Reproduced with permission.
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a hierarchical map of the IP address space, graph-based approaches for tracking
behavioral changes of hosts and higher-level network entities, and the applica-
tion of SOM to analyze both structured network protocol data and unstruc-
tured information, for example, textual context of email messages. Figure 2.4
shows examples of the utilization of visualization for network intrusion by
Mansmann (2008), illustrating the analysis of network traffic and the analysis
of intrusion alerts. Livnat et al. (2005) suggest a novel paradigm for visual cor-
relation of network alerts (from disparate logs) that facilitates and promotes
situational awareness in complex network environments.

Other relevant work worth mentioning, which, to the best of our knowl-
edge, has not been extended to other domain areas when tackling the anomaly
detection problem, are papers describing cognitive task analysis of network
administrators and analysts. Two examples are Thompson et al. (2006) and
D’Amico et al. (2007); D’Amico and Whitley (2008). Thompson et al. report
on investigations of how computer network defense analysts conduct their anal-
ysis on a day-to-day basis and elaborate on the implications of these cognitive
requirements for designing effective visualizations. The paper focuses on three
of the main findings of the study: (1) the hierarchy of data created as the analyt-
ical process transforms data into security situation awareness, (2) the definition
and description of the different roles of network defense analyst, and (3) the
workflow that analysts and analytical organizations engage in to produce ana-
lytic conclusions. Likewise, a task analysis is reported in D’Amico et al. (2007),
and D’Amico and Whitley (2008), which provides two main recommendations
are given: (1) tools should be designed for use across the phases of intrusion de-
tection and (2) visualization tools should allow concurrent use of textual tools
and resources that provide detailed information.

2.3 Information fusion

The background information presented in this section clarifies some important
aspects related to the context of this thesis. Firstly, theory and frameworks
regarding the fusion of data and information are described. Secondly, we elab-
orate on the importance of situation awareness in decision making and finally,
we outline research challenges and needs regarding human factors and visual-
ization in information fusion.

2.3.1 Data and information fusion

The term data fusion first appeared in the literature around 1960 as mathe-
matical models for data manipulation (Esteban et al., 2005). Variously called
multisensor data fusion, sensor data fusion or sensor fusion, early definitions
note that data fusion seeks to combine data from multiple sensors to perform
inferences that may not be possible from a single sensor or source alone (Hall
and McMullen, 2004, chap. 1). For example, a definition of data fusion is
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given in Steinberg et al. (1998–1999): “data fusion is the process of combin-
ing data or information to estimate or predict entity states”. Another definition
of data fusion is given in Hall and Llinas (2000, chap. 1): “data fusion tech-
niques combine data from multiple sensors and related information to achieve
more specific inferences than could be achieved by using a single, independent
sensor”.

Information fusion, as used herein, can be considered an important sub-
area of data fusion; data fusion is a more general concept given that data is
potential information (Meadow and Yuan, 1997). It should be noted that the
source of processed data is not only sensors (present), but also databases (past)
and predictions (future).

Information fusion has emerged as an independent research field in the last
two decades (Kokar et al., 2004). The origins of information fusion can be
traced back to developments in many areas, specially from the defense arena
(Dasarathy, 2000). Examples of fields that already exploit benefits from infor-
mation fusion include: robotics, maintenance engineering, medical diagnosis,
information management systems, traffic control, biometrics, and military ap-
plications such as battle space intelligence, and surveillance or crisis manage-
ment. Even if there is no general accepted definition of information fusion3,
Dasarathy (2001) characterizes information fusion as follows:

Information fusion encompasses theory, techniques and tools conceived
and employed for exploiting the synergy in the information acquired from
multiple sources (sensor, databases, information gathered by human, etc.)
such that the resulting decision or action is in some sense better [...] than
would be possible, if these sources were used individually without such a
synergy exploitation. (p. 45)

2.3.2 Information fusion models and frameworks

The JDL model

The most widely used model to categorize data fusion related functions is the
Data Fusion Model, or JDL model (Steinberg et al., 1998–1999), developed
in 1985 by the U.S. Joint Directors of Laboratories, JDL, Data Fusion Group
(see an illustration in figure 2.5). It is a functional model, where functions are
divided into levels that relate to the refinement of objects, situations, threats
and processes (Hall and Llinas, 2000, chap. 2). It should be noted that the JDL
model is not a process model, because it does not specify the interaction among
these functions within the information system.

Since its development, the JDL model has been revised several times. The
first review of the model, in Steinberg et al. (1998–1999), broadened the def-
initions of levels 1–3 to accommodate fusion problems beyond military and

3A comprehensive review of existing definitions of information fusion can be found in (Boström
et al., 2007).



34 CHAPTER 2. BACKGROUND

intelligence ones which had been the focus of earlier versions of the JDL model
(Steinberg and Bowman, 2004). In order to address problems of detecting and
characterizing signals, a level 0 (Sub-Object Data Assessment) was proposed.
Level 4 (Process Refinement) was also emphasized, in that revision, as a re-
source management function (involving planning and control and not estima-
tion). Nevertheless, it has been argued whether or not level 4 should be con-
sidered an independent level (Llinas et al., 2004). Later revisions of the model
(Hall et al., 2000) and (Blasch and Plano, 2003) added a new level, level 5,
labeled ‘Cognitive (or User) Refinement’, which addresses cognitive issues and
human computer interaction aspects.
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Figure 2.5: Revised JDL model (1998). Redrawn from (Steinberg et al., 1998–1999).

Following Steinberg et al. (1998–1999), McDaniel (2001) and Hall and Lli-
nas (2000, chap. 2 and 21) the levels are defined as follows:

− Level 0: Sub-Object Data Assessment.
Estimation and prediction of signal or feature states. Examples of assign-
ments in level 0 are signal processing (e.g., analog-to-digital converter)
and feature extraction.

− Level 1: Object Assessment.
Level 1 processing seeks the detection, identification, location, character-
ization, and tracking of entities. Key functions in level 1 include: data
alignment (normalization of data with respect to time and space), data
correlation (determining whether new data relates to existing entities),
estimation of the entity state (e.g., position and velocity), and estimation
of the entity identity (e.g., classification functions).

− Level 2: Situation Assessment.
Level 2 processing seeks to understand the entities’ relationships with
other entities and with their environment. Functions to achieve that in-
clude: object aggregation (temporal relationships, geometrical proxim-
ity), event/activity aggregation (relationships in time to identify activities
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or meaningful events), and contextual interpretation (analysis of the data
in context: weather, terrain, sea state, enemy doctrines, and socio-political
considerations).

− Level 3: Impact Assessment.
Estimation and prediction of threats and potential opportunities. The
situation is analyzed from a consequences point of view where alterna-
tive hypotheses are generated and projected into the future to determine
courses of action. Key functions within level 3 include: capability estima-
tion (like size of the enemy forces), prediction of enemy intent (enemy
doctrine), and identifying threat opportunities (based on enemy actions,
operation readiness analysis and environmental conditions).

− Level 4: Process Refinement.
Level 4 (considered as a meta-process) seeks to monitor and optimize the
overall data fusion process. Function examples include: evaluation of the
performance and effectiveness of the fusion process, source requirements
and needs, mission management (recommendations for allocation and di-
rection of resources), and data base management functions.

Level 5: Cognitive/User Refinement The need for a level 5 was first proposed
in Hall et al. (2000) and labeled Cognitive Refinement. The authors consider
that extensive research in data fusion has focused on the data processing, from
sensor data to a graphics display, and little has been done to support a human
decision-maker in the loop. Key functions within level 5 include cognitive aids
and human computer interaction support actions (Hall and McMullen, 2004,
chap. 9). Blasch and Plano (2002) re-labeled Level 5 as User Refinement. In a
similar vein, Blasch and Plano claim that the JDL model is only for automatic
processing of a machine and does not account for human processing. Issues
like trust, workload, attention, and situation awareness must be taken into ac-
count in the design of a fusion system which supports a user. Later publications
redefine the User Refinement Level (Blasch and Plano, 2004) and propose the
JDL-User Model (Blasch and Plano, 2003).

From our point of view, the functionality included in level 5 should be con-
sidered in all the other levels, so there would be no need to create an isolated
level to group these functions.

OODA loop

One of the most commonly used models to describe the decision-making pro-
cess in information fusion is Boyd’s OODA (Observe-Orient-Decide-Act) loop
(Boyd, 1987). It has its origins in the military domain, as the JDL model, but
it focuses on the human (command and control group) decision process. Boyd
considers four main activities in the decision process:

− Observe: the environment.
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− Orient: position yourself in the environment.

− Decide: make a decision.

− Act: perform the decision.

The model illustrates the ultimate goal of a decision maker, taking the right
decision within the minimum time, where speed is a condition for winning.

ACT

OBSERVE DECIDE

ORIENT

Figure 2.6: OODA loop. Redrawn from (Brehmer, 2005).

In spite of being the dominant model for command and control, Boyd’s
OODA loop has been criticized from two perspectives: it does not describe
the decision making process in the military domain or the decision making
process in general (Bateman III and Bryant as quoted in Brehmer, 2005). In
order to improve Boyd’s OODA loop model and emphasize its dynamic nature,
Brehmer (2005) developed the DOODA (Dynamic-OODA) loop using cyber-
netics models for command and control. The interested reader is referred to
Brehmer (2005) for more details.

Other models in information fusion

Even though the JDL model and the OODA loop are widely used models in
the information fusion community, alternative models can be found in the liter-
ature. For example, the omnibus model (Bedworth and O’Brien, 2000) which
merges each of the previous models (with their advantages and overcoming
some of their disadvantages), and depicts general terminology for data fusion
technology.

Dasarathy’s (1994) functional model defines a natural categorization of data
fusion functions, in regard to types of data or information processed (input) and
types of results from the process (output) (Hall and McMullen, 2004, chap. 2).
For example, neural networks or cluster algorithms tend to be pattern classifi-
cation algorithms that transform an input feature vector into an output feature
vector. An expanded view of Dasarathy’s model and its mapping to the JDL
model, levels 0–4, is given in Hall and Llinas (2000, chap. 2–15).

An example of hierarchical architecture often used by the data fusion com-
munity is the waterfall model (Esteban et al., 2005), described in (Harris et al.,
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1998). The flow of data operates from the data level to the decision-making
level where the sensor system module (level 1) is continuously updated with
feedback from the decision-making module (level 3), see figure 2.7.

A comparison among the different models is shown in table 2.1
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Figure 2.7: Waterfall model. Redrawn from (Esteban et al., 2005).

2.3.3 Decision-making and situation awareness

As mention above, both data mining and information fusion are almost al-
ways intended as a basis for human decision-making, which can be considered
a complex information processing task. With regard to the level of complexity,
decisions can be divided in three main groups (Rasmussen, 1987): skill-based
sensor-motor behavior (automated or unconscious performance), rule-based
behavior (simple procedural skills for well-practiced or simple tasks), and, on
the highest level of complexity, knowledge-based behavior. Knowledge-based
behavior represents the most complex cognitive processing, used to solve unfa-
miliar problems or make decisions that require dealing with huge amounts of
information and, usually, its associated uncertainty.

According to Endsley (1995), a certain level of situation awareness must be
reached in order to make a complex decision. Endsley (1988b, p. 97) defines
situation awareness (SA) as “the perception of the elements in the environment
within a volume of time and space, the comprehension of their meaning and
the projection of their status in the near future”. Hence, SA involves how to
perceive, comprehend and project data/information. First, attributes and dy-
namics of the elements in the environment are perceived, then multiple pieces
of information are integrated and their relevance to the decision maker’s goals
is determined, while future events are predicted at the projection level. When a
decision-maker faces a complex problem, a mental model of the environment
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Table 2.1: Mapping of data/information fusion models. Adapted from Hall and Llinas
(2000, chap. 2–17).

Activity being undertaken Waterfall model JDL model Boyd loop

Command execution - - Act

Decision making process Decision making Level 4 Decide

Threat assessment - Level 3 Orient

Situation assessment Situation assessment Level 2 Orient

Information processing Pattern processing Level 1 Orient
Feature extraction

Signal processing Signal processing Level 0 Orient

Source/sensor acquisition Sensing - Observe

is built. In this process, humans seek information that can help them to under-
stand the situation.

The process of achieving SA is called situation analysis (Matheus et al.,
2003). Situation analysis is the process of examining a given situation, its el-
ements and relations, in order to provide a state of SA for decision makers
(Roy et al., 2001). Endsley’s notion regarding SA tends to view the creation
and maintenance of SA as a passive response to the situation, whereas other
theories (such as sense-making) view SA as an active and conscious process
(Leedom, 2001; Brickner and Lipshitz, 2004).

The construct of SA, as generally used today, was studied and developed
in military aviation by Endsley (the most cited paper on SA is, according to
Scopus4, the above mentioned Endsley, 1995). In the military domain, another
general definition of SA is, for example, “the upto-the minute cognizance re-
quired to operate or to maintain a system” (Adams et al., 1995). SA has been
a topic of scientific research in various disciplines for more than twenty years,
and many definitions therefore exist. Moreover, numerous attempts have been
made to define SA and relate it among other cognitive constructs such as work-
load, mental models, sense-making, attention, working memory, etc.

The term SA is commonly used by the HCI community referring to a process
that occurs in the mind of the operator: “[i]t should be clearly noted, however,
that technological systems do not provide SA in and of themselves. It takes a
human operator to perceive information to make it useful (Endsley and Gar-

4Scopus is the largest abstract and citation database of peer-reviewed literature and quality web
sources: 16.500 peer-reviewed journals, 350 book series and 3.6 million conference papers.
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land, 2000)”; “SA is, however, a mental state and cannot be directly interacted
with by use of technology” (Wallenius, 2004)5.

Manual tasks are increasingly being replaced by automated functions. How-
ever, in many real-world applications, human operators are still responsible for
managing SA. This raises new kinds of problems, due to human limitations
in maintaining SA (Matheus et al., 2003). SA literature presents many exam-
ples of incidents and accidents which could have been avoided if operators had
recognized the situation in time (see Endsley and Garland, 2000).

Although the measurement of SA has not been an aspect considered in our
research, the ultimate goal of the application of visualization to support the
analytical reasoning process has been to enhance the process of detecting and
identifying anomalous behavior. This process is clearly also a decision-making
process, even if the focus of our research has been on the process itself (that
we have referred to as ‘analytical process’) and less on the actual results (fi-
nal decisions). Thus, we implicitly consider the acquisition of SA in our work,
as well as a desire to improve such acquisition, although we do not provide
any quantitative evidence of improving SA. We hypothesize that enhancements
of the analytical reasoning process imply parallel enhancements regarding the
acquisition of SA (see chapter 7 for empirical evaluation results).

2.3.4 Human factors in information fusion

The development of fully automated data systems has grown in the past
decades. In almost any reasonably complex system, such as nuclear reactors
and aircrafts, manual tasks are increasingly being replaced by automated func-
tions (Matheus et al., 2003). The growth of the automatic part of the informa-
tion fusion process is also a natural progression (for example, automatic target
recognition applications). Nevertheless, many information fusion applications
are designed for a human decision maker, but perhaps without considering the
user enough. The lack of research in HCI related issues has been acknowl-
edged by many authors in the information fusion community, for example Hall
et al. (2000), Blasch and Plano (2002) and Hall and McMullen (2004, chap. 9).
The traditional approach, i.e. JDL model, shows that data flows from sensors
(source) toward the human (receiver). This could be a very simplistic interpre-
tation, given that the human is actually involved in each step of the fusion
process. However, using this basic orientation, rich information from sensors is
compressed for display on a two-dimensional computer screen (Hall and Llinas,
2000, chap. 19), referred to as the ‘HCI bottleneck’ problem by the authors.

The effectiveness of a general and partly automatic information system is
highly dependent on the human performance. More research is needed to un-
derstand information access preferences, how users perceive and process infor-

5The interested reader is referred to paper IX for a detailed discussion on SA and the relation
between ‘perception-comprehension-projection’ and JDL levels 1–3.
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mation, as well as interact with the system and make decisions (Hall and Llinas,
2000, chap. 21). Additionally, Waltz and Llinas (1990) suggest that the over-
all effectiveness of a data fusion system is affected by the HCI efficacy. New
advances should enhance the link between effective human cognition and the
information fusion system, considering the human as the center of the fusion
process.

As previously described, in order to overcome the HCI bottleneck in the
information fusion process and account for functions for information repre-
sentation and human machine interaction, Hall et al. (2000) proposed the new
level 5 for the JDL model. Level 5 processing involves developing functions to
support a human decision maker in the loop, users in collaborative environ-
ments and cognitive aids. Examples of functions for level 5 processing include
(adapted from Hall and Llinas, 2000, chap. 19–9):

− Cognitive aids: functions to aid and assist human understanding and ex-
ploitation of data.

− Negative reasoning enhancement: humans have a tendency to seek infor-
mation which supports their hypothesis and ignore negative information.
Techniques to overcome the tendency to seek confirmatory evidence could
be developed.

− Uncertainty representation: methods and techniques to improve the rep-
resentation of uncertainty.

− Time compression/expansion: time compression and time expansion re-
play techniques could assist the understanding of evolving tactical situa-
tions, because of human capabilities to detect changes.

− Focus/defocus of attention: techniques that assist in directing analysts’
attention towards considering different aspects of data.

− Pattern morphing methods: methods that translate patterns of data into
forms that are easier to interpret for a human.

The role of information visualization in information fusion

Many information fusion applications process and present huge quantities of
data, in order to enable an operator to make effective decisions. Generally, the
visual system is the core of the interface between the operator and the informa-
tion system. Through the display, the operator perceives data, processes infor-
mation, and acquires knowledge6, in order to achieve some degree of SA which
will allow decision making. The temporal limitations, the uncertainty associ-
ated with the information being handled, and how the information is presented
clearly influence the decision process.

6In Shedroff (2001), the author elaborates on the progression from data, through knowledge to
wisdom.
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In many real-world applications, the interface between a user and a com-
puter or computer system includes a display/s that connects the environment
with the user who perceives, processes, and makes a decision. Therefore, a
key element in the construction of the operator’s mental model of the environ-
ment is the adequate presentation of the data that guides the decision-making
processes efficiently. Among others, Card et al. (1999) and Tufte (2001) have
highlighted the importance of information presentation on decision-making.

Past research has investigated the role of information presentation and visu-
alization on decision-making. Cognitive fit theory (Vessey, 1991) can be used as
a theoretical framework to analyze how the presentation of information affects
decision-making. Cognitive fit theory states that decision-making is improved
when the representation of the information matches the problem solving task,
since decision makers develop a more accurate mental model of the problem.

Within information fusion, several research challenges relate to the study of
information representation and visualization. Some of these aspects constitute
the starting point of the research presented in this thesis. Among others, we
highlight:

− Interactivity of visualization, depending on the user’s needs, his/her expe-
rience and the level of trust in the system, involving the user in the fusion
process.

− Visualization of past, present, and future (predicted) information. “The
ultimate purpose of visualization aids to increase the commander’s abil-
ity to understand the battle dynamics, consider options and predict out-
comes” (Barnes, 2003). Information fusion systems should provide time
frame pictures, showing the past, present, and future state reflecting the
impacts of the actions.

− Visualization of uncertainty, information reliability, and quality of infor-
mation. This question includes how to represent uncertain information
to a user in such a way that he/she is aware of its nature. An example
of previous work concerning representation of uncertainty can be found
in Bisantz et al. (1999), where different methods of representing uncer-
tainty regarding position and identity (hostile-friendly) are empirically
compared. Paper XII contains our work regarding visualization of uncer-
tainty. This paper includes a summary of visualization guidelines from
Tufte, Chambers and Bertin, that are later applied to the visualization
of uncertainty within three information fusion applications. Two general
research challenges regarding uncertainty visualization highly relevant to
information fusion are: (1) the development of representation and eval-
uation methods for depicting multiple forms of uncertainty in the same
display and (2) the development of methods and tools for interacting with
uncertainty representations (MacEachren et al., 2005).

− Visualize different levels of abstraction or granularity, in time and space.
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− Collaborative visualization, enhancing group work.

2.4 Summary

This chapter has provided background information related to some of the main
concepts and areas presented in the introductory chapter: (1) data analysis and
mining, analytical reasoning, and visual analytics, (2) anomaly detection, and
(3) information fusion.

The first section has briefly covered exploratory data analysis, data min-
ing, and the progression from visual data mining to visual analytics. We have
focused on the latter, presenting its interdisciplinary nature (with a special em-
phasis on analytical reasoning, which is further developed in chapter 4). This
section complements the brief introduction to visual analytics presented in the
introductory chapter, where main research challenges were highlighted.

The second section has clarified terminology regarding anomaly detection
needed to understand subsequent results’ chapters. Among others, we have
elaborated on the definition of ‘anomaly’ and ‘normal model’. Additionally,
known categorizations of anomaly detection methods for network intrusion
detection are provided. Such classifications are later used during the analysis
of detection techniques applied to the maritime domain. Lastly, a few success
stories from the area of intrusion detection illustrate the benefits of adopting
visualization in anomaly detection. The information presented in this section
serves as a preamble to the complete review of maritime anomaly detection
presented in chapter 5.

Finally, the last section of this chapter has covered relevant background
regarding information fusion, situation awareness, and human factors in in-
formation fusion. We have presented an overall view of information fusion, in
order to contextualize the research carried out and understand the course of
development for the topics included in this thesis. The review of models and
frameworks has been used to situate our research, while the lack of research
in human factors and visualization related issues has initiated and shaped the
research path taken. At the same time, information fusion provides a valuable
source of frameworks and scenarios, such as the maritime domain, for studying
aspects related to finding effective computational-human synergies.
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This chapter describes methodological issues and how the investigations
presented in this thesis have been carried out.

Firstly, we contextualize our work, presenting the research program in
which this study is framed. Secondly, we present the research design and strat-
egy, giving an overview of research methods in relation to the thesis aims. The
remainder of the chapter provides a brief description of the research methods
selected in order to fulfill each aim, a description of how the investigations were
carried out and which data was gathered.

The succeeding chapters (4 to 8) present the analysis and results of applying
the methods presented here.

43
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3.1 Research context and research topics

To enable a better understanding of this research study, its context and de-
velopment of research topics, this section introduces the Information Fusion
Research Program and the Ground Situation Awareness (GSA) Scenario at the
University of Skövde, where this work has its roots. A wide range of perspec-
tives from industry and research has influenced not only the selection of the
subject matter under investigation, but also the research process.

Information fusion (see a detailed description in chapter 2) includes the-
ory, techniques, and tools for exploiting the synergy in the information ac-
quired from multiple sources, for example, sensors observing the environ-
ment, databases storing knowledge, and simulations predicting future behavior
(Dasarathy, 2001). Besides the study of generic aspects of information fusion,
infrastructures, methods, and algorithms, the Information Fusion Research Pro-
gram at the University of Skövde is involved in multiple application oriented
scenarios. Examples of these scenarios are precision agriculture, bioinformat-
ics, simulation-based decision support in manufacturing, and information fu-
sion for rapid decision making in network-based systems. The GSA scenario in-
cludes military applications in network centric warfare, surveillance (air, land,
and sea areas), national security, and civilian operations such as catastrophe
management. The goal of information fusion research within GSA is to sup-
port decision-making, increasing the situation awareness, by adding automatic
and semi-automatic fusion processes (Andler, 2005).

The research carried out and presented in this thesis has its roots in the lack
of research on human factors within information fusion and, in particular, the
lack of research within information visualization. The importance of informa-
tion visualization in managing large amounts of available sensor data available
and the necessity of involving the user in the fusion processes are of special
significance.

After reviewing aspects of information visualization in information fusion
research, a number of challenges are highlighted (see chapter 2). Among those,
we stress the importance of visualization and interaction, in order to involve
the user in the fusion processes. This caused us to consider one of the latest de-
velopments within information visualization research, namely, visual analytics
(see chapters 1 and 2 for more details). In turn, visual analytics present many
research challenges that suited our research interests within information fusion
and could constitute a scientifically fruitful path of investigation, for example,
finding optimal combinations of visualization and automatic approaches for
ill-defined problems.

As Keim et al. (2009) argue, we can only assess how much automation and
how much visualization is needed for a particular problem and domain, by
assessing the analysis task, available data, existing support, and users’ capa-
bilities. Among the different scenarios within the Information Fusion Research
Program, the surveillance of sea areas presents the appropriate characteristics
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with which to investigate the issues under consideration. On the one hand, we
have the lack of human factors research regarding the monitoring of maritime
traffic (compared to, for example, the abundance of research and standardiza-
tion of air traffic). On the other hand, we have the availability of large amounts
of sensor data that calls for automatic support and the necessity of involving
the user in the fusion processes.

In order to particularize not only the domain, but also the analytical task
that needs to be supported, the aspect of detecting and identifying anomalous
behavior has been selected, for various reasons, as a suitable problem to study.
Firstly, anomaly detection is normally an ill-defined problem that could po-
tentially benefit from approaches that combine automatic and visual methods.
Secondly, we identify two research directions for tackling this problem, which
could lead to scientific contributions in both visual analytics and anomaly de-
tection: (1) from the users’ point of view, how can automatic methods support
users’ capabilities of detecting and identifying situations that may became a
threat or danger for the society or the environment? and (2) how can the users
include their expertise and knowledge in the computational processes in order
to improve the performance of the anomaly detector? Finally, an additional
reason is the interest of information fusion and data mining research communi-
ties and, in general, security research in further developing anomaly detection
methods and studying the challenges that their application in real world envi-
ronments may create (where little work has been done).

Having presented the research context and the development of research top-
ics, the following section outlines the research process and the combination of
different research perspectives and methodologies employed to fulfill the aims
presented in the introductory chapter.

3.2 Overview of research methods

The multidisciplinary nature of our research required a rather extensive se-
lection of research methods. Both analytical and synthetical, and quantitative
and qualitative approaches were used. The different disciplines involved in the
research carried out have had a considerable impact on the selected methods.
Such research methodologies originate from disparate disciplines, such as Com-
puter Science, Information Systems, Human Computer Interaction (HCI), and
Psychology.

In order to facilitate the selection of the appropriate research methodology,
Yin (2002) proposed a selection process that classifies research approaches in
terms of the questions that should be answered. In this thesis, the type of re-
search question that dominates is the ‘how’ type. ‘How’ questions tend to be
explanatory in nature and require research methodologies such as case studies,
historical analyses and experiments (Yin, 2002).

While various research methods are employed in fulfilling the aims and ob-
jectives of this thesis, it is important to highlight that the investigations are
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limited to the maritime domain and to monitoring maritime traffic. Due to the
lack of research in the maritime domain regarding monitoring maritime traffic
and the availability of vast amounts of data that will benefit from automatic
support, we believe that case study research provides a suitable framework for
studying the surveillance of sea areas and, in particular, monitoring maritime
traffic.

Table 3.1: Research methods and data gathered and analyzed

Aim Method Data

Aim 1

Participatory
observations

Notes from six visits to three mar-
itime control centers
Videos of recorded anomalies

Interviews
Notes from interviews with five do-
main experts

Literature survey Analytical reasoning theories

Aim 2

Literature survey Anomaly detection methods

Implementation Radar simulations and real
Automatic Identification System
data

Design and proof-of-
concept prototype

Aim 3

Literature survey Evaluation methods

Quantitative evaluation:
laboratory experiments

Answers to exercises, time logs and
video recordings from twenty-two
participants

Qualitative evaluation:
group interview

Answers from five domain experts
from three relevant organizations

Table 3.1 maps the aims presented in the introductory chapter to the re-
search methods selected to fulfill such aims. The last column of the table shows
the data gathered and then analyzed during and after the application of each
research method.

A theoretical grounding approach, in terms of literature surveys, was used at
different stages of the research process and for all thesis aims. Such studies not
only establish the foundation for our practical work, but are also used to ana-
lyze the results of the investigations. The field studies carried out to fulfill aim
1 include participant observations and qualitative in-depth interviewing. The
process of designing and implementing a prototype as proof of concept (aim
2) has been an iterative and long-lasting procedure. We started with an initial
implementation of a data-driven anomaly detector module (using Matlab) that
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was later enhanced with a simple rule-based module. Thereafter, a general GUI
was developed and, then, a GUI for building behavioral models expanded its
interactive functionality. Other relevant features, such as a vessel database and
basic filter functions, were added before an integrated version was developed
(C# was used to integrate the Google Earth API and the modules developed
with Matlab). A simplified version of the latest prototype, named VISAD, was
used by the participants of the laboratory experiments during the evaluation
period (aim 3).

Figure 3.1 presents an alternative view of the research process over time,
illustrating studies carried out, the development of VISAD, and articles pub-
lished.

November 

2005

November 

2010

2006 2007 2008 2009 2010

First prototype : 
Matlab

VISAD : Matlab + 
Google Earth

VISAD improved: C# over 
Matlab + Google Earth

Prototype development process

2009
Paper VI

2008
Paper VIII

2010
Paper III

2009
Literature review: 
anomaly detection

techniques for 
sea surveillance

2010
Qualitative 

evaluation (experts) 

2009
Paper V

2008 - 2009
Visits maritime centers

2008
Paper VII

2007
Literature review: 

uncertainty
visualization

2008
Literature review: 

analytical 
reasoning

2007
Paper XII

2009
Literature review: 

evaluation in 
information 
visualization

2010
Quantitative evaluation: 

experiments 1,2

2007
Literature review: 

anomaly detection, visual data 
mining, visual analytics, interaction 

and visualization methods
(constant updates )

2005 - 2007
Research proposal

2007 - 2008
SAIDA project: simulated traffic data

2010
Paper II

2008
Paper X

2006
Literature review: 

information fusion and 
information visualization

2009
Paper IV

2008 - 2010
Real AIS traffic data

2010
PhD thesis

2010
Paper I

Figure 3.1: Research process timeline.

In the following sections, we elaborate on the research methods used and
how the investigations were carried out, focusing on case study research, field
studies and interviews, design, and implementation and usability evaluation.

3.3 Case study research

Case study is a research strategy commonly used in disciplines related to social
sciences. Case study research is suitable when the proposed research addresses
a contemporary phenomenon (which the researcher has no control over), the
research is largely exploratory, addresses ‘how’ questions (Benbasat et al., 1987;
Darke et al., 1998; Yin, 2002), and where research and theory are at their early,
formative stages (Benbasat et al., 1987). Moreover, a single case study is an
appropriate strategy if it is a revelatory case, if it is a critical case in testing a
theory, or if it is an extreme or unique case (Yin, 2002).
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Since we have found no previous studies regarding how experts detect
anomalous behavior in maritime traffic data, and how visual analytics may
support this process, we believe that this is a unique and revelatory case that
can be approached employing case study research principles. Yin (2002) argues
that case study is an empirical inquiry which investigates a contemporary phe-
nomenon within its real-life context. Our objective is to provide a description
and analysis of how experts monitor and identify anomalous behavior in real
maritime control centers, in order to improve the process using principles of
visual analytics. The single case study is, from our point of view, an appro-
priate strategy for investigating how operators monitor maritime traffic and
identify anomalies. The fact that only one case study was considered in our
research does not imply that generalizations cannot be made or that the single
case study cannot contribute to scientific development, as pointed out by Flyvb-
jerg (2006). Flyvbjerg (ibid.) justifies the importance of single case studies in the
development of science employing various historical examples (“[m]ore discov-
eries have arisen from intense observation than from statistics applied to large
groups”, W. I. B. Beveridge as quoted in Flyvbjerg, 2006, p. 226) and stresses
that ‘the force of example’ that case study research provides is underestimated.

The process of conducting case study research follows the same general pro-
cedure as other research strategies: problem statement and research question,
collection of data, analysis and dissemination of findings. Case studies typically
combine data collection techniques such as interviews, observation, question-
naires, as well as document and text analysis (Darke et al., 1998). Both quali-
tative data collection and analysis methods, and quantitative methods may be
used (Yin, 2002). In order to fulfill our aims, we have used a set of method-
ologies commonly employed in case study research: participatory observations,
interviews, and quantitative and qualitative evaluation (consult previous ta-
ble 3.1 for a complete list).

There are two significant issues that are often discussed when planning a
successful case study: the possible lack of rigor and the difficulty of generaliz-
ing the results. Both issues may be considered as disadvantages of case study
research for various reasons. The lack of rigor can be coupled to one of the
practical difficulties of the analysis of case study evidence, that is, the amount
and variety of data collected, especially since strategies and techniques for the
analysis of case data are generally not well defined (Yin, 2002). In order to
minimize any potential criticism regarding the lack of rigor, we have followed
the advice of Darke et al. (1998), and developed a general strategy of data col-
lection and analysis (see for example, how interviews were conducted at three
different maritime centers).

Generalizing or transferring the results of case study research from one con-
text to another depends on the similarity between the two contexts. If transfer-
ability is required, researchers should provide enough complete descriptions of
the studied context, so that the second context can be compared to the one be-
ing studied. When discussing generalizability from the perspective of interpre-
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tive case study research, Walsham (1995) identifies four possible types of gen-
eralizations: (1) development of concepts, (2) generation of theory, (3) drawing
of specific implications, and (4) contribution of rich insight. These allow expla-
nations of particular phenomena derived from empirical interpretive research
which may be valuable in other settings as interpretations of phenomena, but
which are not wholly predictive of future situations (Walsham, 1995). The case
study carried out and presented in this thesis can be circumscribed to the devel-
opment of concepts and the drawing of specific implications, thus, we believe
that generalizations of the results can be made (this issue is further discussed in
the presentation of the contributions in chapter 9).

Other important aspects that we should bear in mind are the interpretative
nature of the research carried out at maritime centers and the bias introduced
by the researcher (myself1) during the collection and analysis of case data. Ac-
cording to Darke et al. (1998), two types of bias may be distinguished: (1) the
effects the researcher has on events and the behavior of participants at the case
study site, and (2) the researcher’s own beliefs, values, and prior assumptions,
which may prevent adequate investigation and consideration of possible con-
tradictory data. We feel that the influence of the researcher in the collection
and interpretation of the data is, to some extent, unavoidable. Minimizing bi-
ases is a challenging activity, but following, once again, the recommendations of
Darke et al. (1998), we have tried to stay at the sites as long as possible, inform
the operators about the purpose of the research, and validate our conclusions
by returning to the sites to discuss the results obtained.

3.4 Interviews and observations

In order to fulfill aim 1 (characterize how operators monitor maritime traffic
and detect anomalous behavior) and the objectives this aim embraces, a com-
bination of analytical and synthetical methods were used. Analytical methods
include field study methods and interviews, while a synthetical approach is em-
ployed in order to describe the process of analyzing and detecting anomalous
vessel behavior.

To characterize how operators monitor maritime traffic, we have conducted
empirical work through two primary qualitative methods: participant observa-
tion and in-depth interviewing (see Marshall and Rossman, 1999 for a com-
plete description of these methods). “Participant observation is both an overall
approach to inquiry and a data gathering method [...] where the researcher
spends a considerable amount of time in the setting, learning about the daily
life there” (Marshall and Rossman, 1999). “Qualitative in-depth interviews are
much more like conversations [...] where the researcher explores a few general
topics to help uncover the participant’s view” (Marshall and Rossman, 1999).

1The pronoun ‘we’ is used to describe the body of work presented in this thesis, since I cannot
claim the work to be mine alone. Nevertheless, ‘I’ is used in order to clarify that interviews and
participant observations have been carried out solely by myself.
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To ensure consistency, the author of this thesis conducted all the interviews and
participant observations at the different locations. Field notes and photos were
used to collect the data.

Participatory observations were carried out at three different locations:

1. Stockholm’s harbor, Sweden2 → 1 day.

2. Vessel Traffic Service (VTS) Center, Swedish Maritime Administration,
Gothenburg, Sweden3 → 2 days.

3. VTS Center, Maritime Search and Rescue Center in Finisterre, Spain4 →
3 days (one for validation purposes).

The objectives of the participatory observations were: (1) to describe and
analyze how operators monitor traffic in maritime control centers and (2) to
characterize how operators detect and identify anomalous vessels or situations.
My role was participant-as-observer, which refers to a researcher “who forms
relationships and participates in activities but makes no secret of an intention
to observed events” (Waddington, 2004). The method allows the researcher not
only to observe operators’ activities, but also to ask questions and be instructed
by the operators as they perform their work. Thus, participatory observations
allow operators to describe their actions while they are being carried out, hence,
focusing not only on what they know, but on how they apply their expertise
and knowledge.

Field notes and photographs were used to capture work procedures and
monitoring processes during the observations. The field notes were verified by
operators for correctness during our final visits. The analysis processes that
operators carry out while monitoring maritime traffic, described in the field
notes, were complemented with the analysis of video recordings of accidents,
dangerous situations, and anomalies captured by the maritime control center in
Gothenburg. The main reason for adding video recordings was that no conflict
situations or accidents (or near accidents) occurred during my observations at
the centers (the incident rate for maritime traffic is very low). Since analyzing
examples of real cases was needed, we believe that the video collection was
an excellent addition to the data gathered. The videos show the events on the
screen of the operator in charge before, during, and after the incident, including
all the communications (radio conversations). The videos exemplify, for exam-
ple, grounding situations and collisions. Reports summarizing the incident also
complement each video.

The in-depth interviews were conducted with:

1. Peter Baltzer (consultant, Security & Quality, Stockholm).

2Address: Stockholms Hamn AB, Magasin 2, Frihamnen, Box 273 14, 102 54 Stockholm.
3Address: VTS West Coast, Sjöfartsverket, Sydatlanten 15, 418 34 Göteborg.
4Address: Centro de Coordinación de Salvamento Finisterre, Monte Enxa 22, Porto do Son,

15971 A Coruña.
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2. Lars Sundberg (sea captain and harbor master, Stockholm).

3. Anders Brödje (VTS West Coast manager, Swedish Maritime Administra-
tion, Gothenburg).

4. Marco Svantesson (VTS West Coast manager, Swedish Maritime Admin-
istration, Gothenburg).

5. Joaquín Maceiras (VTS Center, Maritime Search and Rescue Center man-
ager, Finisterre).

The interviews with experts were intended to describe how the control and
management of maritime traffic are carried out. A semi-structured interview
format was followed, in order to adapt the interview to new aspects raised
by the interviewee. An interview guide (devised according to descriptions by
Patton, 2002, p. 283) was followed on all the occasions. As Patton (2002) in-
dicates, “the interview guide provides topics or subjects areas within which the
interviewer is free to explore, probe and ask questions that will elucidate [...]
that particular subject”. The guide is presented in the appendix and covers the
following issues: responsibilities and tasks, data and sensors used, systems and
tools, education, experience and working conditions of the operators, visualiza-
tion of data, anomalies and interesting situations for detection, and the future
of maritime control centers. Notes were taken during the interviews and all my
impressions were written on the same day.

3.5 Theoretical grounding

Reviewing prior relevant literature has been a continuous undertaking during
the entire research process, from the initial development of the research topics
to the generation of recommendations and guidelines for future design. Besides
reviews of the literature on different key concepts related to the main research
topics, three literature reviews were completed, in order to ground our inves-
tigations and analyze the data gathered. These reviews are presented in the
results’ chapters and cover the following topics:

1. Analytical reasoning theories, presented in chapter 4.

2. Anomaly detection methods for maritime traffic, presented in chapter 5.

3. Evaluation methods for information visualization, presented in chapter 7.

The literature surveys were carried out according to the guidelines for con-
ducting reviews presented in Webster and Watson (2002), and Kitchenham
(2004). In order to identify relevant literature related to each theme, we have
followed the recommendations of Webster and Watson (ibid.), regarding how
to structure the search: (1) start with leading journals and conferences, (2) go
backward by reviewing the citations identified in the previous step, and (3) go
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forward by identifying articles citing those selected in previous steps. The re-
views are structured according to the relevant concepts for each of the investi-
gations presented in the corresponding chapters. Kitchenham (2004) presents a
large set of guidelines on how to conduct systematic literature reviews, cover-
ing themes such as the importance of planning, the search strategy, and quality
assessment. These guidelines were used to establish search strategies in each
case.

The initial literature review conducted on analytical reasoning theories
serves two purposes: the first, summarize the existing theories regarding how
experts analyze and understand data, discover patterns, build hypotheses and
present explanations, and the second, provide a body of knowledge that can
be used to analyze the data gathered during our field work in maritime control
centers, regarding how operators detect and identify anomalous vessels. We
reviewed journal and conferences within intelligent analysis, cognitive science
and decision making. Our study was limited to individual analysis; collabora-
tive and organizational aspects were not considered. The sources were selected
for their scientific soundness (based on the number of citations shown in Sco-
pus). The review was carried out from September 2008 to January 2009.

The second literature survey concerned anomaly detection methods applied
to maritime traffic data (objective 3). This review started early in the research
process, since a preliminary review was carried out to select an anomaly detec-
tion method that could be suitable for implementation. The objective of this
review was to analyze anomaly detection methods applied to maritime traffic
from a user’s perspective, with regard to the detection method and input/output
parameters. We considered both journals and conferences within data mining,
information fusion, and maritime safety and security. Since the number of pub-
lications that focus on these matters is not large, we have reviewed, to the best
of our knowledge, all the articles found on anomaly detection for sea surveil-
lance published before June 2010. In order to categorize the publications found,
we have used known summary reviews published on anomaly detection meth-
ods for network security (Patcha and Park, 2007; García-Teodoro et al., 2008),
where anomaly detection is well established. The publications analyzed have
been classified and structured using these reviews and considering the detection
method applied.

The aim of carrying out a review on evaluation methods for information vi-
sualization was twofold: (1) provide background information on how to design
empirical tests in information visualization (specifically, how to design usabil-
ity assessments of visual representations to support certain analytical tasks)
and (2) identify gaps and research opportunities in the current evaluation of vi-
sual analytics systems and methods. The review was carried out from October
2009 to January 2010. In contrast to the previous two surveys conducted, two
reviews relevant for the evaluation of information visualization were already
published. These reviews, Carpendale (2008) and Plaisant (2004), cited by nu-
merous authors in the field, were used as a starting point in our search strategy,
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since they provided a summary of the state of the art of evaluation, highlight-
ing challenges in the domain and indicating relevant publications. Journals and
conferences within information visualization, human computer interaction, and
geographical information sciences were covered, and the publications were or-
ganized according to their main focus. We were interested in the following
three themes within evaluation: (1) supporting insight, (2) evaluation metrics,
and (3) evaluation tasks. Once again, the online database Scopus was employed
to select the most cited publications.

3.6 Implementation and design

Aim 2 involves investigating how to combine anomaly detection methods and
interactive visualization to support maritime anomaly detection. This aim is,
indeed, very broad. We decided to take a practical approach in studying the
problem, from a computational point of view. This implies the selection and
implementation of a particular anomaly detection method. The selected method
was then tested on both simulated and real maritime traffic data. Challenges
and lessons learned which may benefit from the use of visualization, from the
data-preprocessing, implementation and testing phases, were identified. Among
those challenges, the representation of normal behavioral models was described
as crucial for the advancement of this study and as key enabler of a two-way
feedback approach (user-computer system) proposed for successful anomaly
detection capabilities. Since, to the best of our knowledge, no previous work
on the visualization of normal behavioral models exists in the literature, it was
decided to study this compelling challenge further.

The purpose of the implementation and testing phases is threefold: (1) from
a practical point of view, identity challenges associated with the use of anomaly
detection methods for maritime traffic that can benefit from the use of visual-
ization, (2) select relevant challenges for investigation and propose solutions for
them (we have focused on the visualization of normal behavioral models), and
(3) use the implementation of the anomaly detection method (namely detector)
and the solutions to the challenge previously selected (visualization of normal
behavioral models) as building blocks for developing a proof-of-concept pro-
totype.

The research method applied to fulfill aim 2 can be circumscribed to im-
plementation and proof by construction methods, two very commonly used
approaches in computer science research5. Implementation and proof by con-
struction are used when new solutions need to be demonstrated or when valu-
able solutions in a specific case and context are going to be tested in a new one.
Thus, a demonstrator is typically built and tested for a simple representative
case (commonly known as pilot case).

5Vessey et al., 2005 use the term ‘concept implementation’, implementation of a system as in
proof of concept.



54 CHAPTER 3. RESEARCH METHODOLOGY

In order to carry out empirical evaluations (the following section introduces
the correspondent methodology and chapter 7 describes the experiments and
the results obtained), a prototype that includes the detector and the visualiza-
tions of normal behavioral models was designed and implemented. The design
of the prototype is based on lessons learned during our visits to maritime cen-
ters, our vision regarding future anomaly detection systems, and design guide-
lines for information systems presented in Blessing and Chakrabarti (1998), and
Offermann et al. (2009). In addition, lessons learned by building and testing
the prototype were used to devise recommendations and guidelines presented
in chapter 8.

We therefore fulfill two objectives specified within aim 2: (i) implement
a combined data mining and visualization approach to detect and identify
anomalies in maritime traffic (objective 5), and (ii) design and develop a proto-
type as proof of concept (objective 6).

3.7 Quantitative and qualitative evaluation

Aim 3 (evaluate the performance of combined data mining and interactive vi-
sualization methods) suggests a set of research methods that assess the usability
of the proof-of-concept prototype and the solutions provided for solving the
challenge of representing normal behavioral models built from data.

Usability testing establishes whether a system meets a predetermined, quan-
tifiable level of usability for specific types of users carrying out specific tasks
(Holz et al., 2006). Standard HCI usability measures are designed to capture
the usability of the interface and do not go beyond that (Faisal et al., 2008).
The focus of evaluating information visualization tools should capture the inter-
nalization process (Faisal et al., 2008), that is, how users interact with external
representations in order to make sense of the represented concepts and build in-
ternal models of the domain. Thus, we have not followed known usability eval-
uation methods within HCI, but developed an approach that suits our research
questions and amalgamates quantitative and qualitative methods from infor-
mation visualization evaluation. The combination of a variety of evaluation
methodologies is recommended by Carpendale (2008), since their application
strengthens the understanding of the real value of information visualization.
Indeed, quantitative evaluation is naturally precision-oriented, but a shift from
high precision to high fidelity may be made with the addition of qualitative
evaluations (Carpendale, 2008).

In all empirical research, it is difficult to choose the right focus and to ask the
right questions. In addition, given interesting questions, it is difficult to choose
the right methodology and be sufficiently rigorous in procedure and data col-
lection and analysis, as well as establish the relation of the results to previous
research and theory (Carpendale, 2008). It has been an arduous task specify-
ing which of the studied aspects, within the application of anomaly detection
and visualization to the control of maritime traffic, crucial for the advance-
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ment of our research study, would constitute a fruitful path of investigation and
would contribute both to visual analytics and anomaly detection research. Our
starting point was the necessity of evaluating whether the developed proof-of-
concept prototype and the suggested visualizations of normal behavioral mod-
els support the analytical reasoning process captured in maritime control cen-
ters (presented in chapter 4). Since, to the best of our knowledge, there are no
studies, either theoretical or empirical, regarding the use of representations of
normal models for anomaly detection, we decided to exploit this unexplored
challenge. Therefore, the focus of the evaluation was to assess the ability of the
visualizations of normal behavioral models embedded in the proof-of-concept
prototype to support the analytical reasoning process.

There are three particularly desirable factors when conducting an empirical
study: generalizability, precision, and realism (McGrath, 1995). If possible, all
these factors should be present. However, existing methodologies do not sup-
port the actualization of all three simultaneously, and each methodology favors
one or two at the expense of the others (Carpendale, 2008). Thus, the choice
of a methodology for a particular goal is important.

According to Carpendale (2008), a result is generalizable, in the degree to
which it can apply to other users and be extended to other situations; precise,
in the degree to which one can be definite about the measurements taken and
the control of the factors not intended to be studied; and realistic, in the extent
the context it was studied in is like the context in which it will be used.

In our case, generalization and precision were two desirable attributes for
our results, while realism was relegated to a secondary place. In order to
achieve generalizable and precise results, a quantitative method involving labo-
ratory experiments was chosen. The quantitative laboratory experiments were
strengthened by a qualitative method mainly consisting of a group interview
with experts. Achieving realism was not feasible, since no real-world simulator
for maritime traffic monitoring that could include the anomaly detection ca-
pability developed was available. The prototype developed during this project
has a limited functionality, since we focused on proving some particular re-
search ideas regarding anomaly detection, and much basic development would
be needed in order to obtain a real-world like maritime control system. Even if
limited, some degree of realism was obtained from the group interviews con-
ducted with experts from maritime control centers.

Quantitative evaluation

In order to obtain generalization, a quantitative evaluation method in the form
of laboratory experiments was carried out. A laboratory experiment is fully
designed by the experimenters, establishing how the study will be conducted
and what tasks the participants will carry out (Carpendale, 2008). Laboratory
experiments provide for considerable precision and generalizability. Neverthe-
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less, realism is largely lost and the degree to which the experimenter introduces
aspects of realism would likely reduce the precision (Carpendale, 2008).

As mentioned above, the focus of the evaluation was to assess the ability of
visualizations of normal behavioral models embedded in the prototype to sup-
port the analytical reasoning process captured during our field visits to mar-
itime centers, aiding the establishment of the normal traffic situation picture
(experiment 1) and the detection and identification of anomalous traffic (exper-
iment 2). Experiment 1 takes a similar approach as those described in Tobon
(2002), Koua et al. (2006), and Demšar (2007) while experiment 2 draws heav-
ily from John et al. (2005), and Bonafede and Marmo (2008).

The tasks included in the experiments were representative tasks gathered
during field visits to maritime control centers. Twenty-two participants com-
pleted the experiments, during sessions of about two hours. The participants
were mainly PhD-students and teachers from the Information Technology De-
partment at the University of Skövde. The participants completed, during in-
dividual sessions, representative tasks of monitoring maritime traffic with or
without (reference group) assistance from visualizations of normal models.
Both groups were compared using two metrics: time completion, and correct-
ness of response. Answers to the tasks, time stamps, and a video recording of
each session were gathered. Additionally, after each experiment, user reactions
were collected using a questionnaire with rating and open-ended questions.

Qualitative evaluation

The qualitative assessment (see section 7.3 on page 162 for further details)
consisted of: (1) the realization of the laboratory experiments 1 and 2, de-
scribed in chapter 7 by three experts in the design and development of military
and surveillance systems from Saab Electronic Defense Systems, Gothenburg,
and (2) a group discussion6 with two experts in maritime surveillance (one
from Shipping and Marine Technology, Chalmers University of Technology,
Gothehnburg and one from VTS West, Gothenburg) .

Quantitative and qualitative nested solutions

Quantitative and qualitative methods offer both advantages and disadvantages.
Quantitative approaches present different challenges, such as finding adequate
samples of participants and choosing a correct sample size. As Carpendale
(2008) claims, it is relatively easy to find fault in any given laboratory exper-
iment because all factors cannot usually be completely controlled and, if they
are, external and ecological validity can be affected. External validity is con-
cerned with the extent to which the result of a study can be generalized while
ecological validity focuses on the degree to which the experimental situation

6A group discussion is an interview on a specific topic with a small group of people (see descrip-
tion of ‘focus group interviews’ in Patton, 2002).
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reflects the type of environment in which the results will be applied. Such argu-
mentation is also applicable to our case, but designing experiments is, after all,
usually a matter of making choices about what aspects are important, without
forgetting the impact of our decisions on the results.

Needless to say, qualitative methods also present a variety of challenges.
They are particularly labor intensive and the data analysis process may be an
arduous task. Other significant challenges in our case are sample size and sub-
jectivity. A common way of determining sample size for qualitative inquiry is
when it no longer seems that new data is being obtained through observa-
tion. Subjectivity is to some extent unavoidable, but in qualitative research it
is acknowledged that the researcher’s views, research context, and interpreta-
tions are essential parts of the qualitative research method as long as they are
grounded in the collected data (Carpendale, 2008).

Lastly, we would like to mention that even if we have structured this section
so that it separates the quantitative (laboratory experiments) from qualitative
(group interviews with experts) methodologies, this separation is actually not
that clear in reality. The quantitative approach carried out does indeed have
a qualitative component, since data gathered by asking participants for their
preferences, opinions, and reactions is qualitative. Carpendale (2008) refers
to this kind of a mixed approach as ‘nested’ methods. In fact, Gorard (2004)
claims that quantitative methods cannot ignore the qualitative aspects of the
social context of the study, and that these aspects are involved in developing an
interpretation of the results obtained.

3.8 Summary

This chapter has presented how the thesis aims were addressed and which re-
search methods were selected to fulfill such aims. Due to the multi-disciplinary
nature of the research, a considerable number of research methods from dis-
parate disciplines were applied.

The course of development for the ideas in this thesis has been shaped by
what we perceived to be areas in which research was lacking within visual ana-
lytics, and which could potentially be studied in the framework of information
fusion. Therefore, we first presented the research context in which this research
was carried out, and we discussed the appropriateness of studying ‘monitoring
maritime traffic’ as a case study. Further, we described how we carried out inter-
views and observations in maritime control centers and the process of designing
and implementing a proof-of-concept prototype. Finally, we described how the
quantitative and qualitative approaches for evaluating visual representations of
normal behavioral models were designed and carried out.

The following chapters 4 to 8 describe the results obtained after applying
the research methodologies presented here.





Chapter 4
Monitoring maritime traffic

“One machine can do the work of fifty ordinary men. No machine can do the
work of one extraordinary man.”

Elbert Hubbard
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In order to deepen our understanding of the data analysis challenges that
operators from maritime control centers face, this chapter presents an analysis
of the data gathered during our field work at three maritime traffic control
centers. Thus, the content presented in this chapter is intended to fulfill the
first aim specified in chapter 1, that is, ‘to characterize how operators monitor
maritime traffic and detect anomalous behavior’.

A characterization of services, including main tasks carried out, sources of
data, data, systems employed, operators’ education, experience and working
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conditions, is provided. After analyzing how operators identify conflict traf-
fic situations, we outline the analytical reasoning process that operators go
through while monitoring maritime traffic (section 4.5.1). The gathered data
is analyzed according to relevant theories of human analytical reasoning (e.g.,
sense-making), summarized, and discussed in section 4.4 after a literature re-
view.

Based on the description of the analytical reasoning process and the charac-
terization of the working environment provided, we suggest how to improve the
analysis process using data mining based methods and visual analytics princi-
ples. Challenges identified and lessons learned from the investigations presented
here lead to recommendations to guide the design and development of future
maritime control systems.

4.1 Introduction

Maritime transport constitutes the arteries of global trade. More than three
quarters of the volume of world trade volume is transported by sea (Grech
et al., 2008, p. 8). Both the complexity and volume of sea traffic require a form
of traffic control, in order to optimize traffic streams, protect the environment
and guarantee safety.

In maritime transportation, traffic control is carried out by Vessel Traffic
Services (VTS), whose centers aim to improve vessel traffic safety and efficiency,
and protect the environment. According to the International Maritime Organi-
zation (IMO) resolution A.857(20), a VTS is defined as “a service implemented
by a competent authority, designed to improve the safety and efficiency of vessel
traffic and to protect the environment. The service should have the capability
to interact with the traffic and to respond to traffic situations developing in
the VTS area”. Coastal VTS monitor traffic in the corresponding areas, while
port VTS are primarily concerned with vessel arrivals/departures to and from
harbors.

As a result of the reduction of environmental pollution experienced by
authorities using VTS (Wiersma, 2010), the increased necessity of safety and
traffic management, and the rapid technological developments in the field, the
number of maritime control centers has increased drastically during the last
decades. According to IALA1, there were approximately 500 operational VTS
worldwide in 1998. VTS operators use an extensive variety of sensors and sys-
tems to monitor, manage, and ensure maritime safety around the world.

The consideration of human factors in the maritime domain is becoming
increasingly important (Grech et al., 2008, p.11). The human factor continues
to play a major role in incident and accident causation, accounting for 58% of

1The International Association of Marine Aids to Navigation and Lighthouse Authorities
(IALA) is the organization that provides the standards for VTS. IALA has a VTS Committee that
periodically publishes hardware, policy and training standards (VTS manuals).
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major P&I2 claims. Human factors’ studies usually focus on shipboard envi-
ronments; socio and human factors’ investigations regarding maritime control
centers are very scarce. Most of the literature regarding maritime control cen-
ters refers to technological advances, such as the development and adoption
of the Automatic Identification System, e.g., (Eriksen et al., 2006; Høye et al.,
2008). To the best of our knowledge, hardly any investigation focuses on the
importance and impact of maritime traffic management centers on the safety
and security of maritime traffic. Three exceptions are presented in Nuutinen
et al. (2007), Brödje et al. (2010) and Wiersma (2010).

Nuutinen et al. (2007) present a socio-technical characterization of six VTS
centers in Finland. The authors analyze the current state and history of the
VTS service, in order to guide its development. The main finding of the study
is that each VTS center is unique, regarding, for example, services, core tasks
and practices. The authors elaborate on the future of VTS as a complex socio-
technical system, recommending the use of ergonomics studies that take into
account pressures from social, political and technological environments. An-
other suggestion concerns the creation of reflective practices supported by an-
nual simulator exercises.

Brödje et al. (2010) present an applied cognitive task analysis to study how
VTS operators use available sensor data. Two VTS centers were visited for data
collection, VTS West Coast Gothenburg (the same center that participated in
our studies) and Sound VTS in Malmoe (south of Sweden). Brödje et al. argue
that radar and VHF radio are the most utilized sources of information, while
Automatic Identification System data is mainly regarded as a complement, pro-
viding information such as a vessel’s name, call sign and speed.

Wiersma’s (2010) research focuses on the study and measurement of oper-
ators’ situation awareness in VTS centers. A considerable part of the research
was carried out in Rotterdam, one of the largest ports in Europe. Wiersma’s the-
sis contains early published work describing two methods to assess operators’
situation awareness. The first method (Wiersma et al., 1997), SATEST (Situa-
tion Awareness Test), derives from the SAGAT (Situation Awareness Global As-
sessment Technique) method that Endsley (1988a) developed earlier, while the
second method, PMI-P (Performance Measuring Instrument), enhances SAT-
EST by including the importance of ‘time’ in the value of information. The
main difference between SATEST and PMI-P is that in the latter an experienced
observer rates the performance of an ongoing process, instead of assessing a
direct measure of situation awareness during breaks.

Besides the three aforementioned studies, which have been carried out in
VTS centers, it is worth mentioning the fieldwork carried out at a sea surveil-
lance military center presented in Nilsson et al. (2010). Using such a center as
a case site, Nilsson et al. analyze if current information fusion models are suffi-

2UK P&I Club is the world’s largest mutual insurer of third party liabilities for ocean going
ships.
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cient for describing the interaction human and machine information processing.
The authors provide a description of data sources similar to the one provided in
Brödje et al. (2010) and in this thesis, although the main activities carried out
at the military center relate to identification and tracking of vessels. The anal-
ysis highlights the need for alternative ways of analyzing information fusion
systems/processes and suggests the employment of the theoretical distributed
cognition framework as a complement to the traditional models.

The related publications introduced above present studies on maritime con-
trol centers from different perspectives: Nuutinen et al.’s (2007) work focuses
on socio-technical aspects of the entire VTS organization in Finland, Brödje
et al.’s (2010) contribution concerns the use of sources of data, while Wiersma
(2010) provides methods to measure operators’ situation awareness and Nils-
son et al. (2010) focus on finding adequate models for characterizing the role
of the user in complex information fusion processes. These investigations con-
tribute to an understanding of the actual state of maritime centers and are used
by the authors to elaborate on future developments. However, they do not pro-
vide a description of how operators actually monitor or analyze traffic data,
nor how they use systems, or how they detect conflict situations. According to
Attfield and Blandford (2009), guidance for the design of interactive systems is
typically generalized, heuristic, and based on examples. Although there is value
in this, there is a need to understand the specifics of human cognitive processes
that enable operators to reason about specific system design solutions. Attfield
and Blandford’s (ibid.) argumentation coincides with one of the main visual
analytics principles which states that software must be designed on an under-
standing of the analytical reasoning process that needs to be supported. Hence,
our aim is to contribute to previous studies, providing a characterization of
monitoring maritime traffic and finding anomaly processes, that may guide fu-
ture maritime control system design.

4.2 Methods

In order to characterize how operators monitor maritime traffic, we have con-
ducted empirical work through two primary qualitative methods: participant
observation and in-depth interviewing (see chapter 3 for a detailed description
of these methods and how the site visits and interviews were performed). To
ensure consistency, the author of this thesis performed all the interviews and
participant observations at the different locations. Field notes and photos were
used to collect the data.

Site visits and participatory observations were carried out at three differ-
ent locations: Stockholm’s harbor, Sweden (hereafter ‘Stockholm’s harbor’),
VTS West Coast Center, Swedish Maritime Administration, Gothenburg, Swe-
den (hereafter ‘VTS Gothenburg’), and VTS Center, Maritime Search and Res-
cue Center in Finisterre, Spain (hereafter ‘VTS Finisterre’). The in-depth semi-
structured interviews were performed with five experts: Peter Baltzer (Consul-
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tant, Security & Quality, Stockholm), Lars Sundberg (Sea Captain and Har-
bour Master, Stockholm), Anders Brödje (VTS West Coast Manager, Swedish
Maritime Administration, Gothenburg), Marco Savantesson (VTS West Coast
Manager, Swedish Maritime Administration, Gothenburg), and Joaquín Ma-
ceiras (VTS Center, Maritime Search and Rescue Center Manager in Finisterre).

The data collected is complemented with video recordings and reports of
accidents and near-accidents on the Swedish west coast during 2008. In order
to provide a characterization of the analytical reasoning process that operators
go through when detecting anomalies, field notes, pictures, video recordings,
and reports are analyzed in light of the literature review on relevant analytical
reasoning theories presented in section 4.4. The author of this thesis conducted
the analysis of the collected data, which was complemented with opinions of
experts from Saab Electronic Defense Systems, Gothenburg, and discussed with
operators during our final visits.

4.3 Overview of sea traffic monitoring activities

This section describes general services provided by the maritime control cen-
ters visited, data and sources of information used, operators’ background and
working conditions, main anomalous and conflict situations of interest, and
systems utilized to monitor sea traffic.

4.3.1 Services and tasks

The main objectives of VTS centers are to increase maritime safety and the
efficiency of navigation, safeguard human life at sea, as well as protect the
maritime environment, adjacent shore areas, work sites, and offshore installa-
tions from the possible adverse effects of marine traffic. However, services and
responsibilities vary from center to center (see, for example, the differences be-
tween six VTS centers in Finland analyzed by Nuutinen et al., 2007), depending
on the assigned responsibilities of the competent authority, particular circum-
stances of the VTS area, and volume and characteristics of the maritime traffic.
In addition, Nuutinen et al. (2007) claim that services may vary from time to
time.

Besides the differences between VTS centers, the managers of the visited
centers highlight three main essential services that coincide with IALA specifi-
cations: (1) information services, (2) traffic organization services, and (3) nav-
igational assistance services. Information services include the processing and
dissemination of information about conditions and events important to ship-
ping and safety at sea, for example, information on the position, identity, or
intentions of other vessels present in the VTS area; visibility, hydrological, and
meteorological information; availability of berths or anchorages; status of aids
to navigation, or any other information that could impact a vessel’s safe transit.
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Organizing the traffic involves advance planning of movements to maintain ves-
sel safety and achieve efficiency, for example, allocating arrival and departure
times or assigning anchorage space. VTS operators provide navigation assis-
tance on request, in times of uncertainty, or if a vessel’s navigation equipment is
malfunctioning. Navigation assistance involves providing advice to assist with
on board navigational decision-making. This includes providing information
regarding bearing and range to a nearby danger or landmark, advice on a
course to steer, and assistance in determining a vessel’s position. Information
to assist navigation decision-making must be provided in a timely and clear
manner.

Nuutinen (2005) extends the number of critical functions to seven: (1) lead-
ing maritime rescue operations, (2) navigation assistance (e.g., giving courses,
identifying location), (3) organizing vessel traffic (e.g., giving permission to
enter the harbor area), (4) monitoring traffic (e.g., preventing collisions and
groundings), (5) information service (e.g., weather, and oncoming and cross-
ing vessels), (6) pilot service, and (7) port service. The services provided by the
visited centers vary, for example, VTS Finisterre offers rescue services, whereas
Swedish centers collaborate with other organizations to do so. Nonetheless,
two crucial services provided by all visited centers are information service and
navigational assistance.

In order to perform their tasks, VTS operators continuously monitor mar-
itime traffic. Wiersma (2000) distinguishes two operational modes: (1) reactive
mode and (2) proactive mode. In the reactive mode, the operator monitors the
traffic and waits for vessels to contact him/her. The operator does not take the
initiative and provides only the information that is requested. On the other
hand, in the proactive mode, the VTS operator actively searches for emerging
conflicts and deviations of ‘normal’ traffic, informing ships as soon as anything
of importance is observed. In some traffic areas, the reactive mode is the only
one accepted. Proactive traffic control may be regarded as an annoyance and
infringement on the authority of the ship’s master.

Being proactive is considered the best strategy, since it allows the operator’s
attention to be diverted and prevents work overload when the number of tasks
increases (Wiersma, 2000). Furthermore, the early detection of conflict situa-
tions provides critical time for appropriate actions to be taken. An operator
that only reacts to calls may miss a conflict situation, simply because the vessels
involved do not report it.

The operators of the visited maritime control centers presented a proactive
approach to traffic monitoring. Nevertheless, they highlighted the importance
of collaboration with ships’ masters and pilots to ensure safety and efficiency.
Sometimes, ships’ masters and pilots do not willingly cooperate or share in-
formation with VTS operators. On these occasions, VTS operators adopt a re-
active mode, but are very cautious and vigilant about non-collaborative vessel
behavior.
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(a) (b)

(c) (d)

Figure 4.1: Pictures from the VTS Finisterre, Spain: building, figure 4.1(a), con-
trol room, figure 4.1(b), desks and systems in the traffic control room, figures 4.1(c)
and 4.1(d).

Our visit to the harbor authority revealed that they provide different ser-
vices than the VTS centers. Although safety and efficiency in port sea areas
are also their responsibility, three main functions of the port, as highlighted by
the harbor master, are: (1) to act as a link within a transport system, (2) to
sell shipping services, and (3) to rent out land and premises. Thus, its duties in-
volve traffic management and logistics in the harbor area, relegating pure traffic
surveillance to a secondary role. The harbor authority and corresponding VTS
cooperate on a daily basis, sharing traffic and vessel information (however, it
has been noted that such collaboration has decreased since our last visit to VTS
Gothenburg).

4.3.2 Sensors and data

The essential sources of information used at the visited centers are (see exam-
ple in figure 4.3): (1) radar data, (2) Automatic Identification System (AIS),
(3) VHF radio, (4) closed circuit TV cameras (CCTV), (5) harbor planning and
administrative information (logistics), (6) data bases with historical informa-
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(a) (b)

Figure 4.2: VTS Gothenburg, Sweden. Figures 4.2(a) and 4.2(b) depict two working
areas in the control room, illustrating environment, tools, and systems used.

Figure 4.3: VTS Gothenburg desk showing data analyzed and sensors used.
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tion about the vessels (Lloyds, Safeseanet, Equasis), (7) telephone and fax, and
(8) meteo/hydro equipment (weather reports and marine currents information).
One of the VTS centers has at its disposal other means, such as aircrafts and
rescue boats, that provide more detailed information when needed (e.g., during
the localization of oil spills).

Both VTS centers visited receive data from radars located along the coast.
Operators consider that radar readings are the most important visual data,
and radar is the main source for localizing vessels, establishing headings, and
finding other floating objects. AIS data is used in all three centers visited, in-
cluding Stockholm’s harbor. However, AIS is normally not used for detection
and navigation purposes, but for identification, since operators generally access
information sent by vessels regarding name and identification numbers (MMSI,
call sign, etc.). AIS data is displayed on the main system’s screen, thus, both AIS
reported positions and radar detections are displayed on the main geographi-
cal map. Operators continuously and cognitively merge radar and AIS traffic
images (see figure 4.4(a) for radar readings — yellow/orange pixels — and fig-
ure 4.4(b) for AIS data — icons) and may select which source they prefer.

The radar data is more reliable for operators, and the preferred source when
radar and AIS data do not match. However, the radar signal can be negatively
affected by adverse weather conditions. In these situations, operators overcome
the lack of precision with experience and assessment of AIS data, which can be
manipulated. The credibility of AIS depends partly on the willingness of the
crew to collaborate (AIS is a self-reporting communication system). Moreover,
the quality and reliability of AIS data may occasionally be questioned (see, for
example, the analysis of AIS data from northern Taiwanese waters made by
Chang (2004), which reports on limitations of the quality of AIS data). This
coincides with the later findings of Brödje et al. (2010), where it is stated that
VTS operators prioritize radar information over AIS. This concern disputes
some authors’ beliefs that AIS could replace VHF and radar (e.g., Van-Dam
et al., 2007).

VHF radio communication serves as a link between the vessel (the bridge
and the officer of the watch) and the VTS center. Brödje et al. (2010) consider
that VHF radio communication is the most used source of information for VTS
operators. It is, from our point of view, very important, and we argue that both
radar and VHF radio are essential for carrying out VTS duties. However, we
believe that VHF radio communication may be relegated to a secondary role
when the vessel being supervised somehow exhibits non-collaborative behavior.
Additionally, as Brödje et al. (2010) claim, operators may use VHF to listen,
deliberately or not, to other communication between vessels, as well as between
vessels and other shore-based functions (e.g., pilot planning). In doing so, VTS
operators may improve their understanding of the situation on the bridge of a
vessel and whether the officer of the watch is experiencing any difficulties.

CCTV is normally used by operators to obtain detailed images when radar
cannot provide distinction among the objects involved. We found that CCTV
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is not in constant use at the VTS centers, it is only used when required (for ex-
ample, when operators need to closely look at overtaking situations, cf. Brödje
et al., 2010). Stockholm’s harbor has no radar and uses a considerable number
of cameras for security reasons (cameras are used to closely supervise land and
sea areas). There is no automatic analysis or any kind of processing of the im-
ages captured by the cameras, therefore detection of suspicious events depends
solely on the availability and attention of operators.

During our observations, we did not see that meteorological and hydro-
graphical data was used to carry out the main monitoring activity. The systems
that provide such information are only employed when a vessel calls requiring
weather or hydro information.

For legal and learning purposes, real-time analyzed data is recorded and
stored for some months. Hence, incidents can be replayed, explaining what has
occurred. At VTS Finisterre, the general data base, which contains historical
data, is used when the operator needs detailed information about a vessel. Op-
erators can add and save general alerts or comments in the data base (normally,
these notes contain information regarding dangerous goods, improper behav-
ior, history of oil spills, etc.). However, these alerts can only be seen if operators
manually search for a vessel in the data base, typing its name or identification
number. This information is not displayed on the main geographical map, ei-
ther automatically or manually, since the historical data base and the real-time
vessel traffic system are not integrated.

4.3.3 Operators

Most of the operators interviewed and observed have lengthy maritime and
seagoing experience. Some of them are former sea captains, with many years of
navigational experience (“I know all the tricks” [VTS Finisterre operator]) and
a broad knowledge of national and international laws. All the operators ob-
served are trained Master Mariners and have worked as active seafarers before
becoming VTS operators.

Such operators receive education in accordance with IALA guidelines
(IALA, 2001), in order to obtain a VTS Operator certificate (in accordance
to IALA V-103). The following areas should be covered during the education:
language, traffic management, equipment, nautical knowledge, communication
coordination, VHF radio, personal attributes, and emergency situations. Both
theoretical and practical training is provided. During our visits to VTS Finis-
terre, one operator was doing his practical training.

The centers visited offer their services 365 days/year and 24 hours/day, with
operators working in shifts (e.g., shifts of six hours in VTS Gothenburg and 8
hours in VTS Finisterre) and rotating between stations (two stations for two
different areas at VTS Gothenburg, see figure 4.2, and three at VTS Finisterre,
one for traffic and two for coordination purposes). VTS Finisterre operators
change roles from active (the operator at the main work station monitoring
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(a) (b)

Figure 4.4: NorControl (Kongsberg) system used for monitoring maritime traffic at
VTS Gothenburg : figures 4.4(a) and 4.4(b) depict two printscreens. Figure 4.4(b) shows
detailed AIS data.

traffic) to passive. Many operators emphasized the difficulty of maintaining a
high level of attention for an entire shift. They also commented that their tasks
can become monotonous, since incidents and complicated situations rarely oc-
cur.

In Sweden, VTS duties are challenging, due to the extensive coastline scat-
tered with islands and rocks which make navigation difficult. Operators at the
VTS Finisterre center monitor vast amounts of traffic, due to its strategic po-
sition, but the traffic separation scheme3, implemented after the Prestige catas-
trophe in 2003, has facilitated the organization of the traffic and reduced oper-
ators’ workload.

There are certain areas in both VTS and port areas that need special atten-
tion. For example, in the traffic separation scheme used in VTS Finisterre, the
entries and exits of the scheme are the most complex areas, since crossing inci-
dents may occur. Such hot spots are normally a matter of discussion when shift
changes take place. Operators summarize the traffic situation for those arriving
for the next shift, mentioning areas or vessels that need special attention and
reporting on the state of communication with certain vessels.

4.3.4 Anomalies and conflict situations

Maritime control centers provide services that improve vessel traffic safety and
efficiency and protect the environment. Human operators need to timely iden-

3The separation scheme implies that the traffic is organized into four sea lanes, two in each
direction, and dangerous gods are separated from normal cargo for each direction. See figure 4.5(b)
for an illustration of the separation scheme into four lanes, marked with blue.
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(a)

(b)

Figure 4.5: Detailed views of VTS Finisterre’s and VTS Gothenburg’s screens for moni-
toring traffic. Figure 4.5(a) shows NorControl system screen used in VTS Gothenburg.
Figure 4.5(b) depicts data displayed using the STN Atlas system in VTS Finisterre (sea
lanes of the traffic separation system are marked in blue).
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tify conflict traffic situations emerging in the surveyed area and respond ap-
propriately. Operators detect such conflict situations or anomalies while doing
their primary task, monitoring sea traffic.

During our investigations we have used the term ‘anomaly’ or ‘anomalous
behavior’ to refer to situations that need operators’ attention: behavior that
compromises traffic safety and security, the environment or personnel, or re-
quires some kind of response from the maritime center (see chapter 2 for a
discussion regarding terminology related to anomaly). The concept of anomaly
was not always familiar to the operators, managers, or experts interviewed or
observed. However, once we explained what we define as anomalous behav-
ior or anomalous situations, they acknowledged that they actually do look for
anomalies.

We carried out interviews with managers and operators to find out what
kinds of anomalies they want to detect while monitoring traffic. The exam-
ples of anomalous behavior and conflict situations, as well as their importance,
provided by the different organizations and experts consulted, vary.

Personnel interviewed in Stockholm’s harbor are, in general, very concerned
with the security and safety of the harbor’s facilities: the control of dangerous
gods, identification of people/entities entering and leaving the port, detection of
explosives, surveillance of container areas, etc. In addition, environmental is-
sues are a major concern for the harbor personnel. Monitoring the images pro-
vided by the large number of cameras is a very important, but tedious, activity.
The interviewees would appreciate support in detecting explosives or dangerous
goods, non-authorized entries, container robberies, and so on. Regarding the
sea areas for which the harbor authority is responsible, the operators are inter-
ested in detecting grounding situations, collisions, vessels that do not follow the
prescribed sea lanes, the identification of unknown or unannounced ships, the
detection and identification of oil spills, floating objects (e.g., garbage), cap-
sized boats, etc. They did not stress the need to identify smuggling or piracy
situations (which are not relevant in the areas visited).

The managers and operators interviewed at the VTS centers emphasized
similar situations regarding sea areas. They would like to detect the possibility
of collision between vessels, navigation through restricted zones, not following
the established sea lanes, not following the normal route with regard to the
reported destination, cargo of special interest, vessels carrying dangerous gods
sailing close to passenger ships or protected areas, vessels with a history of
being involved in illegal activities, suspicious flag or port, fishing or recreational
craft approaching traffic separation zones, etc.

The manager of VTS Finisterre expressed his desire to be able to further
analyze traffic data, in order to examine tracks at different periods of time, to
discover the location of incidents and rescues, traffic density, risk areas, etc: “be
able to plot all the tracks during 24 hours, days, months, [...] locate risk areas
that need more surveillance, locate areas without traffic and calculate traffic
densities.” [VTS Finisterre]



72 CHAPTER 4. MONITORING MARITIME TRAFFIC

4.3.5 Systems

The main surveillance systems used by the VTS operators to monitor traffic are
NorControl 5060, VTS Gothenburg, and STN Atlas and Saab CoastWatch,
VTS Finisterre (see printscreens in figures 4.4 and 4.5). The systems are cus-
tomized for each center and display real-time radar and AIS data (sometimes
referred to as ’common operating maritime picture’) that serve as a basis for
carrying out main tasks such as monitoring and information services. The visu-
alization and interaction capabilities of the systems used are quite limited. The
main visualization consists of a geographical map where vessels are displayed
using different icons and colors. Speed vectors and navigational information
are displayed over the background map. Other graphical representations are
not provided (no abstract representations, links between entities, or 3D visual-
izations are available). Selection and zooming in/out are provided as interaction
methods.

The systems used at the VTS centers allow some manual identification of
anomalies. For example, the operators can make queries that show all the ves-
sels exceeding a certain speed value or crossing a particular borderline. These
functionalities, which may be considered anomaly detectors, are rarely used,
since they must be carried out manually (operators stated that they are time
consuming procedures) and do not cover many of the situations the operators
are interested in detecting. Moreover, some operators take advantage of the
different features in the VTS software more than others, for example, some
operators were willing to use the collision detection system, while others were
not. The VTS system used in VTS Gothenburg offers certain detection capabili-
ties, such as collision survey, anchoring problems, grounding watch and naviga-
tional channel calculations. At this time, Saab CoastWatch is being enhanced in
collaboration with researchers at Chalmers University of Technology, Gothen-
burg, in order to improve, among other things, its alert system.

Different database systems are utilized by the VTS operators observed.
Databases are used for disparate purposes, and their use varies considerably
among the centers visited. For example, VTS Finisterre uses different local and
web databases to obtain historical vessel information, while VTS Gothenburg
mainly uses a database to retrieve information about quays for docking. Le-
gal, organizational, and jurisdictional aspects impose severe constraints on the
distribution and sharing of information. The systems used to monitor sea areas
come from different manufactures and there is no connection between real-time
data (radar, AIS, meteorological) and databases. Thus, operators must type a
vessel’s name or identification number if they need to access historical data.

The need for improving the actual interface design and visualization ca-
pabilities of the VTS systems in order to cope with more and more complex
traffic flows motivates the work presented in Van-Dam et al. (2007). Van-Dam
et al. (2007) suggest enhancements for short- and long- term support, propos-
ing three particular visualizations that may support operators tasks: a speed-



4.4. ANALYTICAL REASONING THEORIES 73

heading space that allows the operator to assess which combined speed-turn
maneuvers avoid or prevent, a time-distance graph that may prevent collision
and grounding, and finally, area-centered views rather than vessel-centered ap-
proaches.

4.4 Analytical reasoning theories: how do experts
analyze data?

The literature survey presented in this section provides an overview of relevant
theories on human analytical reasoning and establishes a foundation for analyz-
ing data gathered during participatory observations carried out at the maritime
centers visited, concerning how expert operators analyze maritime traffic data.
We are interested in the data analysis process and in sense-making: how ex-
perts analyze, synthesize, and understand data, as well as present a coherent
explanation of the situation? We are particularly concerned with the analysis
of huge amounts of data from heterogeneous sources and studies that include
the analysis of data presented in visual form (we limit our study to individual
analysis, collaborative and organizational aspects are not included).

Analysis is cyclic and iterative. Reaching a conclusion about a single ques-
tion is normally an iterative process that will produce several more questions
about a larger issue (Thomas and Cook, 2005). Depending on the needs of the
question, Thomas and Cook (ibid.) distinguish three basic tasks analysts may
be asked to perform: (1) assess, understand the current world around them and
explain the past (the product of this type of analysis is an assessment), (2) fore-
cast, estimate future capabilities, threats, vulnerabilities, and opportunities, and
(3) develop options, establish different optional reactions to potential events
and assess their effectiveness and implications.

Many forms of intelligence analysis are sense-making tasks (Pirolli and
Card, 2005). Such tasks consist of some kind of information gathering, repre-
sentation of the information in a schema that aids the analysis, the development
of insight through the manipulation of the schema, and the creation of some
knowledge product or direct action based on the aid (information → schema
→ insight→ product).

Anomaly detection has been referred to problem detection by other re-
searchers (e.g., Woods et al., 1987) and, in turn, problem detection can be seen
as a form of sense-making (Klein et al., 2005). Sense-making provides a theoret-
ical framework for understanding the analytical reasoning process that an ana-
lyst performs. From a psychological perspective, sense-making has been defined
as how people make sense out of their experience in the world (Duffy, 1995). In
Bodnar (2005), and Pirolli and Card (2005), the authors describe intelligence
analysis as an example of sense-making. Figure 4.6 represents a notional model
of the analyst’s process derived from cognitive task analysis methods: the think
loop model by Bodnar (2005). The boxes represent an approximate data flow
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Figure 4.6: Think loop model for an analytical process (redrawn from Bodnar, 2005;
Pirolli and Card, 2005). The overall process is organized into two major loops: foraging
and sense-making loops, respectively.

and the arrows represent the process flow. The processes and data are arranged
by degree of effort and degree of information structure, while the data flow
shows the transformation from raw information to reportable results. The ex-
ternal data sources are the raw evidence; the shoebox represents a subset of the
external data that is relevant for processing; the evidence file refers to snippets
extracted from the shoebox; schema is the representation of the information so
that it can be more easily used to draw conclusions; hypotheses are the tenta-
tive representation of these conclusions with supporting arguments and, finally,
there is a presentation or other work product, that can be used for communi-
cation.

The overall process is organized into two major loops (Bodnar, 2005; Pirolli
and Card, 2005): (1) a foraging loop (Pirolli and Card, 1999) that involves pro-
cesses aimed at seeking information, searching and filtering it, also reading and
extracting information possibly into some schema and (2) a sense making loop
(Russell et al., 1993) that involves the iterative development of a mental model,
a conceptualization, from the schema that best fits the evidence. The analyst
integrates (Bodnar, 2005) (1) a bottom-up approach that builds a theory based
on a hypothesis, by assembling evidence assumed relevant to a question, and
(2) a top down approach that searches for evidence for an assumed hypothesis.
These top-down and bottom-up processes are invoked in an opportunistic mix
(Pirolli, 2007, p. 189).
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Figure 4.7: Illustration of the data/frame theory of sense-making, redrawn from Klein
et al. (2006b).

The foraging loop is essentially a trade-off among three kinds of processes
(Pirolli and Card, 2005)4: (1) exploring or monitoring more of the space, in-
creasing the span of new information items into the analysis process, (2) en-
riching or narrowing the set of items that have been collected for analysis, and
(3) exploiting the items in the set, through the reading of documents, extraction
of information, generation of inferences, noticing of patterns, etc. A detailed de-
scription of the information foraging theory, models, empirical investigations,
and applications of the theory for the design of user interfaces can be found in
Pirolli (2007).

It is important to notice that sense-making does not always follow the pro-
gression: data → information → knowledge → understanding. For instance,
sense-making can have many loops or does not always have clear start or end
points (this has been highlighted by Klein et al., 2006a).

Similar conclusions about intelligence analysis have been reached by other
researchers. Klein, Moon, and Hoffman (2006b) present another view of sense-
making, the data/frame theory (see figure 4.7). For the authors, a frame is a
mental structure that organizes the data and sense-making is the process of
fitting information into the frame. Regarding Brickner and Lipshitz (2004),
a frame is “a hypothetical construct for examining and adapting the under-
standing of the world and the state of events”. Frames change as data is ac-
quired. Frames shape and define the relevant data, and data mandates that
frames change in non-trivial ways, neither the data nor the frame comes first.
Sense-making involves two cycles: (1) elaborating a frame, and (2) re-framing
(questioning the frame and doubting the explanation it provides leads us to

4This classification is based on empirical investigations presented by Patterson et al. (2001).
The authors examine the analysts’ behavior while analyzing causes and impacts of the Ariane 501
accident.
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reconsider and seek to replace it with a better one). A frame has similar func-
tionality as schema in the sense-making model by Bodnar (2005) and Pirolli
and Card (2005).

In an earlier publication, Bodnar (2003, pp. 131–137) elaborates how a
warning analyst builds an assessment from data. The processes listed are: data
retrieval, evidence extraction, evidence marshaling, and assessment formaliza-
tion.

In the military domain, there are many theories that try to explain the de-
cision making process and how information is perceived, processed, and un-
derstood. Endsley’s situation awareness model (Endsley, 1995) is commonly
used and accepted in the military and data/information fusion communities.
As previously introduced, Endsley (1988b) defines situation awareness as “the
perception of the elements in the environment within a volume of time and
space, the comprehension of their meaning and the projection of their status
in the near future”. Situation awareness is considered a requirement for effec-
tive decision making. The process of achieving situation awareness is called
situation analysis (Matheus et al., 2003). Situation analysis is the process of
examining a given situation, its elements and relations to provide a state of
situation awareness for decision makers (Roy et al., 2001)5. Endsley’s notion
of situation awareness tends to view the creation and maintenance of situa-
tion awareness as a passive response to the situation, whereas sense-making is
explicitly viewed as an active and conscious process (Leedom, 2001; Brickner
and Lipshitz, 2004). The outcome or result of the situation analysis process is
somehow similar to the concept of ‘schema’ in Bodnar (2005), and Pirolli and
Card (2005), or ‘frame’ in Klein et al. (2006b). In command and control re-
search, Brehmer (2005) presents a top-down approach to sense-making, which
is defined there as a function that produces an understanding of the mission in
terms of what should be done in the current situation. Brehmer’s work focuses
on achieving successful command and control, and does not clearly describe
how commanders process information or make sense of the current situation.
Leedom (2001) summarizes the insights and recommendations of a command
and control symposium on sense-making. The report reviews different theories
from sense-making, situation awareness and organizational factors to natural-
istic decision-making. One of the main recommendations highlighted in the
report is the need for a framework that integrates these various research per-
spectives.

Klein et al. (2006a) examine the meaning of sense-making from three dif-
ferent perspectives: psychology, human centered computing, and naturalistic
decision-making. Although sense-making and situation awareness have been
considered equivalent terms (Leedom, 2001), Klein et al. (2006a) highlight
a main difference between them. Situation awareness, as defined by Endsley

5For a detailed discussion on situation awareness, situation analysis, and object/situation/impact
assessment see paper IX.
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(1988a), is about the ‘state’ of knowledge that is achieved (knowledge of data
elements, inferences drawn from the data or predictions that can be made using
these inferences), while sense-making concerns the ‘process’ of achieving these
kind of outcomes, the strategies and the barriers encountered.

Naturalistic decision-making theories explain how experts make complex
decisions in real and dynamic environments. A large number of studies in this
domain can be considered to describe a sense-making process. Relevant out-
comes for our literature study are some assumptions about sense-making that
have been proven wrong by naturalistic decision-making research. For example,
human decision makers noticed fewer emergent problems when they passively
received automated interpretations (Rudolph, 2003) (referred to as the ‘data
fusion and automated hypothesis generation aid sense-making’ myth in Klein
et al., 2006a). In Omodei et al. (2005), the authors show that more information
does not always lead to better sense-making.

Visual representations are commonly used for data exploration and analy-
sis. Lately, visualization research and, of course, visual analytics are paying a lot
of attention to the evaluation of visualizations, and discussions regarding the
real value of visualization are filling recent articles. Many authors consider ‘in-
sight’ as one of the main purposes of information visualization, even thought
they also agree that ‘insight’ is not a well understood concept (Soo-Yi et al.,
2008) and there is no commonly accepted definition (North, 2006). In Soo-Yi
et al. (2008), the authors review previous information visualization literature
trying to answer the question ‘how do people gain insight using visualization?’
In their argumentation, they state that sense-making plays a major role in the
procedure of gaining insight. Their literature review led to the identification of
four types of processes through which people gain insight using visualization:
provide overview, adjust, detect pattern, and match mental model.

The significance of information is a joint function of its nature and the con-
text in which it is interpreted (Heuer, 1999). The context is provided by the
analysts in the form of their assumptions and expectations concerning human
and organizational behavior. These preconceptions are critical determinants of
which information is considered relevant, and how it is interpreted and an-
alyzed. New approaches of cognitive science can help us to understand how
analysts process information and reason about it (e.g., embodied, situated, and
distributed models are described in Varela et al., 1991; Hutchins, 1995; Gib-
son, 1986 and Zhang, 2001). Although a review of embodied, and distributed
cognitive theories is out of the scope of this thesis, we take these perspectives
into account in our field studies. Another relevant contribution to this review is
the cognitive-fit theory (Vessey, 1991; Vessey and Galletta, 1991), which states
that decision making is improved when the representation of the information
matches the problem solving task, since decision makers develop a more accu-
rate mental model of the problem.

To summarize, as for problem detection, sense-making (Klein et al., 2005)
provides a framework for understanding the user analytical reasoning process
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associated with anomaly detection. The sense-making loop, described by Rus-
sell et al. (1993), can be used to describe and illustrate the process from the
schema that best fits the evidence, the hypotheses built, and onwards to the
final presentation, whereas the data/frame theory can be used to explain the
internal creation and development of mental models or frames. Cognitive-fit
theory may be used to design and evaluate information visualizations, since
this problem solving theory suggests that if the problem solving task and the
problem representation of the task fit, the effectiveness of the problem solving
process improves.

4.5 Anomaly detection process

One of the purposes of this thesis is to describe and analyze how experts detect
and identify anomalous behavior in maritime traffic data. Two primary sources
of data are employed for such a description: notes gathered during participatory
observation sessions, and video recordings from accidents and near-accidents
in the area of VTS Gothenburg. The models and frameworks described in the
previous section are used to analyze the data. This section summarizes our find-
ings, presenting a characterization of the detection process that is mapped to the
previously presented sense-making theories. The process characterization intro-
duced is used to elaborate on how to support operators and experts, through
anomaly detection techniques, visualization, and interaction methods.

4.5.1 Analytical reasoning process

VTS operators need the timely identification of possible traffic-conflict situa-
tions emerging in the surveyed area, and respond appropriately. Examples of
such situations are vessel collisions and groundings in the port and entrance
areas. Despite slight differences among the three visited centers, the actual pro-
cess of finding anomalous behavior and conflict situations can be summarized
in five stages:

1. overview (monitor and explore): continuous control of the traffic in real-
time, using radar, VHF radio, and AIS information;

2. filter: if something is unusual or unfamiliar (operators normally base their
judgment on their experience), detailed information must be obtained,
e.g., zooming into the area and starting VHF radio communication with
vessel of interest;

3. waiting time: operators usually wait a reasonable period of time, observ-
ing how the situation develops. At this stage, operators might listen to
VHF radio communications among vessels, to increase their understand-
ing of the situation;
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4. more detail (focus): if the situation has not become normal, they intensify
the dialog with the vessel of interest or try to obtain more data using, for
example, additional information stored in data bases.

5. taking action: if they believe that an incident has occurred, they take ac-
tion, alerting other organizations and reporting the situation.

This basic pattern, or loop, describes the typical overall process. Operators
move back and forth between these stages, for example, between stage 3 (wait-
ing time) and 4 (more detail). The stages vary in length and some stages include
several sub-loops. Russell et al. (1993), and Attfield and Blandford (2009) argue
that sense-making tasks can be decomposed into their constituent activities and
that optimizing sense-making involves selecting methods to maximize the ex-
pected cost-to-gain ratio of individual steps. To complete the process described
above, operators will have to execute a series of tasks and operations, among
which we include the following high level tasks:

1. Understanding normal vessel behavior and continuous establishment of a
normal situation picture. To be effective in the task of recognizing anoma-
lies or vessels that need extra attention, operators need to be armed with vast
amounts of background information, which is utilized to build a baseline em-
ployed for comparison when a conflict is suspected. We recognize ‘understand-
ing normal vessel behavior’ and ‘continuous establishment of a normal situa-
tion picture’ as essential tasks for monitoring maritime traffic effectively. The
first part involves recognizing how the traffic is distributed for a given time and
area. During continuous update of the normal situation picture, operators must
be constantly aware of the actual label/name, position, speed, course, commu-
nication status, destination, etc. of vessels within the actual traffic situation
picture. “Mainly, we monitor the data displayed on main screen. Nowadays
there are no problems regarding the identification of vessels [...] I focus more
on certain conflictive areas, for example here [pointing to an area] where there
can be crosses between ships” [VTS Finisterre operator].

Expertise plays a key role in the establishment of a normal traffic picture and
is, obviously, an advantage in being able to quickly detect anomalous behavior.
Moreover, expertise can influence anomaly detection in many ways: perceptual
and conceptual ability to notice subtle signs, the ability to use expectancies, the
sophistication of mental models, and the experience base that provides a sense
of the typical (Klein et al., 2005).

Many have been the remarks that operators made regarding the importance
of expertise, including actual seafaring experience, in their daily activities. Op-
erators attribute many of their actions and decisions to experience, not working
procedures, regulations or guidelines: “the traffic separation system clearly di-
vides the traffic, made our work easier and it is safe, [...] , vessel should go for
their correspondent lane. Nevertheless, I can make some exceptions to balance
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the traffic and avoid high concentrations or problems in certain zones. Novice
operators [referring to the trainee that was having his practical education at
that time] will not do it like this” [VTS Finisterre operator, former sea captain].

2. Matching incoming data to normal (mental) models. The generation of hy-
potheses. Klein et al.’s (2006b) data frame theory provides a useful frame-
work here, since a frame is a mental representation which corresponds to a do-
main concept that is salient to the user in terms of forming their understanding
of the domain. Once instantiated through interaction with a situation, meaning
that some cue identifies the frame as a plausible interpretation of some situa-
tion, a frame can become the focus around which relevant information can be
related. Frames themselves are determined by a priori knowledge, which itself
arises from experience (Attfield and Blandford, 2009): “How do you recognize
conflict situations?”, I asked. “Basically, [thinking...] experience” [VTS Finis-
terre operator].

“We zoom into areas or vessels that need extra attention, we start VHF
communication [...]” [VTS Gothenburg operator].

Frames evolve continuously as new situations arise and are reasoned over.
Frames are also questioned, and with regard to anomaly detection, the criti-
cal point is the initial doubt about the way events are being framed. What is
the basis for questioning a frame? Regarding our observations, there are two
important factors that again relate to experience: expectancy and a sense of
the typical. Skilled operators construct mental simulations that allow them to
generate explanations for events that have occurred (similar ideas are stated by
Klein et al., 2005). Violations of expectations start questioning processes and
are important indicators of anomalies. In addition, expectancies help opera-
tors to better judge urgency, the need to respond quickly, or wait and see how
things develop. Typicality is a baseline for detecting anomalies, violations of the
mental models, as well as patterns and expectancies (Klein et al., 2005). With
experience comes the evolution of prototypes to allow rapid categorization of
commonly occurring events and anomalies (ibid.).

3. Confirmation. Russell et al.’s (1993) sense-making loop may be used to ex-
plain the confirmation of the hypothesis phase. While constantly collecting in-
formation through VHF radio communication and visually displayed radar/AIS
data, operators continuously evaluate the previously created hypothesis, until
they reach some final conclusion that forces them to take action, when try-
ing to advise vessels involved in avoiding accidents (collisions, grounding, etc.).
However, even if operators suspect malfunctioning or seafaring problems, the
vessel’s crew may try to conceal such situations, to avoid possible fines.

“If there is something strange, we try to start communication with the ves-
sel [using radio] [...] if I have a suspicion I ask: what is your intention? [...]
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and I give some recommendation. I also remind the sea master to follow the
regulations if they are not receptive[...]” [VTS Finisterre operator]

“We wait and see how the situation evolves [...] for example, if there is
some mechanical problem we ask what kind of problem, how long it will take
to solve [...] we call other vessels so they keep minimum distance, 1 mile.” [VTS
Finisterre operator]

“[...] sometimes they try to hide that there is a problem,[...] then it is hard
[...] we keep a close eye on them.” [VTS Finisterre operator]

4. Explanation, presentation. If an accident, near-accident, or any particular
conflict situation has occurred, operators construct an explanation or story,
either to share with other colleagues and managers, present it in a formal re-
port to other authorities, or for further analysis. Some real examples have been
used in the analysis presented here. Reports include events, time stamps and
notes from operators and other administrative personnel. These are normally
accompanied by video recordings of the main system monitor that captured
the vessel(-s) involved and conversations between the VTS operator and vessel
crew via the radio.

“[...] we report to the disciplinary authorities” [VTS Gothenburg operator].
“All the recommendations given are annotated for legal reasons” [VTS

Gothenburg operator].

Examples

The following examples illustrate the process described. They correspond to a
grounding and a near-collision incident in Swedish waters in 2008 and consti-
tute two of the video sequences analyzed to extract the results presented. In
order to preserve the identity of the vessels and personnel involved, we use VoI
(Vessel of Interest) to refer to the vessel’s names. The initial descriptions of the
incidents are taken from the original reports of the VTS operators.

Grounding: VoI1 has left the anchor zone where it has received supplies. The
vessel reports that it intends to leave the area to head south on the southbound
course. However, it does not follow the correct path, west of the Vanguard
cardinal mark. VoI1, with a draught of 8.3 meters, runs aground in a 5.4 meter
water depth area.

Figure 4.8 presents some snapshots from the video recording. The VTS op-
erator notices that VoI1 does not seem to be bearing west (accessing visually
displayed radar data), following the normal path for southbound traffic in this
area. The visual clues used by the operator are the cardinal mark, the typical
path of the southbound traffic (mental model), path prediction, and shallow
water marks. The operator zooms into the area, accesses AIS data, and tries
to start a conversation with VoI1, using VHF radio (see transcription of the
radio communication). Since the vessel is not responding, the operator calls
three times. Once VoI1 replies, the operator asks for the specific draught value
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(a) (b) (c)

Figure 4.8: Grounding incident. Figure 4.8(a) illustrates initial stages, when the oper-
ator focuses attention on VoI1 (zooming into the area). VoI1 should turn west of the
cardinal mark, but it navigates towards shallow waters; figure 4.8(b) shows the opera-
tor accessing the AIS data, after trying to contact the vessel by VHF radio; figure 4.8(c)
shows final grounding.

(even if he can read the reported AIS draught value), since he suspects there is
a risk of grounding if VoI1 does not bear right. VoI1 notifies that its draught
is 8.3 meters and the VTS operator stresses the proximity of shallow waters.
However, there is not enough time to avoid them.

 

(a)

 

(b)

Figure 4.9: Near-collision incident. Figure 4.9(a) illustrates initial state, where VTS
operator starts to focus attention on VoI2 and VoI3; figure 4.9(b) shows the overtaking
situation, where the fishing boat, VoI2, crosses the path of cargo VoI3.

00:00 VTS: VoI1, VoI1, VTS Gothenburg[...] [VTS calling VoI1]
00:20 VTS: VoI1, VoI1, VTS Gothenburg[...] channel 16
00:45 VTS: VoI1, VoI1, VTS Gothenburg[...] channel 13
00:56 VoI1: Morning Gothenburg, [...]
00:58 VTS: VoI1, what is your maximum draught?
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01:04 VoI1: My maximum draught is 8.3 m
01:09 VTS: I can see you are passing east of the cardinal buoy,

are you aware that there is shallow water ahead of you?
01:12 VoI1: [...] umm [...] ok, thank you [...]
02:20 VTS: You are heading for an area with maximum draught 7 m,

are you aware of that?

Near-collision: At 21:18, VoI2 bounds for Malmoe is reported complying
to the 55 50 line, however, without any understandable indication whether it
is passing east or west of Pinhättan lighthouse. At the same time, the vehicles
carrier VoI3 is in a position further south also bound for Malmoe, but heading
west of Pinhättan. At 23:24, VoI3 confirms that it intendeds to pass east of
Pinhättan. At that time, the two ships have parallel courses. The western-most
VoI2 begins altering its course to port with the intention of crossing VoI3. At
23:37, bowcross distance was approx. 0.2 nm., see figure 4.9(b). VoI2 passed
east of Pinhättan, both ships continued to Malmoe road to await pilots.

The operator identifies an unusual path for direction Malmoe, that corre-
sponds to VoI2. It is initially not clear whether the vessel will pass the lighthouse
to the west or east. The VTS operator tries to change VoI2’s seagoing path us-
ing radio communication, since the vessel should pass east of the lighthouse.
The VTS operator focuses his attention on VoI2, because of the proximity of
carrier VoI3 and the alteration of its course. The VTS operator keeps waiting,
following both vessels and accessing AIS data.

4.5.2 Supporting the analytical reasoning process

Both data/frame theory, figure 4.7, and think loop model (foraging and sense-
making loops), figure 4.6, are relevant frameworks with which to study the ana-
lytical process previously described. Both frameworks complement each other,
since sense-making is regarded as a process of framing and re-framing. The
foraging loop is essentially a trade-off among exploring, enriching or narrow-
ing, and exploiting (Pirolli and Card, 2005; Patterson et al., 2001) that are
clearly exemplified in the process of finding maritime anomalous behavior. The
data/frame theory provides a foundation for understanding the construction
of typical situations, frames, and matching and questioning processes. It also
provides means for studying the importance of experience in these processes.

Klein et al. (2005) argue that a frame, as an interpretation of a situation,
can act as an information filter and determine what is subsequently noticed. In
our case, frames can be considered as typical mental representations of traffic.
When information is in conflict with the current frame, the frame is questioned
and a new frame is required (anomaly detection starts with questioning frames).
People have repertoires of frames, derived from experience that they can apply
to new situations, and this underlies the distinction between experts and novices
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(Klein et al., 2005). Experts reason in the same way as novices, but the main
difference lies in the fact that experts have richer repertoires of frames that are
better differentiated (Attfield and Blandford, 2009). These frames allow them
to make sense of a greater variety of situations and to be more accurate with
regard to expectations.

Understanding the analytical process that leads to anomaly detection can
highlight requirements and opportunities for the support of such a process. This
involves studying the analytical process and identifying the most expensive el-
ements in terms of time and effort. Technology that improves the cost-to-gain
ratio of one step can free up time to invest in others (Attfield and Blandford,
2009). In considering where to focus attention to make improvements, we elab-
orate on the following issues that will optimize the anomaly detection process:
(1) integrated situation picture, (2) typicality representations, (3) early warn-
ings, (4) list of vessels on watch and (5) reporting capabilities.

The first step in the process describes the basic task that operators con-
stantly carry out: establishing and updating of the normal picture or situation
of the supervised zone. Step 1 clearly coincides with one of the main processes
of the foraging loop described in Pirolli and Card (2005), exploring or moni-
toring the space. Two of the aforementioned aspects are relevant for this phase:
integrated situation picture and support for typicality.

As a matter of fact, there is no integrated system that presents historical
and real-time information of the vessel to the operators. Operators need to
interrupt their main monitoring task to look for more detailed information in
databases or start VHF communication. Since many of the early warnings of
interest to controllers are related to the history of the vessel, this information
should be easily accessible (history of ownership, flag, spoofing, involvement
in illegal activities, history of oil spills, visited ports, etc.). Manual data entries
should be reduced, we encourage the use of selection by pointing, not typing.

Experience and the operators’ capabilities of generating a sense of typicality
and expectation are keys to the early detection of anomalies. External repre-
sentations of typicality and expectations could support comparisons and pre-
diction tasks, thus reducing the time needed to accomplish such tasks. More-
over, external representations of typicality regarding the distribution of traffic
at different times of the day, month, or year might support comparisons be-
tween known patterns and real-time information. Experienced operators may
not need such support, since they have acquired such knowledge, but external
representations of patterns of traffic could help novice operators or experienced
ones when they face peaks of traffic or fatigue. In the same manner, external
representations of expectations or predicted information may reduce response
times and support early detections.

For example, the grounding situation shown in figure 4.8 could have been
avoided if external representations of typicality and expectations had been
available. In that area, and for southbound traffic, carriers must navigate west
of the cardinal buoy. The time that elapsed between first VTS operator’s detec-
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tion, the first attempt at radio contact and the change of course was not enough
to avoid the imminent grounding. The visualization of typical lanes for differ-
ent types of vessels could support the early detection of conflict situations, by
providing the time needed to avoid such situations. Moreover, automatic com-
parisons of typical patterns and real-time traffic might draw attention to vessels
that need operators’ assistance. Predictive data mining techniques may be used
for typicality and expectancy assessment6.

A source of stress, shared by many operators at the different centers visited,
was the varying workload originating from the unpredictable nature of the
traffic. We are confident that automatic support can reduce the workload in
such circumstances, by highlighting vessels or situations that need operators’
attention or further investigation. Furthermore, system feedback should be non
intrusive and the number of false alarms should be minimal (“before, we used
the alert system, for calculating short distances between vessels [...] but we
switched it off because there were too many false alarms [...] it always depends
on the situation, there are no fixed rules. There can also be false radar echoes,
reflections, etc.” [VTS Finisterre operator]).

At the present time, the detection of anomalies and conflict situations is
based on operators’ experience, their internal representation of the normal or
typical functioning of the maritime traffic and how such representations match
the real time radar and AIS data presented and acquired through VHF radio
communications. The time needed to identify the first clues that detect situa-
tions such as groundings or collisions can be reduced, if automatic data anal-
ysis methods would indicate deviations from typical patterns or values (speed
value over limit, vessel position in restricted area, distance to other vessels, non-
typical route for marked destination, draught and depth mismatches, etc.). Op-
erators and other personnel interviewed were willing to accept early warnings,
if friendly user interfaces were provided (one of the main complaints regarding
actual vessel traffic systems was the low user friendliness of the graphical user
interfaces) and alerts did not intrude on main monitoring activities.

The waiting period described is, from our point of view, critical. During
this period, the operator’s focus leaves the vessel currently being supervised, in
order to evaluate the status of other vessels previously identified as problem-
atic. The vessel traffic systems analyzed do not provide any list of vessels under
supervision (vessels on watch). This constitutes a source of stress shared by
many operators, since their workload may increase drastically when the traffic
density is high. We suggest that a list of vessels under supervision, with asso-
ciated degree of priority, must be provided and constantly updated. Feedback
regarding when a situation requires an operator’s attention must be given.

6Predictive data mining is employed to identify a model or a set of models from the data that
can be used to predict some response of concern. Such models represent the typicality of interest to
us.



86 CHAPTER 4. MONITORING MARITIME TRAFFIC

Reports explaining the incidents are created, when accidents or near-
accidents have occurred. The selection of objects, areas, relations, and anno-
tations to construct reports may support this phase.

Lastly, we would like to discuss some aspects regarding the presentation of
information and interaction capabilities. The visualization provided is a basic
representation of radar and AIS data superimposed on geographical maps of
the area. Both background awareness, maintaining the ‘big picture’, and fore-
ground awareness, particular details, must be supported (see literature on situ-
ation awareness in Endsley, 1995). Functions such as zooming in/out, filtering,
and selection are extremely important to support the first stages of the process
(overview and filter).

4.6 Discussion

This chapter presents an exploratory study with focus on maritime traffic mon-
itoring and detection of conflict situations and anomalies. The objectives of this
study were to provide a characterization of how operators monitor maritime
traffic in real environments, describe the analysis process operators go through
— from the raw data to the detection and identification of anomalous behavior
— and suggest how to improve such a process using data mining and interactive
visualization.

The description of services offered, data sources, systems, and operator
background and working conditions provide a foundation for understanding
the challenges faced by operators while monitoring maritime traffic. Further-
more, examples of anomalous behavior and conflict situations of interest for
the VTS centers and harbor visited are given in section 4.3.4. This overall
characterization is complemented with a description of the analytical reasoning
process that operators go through when detecting and identifying conflict and
anomalous situations. Both characterizations are used to suggest enhancements,
presented in section 4.5.2. Such enhancements include providing an integrated
situation picture with real-time and historical data, external representations of
typicality and expectancies, non-intrusive early warnings, lists of vessels un-
der supervision according to levels of priority, and management capabilities for
alarms.

As introduced earlier, Nuutinen et al. (2007) present a socio-technical char-
acterization of six VTS centers, in order to study their current state and guide
their development. If we take into account the ‘septigon model’ that provides
a framework for analyzing socio-technical systems7, Nuutinen et al.’s (2007)
work provides empirical information regarding organizational, practice, and
group issues, whereas Brödje et al. (2010) and our investigations complement
the former with empirical data regarding individual and technological aspects.

7The Septigon Model comprises seven main domains to frame complex socio-technical systems:
individual, practice, technology, group, physical environment, organizational environment and so-
ciety and culture.
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Particular results concerning the use of data and systems complement Brödje
et al.’s (2010) work regarding VTS operators’ use of sensor information. We
have observed that radar and VHF radio communication are the most used
and trusted sources of data (Brödje et al., 2010 state that first VHF and then
radar are their primary sources). From our point of view, they play different
roles in the main monitoring task, since radar data may visually trigger detec-
tion of anomalous behavior, while VHF is used to gather detailed information
about the vessel of interest. Moreover, radar is more reliable than AIS, accord-
ing to the operators interviewed, although AIS is constantly used to obtain the
names and speeds of the vessels. Additionally, we complement Brödje et al.’s
(2010) work, overcoming one of the aspects discussed in their paper, whereas
the results obtained are system dependent (only centers using NorControl sys-
tems were studied). Similar conclusions are extracted here regarding the uses of
data while analyzing two monitoring systems: NorControl and STN Atlas.

The review of analytical reasoning theories, provided in section 4.4, has
been used to analyze data gathered during the field work. As previously de-
scribed, the analytical reasoning process, presented in section 4.5, resembles the
think-loop model, both foraging and sense-making loops. Using the data/frame
theory, we have analyzed the construction of typical situations (i.e., frames or
normal mental models), and the processes of matching and questioning frames.
In addition, the data/frame theory provides a means of explaining one of the
key factors in the analytical process observed, experience (experts have greater
repertories of frames).

Another aspect relevant for this thesis, that has been vaguely mentioned in
section 4.4, is the relation between sense-making and situation awareness. Situ-
ation awareness (defined and described in chapter 2) is an important precursor
to decision-making (Endsley and Garland, 2000) and, hence, is widely used
within information fusion literature. As Klein et al. (2006a) point out, situa-
tion awareness is about the knowledge state that is achieved (either knowledge
of current data elements or inferences drawn from these data or predictions that
can be made using these inferences), while sense-making concerns the process
of achieving these types of outcomes. Since the focus of the work presented here
is to understand the specifics of the anomaly detection analysis process, in order
to surmise how it can best be supported, sense-making theories are best suited
for analyzing the data gathered during the sessions of participant observations.
We assume that if technology is used to improve each step of the analytical pro-
cess freeing, for example, time invested in certain actions, situation awareness
will likewise be positively affected.

The methodology chosen for data collection was based on participatory ob-
servations and semi-structured interviews at different maritime control centers.
Empirical techniques such as interviews and participant observations are ad-
equate methods to determine how users perform the task(-s) under analysis,
allowing a specification of the strategies involved (Stanton et al., 2005). These
methods offer a flexible way of gathering detailed and powerful data (Oates,
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2006) from experts and in real life environments. However, both interviews and
participant observations present disadvantages that may affect the validity and
reliability of the results. Validity and reliability are commonly recurring issues,
when trustworthiness of a qualitative study is discussed.

Research has validity, if an appropriate process has been used, the findings
indeed come from data, and they do answer the research question (Oates, 2006,
p. 10), while reliability concerns the repeatability of the results. Two types of
validity can be distinguished, internal and external. An experiment has good
internal validity (credibility), if extraneous variables have been controlled or
ruled out, while external validity (generalizability) relates to the results not
being unique to a particular set of circumstances, but generalizable.

It can be argued that the internal validity of this study is rather low, since
the research methods employed have a certain inherent subjectivity (we cannot
guarantee that another person would observe, select, and note the same is-
sues). With regard to external validity, we are confident that the three maritime
centers visited (in two different countries), the number of operators (approx.
seven) and the number of interviewees (five experts) provided a varied sam-
ple that guarantees a certain degree of generalizability8. In order to overcome
low levels of validity, we have followed Oates’s (2006) recommendations: the
use of quotations from the people in the setting, triangulation of data (observ-
ing several individuals carrying out monitoring tasks), and verification by the
participants.

VTS and harbor centers are complex environments, and many factors may
impact how operators carry out their tasks. Naturalistic studies cannot usually
be replicated, and they could be criticized for not achieving high levels of re-
liability (consistency). Repeatability can overcome this disadvantage, and we
are confident that our repeated visits (two at VTS Finisterre and three at VTS
Gothenburg) provide a certain degree of stability to the results, thus increasing
the level of reliability.

4.7 Summary

The current chapter presents an overview of maritime traffic management, pro-
viding a characterization of services offered by maritime control centers, tasks
carried out by operators, systems used, and sensor data analyzed. The primary
means of data collection were a review of technical literature and analytical
reasoning theories, interviews with experts in maritime traffic management and
safety, participant observations at three maritime control centers, and the anal-
ysis of video recordings of maritime accidents and near-accidents in Gothen-
burg’s navigational waters.

8A further discussion on generalizability, interpretation aspects and bias is presented in sec-
tion 9.2.
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The results of our analysis show that radar and VHF radio are crucial for
carrying out main traffic monitoring tasks, while AIS data is used to com-
plement radar readings. Radar is preferred to AIS, in accordance with Brödje
et al.’s (2010) findings. We have noted that the trust value of AIS data is lower
than that of radar, since AIS is not always reliable.

Two main problems related to monitoring traffic are cognitive overload,
when peaks of traffic occur, fatigue, and difficulties maintaining high levels of
attention for the entire shift. Conflict situations and anomalous behavior that
are of interest vary greatly between the harbor and the VTS centers visited.
Harbor personnel are concerned with the security of the facilities (control of
dangerous gods, unauthorized entries, containers or gods theft and detection
of explosives) and, regarding harbor sea areas, groundings, collisions, the de-
tection and responsibility of oil spills, floating objects, capsized boats, garbage,
etc. VTS personnel, however, highlight situations such as collisions, ground-
ings, vessels not following normal routes to their reported destinations, ships
in dangerous or protected zones, and those previously involved in illegal activ-
ities.

Automatic alerts are not normally used, since they must be manually spec-
ified, which is time consuming and diverts an operator’s focus of attention.
When available alert systems were used, numerous false alarms were generated,
which resulted in the alert systems being turned off. Operators would accept
automatic support that highlight conflict situations or anomalies, but only if
they have the freedom to select the issue of the alert, the number of false alarms
is very low, and the alerts are non-intrusive with respect to main tasks.

A characterization of the analytical reasoning process of detecting and iden-
tifying anomalous behavior in maritime traffic data is presented in this chapter.
The following phases are specified: (1) understanding normal vessel behavior
and the continuous establishment of normal situation picture, (2) matching in-
coming data to normal models (detection/identification of anomalous behav-
ior), (3) confirmation, and (4) explanation (presentation). These phases are
analyzed using relevant analytical reasoning theories reviewed in section 4.4.
Among the theories, we stress the importance of the sense-making loop and
the data/frame theory for analyzing the data gathered during the participant
observations. Additionally, we suggest how to support the analytical reason-
ing process by automatic and visualization means. The following aspects are
proposed: provide an integrated situation picture (with real-time and historical
data), provide external representations of typicality, provide external represen-
tations of expectancies, reduce initial response time by providing non-intrusive
early warnings to conflict situations, and provide a list of vessels under super-
vision with priority levels and alert management capabilities.

This chapter presents outcomes that are used throughout the entire disserta-
tion, since it contextualizes the research and describes aspects considered in the
following chapters. The description of the analytical reasoning process is fur-
ther used in the design of the proof-of-concept prototype (chapter 6) and during
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the design of empirical tests (chapter 7). In addition, representative tasks used
in the evaluation phase are based on the results described here.

While this chapter has presented the anomaly detection process from an
operator’s point of view, the following chapter 5 analyzes the anomaly detection
process from a data mining perspective.



Chapter 5
The role of visualization in
maritime anomaly detection

“The purpose of computing is insight, not numbers.”

Richard Hamming
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This chapter elaborates on the use of visualization and interaction during
the anomaly detection process. While the previous chapter characterizes the
analysis of maritime traffic from a user’s point of view, suggesting how auto-
matic support may improve the analysis, this chapter characterizes the anomaly
detection problem from a data mining point of view, suggesting how operators
may enhance the process through visualization and interaction.

The remainder of this chapter aims to: (1) review anomaly detection meth-
ods used in the maritime domain, with specific emphasis on the challenges they
present from a user’s perspective, (2) discuss the role that visualization and in-
teraction plays in the anomaly detection process, (3) identify leverage points
where the use of visualization and interaction could make a positive difference,
and (4) present examples of how some of the challenges encountered have been
tackled in our research.

91
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5.1 The role of visualization and interaction in
data mining

This section continues the discussion initiated in the background chapter, sec-
tion 2.1, regarding the importance of visualization in the data mining process.
In the following, we briefly recapitulate some relevant aspects and additional
information needed to comprehend the remainder of the chapter.

As previously mentioned, data mining (DM) is defined as the process of
identifying or discovering useful and as yet undiscovered knowledge from the
real-world data, and is often placed in the broader context of KDD, which is an
iterative process consisting of: (1) data preparation and cleaning, (2) hypothesis
generation (data mining is used basically in this phase), and (3) interpretation
and analysis. The CRISP-DM1 model (Shearer, 2000) describes the data min-
ing process in general and specifies the following phases and tasks: (1) business
understanding (determine business objectives, situation assessment, determine
data mining goal and produce project plan), (2) data understanding (collect ini-
tial data, describe data, explore data, and verify data quality), (3) data prepa-
ration (data set description, select data, clean data, construct data, integrate
data and format data), (4) modeling (select modeling technique, generate test
design, build and assess model), (5) evaluation (evaluate results, review process
and determine next steps), and (6) deployment (plan deployment, plan moni-
toring and maintenance and produce final report). In this thesis, CRISP-DM is
used as a framework to describe the anomaly detection process. Other descrip-
tions of the data mining process can be found in the literature. An example is
the model presented in Harrison-John (1997), which describes the data mining
process as a cyclic process of seven stages: problem definition, data extraction,
data cleansing, data engineering, mining algorithm application, and analysis of
results, where the emphasis is on the data selection and parameter selection
tasks.

The integration of DM and information visualization techniques has re-
ceived a lot of attention in recent years, since automatic data mining approaches
only work satisfactorily for well-defined and specific problems (Kerren et al.,
2007). Numerous authors (e.g., Keim, 2002; Fayyad et al., 2002; Ferreira de
Oliveira and Levkowitz, 2003) recognize the need to closely include the human
in the exploration process.

Visualization can contribute to the data mining process in three ways: (1) it
can represent the results of complex computational algorithms, (2) depict the
data mining process, and (3) be used to discover complex patterns which can-
not be detected automatically but through the powerful human visual system.
Visual data mining focuses on integrating the user in the knowledge discovery
process by using effective and efficient visualization techniques and interaction
capabilities. A classification of visual data mining methods regarding data type,

1CRISP-DM stands for CRoss Industry Standard Process for Data Mining.
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visualization technique, and the interaction/distortion technique can be found
in Keim (2002). Additionally, significant examples of the use of data mining
and data visualization can be found in Fayyad et al. (2002). In Meneses and
Grinstein (2001), the authors present a description of the data mining process
incorporating visualization as a component. Visualization allows users and an-
alysts to interact with several entities involved in the data mining cycle.

Interaction is a core component of the analysis and knowledge discovery
process. Users can interact with the data in many different ways (Fayyad et al.,
2002): selecting sources of data, browsing, querying, sampling, selecting graph-
ical representations, etc. However, users may also interact with the underlying
data mining process, selecting input parameters, selecting algorithms, validat-
ing models, modifying thresholds, etc. Nevertheless, examples of interactions
between users and entities that are part of any data mining process are not
common in the literature. The work presented here analyzes the anomaly de-
tection process, in order to facilitate user involvement through interaction and
visualization.

5.2 The role of visualization and interaction in
anomaly detection

Most of the published work on anomaly detection focuses on the technolog-
ical aspects: new and combinations of methods, additional improvements of
existing methods, reduction of false alarms, correlations among alarms, etc.
Publications regarding the use of anomaly detection methods in real environ-
ments, or human factors studies regarding anomaly detection, are scarce. Even
though interaction, usability, cognitive tasks analysis, or acceptability are not
normally a matter of anomaly detection research, visualization has received
more attention.

Most of the examples regarding the use of visualization to enhance anomaly
detection are published in the area of network security. An outline of some ex-
amples in which visualization has been used to enhance the anomaly detection
process in network security follows.

As previously introduced in section 2.2.3, both Axelsson (2005) and Mans-
mann (2008) investigate the use of visualization for network intrusion detec-
tion in their theses. Axelsson focuses on finding suitable visualizations to aid
network security experts in correctly identifying false alarms, while Mansmann
provides a broader perspective on the use of visualization for monitoring, de-
tecting and interpreting security threats. Other examples of novel visualization
approaches for network traffic that support intrusion detection are presented
in Onut et al. (2004), Teoh et al. (2004), Muelder et al. (2005), Livnat et al.
(2005), and Cai and de M. Franco (2009).

Onut et al. (2004) present two types of graphical views for information
extracted at the network layer: services behavior view (behavior of the inter-
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nal/external hosts with respect to a certain set of services) and category view
(hosts are sorted with respect to a particular relevant attribute, like number of
IPs used). In Teoh et al. (2004), the authors describe an integration of visual and
automated data mining methods for discovering and investigating anomalies in
Internet routing. The analysis tool presents different components that comple-
ment each other, where visualization and interaction are the key for the support
of user involvement. Muelder et al. (2005) employ visualization to detect scans
interactively, while Livnat et al. (2005) suggest a novel paradigm for visual cor-
relation of network alerts, from disparate logs, that facilitates and promotes sit-
uational awareness in complex network environments. This approach is based
on the notion that an alert must possess three attributes, namely, what, when,
and where. Cai and de M. Franco (2009) exploit both interaction and visual-
ization to reveal real-time network anomalous events. Glyphs are defined with
multiple network attributes and clustered with a recursive optimization algo-
rithm for dimensional reduction. The user’s visual latency time is incorporated
into the recursive process so that it updates the display and the optimization
model according to a human-based delay factor.

Despite the extensive number of examples of the application of visualiza-
tion to anomaly detection for network security, few examples exist outside this
domain. An exception is the work presented in Iwata and Saito (2004), where a
new anomaly detection method that visualizes data in 2- or 3-dimensions is pro-
posed. The probability of belonging to each mixture component of the model
and the probability of not belonging to any component (i.e., anomaly case) are
visualized. For evaluation purposes, the method is applied to an artificial time
series.

5.2.1 Anomaly detection methods for maritime traffic

Most of the published work regarding anomaly detection, as previously shown,
relates to intrusion detection applications for network traffic. Algorithms used
in the detection of intrusions/attacks are traditionally classified into three main
groups (Patcha and Park, 2007): anomaly (referring only to data-driven ap-
proaches), signature, or hybrid. Systems based on anomaly detection schemes
(data-driven approaches) look for abnormalities in the traffic, assuming that
something that is abnormal is probably suspicious. Such detectors are based on
what constitutes normal behavior and what percentage of the activity we want
or are allowed/willing to flag as abnormal. Signature-based approaches look
for predefined patterns in the data, while hybrid methods combine data and
knowledge driven approaches.

In the civil security domain, anomaly detection is not as mature as in the
network security arena. To the best of our knowledge, approaches for anomaly
detection and behavioral analysis applied to sea surveillance have not been cov-
ered in previously published anomaly detection reviews and, in particular, no
review includes any analysis regarding human factors.
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This section presents a review of anomaly detection approaches for sea
surveillance. The objective is to analyze where human involvement is needed
and how visualization and interaction might facilitate anomaly detection.

The classification and description of each method includes information re-
garding: (1) detection method (data or knowledge driven), (2) nature of data
analyzed and (3) usage frequency (real-time continuous monitoring or periodic
analysis). Moreover, for each method, we provide a brief description of its fun-
damentals and analyze the following aspects (if they apply): (1) input param-
eters, (2) normal model or baseline, (3) a description of the detection process,
(4) output and (5) explanation of the detections.

Data-driven anomaly detection

In this category, approaches used within maritime anomaly detection can be
classified into statistical, parametric and non-parametric, and machine learning
based (e.g., Bayesian networks, neural networks, or clustering techniques).

Statistical parametric: Kraiman et al. (2002) present an anomaly detector
processor, that exploits multisensor tracking and surveillance data to identify
interesting events. The authors demonstrate the detector within a VTS environ-
ment, using input data regarding vessel type, speed, location, report time and
heading, as well as environmental information such as tides, wind speed and
direction (nonetheless, examples shown in the article are limited to position
and speed values). The detection approach is a statistical parametric method,
based on a combination of SOMs and GMMs. The parameters of the Gaus-
sian distributions (mean and covariance matrices) can be estimated from the
available training data using SOM. Each node of the grid is characterized by
a n-dimensional Gaussian probability function, where the means are given by
the final values of the nodes and the variances are given by the dispersion of
the training data around each node. Therefore, the baseline profile or normal
model is a multidimensional likelihood function that it is used to estimate the
probability value of a new observation. Over the likelihood, Bayes’ rule is ap-
plied to calculate the probability value of obtaining such an observation. In
order to do so, the user must introduce the percentage of the training data that
is anomalous, an important input parameter.

The detector based on this approach presents a GUI to facilitate opera-
tor interaction. Even though the functionality of the GUI is not described in
Kraiman et al. (2002), the following input parameters can be determined: at-
tributes used during the training phase, weight of the attributes, characteristics
of the SOM (number of nodes and training radius), percentage of training data
that is anomalous, threshold for reported anomalies, and width of the temporal
window for cumulative probability calculation. The output consists of a plot
of the cumulative probability of being anomalous versus time, and a character-
ization of the anomaly, showing the percentage of how the different attributes
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have contributed to the anomaly. Anomalous vessels are displayed in red over
the geographical area. The detector was trained with one week VTS data, but
no information regarding the performance of the detector is given.

The method described in Laxhammar (2008) is similar to Kraiman et al.’s
approach, however, in this case, the normal model representing vessel be-
havior is built using a combination of a greedy version of the Expectation-
Maximization (EM) algorithm and GMM. Here, EM is used to estimate the
parameters, mean and covariance, needed to combine the Gaussian distribu-
tions. Since the classical EM algorithm is very sensitive to initialization (it may
converge to a local optimal solution different from the global) a greedy version
is proposed. Instead of starting at random, the greedy EM builds the optimal
mixture model adding new components one at a time (support for such ini-
tialization and components weights are input parameters). Another input pa-
rameter is the maximum number of mixture components. The method is tested
over real maritime traffic data from Swedish waters, where position, speed, and
course are considered. Latitude and longitude are discretized. One week of data
was used for training and one week for validation (EM requires a validation set
during training).

Statistical non-parametric: Ristic et al. (2008) present a statistical non-pa-
rametric analysis of vessel motion patterns, in ports and waterways, using AIS
data. The detection is carried out using adaptive Kernel Density Estimation
(KDE), and the variables utilized are position (two dimensions) and velocity
(two dimensions). The suggested solution assumes that the AIS data has been
preprocessed and patterns have been extracted. These patterns constitute the
baseline used during the detection process.

Thus, the normal model is a collection of motion patterns extracted from
historical AIS data. The necessary input parameters (although they are not
specifically indicated in the paper) are: type of kernel (‘normal’ is usually
the default value), smoothing parameter (bandwidth of the kernel-smoothing
window), and threshold value. Threshold determines the probability value of
alarm, establishing the border between two hypotheses: normal, H0 or abnor-
mal vessel behavior, H1. The output is the result of the classification, H0 or
H1.

Existing publications concerning this method contain no information about
how to create the normal model or baseline. Defining motion patterns is prob-
lematic, since there are multiple origins, destinations, and connection paths in
maritime traffic data. Moreover, non-parametric methods such as KDE require
large amounts of representative data of normal behavior, compared to tradi-
tional parameterized approaches.

Clustering and outlier detection: baseline profiles of vessel motion can also
be built on the basis of trajectories. Similar vessel trajectories are grouped,
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thereby modeling regular traffic routes. Deviations from such routes are consid-
ered anomalies (Euclidean distances between clusters and trajectories may be
used as metrics). An example application in the maritime domain is the work
of Dahlbom and Niklasson (2007), in which the authors focus on the use of
a trajectory clustering algorithm over maritime traffic, in order to create nor-
mal sea lanes, but not on the problem of detecting anomalies. Simulated radar
readings of vessel traffic along the southern coast of Sweden are used in the
experiments. The authors discuss the problems the chosen trajectory clustering
algorithm presents with regard to matching incoming trajectories to clusters.
They argue that prefix matching is not suitable for coastal surveillance and
propose the use of splines.

The Rhodes’ research group (BAE Systems) has extensively studied the
problem of learning normal vessel motion patterns (see Rhodes et al., 2005;
Bomberger et al., 2006; Rhodes et al., 2007a). The presented approaches are
applied to harbor areas, and both simulated and real AIS data are analyzed.
Position (latitude and longitude) and velocity (course and speed) are consid-
ered. The discretization of both features (position and velocity) is necessary.
The system takes real-time tracking information and uses continuous on-the-fly
learning that enables the concurrent recognition of patterns of current motion
states. In Rhodes et al. (2005), the learning approach combines an unsuper-
vised clustering algorithm (Fuzzy ARTMAP neural network) and a supervised
mapping and labeling algorithm. Extensions of this approach can be found in
Bomberger et al. (2006), and Rhodes et al. (2007a). Although the authors claim
that operator intervention is not necessary, they agree that operators or analysts
can help to teach the model via simple point and click actions, thus increasing
the speed and performance of the learning phase.

Bayesian inference: a Bayesian network (BN) is a graphical model that en-
codes probabilistic relationships among variables of interest (Patcha and Park,
2007). The graphical model conveys information regarding causal relations and
interdependencies between variables. A BN is a suitable approach to anomaly
detection, since it can be used when there is a need to combine prior knowl-
edge with data (Patcha and Park, 2007). Moreover, due to their transparency,
human domain experts are able to validate and improve BNs.

An example of the application of BN to the maritime anomaly detection
problem is provided by Johansson and Falkman (2007), who use synthetic data
during the experimental phase (simulated radar readings). The variables used
are: x, y, heading, speed, ∆heading, ∆speed and vessel type. In addition,
the feature space is discretized. The BN represents the underlying probability
distribution of the data, assuming that one can construct such a representation.
Based on the data, the structure of the graph is built first and then the con-
ditional probabilities are estimated. Two important input parameters are, as
in other approaches, the size of the window (number of most recent samples)
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that averages the probability value over time, and the threshold used to flag
an alarm (balance between the detection rate, recall, and the precision). The
normal model is thus the BN built from data and the output is a joint prob-
ability value P (x,y,heading, speed,∆speed,∆heading, vessel type). When
anomalous behavior is detected using this approach, no further information or
explanation is provided, that is, no feature, or group of features, is suggested
as the rationale behind alarms.

Knowledge-driven anomaly detection

Most of the few anomaly detection capabilities implemented in real maritime
control centers are rule, or signature, based systems. Such systems allow an
operator to create simple rules that will trigger an alarm (e.g. IF <vessel in

shallow waters> TEHN <danger of grounding>).
Initial steps for a more elaborate anomalous situation detector, that is, com-

binations of events over time, are presented in (Edlund et al., 2006). Based on
an agent framework and using an ontology geared toward sea surveillance, the
authors describe a rule-based situation assessment system that analyzes situa-
tions developing over time. Rules are created by experts using the rule editor
agent. In order to create new rules, experts select known objects from a list,
choose their relation (approaching, leaving, inharborarea), and connect
them in time. The ontology is based on a previously published core ontology for
situation awareness. There is no support for user interaction with the ontology.
The rule editor GUI and the detector, reasoner agent, are under development.

Hybrid approaches

Hybrid approaches to anomaly detection combine both data-driven and
knowledge-based methods, overcoming some of the drawbacks of each particu-
lar method, i.e., high false alarm rate in the data-driven case and the possibility
of detecting only known patterns in the knowledge-based case. An example of a
compound approach to the maritime anomaly detection problem is the detector
implemented in SeeCoast (Seibert et al., 2006). This detector applies rule-based
and learning-based pattern recognition algorithms to alert illegal, threatening
and anomalous vessel activities. SeeCoast extends the detection capability of
the learning-based pattern module described above (see Rhodes et al., 2005;
Bomberger et al., 2006; Rhodes et al., 2007a,b) by using a rule-based track ac-
tivity analysis. The rule-based component implements a three-stage approach
to rule-building and matching: domain modeling, pattern definition and pattern
matching. In the domain modeling stage, an ontology is built describing the
data sources and the attributes of data reports (e.g., fused tracks as a data type,
with velocity as a data field). In the pattern definition stage, operators use a GUI
to create patterns based on the ontology (e.g. <any track whose location

is within a restricted area>). A GUI allows operators to script patterns,
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guiding the operator through a series of selections and questions that use in-
formation about the data environment to simplify the process. Operators can
also create patterns from templates that only require the specification of key
inputs. In the pattern matching stage, operators select a set of patterns to be
monitored for and the system then generates alerts for matching instances. A
snapshot of the flagged vessel assists the operator to decide on further actions,
thus, offering explanation capabilities.

Figure 5.1: SeeCoast screenshot, from Seibert et al. (2006): map display, alert log win-
dow, and track detail.

SeeCoast is a complex and powerful port security and monitoring system
that besides the anomalous detector module includes: video processing to de-
tect, classify, and track vessels; multi-sensor track correlation of video track
data with radar and AIS tracks; ship size classification, display enhancements
for improved situational awareness, and forensic analysis. Figure 5.1 shows a
screenshot of SeeCoast.

5.2.2 Using visualization & interaction in anomaly detection

With regard to the review presented in the previous section, the anomaly detec-
tion process can be divided into on-line and off-line processing (see figure 5.2).
On-line processing refers to the analysis in real-time of the incoming data,
whereas the off-line processing refers to the establishment of normal models
from (training) data and rules that are used during the on-line detection pro-
cess. Both processes resemble typical data mining cycles and are obviously in-
terconnected.
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We argue that visualization and interaction are key aspects for improv-
ing anomaly detection performance in general. Furthermore, we claim that
visualization and interaction are key for performing an adequate analysis of
the data, constructing understandable normal models, updating and validating
such models, and creating useful and comprehensible output that are not only
able to generate suitable responses by operators, but also improve the entire
anomaly detection process. Figure 5.2 indicates where visualization and inter-
action could make a positive difference.
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Figure 5.2: Using visualization and interaction to support user involvement in the
anomaly detection process (visualization boxes include interaction components as well).

Data visualization

Data visualization supports the understanding of the data and the interaction
between the analyst/operator and the dataset during the preprocessing phase.
There is a wide variety of techniques to visualize both low and multidimen-
sional datasets (e.g., pixel-based techniques, scatter-plots, parallel coordinates,
geometric projections, and icon-based methods). Keim (2002) reviews and pro-
vides a classification of visualizations based on the data type to be visualized,
the visualization technique, and the interaction and distortion technique.

In order to select appropriate visualization techniques, the spatial and tem-
poral nature of the information in the maritime domain should be taken into
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account. An interesting example of the visualization of vessel tracks is the
work presented in Willems et al. (2009, 2010). Analyzing AIS data, the au-
thors present an overlay map that shows where sea lanes, anchoring zones or
slow moving vessels are located.

The visualization of the data may also support the analyst while cleaning,
selecting, and transforming the data. A common problematic phase that in-
fluences the detector performance in many of the anomaly detection methods
reviewed (see Laxhammar, 2008; Rhodes et al., 2005; Bomberger et al., 2006)
is the discretization and normalization of the feature space. Proper represen-
tations of the data regarding how the discretization affects the construction of
the baseline behavior and how samples are distributed over the feature space
are needed.

Moreover, other aspects that should be considered in this case include how
to represent inconsistencies in the data, uncertainty, quality, reliability, etc. Re-
garding the representation of uncertainty, the interested reader is referred to
our previous work presented in Riveiro (2007).

Parameter visualization

Parameter visualization supports the interaction between the analyst/operator
and the process of selecting, tuning, and optimizing input values for the on-line
and off-line processes involved. Parameter selection and tuning require the ex-
ploration of several alternatives (Meneses and Grinstein, 2001) and constitute
a complex optimization problem.

Statistical anomaly detection methods require the selection and tuning of
multiple parameters (e.g., learning rates, type of kernel function, smoothing
values, and number of Gaussian mixtures). The reviewed approaches do not
clarify the correlation between domain features and parameter setting values,
and parameters seem to be selected in a more or less ad hoc manner. One ardu-
ous task in all the reviewed anomaly detection methods is tuning the anomaly
threshold. The threshold value balances the detection rate (recall) and the num-
ber of false positives or false alarms (precision). Another delicate matter is the
selection of the sliding window size that averages the probability/likelihood val-
ues which are compared to the threshold. If the window size is too small, the
system will be sensitive to data or sensor error, while a too large value may hide
anomalies.

Visualization and interaction can be used to understand the parameter se-
lection and tuning optimization process for a particular dataset, providing com-
prehensible views of the impact that these steps have in the final detection
stages. Unfortunately, the visualization of parameter selection and tuning pro-
cesses has been generally overlooked by the anomaly detection research com-
munity. Nevertheless, Meneses and Grinstein (2001) highlight the importance
of this phase in general data mining processes.
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Model visualization

Model visualization supports the comprehension of and interaction with nor-
mal models and rules embedded in the system. Such visual representations may
support the creation, validation and update phases. Analysts/operators may
be able to compare models, communicate them to colleagues, and evaluate
whether they match their understanding of the world.

The representation of normal models built from data has received little at-
tention from the research community. An exception is the work of Rheingans
and desJardins (2000), in which the authors describe a set of visualization meth-
ods that help users to understand and analyze the behavior of learned models
(the article focuses on classification tasks using BN).

Knowledge-based approaches normally use a set of rules representing situ-
ations of interest to an analyst/operator. Unlike data-driven approaches, these
signatures represent the anomalous behavior. Visual and interactive represen-
tations of rules provide a natural way of understanding, creating, validating,
updating, and pruning them. In contrast to the lack of proposals regarding
visualizations of induced models, extensive work has been carried out on the
representation of rules (most of the publications refer to signatures extracted
from large data sets). For example, a framework for mining and analyzing large
rule sets through visualization is presented in Bruzzese and Davino (2008). Our
review on knowledge-based approaches revealed another important matter re-
lated to the creation of rules that may benefit from the use of visualization
and interaction, the necessity of constructing proper ontologies that represent
relevant objects, concepts, events, and relationships to maritime traffic security.

Detection visualization

Detection visualization supports the understanding of the entire process, from
data to alarms. This process is a continuous hypotheses generating and testing
cycle that involves all the aspects previously referred to. An example of the
visualization of the detection process is presented in Kraiman et al. (2002). The
GUI shows data, probability values vs. time, alarms, and explanations.

Outcome visualization

Outcome visualization refers to the representation of triggered alarms. Visual
representations of alarms should support their analysis, in order to find, for
example, correlations among them. Monitoring generated alarms is usually a
challenging activity. During our visits to maritime centers, operators have em-
phasized the necessity of keeping interactive lists of alarms in order of impor-
tance. Operator response to the generated alerts (acknowledgment/rejection)
may be used as a teaching signal for the detector, thus refining its performance.
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Explanations

Jensen et al. (1995) claim that a decision support system should have features
that explain how they recommendations have been generated in order to sup-
port decision-makers as well as increase their confidence in the system. The
ability to explain the reasoning behind an alarm is of great importance in order
for an operator to fully accept the advice the system provides. Despite this fact,
the amount of research devoted to this subject is relatively limited and most of
the reviewed work does not tackle this issue. This could be due to difficulties
with indicating which features have triggered the alarm, or with constructing or
communicating the evidence. For example, the outcome of data-driven statisti-
cal approaches is normally a probability value per observation that represents
P(features considered). It might not be possible to point out which feature,
or features, is the cause of the alarm. In this case, we need additional methods
that further investigate the outcomes generated.

Limitations

A relevant aspect that we have not discussed during the analysis of the anomaly
detection process is the different users and roles that might use the anomaly de-
tection capability. The daily operator, that monitors on-line traffic, might not
be able to create or update normal models or rules, due to time constraints,
policies or lack of background knowledge. On the other hand, analysts may be
able to maintain and configure the system with regard to their off-line work-
ings, selection and tuning of parameters, updating models, thresholds, etc.

5.3 Examples

In this section, we illustrate some of the aspects discussed in section 5.2.2 with
examples from our own research within the maritime domain. The objective is
to demonstrate how visualization can enhance the anomaly detection process,
focusing on some of the steps of the process presented above.

The first example illustrates how parameter and model visualization can
support the selection of methods that match the problem. Figure 5.3, from Lax-
hammar et al. (2009), shows how two different anomaly detection approaches
model two parallel vessel trajectories. The left peak is calculated using GMM
and the right one is calculated using KDE. The GMM peak is unimodal, hiding
the separation between the parallel sea lanes, while the bimodal KDE satisfac-
torily captures the separation between them. Hence, we may conclude that the
KDE method models the vessel trajectories analyzed more accurately.

Other examples of model visualization are the visualizations presented in
the following chapter. We provide two alternative approaches for visualizing
normal behavioral models of maritime traffic: an interface resembling a ‘scatter
plot grid’, see figure 6.16 on page 137, and surfaces over Google Earth, see
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Figure 5.3: GMM and KDE probability density functions in the position space, modeling
two parallel vessel trajectories (Laxhammar et al., 2009). Reproduced with permission.

figure 6.18 on page 138. Such visualizations offer insight into how the models
fit the data. Moreover, the comprehension of such visualizations may support
the improvement and validation of such models.
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Figure 5.4: Explanation visualization. A conditional explanation tree (CET) explains the
inference made by a BN.

The last example, figure 5.4, shows how explanations can be visualized us-
ing trees. In this case, BNs are used to find anomalous vessels hidden in AIS
data. In order to generate comprehensible explanations from the BNs’ out-
comes, we have tested two algorithms, Explanation Tree and Causal Explana-
tion Tree. The tree in figure 5.4 shows which of the features have been selected
as best causes of an anomaly when the BN indicated a suspicious vessel (in this
particular case, the hidden anomaly is a vessel speeding in a restricted speed
zone). More details on the application of these algorithms can be found in
Helldin and Riveiro (2009).
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5.4 Discussion

The detection and identification of maritime anomalous behavior is a complex
analytical task that can usually hardly be solved by solely employing computa-
tional methods. In this chapter, we have reviewed and analyzed anomaly detec-
tion techniques applied to this domain, in order to deepen our understanding
of the particularities of these techniques from a user perspective. Our analysis is
a particular case of more general suggestions regarding the use of visualization
in the data mining process, i.e., visual data mining, exemplified by publications
such as Meneses and Grinstein (2001).

While visualization has normally been employed during the initial explo-
ration of data and to present final outcomes of the data mining process, our
analysis of the anomaly detection process suggests that interactive visualization
may support other intermediate subprocesses, for example, parameter selection
and initialization, algorithm selection, model building, model testing, model up-
dating and explanation construction. The use of interactive visualization may
support the insertion of users’ expertise and knowledge in the anomaly detec-
tion process, allowing a transfer of knowledge in both directions (as recom-
mended by Ankerst, 2001). However, there are trade-offs that need to be faced
when employing interactive visualization in the anomaly detection process.

Improved anomaly detection may come at the cost associated with inter-
acting with a more complex system. The actual cost of interaction and visu-
alization leads to a more general discussion that concerns finding effective, or
optimal, combinations of automation, visualization, and interaction for a par-
ticular problem. On the one hand, users should not be burdened with tasks
that can be carried out automatically, while, on the other hand, automatic
methods might need user guidance and input in order to achieve optimal re-
sults. Keim et al. (2009) illustrate the duality of effectiveness and automa-
tion/visualization/interaction by employing a figure in which the degree of in-
teraction (from completely automated — automated analysis — to fully inter-
active — explorative analysis) confronts the effectiveness of the analysis. The
maximum of the effectiveness is located where visual and automated analysis
methods meet for problems that cannot be solved effectively, either through
automated analysis or through humans. The brief panel discussion presented in
Ankerst (2002) poses relevant questions regarding the level of automation and
interaction of future data mining tools, presenting impressions from relevant
authors in the field (most of the panel participants advocate human involve-
ment in the knowledge discovery process).

In order to find optimal combinations, automatic, interactive and visual
methods can be modeled using cost-to-gain functions, according to which a
given cost or effort provides a given gain. Nevertheless, such cost-to-gain func-
tions are difficult to quantify. Interaction costs are discussed in Lam (2008),
where a framework of seven costs is presented after analyzing interaction re-
lated usability problems. Examples include cognitive costs, such as choosing
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amongst interface options and finding data sets to explore, and motion costs,
such as those related to mouse positioning and dragging. The cost of utilizing
visualization may be associated with visual clutter, lack of comprehensibility,
subjectivity or variety of interpretations. For example, figure 5.4 depicts an ex-
planation tree that aims to clarify the causes of an alarm generated by a BN. It
is, however, not clear that the tree can be easily comprehended or that different
users will make similar decisions based on its analysis.

Another significant aspect to consider in this chapter, regarding the on-line
and off-line processes described in figure 5.2, is the different users or roles.
Throughout this thesis, we advocate the involvement of the user during the
whole anomaly detection process. However, before adopting anomaly detec-
tion systems that support this involvement, one needs to consider the types of
users that can be involved in the process and to what degree. The division of
on-line and off-line processes indicate that two types of users or roles can be
distinguished. In order to interact with and enhance off-line anomaly detection
subprocesses, some expert knowledge related to anomaly detection methods
could be required. For example, during parameter selection, parameter initial-
ization, or during model building, model testing and model updating, knowl-
edge regarding the particularities of the detection technique might be needed to
enhance these processes. It is possible that on-line operators do not have such
knowledge.

User involvement has been a topic of discussion with operators, managers
and Saab design experts. They anticipate that off-line processes should not be
carried out by on-line operators, but by field experts (managers), or a desig-
nated central individual with both domain and data mining expertise. They
also stress that creating, testing, and updating models should not be carried out
by multiple users constantly, but by a central person that assesses the required
changes and maintains consistency. Furthermore, there should be a constant in-
teraction between on-line and off-line operators, since thresholds, false alarms,
and exceptional cases that are known during on-line monitoring activities need
to be fed into off-line processes for enhancements. This does not mean that
there should be at least two users, since both can be represented by the same
individual at the same time, for example, an on-line operator who is also re-
sponsible for the off-line processes.

5.5 Summary

This chapter presents a review of anomaly detection methods applied to mar-
itime traffic data. To the best of our knowledge, this review is unique, not only
for presenting a survey and classification of detection techniques applied to
maritime traffic data, but also for incorporating human factors’ aspects into
the analysis. We propose a division of the anomaly detection process into on-
line (analysis of the incoming data in real-time) and off-line (establishment or
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normal models and rules) subprocesses. In addition, we present a description
of the off-line and on-line subprocesses involved (see figure 5.2).

We suggest that interactive visualization is the key to improving anomaly
detection performance. We argue that interactive visualization may support the
adequate analysis of the data, the construction of understandable normal mod-
els, the update and validation of such models and the creation of useful and
comprehensible outputs that could not only generate suitable responses from
operators but also improve the whole anomaly detection process. Hence, we
discuss where visualization could make a positive difference taking into ac-
count the processes and subprocesses presented in figure 5.2, and focusing on
the following steps of the process: data, parameter, model, detection, and out-
come visualizations, as well as explanations.

While this chapter is based on a theoretical analysis of anomaly detection
techniques applied to maritime traffic data, the succeeding chapter presents em-
pirical work regarding the implementation and evaluation of a particular detec-
tion method and the development of a proof-of-concept prototype for maritime
traffic monitoring and anomaly detection.





Chapter 6
Visual analytics for maritime
traffic

“Although we often hear that data speak for themselves, their voices can be
soft and sly.”

Fredrick Mosteller, Stephen E. Fienberg and Robert E.R. Rourke
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While chapter 4 has presented characteristics of the analytical task under
investigation, the detection of anomalous vessel behavior, showing that current
visual and interactive methods are not sufficient, and chapter 5 has theoreti-
cally reviewed various automatic methods that may support such a task, this
chapter examines the advantages and limits of a particular anomaly detection
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approach. From a practical point of view, this analysis provides a basic under-
standing of implementing and using an automatic anomaly detection method,
from which we derive challenges we need to face when designing anomaly de-
tection capabilities. Based on this inspection and previously presented work,
we design a proof-of-concept prototype that is later employed for evaluation.

This chapter is structured as follows: firstly, an anomaly detection approach,
based on SOMs and GMMs, is implemented and tested on simulated and real
maritime traffic data. Particular challenges regarding this anomaly detection
method are highlighted. Secondly, based on the results from chapters 4 and 5,
we suggest a methodology to include the user in the anomaly detection process
from which we derived a system architecture. A prototype based on such ar-
chitecture that includes the detection approach implemented is then described.
Finally, we tackle the problem of visualizing normal behavior models built from
data, presenting two approaches for representing multivariate probability den-
sity functions: (1) a representation based on a scatter plot matrix and (2) sur-
faces as layers over Google Earth. Both the prototype and the latter normal
model visualization are used during the evaluation phase, described in chap-
ter 7.

Overall, this chapter instantiates the adoption of the visual analytics frame-
work presented in the background chapter, section 6.2.2, to the maritime
anomaly detection problem, adopting results presented in previous chapters.
Lessons learned from the practical work described here are used to formulate
guidelines for design, presented in chapter 8.

6.1 Anomaly detector

As previously seen, anomalies can be defined as deviations from normalcy. By
building models of normal data and using these normal models to detect devi-
ations in observed data, it may become possible to detect anomalous behavior.
Events that are classified as anomalies can be flagged as alerts and can trigger
an alarm to an operator.

The anomaly detector implemented is a data-driven statistical parametric
method (see a detailed classification of anomaly detection methods and a de-
scription of data-driven statistical parametric methods in section 5.2.1), based
on a combination of SOM and GMM, where the parameters of the Gaussian
distribution (mean and covariance matrices) that models the normal data1 are
estimated using SOMs.

This approach has been selected for various reasons: (1) the ability of SOM
to provide insight into the training data itself, depicting clusters, (2) the ease of
understanding and the use of SOM’s outcomes in an effective manner (samples
close together and no borders between them are similar), (3) the dimensionality
reduction capability of SOMs that permits visualization of the intermediate

1The data set that is considered representative of normal behavior is regarded as training data.
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steps during the normal behavior model calculation, and (4) the familiarity and
common utilization of normal (Gaussian) distributions in basic data analysis
tasks (no advanced statistical knowledge is needed to comprehend the detector
essentials besides the recognition of normal distributions).

Subsequent sections provide further details regarding the use of SOM and
GMM for anomaly detection.

6.1.1 Using SOMs and GMMs for maritime anomaly detection

A schematic diagram of the anomaly detector is shown in figure 6.1 (note the
resemblance to the predictive modeling diagram illustrated in figure 2.1). The
detector, based on the work presented in Kraiman et al. (2002), builds a nor-
mal behavior model using a neural network clustering algorithm, that is, SOM,
over the training data set. Prior knowledge is not required, since the SOM
learns what is normal via iteration over the training data. In order to quan-
tify probabilities of normal and anomalous behavior, the detector uses a GMM
coupled with the use of Bayes’ theorem. Once the model of the normal be-
havior is established, the detector can be used on the test data (that represents
real world observations, e.g., from sensor readings). For each new observation,
P(observationvesselID) is calculated. A sliding window over the m most re-
cent observations for each vessel is used to calculate an average probability
value. If the probability value is lower than a given threshold, the detector will
flag the vessel as anomalous.

Training data

Building the normal behaviour model

Sensors

GMMSOMPre-processing

Pre-processing

Observations

P(observation) ≤ Threshold? Yes Alarm

Threshold value

Model

Figure 6.1: Anomaly detector schema. After pre-processing the training data (assumed to
be representative of normal behavior), SOM and GMM are applied to calculate ‘normal
models’. Such models are then utilized to estimate the normality/abnormality of novel
observations from sensor readings. A threshold value is used to discriminate between
anomalous and normal behavior.

This method is based on two assumptions (commonly required assumptions
for data-driven anomaly detection approaches): firstly, anomalous events have
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to be sufficiently different from normal events in order to be detectable, and,
secondly, the training set should be free from anomalous events, otherwise the
normal model is influenced by them and will not constitute a valid characteri-
zation of normality.

We focus on single object anomalies (e.g., speeding, abrupt turns or rare po-
sitions). Relationships between objects are not considered, since more complex
models would be required for such type of anomalies (e.g., two vessels about to
collide, or small boat approaching large vessel). A description of SOM, GMM
and Baye’s rule follows.

Clustering using Self Organizing Maps A SOM (Kohonen, 1997) can be seen
as a clustering algorithm based on a neural network. It takes a set of n-
dimensional training vectors as input and clusters them into a smaller set of
n-dimensional nodes, also known as model vectors. These model vectors tend
to move toward regions with a high training data density, and the final nodes
are found by minimizing the distance of the training data from the model vec-
tors. In the maritime case, the n-dimensional training data consists of attributes
such as vessel type, position, heading, and speed.

x

(a) (b)

Figure 6.2: SOM lattice. For each input data x, the best matching neuron is selected
(dark gray neuron). The affected neurons by this match are shown in gray. Similarity
coloring of the lattice is shown in figure 6.2(b).

The SOM algorithm maps the input data space <n onto a 2-dimensional ar-
ray of nodes represented by a lattice of neurons, see figure 6.2. Each nodem has
associated a reference vector of weights of dimension n, a model vector. Each
data object x ∈ <n is compared to the model vectors of all neurons. The re-
sponse of the system is the location of the neuron that is most similar or the best
match (best matching unit) to the input data vector x regarding some metric.
The neighboring model vectors are updated using a smoothing kernel neigh-
borhood function centered in the best matching unit and the selected learning
rate α.
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The output from the SOM is useful for classification, and provides a com-
pressed representation of the input data set (normal data). However, it does not
provide a complete solution to the anomaly detection problem, since there are
many events that do not clearly fall into these well-defined clusters. Therefore,
a GMM has been used on top of the SOM, in order to model the whole data
set and provide a probability function that can be used for new observations.

Statistical characterization of clusters using a Gaussian Mixture Model A
GMM is a statistical model in which the overall probability distribution is syn-
thesized from a weighted sum of individual Gaussian distributions (where the
sum is always vaguer than the individual distributions themselves).

P(x1, ..., xn) =
∑
m

πmPm(x1, ..., xn). (6.1)

∑
m

πm = 1 and πm > 0. (6.2)

The individual distributions, Pm, correspond to the model vectors obtained
after the application of SOM over the training data. Each model vector is char-
acterized by a n-dimensional Gaussian probability density function. The mean
of each individual probability density function is given by the final weights of
the model vector, while the variance is given by the dispersion of training data
around the model vector. Since the probability density function is a multivariate
Gaussian distribution, Pm(x1, ..., xn) can be calculated using

Pm(x1, ..., xn) =
1√

(2π)n|Σ|(1/2)
exp

(
−

1
2
(x− µ)TΣ−1(x− µ)

)
, (6.3)

where µ is the mean vector, Σ is the covariance matrix, and |Σ| is the determi-
nant of Σ.

The mixing proportions πm in equation (6.1) are measures on the weights
of each individual model vector. The mixing proportions correspond to the
probability of each map unit being selected as the best matching unit in the
SOM.

Calculation of probabilities using Bayes’ theorem The clustering and the cre-
ation of the GMM is done once, using the training data set that represents
the normal behavior. When new observations arrive, the GMM can be used to
quantify the likelihood P(d|H = normal), H = hypothesis, of obtaining the
observation d given the learned model of what is considered as normal.
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However, the quantity we would like to calculate is the probability of a
normal event, given the observed data, i.e., P(H = normal|d). To calculate
these probabilities from the likelihood, Bayes’ theorem should be used:

P(H = normal|d) =
P(d|H = normal)P(H = normal)∑

h∈H P(d|h)P(h)
. (6.4)

The prior probability P(H = normal) adjusts the detection threshold and can
be fine-tuned by the human operator, in order to obtain an acceptable ratio
between the detection rate and the false positive rate. Otherwise, it reflects the
expected relative frequency between the number of normal observations and
the total number of observations. The denominator in equation (6.4) can be
regarded as a normalization constant. In order to calculate this normalization
constant, we need to know the quantity P(d|H = anomaly), which is not
known in our case, since we have not built such a model. Hence, we conclude
that

P(H = normal|d) ∝ P(d|H = normal)P(H = normal). (6.5)

6.1.2 Scenario and data

Before describing the practical implementation of the anomaly detection
method previously introduced, we report on the data and scenario used for
testing purposes. Two sets of data were employed, both provided by Saab Elec-
tronic Defence Systems: (1) simulated radar readings from along the southern
coast of Sweden, and (2) real AIS self-reported messages from vessels traveling
along the western coast of Sweden. The different nature and characteristics of
the data sets make the pre-processing of the data, cleaning and transformation
processes, different as well. Moreover, since AIS self-reporting messages contain
more data fields than radar simulations (i.e., not only kinematic features are re-
ported, but also dimensions of the vessel, destination, identification fields, etc.),
more features are included when creating the normal models and analyzing the
data.

Simulated radar readings

The training and test data have been generated using a ground target simulator,
GTSIM (Ground Target SIMulator), described in Warston and Persson (2004).
The original data consists of a large set of observations containing the follow-
ing features: time stamp, object-ID (object identification number), object type
(classification, e.g., fishing boat, cargo, etc.), and position (given by x-, y- and
z-coordinates using the Swedish grid, RT90). There are some measurement er-
rors associated with the objects’ positions, that are introduced by the simulator
in order to model the natural uncertainties associated with sensor readings.

The data is divided into two sets, training, and test data. Since the training
data is synthetic, it does not include any anomalies. Thereby, the assumption
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that the training set should be free of anomalous events is valid. The test data
contains anomalies, hidden by Saab Electronic Defence Systems.

Figure 6.3: Radar simulated readings over the considered geographical area, the south-
ern coast of Sweden.

Pre-processing of the radar data set The training data set has been pre-
processed by considering only one area of interest, in this case, a region of
southern Sweden, see figure 6.3. Observations from unique objects moving in
the selected area constitute the data analyzed. The original attributes have been
preprocessed into the following ones: time stamp, vessel type, x-coordinate,
y-coordinate, z-coordinate, velocity, and heading. Since the behavior of the ves-
sels vary from type to type, the observations are divided up according to vessel
type, thus, different vessel types are treated separately. Therefore, the original
data is divided, regarding type of vessel, into the following classes: F (Fartyg,
vessel), FF (Fiskefartyg, fishing boat), and HF (Handelsfartyg, cargo ship).

AIS data

The second data set used is a collection of real AIS broadcasted messages. AIS
is the most important self-reporting maritime system, and it is compulsory for
most commercial ships (more technical information can be found in Eriksen
et al., 2006). Due to its self-reporting nature, the data may be incomplete or
unreliable and, it is thus normally used in combination with other sensor read-
ings in real environments, such as radar.

There are various types of AIS messages that are sent with different frequen-
cies. The details regarding the communication and the content of the different
messages are thoroughly described in the recommendation ITU-R 232/8 (ITU,
2001). The data is a collection of messages broadcast by vessels traveling along
the western part of the Swedish coast, including the Gothenburg port area and
parts of the coasts of Denmark, Germany, and Norway.
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Figure 6.4: Example of the maritime traffic data analyzed: vessel tracks extracted from
AIS messages. The values plotted correspond to five days of AIS messages broadcast by
vessels navigating in Swedish waters.

The data corresponds to 17 days during the winter, January 2008. The first
nine days of the data set are used as training data, i.e., they are considered to
model the normal vessel behavior (see figure 6.4 for a depiction of part of the
data). Each daily activity involves over 600 vessels and more than 3.5 million
messages. Table 6.1 contains the data fields of the AIS messages used. Three
types of messages were considered, two that we refer to as dynamic (MessageId
numbers 1 and 3 that basically report, position, speed and heading) and one
static (MessageId number 5 that includes static information, e.g., the name
of the vessel, its call sign, IMO number, etc. and voyage related data, e.g.,
destination, estimated time of arrival, etc.).

Pre-processing of AIS data Since messages from the vessels are reported every
2–3 seconds, the files are very large. Due to the low speed values of the vessels
analyzed, we believe that loosing some degree of precision is acceptable, in
order to reduce processing time. Thus, we have considered updates every six
minutes for each vessel. In order to associate vessels with their corresponding
messages, we have generated one record per vessel, which we have used to
create XML2 files. Such files are then used to build KML/KMZ3 files that can
be shown on Google Earth. Vessels have been classified regarding type and

2XML: eXtensible Markup Language.
3KML/KMZ: Keyhole Markup Language/KML files when compressed (zipped).
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Table 6.1: Content of the AIS messages used in this project.

Type MessageId Content

Dynamic 1,3
MMSI; Latitude; Longitude; Heading; Navigational
status; Speed over ground (SOGKnots); Course over
ground (COG); ReceiveTime

Static 5

MMSI; Callsign; Name; IMO; Cargo; Destination; Es-
timated Time Arrival (ETA) (fields ETAmonth, ETA-
day, ETAhour, ETAminute); Dimensions; Draught; Is-
CargoShip; Length; Width; ReceiveTime; ShipType

navigational status4. Only vessels that report navigational status as ‘under way
using engine’ are further analyzed.

Thus, normal behavior models are constructed for each type of vessel, cap-
turing the dynamic behavior of cargo, tanker, passenger, pilot, and fishing ves-
sels. For this, the following features are used: latitude, longitude, heading, speed
over ground (SOGKnots), heading, course over ground (COG), and dimensions
of the vessel (width, length, and draught).

6.1.3 Detection of anomalous vessels

In order to test the anomaly detector, we have used both data sets, radar read-
ings, and AIS messages. Firstly, we describe the process of building the normal
behavior model and detecting anomalies using radar readings from HF vessels.
Matlab 7.1 was used for implementing the detector and SOMs were built us-
ing functions, with some minor modifications, included in somtoolbox5. The
implementation steps of the anomaly detector are presented in table 6.1.3.

Normalization The different features (speed, heading, position, etc.) have dif-
ferent scales or ranges (e.g., the speed can take values from 1 to 15 knots, while
the heading can vary between 0 and 359). Since we want a general algorithm
that creates clusters given data from any distribution, the attributes must be
normalized, otherwise, some features will cause bias over others (Portnoy et al.,
2001). The attributes have been normalized independently between 0 and 1.

Self-Organizing Maps The calculated SOM of HF radar set can be seen in fig-
ure 6.5. The map has a rectangular structure. On the left side, the picture shows
the unified distance matrix (U-matrix), calculated on the basis of the speed and

4The navigational status field indicates if the vessel is ‘under way using engine’, ‘at anchor’,
‘moored’, ‘restricted manoeuvrability’, ‘constrained by her draught’, etc.

5The somtoolbox for Matlab can be downloaded from Helsinki University of Technology’s
webpage.
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Implementation steps

1: Pre-processing training data

2: Normalize training data

3: SOM calculation. Each unit of the SOM grid will be character-
ized with a model vector containing all the averages of the features
considered (µspeed,µheading,µposx

,µposy
...) of the set of samples

which has this map unit as the best matching unit

4: Covariance matrix calculation. For each map unit, we calculate the
covariance matrix of all the samples which have this map unit as the
best matching unit

5: Prior probabilities calculation

6: GMM combining the Gaussian distributions of each map unit using
the equation (6.3)

7: Adjust likelihood value from GMM, P(d|H = normal), with thresh-
old P(H = normal)

heading values, followed by each component’s SOM. The U-matrix visualizes
distances between neighboring map units and displays the map’s cluster struc-
ture: high values of the U-matrix indicate a cluster border and uniform values
indicate clusters themselves (Vesanto et al., 1999).

Covariance matrix One of the difficulties we have found in our implementa-
tion was during the calculation of Σ−1 in equation (6.3). Obviously, the features
(i.e., speed, position, and heading) are somehow related so that independence
between both cannot be assumed, therefore, the calculation of Σ is more com-
plex given that it is not enough with calculating the variances. Σ was in many
of the cases not stable, so its inverse could not be calculated. In order to solve
this problem, white noise N (0, 1) was added to the Σ’s components.

Results

Figures 6.7(b), 6.8(a) and 6.8(b) illustrate the application of the detector over
test data. Figure 6.7(b) shows vessels that were flagged as anomalous by the
detector (identification numbers are marked with a yellow color). As illustrated,
a large number of vessels are indicated as anomalous (approximately 10/50 HF
vessels). Thus, the number of false alarms is high. Three of the anomalies are
depicted in figure 6.8(a). A high number of false alarms were also reported with
AIS data, see example in figure 6.8(b).
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Figure 6.5: SOM computed from HF (cargo) data. The maps have rectangular struc-
ture and the dimensions of the grid (D) are 60 by 60. The first map corresponds to the
U-matrix and then the individual feature maps, speed, and heading. The U-matrix vi-
sualizes distances between neighboring map units, and thus shows the cluster structure
of the map: high values of the U-matrix indicate a cluster border, uniform areas of low
values (blue) indicate the clusters themselves (Vesanto et al., 1999). The feature maps for
speed and heading show clusters of data with similar values. A color identifies a cluster.
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Figure 6.7: Figure 6.7(a) depicts the accumulated probability values over a sliding win-
dow (number samples = 50, overlap = 30). The vessel presents anomalous speed
values. Probability values lower than 0.001 (threshold) represent possible abnormal be-
havior. Figure 6.7(b) shows the accumulated probability for HF vessels. The highlighted
ones, in yellow, are considered anomalous.

HF trajectories, anomalous vessels
(a) Anomalous vessels (simulated radar
readings).

(b) Anomalous vessels (real AIS data).

Figure 6.8: Figure 6.8(a) depicts highlighted anomalous vessels from HF simulated radar
readings. Figure 6.8(b) shows AIS data and detected anomalies, rendered over Google
Earth. Anomalies are highlighted in red. Detailed vessel information is displayed on
demand.
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After testing the detector over both simulated and real maritime traffic, the
following conclusions can be drawn:

False alarm rate

The detector implemented flags on a large number of vessels, indicat-
ing them as anomalous, and, even if no standard data set exists to do
a exhaustive evaluation, we are certain, due to discussions with Saab,
providers of the simulated data, and experts in marine navigation, that
many of the flagged vessels do not present anomalous behavior. High
false alarm rates are probably also the most reported and unsolved prob-
lem for intrusion detection systems, see open challenges for intrusion de-
tection described in Patcha and Park (2007).

In our case, there may be many reasons for obtaining a large number
of false alarms, for example, the size of the training data, inappropriate
training data (it might not be not be representative of normal behavior
or it might contain anomalies), the necessity of enhancing the tested ap-
proach with other strategies (e.g., rule based modules), etc.

Sensitivity to training data size, threshold value, and sliding window size

The size of the training set is a decisive parameter that determines whether
the model is general, and thus the efficiency of the predictions. In our case,
we have calculated the minimum size of training data needed to generate
accurate models and produce accurate predictions, making simple tests
using normally distributed randomly generated data. Results show that
for a grid dimension D = 30, around 30.000 samples were required to
produce accurate models and predictions, whereas a lower dimension of
the SOM required less training data. The matter of this discussion, es-
tablishing optimal training sizes, is well-known within ANN, and it is of
importance when building predictive models. When estimating the train-
ing data size needed, the characteristics of the network (layers, neurons,
and weights) need to be taken into account, to avoid extreme cases of
underfitting (ANN that is not sufficiently complex to correctly detect the
pattern in a noisy data set) and overfitting (ANN that is too complex so
it reacts to noise in the data).

Fine-tuning the threshold value is decisive for obtaining an acceptable
ratio between false alarm and detection rates, since low threshold values
will likely generate large numbers of false alarms, while high values may
reduce the number of true anomalies.

In the same fashion, the size of the sliding window for calculating the
accumulated probability should be selected in a manner that balances,
in time, short and long lasting anomalies. The sliding window size rep-
resents the number of samples considered, in order to calculate accumu-
lated probabilities. Small window size values may lead to high false alarm
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rates, since the detector becomes sensitive to low localized probability
values (that may be generated from, for example, consecutive errors from
sensor readings), while a large value may cause true anomalies to be over-
looked.

Features discretization

The pre-processing of AIS data included the discretization of the lati-
tude and longitude values (both from 1/10000 min to 1/100 min). The
discretization is done without considering the actual geographical dis-
tribution of the data, thus, there can be sea areas that lack a sufficient
amount of data for modeling. Nevertheless, it is not obvious how the
discretization of the different features involved should be done without
losing meaningful information.

SOM input parameters

The learning process of the SOM is influenced by several parameters,
such as: (a) map grid, shape of the grid (square or hexagonal) and size
of the grid (width and height), and (b) learning parameters, learning rate
(we normally use 0.5), weight range (0.5), neighborhood type (Gaussian),
initial neighborhood radius and radius decay parameter (−0.1).

These parameters affect the learning phase of the SOM, but no influence
on the final normal model built using GMM was observed with the ex-
ception of the grid size. Obviously, a grid size that is too small provokes
underfitting and, thus, the SOM does not provide a suitable characteriza-
tion of the patterns and clusters in the training data.

Evaluation dataset

The lack of standard evaluation datasets that interlace normal traffic with
anomalous traffic makes the evaluation of anomaly detection methods,
outside network security, a challenging task. There is a critical need to
build appropriate datasets, in order to evaluate and compare different
anomaly detection approaches. This challenge is acknowledged by Patcha
and Park (2007) for intrusion detection systems, although there is, in this
case, one dataset, DARPA (MIT Lincoln Lab), created in 1999, that can
be used for evaluation.

The primary and most important challenge that needs to be met for using
the approach described here is the development of strategies to reduce the high
false alarm rate. The inability of suppressing false alarms is a perennial problem
that prevents the widespread adoption of anomaly detection capabilities. This
obstacle may become a nuisance for operators that might turn them off, even if
such capabilities are available to them.

We believe that the detector implemented and tested can be used as a first fil-
ter, but must be enhanced before being operational. In order to reduce the false
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alarm rate, we suggest two strategies: a rule based module used in combination
with the data-driven detector and, most importantly, enabling and supporting
human involvement in the detection process. The latter may be achieved, as
we hypothesize in the introductory chapter, using visualization and interaction,
hence, adopting visual analytics principles. The visualization of the anomaly
detection process and aspects related with such a process, like the visualization
of normal models, may support human comprehension and feedback regard-
ing, for example, the creation, update, and validation of models. Moreover,
we argue that anomaly detection capabilities should include interface modules
that support the fine-tuning of parameters, such as threshold value and sliding
window size, while building normal models and monitoring system outcomes.

In the following sections, we present our practical work regarding the sug-
gestions made, introducing enhancements to the detector within a proof-of-
concept prototype. The problem of visualizing normal models is addressed in
the last part of this chapter.

6.2 Proof-of-concept prototype

The design and development of a proof-of-concept prototype has been a long
and iterative process that continued during the entire research project. This
section presents the requirements analysis, the architectural design, and the im-
plementation details of the proof-of-concept prototype, named VISAD. VISAD
is an interactive, visual knowledge discovery tool to support the detection and
identification of anomalous behavior in maritime traffic data. The prototype
has been used during the evaluation phase presented in chapter 7.

6.2.1 Requirements analysis

The purpose of developing a proof-of-concept prototype is to practically illus-
trate how to apply some solutions to the challenges described in chapter 4 and
how to overcome some of the limitations of the anomaly detection method re-
ported in the previous section. Before describing the particular requirements,
we outline a general methodology that supports the involvement of the user
in the process of detecting anomalies. This methodology has been presented in
Riveiro et al. (2008).

Methodology

Figure 6.9 shows a schematic diagram of the suggested methodology for detect-
ing anomalies. The ‘pre-processing data’ step includes cleaning, transformation
and integration of data functions. After the pre-processing step, visualization
methods and automated analysis methods are applied to the data. The ‘build-
ing normal/special behavior model’ step creates a model of the normal behav-
ior, from observations recorded during a period of time (training data). Once
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the model is complete, real time observations are processed in order to detect
abnormal behavior. For this, the cumulated probability value of the observed
data is calculated and compared to the threshold level. If the probability value
is higher than the threshold, the operator is notified.
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Figure 6.9: Anomaly detection process. Recorded data is used to build a normal model
that is later used to determine the probability of real time observations from sensors.
Through visualization and interaction, the involvement of the user in every step of the
detection process and in the continuous refinement of the normal space characterization
is supported.

This methodology suggests the use of two layers of visual representations
in the anomaly detection process: (1) general views (list of alerts, geographical
map, and configurable views — different attributes vs. time or space, detailed
information, etc.), and (2) interactive displays that allow direct manipulation
of the data mining module that builds the normal behavior model. The set of
interactive visual representations supports the user in the knowledge discovery
process and in the insertion of the user’s experience in the system.

Requirements

The fieldwork carried out at maritime control centers presented in chapter 4
provides two major findings. The first concerns the characterization of the ana-
lytical reasoning process that identifies the following phases: (1) understanding
normal vessel behavior and the continuous establishment of the normal situ-
ation picture, (2) matching incoming data to normal models, i.e., the detec-
tion/identification of anomalous behavior, (3) confirmation, and (4) explana-
tion.

Visual analytics software should support the analytical reasoning process
and, thus, the first requirement is to provide support for the analytical pro-
cess described. Notwithstanding the importance of all the phases, we have fo-
cused on the first two, that is, (1) understanding normal vessel behavior and
the continuous establishment of the normal situation picture, and (2) matching
incoming data to normal models (detection/identification of anomalous behav-
ior). Therefore, the prototype should support the involvement of the user in
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(1) the preparation of the system, (2) the establishment of the normal picture,
and (3) in the actual detection of rare events.

The second group of findings gather a series of suggestions regarding how to
improve the analysis process using data mining and visual analytics principles.
The following aspects are proposed: provide an integrated situation picture
(with real-time and historical data), provide external representations of typi-
cality, and of expectancies, reduce initial response time providing non-intrusive
early warnings of conflict situations, provide a list of vessels under supervi-
sion in order of priority, and provide management capabilities for alerts. From
each of these suggestions, requirements can be put forth of which the following
are outlined: provide external representations of the normal models (typical-
ity), real-time and historical data, and provide non-intrusive early warnings of
anomalous vessels.

The requirements related to the last phases of the analytical reasoning pro-
cess, confirmation and explanation, and the suggestions that a list of alerts and
managements capabilities should be provided have not been practically imple-
mented in VISAD. However, the initial design of the prototype presented in
Riveiro et al. (2008) included features to support these phases. Their imple-
mentation is suggested as future work.

6.2.2 Architectural design

The architecture of VISAD is based on an extension of the anomaly detector
module presented in the previous section and the necessary modules that pro-
vide support for the analytical reasoning process. A visual analytics process
model described hereafter is used as a framework during the definition and
design of the prototype modules.

A visual analytics process model

Figure 6.10 illustrates a formalization of the visual analytics process by Keim
et al. (2008b). Minor changes have been added to the original illustration
(Uinput, dashed boxes and their correspondent labels). This model extends
the one presented in the background chapter, figure 2.2. The model is used as a
framework during the design of VISAD, since it describes the process we want
to support. Functional prototype modules are mapped to model constituents.

The source S represents the dataset and I accounts for the goal of the
process, insight (see definitions and discussions about insight in sections 4.4
and 7.1). Insight is obtained from the set of created visualizations V or through
confirmation of the hypothesis H. DW includes data pre-processing functions,
W ∈ (T transformation, C cleaning, SL selection, I integration), U represents
user interactions, that can either only affect visualizations UV : V → V (e.g. se-
lecting and zooming) or only affect hypotheses UH : H→ H, by generating new



126 CHAPTER 6. VISUAL ANALYTICS FOR MARITIME TRAFFIC

V

H

ISInput

UV

UH

VS

HS

DW
UCV

UCH

VHHV

Sensor data

Data pre-
processing

Hypothesis generation

Support for 
decision-making

Data visualizations

UInput

Figure 6.10: A visual analytics process model, adapted from Keim et al. (2008b), with
minor changes (Uinput, dashed boxes and their correspondent labels have been added).

hypotheses. Moreover, UCV and UCH represent insight concluded by visualiza-
tion, UCV : V → I, or hypothesis, UCH : H→ I. V symbolizes the visualization
functions. VH represents functions visualizing hypothesis VH : H → V and
HV joins functions that generate hypotheses from visualizations HV : V → H.
We have added Uinput that depicts interaction over the data gathering pro-
cess (e.g., selection of sources). In our case, the hypothesis can be formalized as
H = {Ci has property PA} (Ci ⊆ D

′
and PA = anomalous).

Architecture

In order to fulfill one of the requirements specified that concerns user involve-
ment regarding the creation and the update of normal behavioral models, the
anomaly detector module needs to be extended. Figure 6.11 presents the ex-
tension of the basic detector architecture presented in figure 6.1. As previously
indicated, the detector builds a normal behavior model using the method de-
scribed in former sections, a combination of SOM and GMM. Once the model
of the normal behavior is established, the detector can be used on the test data
(which represent real world observations — sensor readings of vessel move-
ment). For each new observation, P(observationvesselID) is calculated. If the
probability value is lower than a given threshold, the detector will flag the ves-
sel as anomalous. The user may decide if it is a real anomaly or not, updating
the model that represents the normal behavior or creating special cases (that
will reduce false alarm rates).

Figure 6.12(a) depicts VISAD’s architecture. The different modules of the
prototype are mapped to the visual analytics model presented previously.
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Figure 6.12: Figure 6.12(a) depicts VISAD’s architecture. Using interactive modules,
the user monitors the detection of anomalous behavior and updates the normal model
of the environment and the set of rules used for comparison. Figure 6.12(b) presents
the hybrid detector. The system decides using a hybrid strategy: a combination of a
knowledge-based and a data-driven approach.
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6.2.3 Implementation

The development of VISAD has been an iterative process. The different versions
of the prototype, from the initial anomaly detection module to the final version
are illustrated in figures 6.13 and 6.14.

The initial anomaly detection module has been implemented using Matlab.
Google Earth was exploited to render the data and the mining results. Initially,
Google Earth is used as a viewer, no communication with the modules imple-
mented in Matlab was possible. Using a platform and interface written in C#,
Google Earth and previous modules in Matlab were integrated through .dll

files. Simulated radar readings have been analyzed by the initial versions of the
prototype, while real AIS data has been utilized by the latests versions. Since
both data sets are not correlated in time or space, the analysis has been done
separately.

Google Earth is a virtual globe, freely available for personal use (Google
Earth 5.0, 2009). A wide range of geographical features (borders, roads,
weather information, etc.) besides interaction capabilities, are available, such
as zooming, panning, 3-D rendering, freedom of movement, etc. A time ruler
shows how the traffic evolves over the time. In order to arrange the data so
that it can be displayed, we have used the ad hoc language provided by Google
Earth, KML, which is a XML grammar and file format suited for modeling
one or more spatial features to be displayed in Google Earth. Filtering capa-
bilities are offered through VISAD’s interface, where the user may select what
information should be displayed. Anomalous vessels are highlighted using red
icons. Figures 6.8(b), 6.14(a) and 6.14(b) depict examples of visualization of
AIS traffic data.

Figure 6.13 illustrates the enhancements and refinement of VISAD, from the
first prototype, figure 6.13(a), to the latest version used during evaluation, fig-
ure 6.14. Figure 6.13(a) shows the first version of the prototype, fully developed
using Matlab. This version includes the following: visualization of the data
over an interactive geographical map, view of parallel coordinates, filter capa-
bilities (type of vessel, date, etc.), and prior probabilities representation (right
lower corner). The representation of the prior probabilities allows interaction
in order to update normal models created. Figures 6.13(b), 6.13(c) and 6.13(d)
correspond to the second version of the prototype, where Google Earth was
used to render the traffic data, figure 6.13(b), and a database with detailed
vessel information, and its corresponding module, figure 6.13(d), was added.
Figures 6.13(e) and 6.13(f) show the ‘building normal model’ module, added
later to build and visualize normal models created using SOM and GMM. Fig-
ure 6.13(f) depicts one of the suggested representations of normal models using
an interactive scatter plot matrix. Figure 6.14 exhibits two print screens of the
latest version which has been employed during the evaluation.

Figure 6.14(b) includes two windows that depict the second suggested
method for visualizing normal models, using surfaces. When selecting a par-
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(a) (b)

(c) (d)

(e) (f)

Figure 6.13: The development process of the proof-of-concept prototype, VISAD.
Figure 6.13(a) illustrates the first prototype developed entirely using Matlab. Fig-
ures 6.13(b), 6.13(c) and 6.13(d) depict screenshots of the second version, where data
(offline) is rendered using Google Earth and a database module was added to display
detailed vessel information. Figures 6.13(e) and 6.13(f) correspond to the ‘building nor-
mal model’ modules, where training data, and features as well as input parameters of
SOM can be introduced. Figure 6.13(f) shows one of the visualizations of the normal
models and rules suggested based on a scatter plot matrix, see section 6.3 for further
details.
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(a)

(b)

Figure 6.14: Final version of VISAD. The modules developed using Matlab have been
integrated with Google Earth through a C# platform. Figure 6.14(a) illustrates VISAD’s
graphical interface, where passenger vessels are displayed. Figure 6.14(b) depicts the
modules that display normal models (in this case for cargo vessels) and the probability
values of the selected vessels.
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ticular vessel and observation, the probability value of such sample and those
of five neighboring samples are then displayed over the model (see figure 7.5
on page 156). This representation supports comparison between novel obser-
vations and normal models built from training data, in order to make decisions
regarding the normalcy of novel observations.

In table 6.2, the events VISAD highlights as early warnings are summarized.
At present, the rules implemented in VISAD are examples of dynamic non-
kinematic situations. These rules formalize the anomalies or events that experts
at the traffic control centers visited pointed out as interesting ones to emphasize.
The rules can be syntactically expressed as: IF <condition> THEN <result>,

confidence(%).
There are two types of anomalies that can be detected us-

ing the rules included in VISAD. The first one relates to vessels
that change the information broadcast (e.g., changes in their name,
IMO, callsign, etc.), that is, the <condition> is formulated as
<if there are changes in (field1, field2,...)>. The second type
of anomalies is expressed by the following condition: <if ShipType IN

{list ship carryig Dangerous Goods (DG), Harmful Substances (HS),

Marine Pollutants (MP) or IMO hazard}>. The <result> of both types of
rules, that the vessel is considered anomalous, is highlighted on the screen, and
the condition constitutes the cause of the anomaly. New rules that cover other
dynamic-kinematic situations could complement the existing set.

6.3 Visualization of normal models

This section reports on our work regarding the representation of data mining
outcomes, in an attempt to continue our earlier efforts to increase the level of
transparency of the anomaly detection process and enable interaction. We focus
on the visual representation of normal behavior models built using the detec-
tion method previously presented and expert rules embedded in the system.
Two approaches for representing multivariate probability density functions are
presented.

Our aim is to assist the human analyst comprehend the normal behavior
models created by the detector. Additionally, the first visualization presented
in this section depicts how normal models relate to rules/signatures embed-
ded in the system. Such visualizations may support the validation and update
of models and signatures. Moreover, visual representations of the models and
rules may increase user confidence and trust in the system’s outcomes, since the
detection process becomes transparent to the user.

Approaches that visualize normal behavior statistical models built from
data, using more than three features, are rarely seen in the literature. Mining
for association rules has been extensively studied, however, limited work has
been done on how to help the user to understand these rules (Kopanakis and
Theodoulidis, 2003).
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Table 6.2: Classification and description of early warnings. Type I, II and IV are imple-
mented in VISAD. The detection of certain complex situations (included in type III), e.g.
piracy and smuggling , is not possible with the actual version of the prototype.

Description Type Detection method Information needed

Incongruences in
the reported
messages of the
vessel, IMO
number, callsign,
destination, type
of vessel

Type I
Dynamic
non-
kinematic

Changes in the data
reported, e.g. name

AIS reported message
number 5

Singular kinematic
variables: position
(forbidden or
dangerous zone),
speed, heading,
etc.

Type II
Dynamic
kine-
matic

Hybrid approaches:
matching normal
behavior models and
rules

Reported AIS messages
numbers 1 and 3, detection
rules, normal models of
behavior for different kind
of vessels

Multiple kinematic
variables,
relations, multiple
objects: piracy,
smuggling
situations,
combinations of
zone, speed and
heading

Type III
Dynamic
kine-
matic

Hybrid approaches:
matching normal
behavior models,
knowledge-based
techniques, situation
analysis, situation
recognition
techniques

Reported AIS messages
numbers 1, 3 and 5, normal
models of behavior for
different kind of vessels and
navigational status,
detection rules, situation
templates, relational
information

Historical Type IV
Static

Queries to the
historical DB

Historical information of
the vessel (history of
ownership, flag, spoofing,
illegal activities
involvement, history of oil
spills, criminal records,
insurance, ports visited,
etc.)
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Firstly, we present a joint visualization of normal behavior statistical models
(for n-dimensions) and expert rules, using a ‘scatter plot grid’ (section 6.3.2).
The joint visualizations of normal models and expert rules represent the knowl-
edge embedded in our anomaly detection system. Such visualizations not only
clear show over which areas of the feature space we have knowledge (cover-
age), but also how knowledge learned from the data matches rules created by
domain experts. Secondly, we present surfaces built from the normal models
and presented as layers over Google Earth (section 6.3.3).

6.3.1 Related work

Although a wide variety of solutions have been proposed for visualizing high-
dimensional data sets, and visualization has been an important aspect within
data mining (for the representation of data mining outcomes see, for example,
Kopanakis and Theodoulidis, 2003), very little effort has focused on visualiz-
ing learned models from data. A significant exception is the work presented by
Rheingans and desJardins (2000), where the authors describe a set of visualiza-
tion methods that helps users understand and analyze the behavior of learned
models. The article focuses on classification tasks (accurate prediction of class
membership from census data) and the models are constructed using Bayesian
networks. The visualizations correspond to the following model characteris-
tics: class probability, decision boundary, misclassification, and meta-attributes
of the model, such as the distribution and density of the training data used
to build the model. The visualizations used are mainly 2-D feature selection
displays, contour maps and SOMs. With regard to focusing on supporting the
user while building normal behavior models, two worthwhile contributions are
Manavoglu et al. (2003) and Iwata and Saito (2004). In these cases, visualiza-
tion is used to support the construction of normal behavior models from data.
Nevertheless, no final representation of the built models is given. In Manavoglu
et al. (2003), the authors describe an interesting approach for learning individ-
ualized behavior models for Web users. Here, visualization is used to identify
different behavioral models among users (identify clusters) employing a sim-
ple action-color mapping. Each user session is represented as a row of colored
squares, where each square corresponds to an action. Similarly, the work pre-
sented by Iwata and Saito (2004), where 2- and 3-D graphical representations
of the data based on the probabilities of belonging to each mixture component
and the probability of not belonging to any component, supports the user in
the selection of the number of mixture components in the final model.

On the other hand, extensive work has been carried out on the representa-
tion of association rules extracted from large data sets. A recent review of vi-
sualization techniques for association rules is included in Bruzzese and Davino
(2008). An association rule is an implication of the form A → B, where A is
a set of antecedent items and B is the consequent item. The two most com-
mon approaches for visualizing the usually vast number of association rules
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extracted from data are the directed graph and the two dimensional matrix,
or table-based method (see figure 6.15). An extension of the matrix solution
using 3D representations is described in Wong et al. (1999). Many graphical
tools and visualization methods have been used for pruning6. Examples are the
parallel coordinates-based representation introduced in Yang (2008) and the
combination of graph-based and parallel coordinates representation suggested
in Buono and Costabile (2005). A tool for visualizing mining association rules,
VisAR, is introduced in Techapichetvanich and Datta (2005). VisAR supports
managing and filtering association rules through interactive visualization.

A     
 B     

 C

A      B      C
B

C

A 

Consequent

Antecedent

Figure 6.15: Basic representations of association rules: directed graph (on the left) and
two-dimensional matrix (on the right). In the directed graph representation, the nodes
depict the items and the edges represent the associations. Two association rules are
shown: A → C and B → C. On the right, the matrix represents B → C (the bars may
depict different metadata, such as the support and confidence values).

Although considering the former approaches for the visualization of asso-
ciation rules is worthwhile, most of them fall into the category of exploratory
analysis, or knowledge discovery methods, since the aim of such suggestions is
to extract significant information in large amounts of data (discover patterns,
relations, new properties, correlations, etc.) or reduce the number of meaning-
less rules. In our case, we are interested in finding deviations from the expected
values in the data. In order to achieve this, the association rules embedded in
our system represent the expert knowledge that humans have regarding the
abnormality of certain feature values (the generation of new rules extracted
from the data is out of the scope of this thesis). In our work, two important
characteristics of the expert rules must be considered: (1) all expert rules share
the same consequent (B), since B=anomalous, and (2) the number of expert
rules is not large and thus, simple visualization approaches are optimal (e.g.,
table/matrix-based methods). Similar examples of the use of rules that capture
human expertise are presented in Edlund et al. (2006) and Roy (2008).

6Pruning is defined as the task of discarding rules derived from data. Normally, rules are pruned
if they are considered meaningless, i.e. they do not reach minimum thresholds for support and
confidence.
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Regarding the combination of both aspects, to the best of our knowledge,
joint visualizations for normal models and expert rules have not been suggested
in the literature up to date.

6.3.2 Visualization of normal behavior models and expert rules
using a scatter plot matrix

The biggest challenge we have faced while trying to represent the normal be-
havior models built for different types of vessels (cargo, tanker, passenger, pi-
lot, high speed craft, and fishing boat) was the fact that we would need a n-
dimensional7 space to represent the probability density function. Therefore, we
have implemented an interface, ‘scatter plot grid’ like, that displays all possible
two-dimensional combinations, feature vs. probability values. By selecting any
of the subfigures displayed, a three-dimensional representation is shown (see
figure 6.16).

The signatures or rules capture the knowledge of experts in the maritime
domain, in terms of different common characteristics of maritime traffic (e.g.
maximum and minimum speed for different types of vessels, normal naviga-
tional channels, prohibited or dangerous zones, etc.).

Figure 6.17 visualizes the normal model built from the training data with re-
spect to the speed values and the associated knowledge-based rule. The knowl-
edge rule indicates the maximum speed value that is considered to be normal
by the operator (IF SogKnots > 22 THEN anomalous = true). This threshold in-
dicates the conditions for which the user wants to be alerted, not that higher
speed values are not physically/mechanically possible. Three interesting aspects
should be considered in figure 6.17 (highlighted with black squares and from
left to right). (1) There are many observations that present speed values near
0. Since we have only considered vessels that reported ‘navigational status =
under way using engine’, it is obvious that this field is unreliable, because many
vessels not navigating report the opposite. This fact reveals that there are many
exceptions, special cases, or that AIS data may not always be reliable (see AIS
errors and problems documented in Harati-Mokhtari et al., 2008). (2) A group
of observations present higher values than the threshold expressed by the rule,
which means that even if such values are included in the training data and
will therefore be considered normal by the data-driven approach, they would
not be regarded as normal behavior by an operator. (3) There are few samples
that present extremely high speed values and very low probability values. Such
values do not correspond to a typical cargo vessel, and therefore this situa-
tion could be an example of spoofing, where wrong information is broadcast
(e.g., a smuggling situation). Despite the origin of these outliers, we think that

7n has taken different values along this research project, n = 4, 6, 7, 9, depending on the
number of features considered.
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these observations should be removed from the training data. Thus, the normal
model would more correctly represent the majority of observations.

The joint representations of normal behavior models and the correspond-
ing rules portray the system knowledge space. Such visual representations show
which areas of the features’ space are covered by rules or by the normal models
built from the data, displaying clearly the areas about which the system does
have or does not have knowledge. Furthermore, these representations show
how well expert rules match the normal behavior models learned from the data.
The normal models are built under the assumption that the training data con-
tains only normal observations. Nevertheless, this assumption may not hold,
since the training set may include abnormal observations. In addition, the train-
ing data set may not be a good estimate of the normal behavior in all the cases
(one possible reason could be the need to consider more training samples). The
mismatches among normal behavior models and expert rules are clearly identi-
fied in the proposed representations. This may support the update and further
refinement of the normal behavior models and rules, resulting in the reduction
of false alarms.

6.3.3 Visualization of normal behavior models using surfaces

In order to facilitate the comprehension of normal behavior models built from
training data, and inspired by operator’s preference of displaying information
over geographical maps, we have created surfaces based on the probability
values and the positions of the AIS messages. From such three-dimensional
surfaces, we generate layers that can be displayed over Google Earth through
VISAD.

The approach presented here is, to the best of our knowledge, innovative,
since no geographical representations of normal behavior models can be found
in the literature. In general, literature on the visualization of sea traffic or vessel
movements is sparse, even if there are examples of density maps, such as the
ones provided by Netherlands’ Hydrographic Office and Ministry of Trans-
port, Public Works and Water Management (2004) of the Rotterdam area.
Nonetheless, a relevant example of the visualization of vessel tracks is the work
recently presented in Willems et al. (2009). The authors present a map visual-
ization based on density fields that are derived from the convolution of the
dynamic vessel positions with a kernel. This visualization provides insight into
speed variation areas, thus allowing the identification of, for example, anchor-
ing zones and slow movers.

Calculation of surfaces

Figure 6.18 shows three examples of the visualizations of normal behavior
models created. The three figures illustrate the correspondent models for cargo,
tanker, and passenger vessels. The layers are displayed over Google Earth. The
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Figure 6.16: Visualization of the normal behavior model for cargo vessels (using AIS
data). The grid on the left side displays the scatter matrix of the kinematic features
involved (latitude, longitude, speed, course over ground and heading) and the corre-
spondent probability value (GMM value). The four figures on the right side correspond
to different views of the selected combination of the left figure: latitude, longitude (i.e.
position) and probability. Thus, we can identify which areas present higher/lower proba-
bilities of encounter for a cargo vessel (e.g. zones closer to the coast line are less probable
than open sea areas). See how this module is embedded in the prototype in figure 6.13(f).

Figure 6.17: Visualization of the normal behavior model (blue samples) and the
knowledge-based rule (green line) regarding the speed values of the cargo vessels. The
knowledge rule indicates the maximum value of speed that is consider to be normal by
the operator, IF SogKnots>22 THEN anomalous=true. In the figure, outliers, higher
values than the rule threshold value and close to zero values, can be seen. Close-to-zero
speed values reveal that vessels reporting ‘under way using engine’ can have very low
speed values.
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same color scale was used to compute the surfaces (blue-green colors show low
probability8 values whereas yellow-red colors denote high probability values).
Since the values are not normalized and models are calculated independently,
there are differences on the scales (i.e. the cargo model presents lower proba-
bility values in atypical areas than, for example, the tanker model).

Figure 6.18: Overlay over Google Earth: visualization of the normal behavior model
for cargo (left), tanker (middle) and passenger (right) vessels. Blue-green colors repre-
sent low probability values (i.e., anomalous observations) while yellow-red denote high
probability values (i.e., normal observations).

The implementation steps are summarized in table 6.3.3. We have used a
slightly modified version of the function gridfit9 to create the surfaces. Avail-
able functions in Matlab fail to create surfaces when there are replicates or
when the data has many collinear points. Moreover, interpolation functions
(like griddata) are not suitable in our case, since there are many close points
that present large differences between probability values that cannot be solved
by interpolation (in that case, the solution would have continuous abrupt
edges). Instead, we want to maximize the number of points modeled by the
surface, using a similar solution to gridfit.

The computed surfaces present convergence problems on edges that, ge-
ographically, correspond to coastline borders. Even if we have not included

8A low probability value assigned to an observation indicates that it is an anomalous observa-
tion, since it presents a low probability of being generated by the normal model built from data.
On the other hand, a high probability value indicates that the observation is normal.

9Gridfit for Matlab can be downloaded from http://www.mathworks.de/matlabcentral/

fileexchange/8998-surface-fitting-using-gridfit. Accessed 15 February 2010.

http://www.mathworks.de/matlabcentral/fileexchange/8998-surface-fitting-using-gridfit
http://www.mathworks.de/matlabcentral/fileexchange/8998-surface-fitting-using-gridfit
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Surface calculation steps

1: Calculate probability values for each feature vector
2: Construct grid (using positions and meshgrid)
3: Map each probability value to position (discretized position from selected

grid)
4: Build surface that approximates data, using slightly modified gridfit

5: Control amount of smoothness, 0–1 to approximate as many points as pos-
sible (larger value means the surface will be smoother)

6: Add colormap
7: Add light and shade
8: Merge coastline and surface map to border the surfaces created

measures to avoid this aspect, this problem can be overcome if 0 probability
values are added to the positions that represent coastline points (step 2).

These representations have been used during the evaluation phase presented
in chapter 7.

6.4 Summary

This chapter presents practical computational work regarding the detection
of anomalous vessel behavior in maritime traffic. The first section describes
a data-driven anomaly detection approach based on a combination of SOM
and GMM. This method is tested over both simulated and real maritime traffic
data.

In order to overcome challenges drawn from previous chapters and the im-
plementation and test of the detector, section 6.2 suggests a methodology to
include the user in the anomaly detection process from which we derive a proof-
of-concept prototype that extends the data-driven anomaly detection approach
with a rule-based module. Its architecture is established upon a visual analytics
model.

Section 6.3 addresses the problem of visualizing normal behavior models
built from data, presenting two approaches for visualizing multivariate proba-
bility density functions: (1) a representation based on a scatter plot matrix and
(2) surfaces as layers over Google Earth. Both the prototype and normal behav-
ior models representations are used during the evaluation phase, described in
the following chapter.





Chapter 7
Evaluation

“People are usually more convinced by reasons they discovered themselves than
by those found by others.”

Blaise Pascal
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This chapter presents quantitative and qualitative usability assessments car-
ried out, in order to evaluate both whether representations of normal mod-
els support the first two phases of the analytical reasoning process previ-
ously described (section 4.5.1): (1) in understanding normal vessel behavior
and (2) matching incoming data to normal models (detection/identification of
anomalous behavior), and the comprehensibility of the visual representations
provided.

Firstly, we start by discussing the challenge of evaluating information vi-
sualization. Due to their importance in the design of experiments, the three
essential aspects of insight, tasks and metrics are reviewed in the relevant lit-
erature. Secondly, we design empirical experiments that assess the usability of
visual representations of normal behavioral models during the detection and
identification of anomalous behavior, based on the theoretical foundations re-
viewed.

The quantitative evaluation approach is divided into two experiments. The
first experiment assesses whether representations of normal models improve
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the understanding of normal vessel behavior (section 7.2.1), while the second
experiment assesses whether representations of the normal models improve
the overall detection performance (section 7.2.2). The quantitative assessment
is complemented with a qualitative evaluation carried out with experts (sec-
tion 7.3). Finally, we discuss the results of the evaluation phase and their impli-
cations in light of relevant literature (section 7.4).

7.1 Evaluation in Information Visualization

The proliferation of information visualization techniques has also highlighted
the need for principles and methodologies for empirical evaluation (Chen and
Czerwinski, 2000). Research in information visualization has largely focused
on the development of innovative visualization techniques but their evaluation
has often been relegated to a secondary role. During the past ten years, the com-
munity has been stressing the need of improved methods in areas such as task
analysis and usability evaluation. Although the progress has been slow, recent
conference proceedings have started to tackle, in depth, the evaluation chal-
lenge within information visualization and visual analytics. Examples of this
development are the establishment and success of workshops such as BELIV’08
and ’10: BEyond time and errors, novel evaLuation methods for Information
Visualization, held during CHI1.

Two significant reviews on the evaluation of information visualization are
those published in Carpendale (2008) and Plaisant (2004). From a theoreti-
cal point of view and inspired by empirical research within HCI, Carpendale
(2008) presents an extensive analysis of different types of evaluations, from
quantitative to qualitative approaches, discussing their advantages and disad-
vantages. Furthermore, the paper elaborates on how to choose suitable evalu-
ation methodologies and the current challenges facing empirical research in in-
formation visualization. Among these challenges, the author emphasizes practi-
cal aspects common to all empirical research, such as the difficulty of obtaining
an appropriate sample of participants, selecting the right methodology, and an-
alyzing the results.

From a more practical point of view, Plaisant (2004) presents a brief sum-
mary of current evaluation practices, identifying challenges for information vi-
sualization evaluation and proposing possible first steps to improve the eval-
uation phase. The paper employs a classification of user studies in four the-
matic areas developed by Komlodi (UMBC2) after surveying fifty user studies
of information visualization: (1) controlled experiments comparing design ele-
ments, (2) usability evaluation of a tool, (3) controlled experiments comparing
two or more tools, and (4) case studies of tools in realistic settings. The main
challenges highlighted in Plaisant (2004) are divided into three main blocks:

1Annual ACM Conference on Human Factors in Computing Systems.
2University of Maryland, Baltimore County.
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utility needs to be demonstrated in real settings, specific aspects of empirical
studies must be improved (e.g., the use of very simplistic tasks) and the need
to address universal usability (making visualization tools accessible to diverse
users regardless of their backgrounds or technical disadvantages). According to
Plaisant, possible first steps towards improving the evaluation of information
visualization are creating repositories of data and tasks, employing case studies
on users carrying out real tasks in their natural environment, and implement-
ing the developed techniques into toolkits. Finally, the paper presents lessons
learned from three examples of transformations from prototypes to real-world
products (e.g. Spotfire).

The challenge of successfully evaluating visualizations or visual environ-
ments requires that multiple aspects are considered. Such aspects include how
to actually measure the goal of visual analytics (insight), how to select appropri-
ate qualitative and quantitative approaches, how to choose appropriate metrics,
find representative and comprehensible tasks, sample size, etc. Often, compro-
mises need to be taken, for example, if we seek statistical significance of the
findings, it may be difficult to use a large number of professional analysts.
Therefore, students or co-workers are normally used as subjects in the tests,
questioning what the results would have been when using professionals.

Since they are important for the experimental design, we elaborate on how
visualization supports insight, the necessity of employing representative tasks,
and the selection of appropriate metrics, in the remainder of this section.

Insight

Providing insight is considered to be the main purpose of information visualiza-
tion and visual analytics (Card et al., 1999; Thomas and Cook, 2005; North,
2006). The value of information visualization has been a recurrent matter of
discussion in the research community (see e.g., van Wijk, 2005; Gotz and Zhou,
2009; Yi et al., 2008; North, 2006). Visual analytic environments should sup-
port the acquisition of insight and, hence, the evaluation of such environments
should assess if that is the case. However, there is no comprehensive evaluation
methodology to determine the real value of visualization in terms of its goals of
facilitating insight, discovering knowledge, or supporting analytical reasoning.

Part of the problem of designing and developing adequate evaluation
methodologies resides in the fact that it is difficult to define insight or knowl-
edge discovery, and even if definitions exist (see an exhaustive discussion in
Chang et al., 2009), there is not one that is commonly accepted by the research
community (Yi et al., 2008). How do the newly designed visual environments
assist users in gaining insight, acquiring knowledge, or reasoning analytically?

The importance of considering the analytical tasks to be supported in the
evaluation process has been the focus of recent papers within information vi-
sualization and visual analytics evaluation (e.g., Rester et al., 2007; Scholtz,
2008; Jeong et al., 2008; Gotz and Zhou, 2009; Mayr et al., 2010). The ap-
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proaches taken to study insight and analytical reasoning stem from cognitive
science theories (e.g., Teets et al., 2010), sense-making (e.g., Scholtz, 2008), ac-
tivity theory (e.g., Gotz and Zhou, 2009), problem solving (e.g., Mayr et al.,
2010) or human computer interaction (e.g., Saraiya et al., 2006).

For example, in order to provide tools that function as a real scaffold, Mayr
et al. (2010) analyze users’ problem solving strategies to describe which pro-
cesses lead to or inhibit task completion. This knowledge can later be used to
improve visual analytics tools. Although the results presented cannot be trans-
fered to other domains, since problem solving strategies depend on many do-
main specific factors, the evaluation procedure presented can be used in other
situations. In Teets et al. (2010), the authors demonstrate that cognitive fit the-
ory, along with the proximity compatibility principle, can be used as a basis to
evaluate the effectiveness of information visualizations to support a decision-
making task. The cognitive fit theory proposes that when the problem represen-
tation fits the problem-solving task, a preferable mental representation of the
problem will be created, resulting in improving the accuracy and speed of the
problem solving process (Teets et al., 2010). An additional result of this study
is that task complexity needs to be investigated further.

The design of the evaluation presented in this chapter has been influenced
by previous work on cognitive tasks analysis (e.g., D’Amico et al., 2007), and
in theories of sense-making (Pirolli and Card, 2005; Klein et al., 2006b). We
include the characterization of the analytical reasoning process presented in
section 4.5.1 in the design of the empirical tests.

Evaluation tasks

Stasko (2006) claims, in an overview of challenges in information visualization
evaluation, that successful evaluations should include representative tasks that
participants carry out.

The lack of task models and taxonomies of tasks makes the assessment of
visual environments for researchers and developers that are not experienced
in evaluation more difficult. Based on existing taxonomies (presented in Zhou
and Feiner, 1998,Wehrend and Lewis, 1990, and Morse et al., 2000), Winck-
ler et al. (2004) propose the use of tasks models of abstract visual tasks to
generate scenarios that can be used either to validate a specific technique or
to compare different techniques. A task model is a hierarchical structure built
according to a set of possible relationships among user tasks, employing oper-
ators such as ‘choice’, ‘interruption’, ‘enabling’, etc. Precise scenarios extracted
from tasks models help evaluators judge the effectiveness of visualization tech-
niques. However, the complete set of abstract visual tasks presented in previous
taxonomies (e.g., Wehrend and Lewis, 1990) is not modeled, and the authors
exemplify their approach to support usability evaluation with only one example
(they compare the use of two well-known visualization techniques, Treemaps
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and Hyperbolic browser, under different scenarios extracted from the task ‘lo-
cate file’).

Amar and Stasko (2004) discuss the notion of analytic gaps, obstacles that
visualizations face in facilitating higher-level analytic tasks, such as decision-
making. Limitations in current visualization systems are classified into two an-
alytic gaps: the rationale gap (representing the gap between perceiving a rela-
tionship and expressing confidence in the correctness and utility of that rela-
tionship), and the worldview gap (representing the gap between what is shown
to a user and what actually needs to be shown, in order to draw a represen-
tational conclusion for decision-making). For each analytical gap, the authors
propose three task forms, that serve to narrow or diminish these gaps. They
also demonstrate how these tasks might be used for design and evaluation. The
first set of tasks, presented under the rationale-based gap, comprises expose un-
certainty, concretize relationships, and formulate cause and effect. The second
set of tasks, related to the worldview gap, comprises determination of domain
parameters, multivariate explanation, and confirm hypothesis.

Saraiya et al. (2006) argue that most visualization tools are evaluated in
short-term and controlled studies, using preselected data sets and benchmark
tasks. In Saraiya et al. (2006), the authors present an interesting long-term
study of the use of certain visual analytics tools (such as Spotfire, PathwayAs-
sist and GenMapp) during the analysis of a bioinformatics data set. To keep
the experiment as close to a real-world data analysis as possible, no predefined
tasks were used, and the bioinformaticians were requested to keep a diary with
the insights gained from the data analyzed. One of the conclusions drawn is
that longitudinal studies can provide insight into the visual analytics process,
practices and actual data analysis tasks that can guide evaluators and visualiza-
tion designers in constructing tools that better match this analytic process.

Representative tasks should be carried out by participants during evaluation
(Stasko, 2006). Accordingly, we suggest a set of characteristic tasks performed
by operators at maritime control centers, taking a similar approach to those
presented in Tobon (2002), Koua et al. (2006), and Demšar (2007).

Evaluation metrics

The difficulty of finding appropriate evaluation metrics has lately been ad-
dressed by the community, in several meetings and publications. For example,
a recent workshop, Metrics for the Evaluation of Visual Analytics held at IEEE
VAST 2007, focused on discussing which measures would be most helpful to
the analytic and research community. Articles presented during the workshop
cover a variety of aspects, such as including domain specific measures during
the evaluation (Whiting et al., 2007), design examples combining multiple ap-
proaches at different levels — usability, analytical reasoning, and compara-
tive studies — (Görg et al., 2007), and longitudinal evaluation measurements
(Gerken et al., 2007). While researchers have highlighted the need for stan-
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dardized evaluation metrics, no standard has yet been created (Dornburg et al.,
2009).

The usage and definition of quality metrics for visualization techniques
are, as yet, immature fields and there is no common understanding of metrics
(Bertini and Santucci, 2006). Bertini and Santucci (2006) propose a classifica-
tion for visual metrics based on three main categories: size metrics (e.g., number
of data items, density, and screen occupation percentage), visual effectiveness
metrics (measures of occlusion, collisions, and outliers), and features preserva-
tion metrics (intended for measuring how correctly an image represents some
data characteristic, e.g. ,number of identifiable points compared to number of
actual data items).

The selection of metrics has also been a recurrent topic in Scholtz’s studies
(see Scholtz, 2006a, 2007, and Costello et al., 2009). Scholtz encourages the use
of user-centered evaluation in general (Scholtz, 2006a) and, in particular within
the visual analytics community (Scholtz, 2006b, 2007; Costello et al., 2009).
From her point of view, evaluation needs to go beyond technical performance
and usability metrics, in order to measure the utility and impact of new soft-
ware to facilitate information interaction. Scholtz (2006b, 2007) presents an
extensive list of relevant metrics regarding the following areas: situation aware-
ness, collaboration, interaction, creativity, and utility. The metrics described are
intended to specifically support information analysts using visual analytic envi-
ronments. Relevant for our work is the description of existing metrics for (1)
situation awareness (e.g., SAGAT method, verbalization methods like think and
talk aloud, or subjective measures that ask users to assign numerical values to
their situation awareness), (2) interaction (suggestions are given regarding the
capabilities and tasks that interaction should provide: capabilities such as the
ability to view occluded information or the ability to change level of abstrac-
tion, and tasks like locate, identify, distinguish, categorize, cluster, distribute,
etc.), and (3) utility (reduction of time, or better performance, reduction of
cognitive load, or increase analyst’s confidence in system recommendations).

Metrics should also be defined to determine whether the rationale for the
development of visual analytic environments is supported. Scholtz (2006a) pro-
pose a table of hypotheses (e.g., ‘visual analytic environments should increase
the amount of information/data the analysts can incorporate into their analy-
sis’) mapped to measures and methodologies for capturing the measurements
(e.g., ‘number of documents looked at’, ‘amount of evidence extracted and
used’) and contributing areas of evaluation (e.g. ‘interaction’). Relevant to our
project is the hypothesis ‘visual analytic environments should improve the pro-
cess of the analysts’ that Scholtz (2006a) maps to the measures ’time spent in
each step of the process’ and ‘productivity of information-seeking’, as well as
and to the areas of ‘interaction’, ‘usability’, and ‘utility’.

Based on Scholtz’s (2006a) elaboration and considering that usability eval-
uations use efficiency, effectiveness, and user satisfaction to measure human
performance, the metrics selected to assess the usability in our studies are cor-
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rectness of response, time to complete tasks and user satisfaction regarding the
visualizations provided.

Final remarks

The empirical tests carried out and described in this chapter are based on an
understanding of the analytical tasks that operators at maritime control centers
carry out, presented in section 4.5. The study focuses on exploratory and con-
firmatory tasks that are performed visually and interactively. These tasks are
organized according to: (1) visual operations in compliance with taxonomies
presented in Zhou and Feiner (1998), and Wehrend and Lewis (1990) and
(2) steps in the analytical reasoning process that need to be supported (pre-
sented in chapter 4). The empirical studies assess the ability of visualizations
of normal behavioral models to support the analytical reasoning process: sup-
porting the establishment of the normal traffic situation picture (experiment 1),
and the detection and identification of anomalous traffic (experiment 2). Ex-
periment 1 takes a similar approach to Tobon (2002), Koua et al. (2006), and
Demšar (2007), while experiment 2 follows John et al. (2005), and Bonafede
and Marmo (2008).

In the ensuing sections, we present and describe the analytical tasks, the
quantitative and qualitative evaluations carried out, procedures, environment,
the data, and the results (structured according to the metrics considered).

7.2 Quantitative evaluation

As previously stated, the goal of visual analytical systems is to support the an-
alytical reasoning process, maximizing human perceptual, understanding, and
reasoning capabilities in complex and dynamic situations. Our ultimate goal is
to find optimal combinations of human analytical reasoning and computational
methods for the maritime anomaly detection problem. We need to support both
human and computational processes (see figure 7.1). On the one hand, com-
putational anomaly detection methods should support the human reasoning
process, but, on the other hand, we need user involvement to improve the per-
formance of the detector.

The evaluation approach used assesses both the ability of the representa-
tions of normal behavioral models to support the first two phases of the ana-
lytical reasoning process previously described (see detailed description in sec-
tion 4.5.1), that is, (1) understanding normal vessel behavior and (2) matching
incoming data to normal models (detection/identification of anomalous behav-
ior), and the comprehensibility of the visual representations provided.
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Analytical reasoning process
(human)

Anomaly detection  process
(machine)

visualization 
interaction

enhances

supports

Figure 7.1: Integration of analytical reasoning and anomaly detection processes. The
user is involved in the detection process, computational methods support the user’s an-
alytical processes.

Defining tasks for evaluation

Evaluating whether visual analytical principles or a certain visual and interac-
tive environment is effective, involves answering the question, that Koua et al.
(2006) formulate as: effective for what? Hence, we begin discussing goals and
tasks in maritime surveillance centers.

As previously noted, maritime surveillance centers provide services that im-
prove vessel traffic safety and efficiency, and protect the environment. Human
operators need to carry out the timely identification of traffic situations emerg-
ing in the surveyed area and respond appropriately. Since one of the main goals
of maritime operators is the timely identification of such situations, the moni-
toring and analysis process can be viewed as a set of goals that includes: (1) un-
derstanding normal vessel behavior and the continuous establishment of the
normal situation picture, (2) matching incoming data to normal models (detec-
tion/identification of anomalous behavior), (3) confirmation, and (4) explana-
tion or reporting the detected situations.

To be effective in the task of recognizing vessels that need extra attention
or detecting conflict situations, operators need to be armed with vast amounts
of background information, which is utilized to build a baseline that can be
used for comparison when a conflict is suspected. Understanding normal vessel
behavior and continuously updating the normal situation picture have been
described above as essential tasks for monitoring maritime traffic effectively.
The first part involves recognizing how the traffic is distributed for a given
time and area. During the continuous updating of the normal situation picture,
operators must be constantly aware of the actual label/name, position, course,
speed, communication agreements, destination, etc. of vessels within the actual
traffic situation picture.

Understanding normal vessel behavior may thus be considered as a ‘high-
level’ goal. In the process of acquiring this knowledge, the operator generates
more specific, ‘low-level’ queries. For example, a novice operator analyzes and
explores the data, in order to locate sea lanes, describe different types of ves-
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sels, associate vessel trajectory with destinations, locate non-navigational and
dangerous zones, etc.; expert operators identify areas that need extra atten-
tion, on a daily basis. These low-level queries or user tasks may require one
or more visualization operations (Ogao and Kraak, 2002), and a specific visu-
alization/interaction technique may support one or more low-level queries or
user tasks.

Many of these low-level queries match categories of visualization opera-
tions, presented in well-known taxonomies of visualization operations. Two
taxonomies can be found in Zhou and Feiner (1998), and Wehrend and Lewis
(1990). Zhou and Feiner (1998) present a classification of visual tasks with re-
gard to their visual accomplishments and implications. The purpose of Zhou
and Feiner’s study is to formulate general rules that can directly relate high
level presentation intents (such as inform) to low-level visual techniques (such
as highlight). The taxonomies put together by Wehrend and Lewis (1990), and
Zhou and Feiner (1998), regarding visualization operations, consider the fol-
lowing domain independent categories: locate, identify, distinguish, categorize,
cluster, distribution, rank, compare, associate, cluster, background, emphasize,
generalize, rank, switch, encode, and correlate. With regard to their relevance
and functionality in temporal cartographic animations, Ogao and Kraak (2002)
condensed these categories into four: identify, locate, compare, and associate.

No low-level or high-level goals or tasks have previously been defined in
this domain (maritime) and for this problem (anomaly detection), nor have
tasks or goals that are accomplished by analyzing data been related to visual-
ization operations. We do not expect to cover all low-level queries or tasks, but
a small set that can be considered representative, since they are instantiations
of different visual operations identified in earlier taxonomies. Regarding their
relevance to maritime anomaly detection, we therefore consider the follow-
ing terms: categorize, cluster, distribute, distinguish, compare, identify, locate,
rank, correlate and associate. According to Wehrend and Lewis (1990), Ogao
and Kraak (2002), and Koua et al. (2006), these visualization operations are
defined as follows:

− Categorize: to place in specifically defined groups or classes.

− Cluster: to join individuals into groups of similar or related type.

− Distribute: to describe the overall pattern. Distribute is related to cluster.
The cluster operation involves detection of groups, whereas distribute
requires a description of the overall clustering.

− Distinguish: to recognize as different or distinct (relevant to anomaly de-
tection and identification).

− Compare: to examine in order to find similarities and differences (com-
paring in order to find differences is relevant to anomaly detection and
identification).
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Table 7.1: List of visual operations and operational tasks.

Visual
operation

Operational visualization task

Categorize Categorize vessels that report incorrectly or do not report necessary
information (e.g. AIS turned off, incorrect IMO reported, change of
name/type)

Distribute
Describe how navigational lanes (for cargo, passenger, fishing, etc.) are
distributed over the map and time (different patterns during the day,
day/night, month, etc.)
Distribution of speed, dimensions, and course for different types of
vessels and areas

Distinguish
Recognize outliers (high/low values speed, danger of grounding,
atypical areas)
Distinguish vessels outside normal routes
Recognize non-cooperative behavior

Compare
Compare behavior among vessels (e.g. cargo towards fishing, passenger,
tanker)
Compare behavior of a particular vessel to behavior of vessels of same
type

Identify

Identify vessels that need extra attention
Identify conflict situations (proximity, collision, grounding, situations
with more than one vessel)
Identify type of conflict
Identify relations among vessels/entities

Locate

Locate navigational lanes and non-navigational areas
Locate fishing areas, closed fishing areas
Locate areas with most heavy traffic and slow movers
Locate vessels in conflict situation
Locate vessels that need extra attention
Locate areas of possible conflict

Rank
Indicate max and min speed values for different types of vessel
Indicate max and min dimensions for different areas in harbor

Cluster Group vessels that share similar characteristics
Correlate Discern which type of vessels and navigational lanes share similar

attributes

Associate
Associate sea lanes with origin-destination
Associate vessel dimensions with navigational areas, grounding zones
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Table 7.2: List of visual operations, operational tasks and specific tasks for evaluation.

Analytical
reasoning

Visual
operation

Operational task Specific task explored
during the experiments

Understan-
ding
normal
vessel
behavior
and
acquisition
of normal
picture

Categorize Categorize vessels that
have no type assigned

Categorize vessels that do
not report type

Compare Compare behavior of
cargo vessel with that of
fishing, passenger and
tanker

Compare sea lanes of
different types of vessels and
point out main similarities

Distribute
Describe how different
sea lanes (cargo,
passenger, fishing areas,
etc.) are distributed over
the map and time

Describe navigational and
non-navigational zones for
cargo, tanker, fishing, pilot,
and passenger vessels

Describe normal behavior of
cargo, passenger, tanker,
pilot, and fishing vessels

Locate Locate areas with most
heavy traffic and slow
movers

Locate zones with high
traffic density

Correlate Discern which type of
vessels and navigational
lanes share similar
attributes

Examine which type of
vessels share similar
attributes

Associate Associate sea lanes with
origin-destination

Name typical passenger
routes and describe their
frequencies

Detection
and identi-
fication of
anomalous
behavior

Distinguish Recognize outliers
(high-low values of
speed, danger of
grounding)

Are there any vessels that do
not behave normally?

Compare Compare behavior of a
particular vessel to
behavior of vessels of the
same type

Compare selected (by
system) non-normal vessels
to background traffic and
describe the differences

Identify Identify conflict
situations (proximity,
collision, grounding)

Identify truly anomalous
vessels/situations from ones
highlighted by the system.
Provide justification
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− Identify: to establish the collective characteristics by which an object is
distinctly recognizable or to describe an object which was previously un-
known (relevant to anomaly detection and identification).

− Locate: to specify position (of known objects/entities).

− Rank: to put into order with respect to other objects/entities of the same
type.

− Correlate: to establish relations and connections.

− Associate: to link or join in a relationship.

Table 7.1 presents a set of visual operations that embrace the set of low-level
queries or user tasks related to the high-level goals of ‘understanding normal
vessel behavior’ and ‘detecting/identifying anomalous behavior’. While exam-
ples of all visual operations can be found for both ‘high-level’ goals, distinguish,
compare, and identify are typical operations of detecting/identifying anomalous
behavior. In table 7.1, such visual operations are mapped to example opera-
tional tasks, while table 7.2 includes specific exercises for evaluation purposes.

During the evaluation, we would like to answer the following question: does
the representation of normal behavioral models built from representative data
support the ‘understanding of normal vessel behavior’? ‘Matching incoming
data to normal (mental) models’ is also an iterative process, that looks for
deviations from normal behavioral (mental) models. In this case, does the joint
representation of normal models and the incoming data (or data selected as
suspicious) support the detection and identification of anomalous behavior?

Method

The evaluation approach assesses the ability of normal behavioral vessel repre-
sentations to support the first two phases of the analytical reasoning process,
previously described, and the comprehensibility of the visual representations
provided. To do so, we divided the tasks into those that represent understand-
ing the vessel behavior, for example, ‘locate non-navigational areas’ (experi-
ment 1) and those that represent finding anomalous behavior, for example,
‘identify grounding situations’ (experiment 2). Participants were divided into
two groups, of which one was considered the baseline group, thus, no repre-
sentation of the normal behavioral model was provided to aid in performing
the tasks.

Data

The data set used for the investigative analysis is a subset of the AIS data,
previously described in chapter 6, that consists of a collection of actual AIS
messages broadcast by vessels traveling along the Swedish west coast. Nine
days of the data set were used as training data, i.e. they were considered to
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Figure 7.2: Prototype, VISAD, employed in the evaluation. Real AIS traffic data is dis-
played using Google Earth. For each vessel and observation, dynamic data (position,
speed, course, etc.) and static information (type of vessel, dimensions, name, MMSI,
etc.) are displayed. In addition, the probability value of having such observation is pre-
sented. On the right, a visual representation of the normal behavioral model for cargo
vessels is displayed (probability value vs. location).

model the normal vessel behavior. Eight features were employed for calculating
the models, adding the dimensions (length and width) and draught of the vessel
to the kinematic features (longitude, latitude, speed, heading and course over
ground). Thus, we contemplated an eight dimensional space, <8. Four days of
data were analyzed by the participants during the exercises.

Evaluation environment

In order to carry out the representative tasks, the latest version of the proto-
type, VISAD, has been used. VISAD integrates Google Earth and Matlab mod-
ules through an interactive visual interface platform implemented in C# (see
figures 7.2 and 7.4). The vessel traffic data is shown over the geographical map
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and an integrated module (Matlab) displays representations of normal behav-
ioral models. These normal behavioral models capture the dynamic behavior of
the different types of vessels: cargo, tanker, passenger, pilot, and fishing boat.
Figure 6.18 on page 138 shows the normal model overlay for cargo, tanker, and
passenger vessels (referred to as ‘overlay over GE’). Figure 7.4 shows the cargo
model overlay in VISAD and figures 7.3(a) and 7.3(b) illustrate the 2- and 3-D
representations of the normal model, ‘2D model’ and ‘3D model’ respectively.

Participants

Twenty two participants, mainly PhD students, postdoctoral researchers, and
teachers within computer, and cognitive sciences, have taken part in the tests
up to date. Seven participants were female and the average age was 31.8 years.
All subjects had normal or corrected to normal vision.

The participants were randomly divided into two groups, one of which was
the reference group. Both groups had to solve the same tasks, but the reference
group had no help regarding the visualization of normal models. They were
provided with the same data, and the probability value of having each observa-
tion was displayed for both groups. The model aided group was able to assess
the representations of the normal models and compare particular probability
values with the normal model representations (see figure 7.5).

The test sessions were individual, the participant worked alone in a room.
No disturbance and minimum noise levels were guaranteed. The room was
equipped with one computer, two monitors, a keyboard, mouse, and recording
software, see figure 7.6(a). The participants used the prototype to analyze real
vessel traffic data. A local on-line questionnaire specified the tasks to be carried
out. The exercises varied from very specific questions to ones that were more
open insight-like. Questions regarding user reactions and satisfaction questions
were asked at the end of the exercises.

Two users were first used as pilot test subjects to ascertain any deficiencies
in the test procedures, such as task descriptions, timing, instructions for test
tasks, and performance of the prototype and the recording software. Each par-
ticipant received an introductory explanation of the domain (15–30 min): the
concept of anomaly, normal models, and the functionally of the prototype. Be-
fore starting the questionnaire with the specified tasks, they were allowed to
test the prototype until they felt comfortable working with it. A test admin-
istrator was always available during the session, which lasted from 13/4 to 2
hours.

Metrics

The proposed assessment methodology includes three criteria: correctness of
response, time to complete each task, and user reactions. The first two criteria
measure the ability of the visual representations of normal models to facilitate
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(a) (b)

Figure 7.3: Example of ‘2D model’ visualization, figure 7.3(a). The figure depicts the
tanker normal behavioral model. Figure 7.3(b) shows an example of ‘3D model’ visual-
ization (zoom and rotate capabilities using Matlab).

Figure 7.4: Prototype used during the empirical evaluation. Normal models for cargo,
tanker, passenger, fishing, and pilot vessels are displayed as overlays. This visualization
of normal models is referred to as ‘model over GE’ in the text.
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Figure 7.5: For each observation, a probability value is displayed. When selecting a par-
ticular observation, detailed data of the vessel is shown and the normal model window
presents the representation of the corresponding model and how the particular proba-
bility value (and the five previous observations) relates to the model.

(a)

9000 ,0 mm x 2500 ,0 mm

9000 ,0 mm x 2400 ,0 mm

Facilitator

Participant

Table

(b)

Figure 7.6: Experimental setup, photo (a) and sketch of the test room (b).
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the comprehension of vessel behavior and the detection of hidden anomalies.
Therefore, both groups (participants with and without the support of represen-
tations of normal behavioral models) are compared regarding the correctness
of their responses and the time spent on completing the tasks. The third metric,
user reactions, assesses the appropriateness of the visual representations of the
normal models provided and the extent to which participants believe such rep-
resentations support their goals and tasks. It also includes the interpretation of
and participant’s level of understanding of such representations. User reactions
are collected with open-ended and rating questions. In addition, user actions
and steps are logged, in order to study the strategy that the participants use to
solve the tasks.

7.2.1 Experiment 1: supporting the understanding of normal
vessel behavior

In experiment 1, we assess the ability of representations of normal behavioral
models to support the first phase of the analytical reasoning process, that is, to
understand normal vessel behavior, and the helpfulness and comprehensibility
of the visual representations provided.

The questionnaire that specifies the tasks to be carried out is divided into
four blocks3, which cover the following questions:

Block 1 includes two different exercises: (1) classify certain vessels into cargo,
passenger, tanker, fishing, and pilot (task group categorize) and (2) find
passenger routes in a given area (task group associate and identify).

Block 2 queries the participant regarding how the maritime traffic is dis-
tributed over the map (task group distribution). Specifically, the questions
refer to identifying the navigational areas for each of the different types
of vessels and which areas represent high density traffic.

Block 3 includes tasks that investigate the participant’s understanding of the
behavior of the different types of vessels (task group compare).

Block 4 (post-tasks questionnaire) concerns collecting the participant’s reac-
tions regarding the helpfulness, intuitiveness, and comprehensibility of
the different normal model visualizations provided.

As explained above, three criteria are taken into account: time to complete
each task (block), correctness of response, and user reactions. The first two
criteria measure the ability of the visual representations of normal models to
facilitate the comprehension of vessel behavior. Correctness of response is used
to measure performance. A task that is completed with the correct response
is given a 1, and an incomplete task or one that is completed with the wrong
response is assigned a 0.

3See appendix A for a detailed description of the exercises and questionnaire.
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User reactions are collected through a questionnaire with open-ended and
rating questions. A Likert scale with five, in sequence, response levels was used
to collect helpfulness, intuitiveness, and comprehensibility values.

Results and analysis of experiment 1

The analysis of the results is organized according to the usability measures
described above: time to complete each task (block), correctness of response
and user reactions. Figures 7.7, 7.8 and 7.9 depict the results of the analysis of
the three usability metrics. A detailed analysis of the data was conducted using
a two sample t-test (significance level α = 0.05, null hypothesis implies that the
samples come from populations with equal means).

Time to complete each task (block): The analysis of the time taken to com-
plete the tasks included in blocks 1 and 2 reveals that there is no significant
difference between the two groups (p = 0.2409 for block 1 and p = 0.9505
for block 1). However, the time spent by the second group (aided by normal
models visualizations) to complete block 3 (tasks related to the understanding
of the behavior of the different types of vessels) is significantly less, the t-test
reveals a significant difference between the two groups (p = 0.0201 < α).
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Figure 7.7: Average time to complete each of the blocks in experiment 1. Significant
difference (p = 0.0201) between the groups for block 3.

Correctness of response: The analysis of correctness of response clearly shows
that the second group (aided with normal models representations) performed
better than the reference group in all three blocks. With regard to both the
correctness of response and time spent to complete block 3, there is a notable
difference between both groups. Group 2 (aided with normal models represen-
tations) outperformed the reference group, using less time. The t-test confirms
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this, block 1: p = 0.0153 < α, block 2: p = 6.1119 · 10−4 < α and block 3
p = 1.5778 · 10−5 < α.
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Figure 7.8: Correctness of response per block. Each block consists of 5 tasks. A task
completed with the correct response is given 1, and a task not completed or completed
with the wrong response is assigned 0. The maximum number of points per block is 5.

User reactions: Helpfulness, comprehensibility and intuitiveness was reported
using a Likert scale with five, in sequence, response levels (from 1 = ‘strongly
disagree’ to 5 = ‘strongly agree’). Only participants in the second group, which
was provided with normal model visualizations, answered this part of the sur-
vey. Both groups were asked open questions, assessing how they solved the
tasks, the difficulties they encountered, and the aids and visualizations they
would have needed to solve such tasks.

On average, the participants rated the helpfulness of the normal model visu-
alizations with 3.91/5. Participants found such representations specially useful
when carrying out tasks included in block 3 (understanding the behavior of
different types of vessels). This fact may be a possible explanation for the high
performance/low time rate obtained by the group with aid for tasks included
in block 3. Some participants commented that the representations of normal
models were used in the confirmation phase of their reasoning, to validate or
discard their hypotheses.

Comprehensibility of the normal model visualizations was rated high for
the three different representations given (overlay over GE, 2D model, and 3D
model). The highest score, an average of 4.18/5, corresponds to the overlay
over GE that was designated the preferred visualization by many of the partic-
ipants.

In general, intuitiveness of the normal model representations obtained the
lowest scores, an average of 3.73/5.



160 CHAPTER 7. EVALUATION

Analyzing the participants’ low scores given to helpfulness, comprehensi-
bility, and intuitiveness, we can conclude that the difficulties associated with
the use of normal models visualizations are not always related to the visualiza-
tion itself, but to unfamiliarity or not understanding what exactly the normal
behavioral model means or represents.
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Figure 7.9: Helpfulness, comprehensibility (of the three different visualizations of nor-
mal behavioral models provided), and intuitiveness values.

7.2.2 Experiment 2: matching data to normal models

In experiment 2, we assess the ability of representations of normal behavioral
models to support the second phase of the analytical reasoning process, match-
ing incoming data to normal models (detection/identification of anomalous be-
havior). Thus, we assess the ability of representations of normal models to
support the generation of hypotheses regarding the existence of anomalous be-
havior.

In this case, the questionnaire covers themes related to the detection, identi-
fication, and explanation of anomalous behavior in maritime traffic. The three
blocks into which we divide the second experiment (continuing the numbering
from the last block of previous experiment) cover the following questions:

Block 5 requests participants to classify certain vessels with regard to their nor-
mal or abnormal behavior (task group compare). Participants should ex-
plain why they consider the vessels’ behavior normal or not.

Block 6 consists of the following exercise: it is suggested that the system indi-
cates a group of vessels as anomalous, yet the performance of the anomaly
detection capability is reported to be 70%. Participants are asked to iden-
tify which of the highlighted vessels are really anomalous and which are
just false alarms (task group distinguish and identify). The participants
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elaborate on their answers, reporting on the rationale behind their choices
and confidence.

Block 7 (post-tasks questionnaire) participants’ reactions are collected about
how helpful the visualizations of normal models were in supporting the
detection and identification of anomalous behavior. We gather user re-
marks about which tasks were answered using the visualization of normal
models provided.

Once more, both groups, participants with and without the support of visu-
alizations of normal behavioral models, are compared regarding the correctness
of their responses and the time spent on completing tasks. Questions about user
reactions assess the perceived helpfulness of the normal models visualizations
to complete the tasks.

Results and analysis of experiment 2

Following the same analysis procedure as in experiment 1, the analysis of
the test data collected during experiment 2 was organized according to the
three metrics considered. In order to compare the time and correctness of both
groups, a detailed analysis of the data was conducted using a two t-test (signif-
icance level α = 0.05).
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Figure 7.10: Average time (in minutes) to complete each of the two blocks that contained
exercises related to the detection and identification of anomalous vessels (experiment 2).

Time to complete each task (block): Figure 7.10 illustrates the time spent in
carrying out the exercises included in blocks 5 and 6. As shown in the figure,
participants aided by visualizations of normal behavioral models spent, on av-
erage, more time solving the tasks at hand. No significant difference was found
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using t-test p = 0.7835 and p = 0.5025. With regard to the written comments
of the participants and the recorded video sessions, this is due to the fact that
they spent more time matching the data to normal models and interacting with
the visualization of normal models interface.
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Figure 7.11: Correctness of response per block. Block 5 consists of 2 tasks while block
6 has 3. The maximum number of points is 2 for block 5 and 3 for block 6.

Correctness of response: Figure 7.11 illustrates the average number of cor-
rect answers per block and group of participants. Participants aided by nor-
mal models visualizations performed slightly better than the reference group, a
trend that can also be seen in the previous experiment. Nevertheless, p values
are not significant, p = 0.3256 and p = 0.3844. Taking the time spent com-
pleting each task into consideration, although the group of participants aided
by normal models needed more time to carry out the tasks, they performed bet-
ter, gave more detailed reasons for categorizing vessels as anomalous, and were
more confident in their decisions.

User reactions: Participants rated the helpfulness of the visualizations of the
normal models with 3.45/5 (once more, a Likert scale with five, in sequence,
response levels was used).

7.3 Qualitative evaluation

In order to complement the quantitative assessment carried out, a qualitative
approach to evaluate the usability of visual representations of normal behav-
ioral models was used. The main objective of the qualitative evaluation was
to include experts’ impressions, knowledge, and expertise, with regard to our
evaluation findings, thus obtaining a synergistic approach.
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The qualitative assessment consisted of: (1) the realization of experiments
1 and 2 by three experts in design and development of military and surveil-
lance systems from Saab Electronic Defence Systems, Gothenburg and (2) a
group discussion with two experts in maritime surveillance (one from Shipping
and Marine Technology, Chalmers University of Technology and one from VTS
West Gothenburg).

Experiments with experts

Three experts in design and development of military and surveillance systems
from Saab Electronic Defense performed experiments 1 and 2 previously de-
scribed, in the group of participants aided by visualizations of normal vessel
behavior. The objective was to analyze how experts carry out the tasks included
in both experiments (analyzing metrics earlier presented) and complement the
feedback given by the previous participants.

In this case, the performance of the participants was very simi-
lar to that previously reported. The correctness of response in exper-
iment 1 for blocks 1, 2 and 3 was: 4/4.2, 4.3/4.64 and 4.6/4.45
(averageexperts/averageprevious−model−aid), while the average time for
completing each block was slightly less, 25.7/29.91, 10/13.54 and 5.7/6.45
min. Furthermore, the reported values of helpfulness and intuitiveness were
4.3/3.90 and 4.3/3.72. The experts preferred the surface over GE for visual-
izing the normal behavioral models, rated 4.3/4.18. As the results of the first
experiment indicate, the experts gave slightly higher values to helpfulness and
intuitiveness compared to the values previously obtained.

Regarding experiment 2, the experts completed blocks 5 and 6 in
13.6/11.27 and 15/15.27 min. The correctness values are as follows: 1.6/1.73
and 2/2. The helpfulness of the visualization of the normal models in carrying
out tasks related to the detection and identification of anomalous behavior was
4/3.45 (once more, slightly higher than the average).

A major objective of carrying out the experiments with experts was to ob-
tain their impressions and opinions of the visualization of normal models, and
ascertain whether such representations would be used to complete the tasks
at hand. Regarding the visualizations of normal models provided, the experts
found them useful and they were used in both experiments, that is, the models
supported the comprehension of normal vessel behavior and the detection of
anomalous vessels (“[the visualization of the models] was essential for solving
this question [find anomalous vessels]”). Two of the experts found the color
coding of the surfaces rather hard to understand (e.g., “dislike the color cod-
ing 2D map, the number probability should be normalized in some way”).
One of the reasons was the lighting/shadow added to the surfaces, where the
white-shine tones confused the participants when vessels crossed such areas.
When the generation of surfaces was tested, it was believed that such lighten-
ing would help to interpret the different heights, but it was realized that this
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aspect needs further study. Another obstacle that the participants pointed out
was the fact that the probability values were not normalized (“normalization of
the probabilities would have been useful”). The ‘probability’ (the values shown
were actually likelihood values) could not be normalized due to the nature of
the method itself (see chapter 6). This also needs further development, since the
likelihood values are normally very low and hard for users to remember and
use for comparison.

As some of the participants from the quantitative evaluation pointed out,
the visualizations of the models might be used in the confirmation phase, i.e.,
to confirm hypotheses regarding anomalous vessels. In the same way, one of the
experts commented that he used the visualization of the models for confirma-
tory purposes (“used to confirm my previous knowledge”). Another significant
aspect for improvement that two of the experts suggested was the possibility
of comparing models and being able to display more than one model over the
same area (“[other representations] ... perhaps comparisons of different normal
behavior models”, “I would like to select two or more models in order to, for
example, check quickly if the traffic matches the normal traffic or not for a
given area”). We believe that this aspect can be included in future versions of
the prototype.

Group interview

In order to be informed of the opinions and impressions of experts within
maritime traffic safety and complement the quantitative and qualitative re-
sults obtained, we organized a small group interview. Two experts agreed to
participate: (1) Anders Brödje, researcher at Chalmers University of Technol-
ogy (Shipping and Marine Technology) and ex-manager of VTS West Coast,
Gothenburg, and (2) Fredrik Karlsson, project leader within infrastructure at
VTS West Coast Gothenburg and ex-operator at the same place.

Two objectives were established for the group interview: (1) discuss our
suggestions regarding the use of anomaly detection capabilities to support op-
erators in the detection of conflict situations, and (2) review the outcome of
our field work at maritime centers and discuss the future of maritime control
centers. Before starting the group interview, we presented the participants with
a summary of our research.

In order to cover the first objective, we followed an interview guide (pre-
sented in appendix A) that contained the following themes: (1) list of represen-
tative tasks for evaluation, (2) use of visualization of normal models to support
the detection and identification of anomalous vessel behavior, and (3) use of
anomaly detection methods to support analytical reasoning.

After reading the list of representative tasks (tables 7.1 and 7.2), the in-
terviewees marked two tasks which they believed did not represent operators’
work (these tasks are not included in the tables previously presented). They
commented on the different nature of the tasks presented, since some of them
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are actively carried out, such as ‘identify conflict situations (proximity, collision,
and grounding)’, but others are part of the knowledge acquired through the
operators’ experience or learning, for example, ‘locate sea lanes’, ‘locate areas
with most heavy traffic’, etc. We discussed the division of the tasks into those
that are actively carried out and those that are part of an operator’s knowledge
or mental models, respectively. This discussion is reflected in the differentiation
presented in table 7.2, where tasks are organized with regard to ‘understanding
normal vessel behavior’ and ‘detection/identification anomalous behavior’.

The second issue discussed was the visualization of normal behavioral mod-
els. The interviewees were positive towards the visualization of normal behav-
ioral models, since it may increase trust in the system’s outcomes. We discussed
the issue of updating and modifying such models and who should carry out
such tasks in the future. They argued that not all operators should be able to
modify the normal behavioral models or set of rules and proposed that one
individual or a central manager should have this responsibility.

While discussing the use of anomaly detection methods to support analytical
reasoning, the interviewees encouraged the use of anomaly detection methods
to ‘reduce reaction and decision times’. They also highlighted the importance
of operators for guaranteeing maritime safety, and the necessity of providing
user support by automatic means, but not the replacement of operators to any
extent. This is somewhat uneasy discussion that has arisen during my previ-
ous visits to maritime control rooms, since operators may feel that automatic
support could reduce staff and thus increase their work load (for example, in-
creasing the area of surveillance for each operator).

The findings of the second objective (review the outcome of our field work
at maritime centers and discuss the future of these centers) are discussed in the
following chapter.

7.4 Discussion

The empirical studies carried out attempted to clarify whether visual repre-
sentations of normal behavioral models support, on the one hand, the under-
standing of normal vessel behavior and, on the other hand, the detection and
identification of anomalous behavior. For this, quantitative and qualitative as-
sessments were carried out.

The results of the quantitative evaluation reveal that participants with the
aid of normal model visualizations performed better, regarding correctness of
response. The difference between both groups was significant regarding ex-
periment 1, which evaluated whether the representations provided support the
understanding of vessel behavior. No significant difference regarding the time
to complete each block of tasks was observed. This indicates that participants
accessing and interacting with visualization of normal behavioral models em-
ployed, on average, similar time response values while providing more correct
answers. Participants that used representations of normal models rate the visu-
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alizations as useful, and among the three visualizations provided, the overlay
over the GE map obtained the best rating.

The results obtained from experiment 1 show that visualizing behavioral
models supports the understanding of normal behavior. This result might seem
obvious to the degree that such visualizations really favor one of the groups, but
in this domain at least, visualization of behavioral models obtained from data
are not used, not for real-time monitoring tasks, the planning and management
of the traffic, or for learning or training purposes.

The fact that no difference was observed between the groups regarding the
time it took to complete tasks may be explained by the extra time needed to
render the graphical representations of the normal models. It is likely that the
group aided by models would have answered more quickly, if the time to ren-
der or change from two to three dimensional views had been minimized. The
analysis of the recorded video sessions points to this, since participants with
no representations of models spent more time ‘exploring’ the data than the sec-
ond group that waited for the visualizations of models before providing a final
answer.

As to the issue of how these representations of models support the two
aforementioned phases, we suggest that the following aspects were key in pro-
viding support for (1) overview, (2) comparison, and (3) confirmation. Vi-
sual representations of normal behavioral models provide an overview of the
distribution of the traffic, supporting rapid understanding of sea lanes, non-
navigational areas, and differences among types of vessels. In addition, such
representations provide a means of comparing real-time vessel data to normal
behavior patterns. Such comparisons enable ‘distinguishing’ (recognize as dif-
ferent) vessels that do not match such patterns. Finally, participants search for
support in order to confirm/reject their hypotheses regarding the existence of
anomalous behavior; visual representations of normal models can certainly be
used as an instrument with which reject/confirm the hypotheses. Confirmation
tasks are done by comparing real-time probability values to normal models. For
the support of overview and comparison, the surfaces over GE were preferred
(participants displayed real-time data over the geographical models), while the
interactive 3D model window was normally employed for confirmatory tasks
(participants observed how probability values match the models, as shown in
figure 7.5).

Concerning confidence, the qualitative data gathered during the quantita-
tive evaluation, in the form of user remarks and explanations, clearly exhibits
that participants aided by models were not only more accurate, but also more
confident regarding their answers. This was a palpable fact when explanations
concerning the abnormality of a particular vessel were given. The model repre-
sentation provides the means to not only compare real-time data with what is
supposed to be normal, but also serves as a foundation against which partici-
pants can corroborate their hypotheses and develop more detailed clarifications
(“there are no cargo vessels in this area” [participant aided by models] to “I
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think that cargo ships do not go there,... but I don’t know” [participant from
the reference group]).

To the best of our knowledge, previous research that assesses the usability
of normal models built from data or the usability of visualizations of the in-
termediate steps of the data mining process has been limited. Mixed-initiative
approaches in data mining research are rare, but some recently published ex-
amples that include user studies can complement our analysis. These are the
studies presented in Talbot et al. (2009), Kapoor et al. (2010), and MacInnes
et al. (2010). Both Talbot et al. and Kapoor et al. introduce interactive visual
systems, EnsembleMatrix and ManiMatrix, that support users in the classifica-
tion and combination of classification tasks. The user studies performed show,
in both cases, that the visualization of intermediate steps of the process, mainly
confusion matrices, support and enhance the classification process, outperform-
ing, in some cases, the highest automatic accuracy ever published (3 out of 5
participants outperformed the best classifier in Talbot et al.’s study). MacInnes
et al. (2010) describe an interactive web process that allows domain expert in-
put to create clusters. Interactive visualization is used to display clusters over
time. The authors motivate why the results of the final clustering would not
have been obtained either with machine approaches solely or by humans. These
studies show that integrated human-machine solutions can be optimal solutions
for complex problems and that interactive visualization can enable such inte-
gration. Nonetheless, these studies focus on classification tasks and the authors
make no generalizations that could be applied to other types of tasks.

Before elaborating on the qualitative results obtained, we would like to
briefly discuss three methodological limitations of the experiments carried out.
These relate to the metrics employed, the experience of the participants, and the
simplicity of the tasks carried out. As Robertson (2008) argues, measuring task
completion time and errors is the default practice in the evaluation of informa-
tion visualization, but these measurements have also failed to fully characterize
the analytic utility of visualization. We motivate the use of time completion and
correctness since we wanted to provide considerable generalization and obtain
quantitative measures that allowed us to compare both groups objectively. The
quantitative values have been complemented with an analysis of user reactions
and written remarks which, to some extent, inform us about the analytic utility
of the visualizations provided. In addition, the succeeding qualitative assess-
ment strengthens our understanding of the usability of such visualizations in
real world environments.

A quantitative assessment implies that a sufficient sample size has been used.
Since vessel traffic service centers employ a small number of operators and
obtaining their time is hard, research students and teachers at the university
were invited to participate in the experiments. The use of students as subjects
for evaluation is discussed by Kang et al. (2010). The authors suggest that
recruited students should be familiar with the topic under investigation and
somewhat representative of the behavior one might expect from professionals.
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We attempted to overcome the students’ lack of domain expertise by analyz-
ing the feedback that the experts provided during the qualitative assessment.
However, it is hard to determine if domain experts would have yielded similar
results after performing experiments 1 and 2.

Lastly, as Henry-Riche (2010) states, in order to produce statistically signifi-
cant results, experiments necessitate controlled conditions with low-level tasks.
This constraint is particularly challenging when evaluating visual analytics en-
vironments, due to the difficulty of decomposing high-level tasks (describe the
distribution of the traffic) into low-level ones (locate non-navigational areas),
raising doubts about the ecological validity of the results. Although tasks pre-
sented in table 7.2 are representative of low-level tasks carried out daily at
maritime control centers, they could be criticized for being simple. However,
it was not the purpose of the experiments to evaluate the visual environment,
VISAD, per se, or to capture the analysis process.

The results obtained from the qualitative assessment with experts were very
similar to those gathered from the larger group of participants (considering
both completion time and correctness of response). The essence of their con-
tribution lies in the valuable feedback given during and after the experiments.
Their remarks contain information about how they performed the tasks, which
enhancements the prototype needs and functionalities that they would have
liked to have to perform certain tasks. Among others, they emphasize the im-
portance of the representations of normal models provided, to solve anomalous
detection related tasks and the usefulness of the models in the confirmatory
stages of the data analysis process. They suggested functions such as being able
to directly compare normal models, and other issues, for example, presenting
only normalized probability values and changing the color scales used in the
visualization of normal models.

The group interview conducted with two experts from university and in-
dustry provided insight about our suggestions regarding the use of anomaly de-
tection capabilities to support operators in the detection of conflict situations.
The experts interviewed validated, with minimal changes, the list of represen-
tative tasks used during the evaluation and discussed the use of visualization of
normal models to support the detection and identification of anomalous vessel
behavior, as well as the use of anomaly detection methods to support analytical
reasoning. They were positive towards providing automatic support for oper-
ators in order to ‘reduce reaction and decision times’. In addition, while the
interviewees were positive about the visualization of normal behavioral mod-
els, since it may increase trust and comprehensibility in system outcomes, they
were concerned about who should have the role of creating, validating, and
managing the models.

During the group interview, the interviewees raised other aspects that affect
the actual functioning of VTS centers. These relate to organizational matters:
the lack of clearly defined responsibilities, competencies and interaction prac-
tices with other organizations within maritime safety and security, the working
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procedures and practices of VTS operators, the vagueness of the boundaries
of the service, and work satisfaction related issues. Although these aspects are
not dealt with in this thesis, they coincide with claims made by the authors in
Nuutinen et al. (2007).

Insofar as the results presented here are generalizable and answer a more
general question concerning the use of integrated human-machine approaches,
we believe that more research is needed and more example evaluations, as the
one presented here, will contribute to a body of knowledge regarding type of
problems and tasks that can be approached with combined solutions.

7.5 Summary

This chapter has described the process of designing empirical tests to assess the
usability of certain visualizations to support the analytical reasoning processes
presented in chapter 4. In order to evaluate the usefulness of visualizations of
normal behavioral models, we discuss and present a list of representative tasks
for maritime traffic monitoring. These tasks are mapped to known visual opera-
tions available in Zhou and Feiner (1998), and Wehrend and Lewis (1990), and
are categorized regarding the two analytical phases supported: understanding
normal vessel behavior and matching incoming data to normal models (detec-
tion/identification of anomalous behavior).

The results of the quantitative evaluation show that participants aided by
visualizations of normal behavioral models perform better (taking into account
the correctness of response value). No significant difference regarding the time
to complete each block of tasks was noted, which indicates that participants
using a more complex visual environment, which required additional time for
interaction, outperformed the reference group without employing, on average,
more time. Participants using representations of normal models rate the visual-
izations as useful and among the three visualizations provided, the overlay over
GE map obtained the best rating.

The qualitative evaluation encompassed the realization of the experiments
by three experts in designing and developing military and surveillance systems
at Saab Electronic Defence Systems, and a group discussion with two experts
in maritime surveillance (one from Shipping and Marine Technology, Chalmers
University of Technology, Gothenburg, and one from VTS West Gothenburg).
The interviewees were positive towards providing automatic support for mar-
itime traffic control operators, to reduce reaction and decision times, as well
as towards the visualization of normal behavioral models to increase trust and
comprehensibility in the system.





Chapter 8
Recommendations and
lessons learned

“By three methods we may learn wisdom: first, by reflection, which is noblest;
second, by imitation, which is easiest; and third by experience, which is the
bitterest.”

Confucius
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Based on the results of the research conducted, presented in chapters 4
to 7, we derive recommendations for researchers and developers of prospective
systems with anomaly detection capabilities. Besides these recommendations,
lessons learned from the field work carried out at maritime control centers and
during the evaluation stage are presented and generalized, in order to provide
guidance to other researchers, designers and developers. We thus fulfill the final
objective specified in the introductory chapter.

The recommendations and lessons learned are organized into short para-
graphs that relate to the three main themes of this dissertation. They are pre-
sented under the following: improving maritime control systems (section 8.1),
design implications for anomaly detection capabilities (section 8.2), and evalu-
ation implications for visual analytics environments (section 8.3). Some aspects
discussed in this chapter lead to open questions that are a matter of further
research.

171



172 CHAPTER 8. RECOMMENDATIONS AND LESSONS LEARNED

The recommendations provided are a combination of both principles and
guidelines, of which principles take the form of broad suggestions (Norman,
1983). An example of a principle is ‘employ visualization and interaction to
support monitoring tasks’. Guidelines are more specific than principles, as they
consist of requirements that a particular system should satisfy in order to be
successful (Norman, 1983). An instance of a guideline is, for example, ‘users
should be able to select which sensor data to display’.

8.1 Improving maritime control systems

Technology is seldom the limiting factor in the development and implementa-
tion of successful systems. Although the VTS and port systems studied have
some technological shortcomings, the state-of-the-art components that are
available usually meet all functional requirements as well as requirements for
accuracy and reliability. Systems used have been customarily adapted to each
center, to overcome the particularities of each area and the primary services
offered.

Many factors contribute to the safety and efficiency of maritime transporta-
tion. From our point of view, foremost among these factors are the availability
of accurate and reliable navigation information and the operators’ skills and
experience. The role of operators, seafarers, and center managers is crucial for
enhancing safe and efficient maritime commerce. Technological advances and
automatic support should complement their knowledge and experience, and
support operators’ way of working. Helmick (2008) underlines the importance
of the human element in maritime security:

Funded maritime security research currently has an overwhelmingly tech-
nical focus. It is important to recognize the value of research on the human
element in maritime security, including issues of education and training,
policy development, management practices and procedures, psychology,
and related subjects. Such research should not be limited to such hardware-
bound topics as the human machine interface or acceptance of technology,
but should be predicated on the knowledge that often, the merchant sea-
farer, gangway guard, longshoreman, or terminal manager is the first line
of defense against potential attacks, accidents, and other hazards. (p. 27)

In the remainder of this section, we outline particular recommendations
for future maritime control systems. Such recommendations can be applied to
other domain areas that monitor real-time traffic data, for example, intelligent
transport systems, geographical information systems, commercial transactions
systems or video security monitoring systems.

Many of the recommendations and lessons learned, outlined hereafter,
match well-known design principles. Examples of these design principles con-
cern aspects such as mental models, performance load, and story telling (Lid-
well et al., 2003, p. 130, p. 148, p. 184). Design principles concerned with men-
tal models enunciate that systems should be designed with people’s interaction
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models in mind, since people understand systems by comparing the outcomes of
their mental models with real-world systems and environments. Design princi-
ples related to performance load state that the cognitive load should be reduced
by eliminating unnecessary information from displays, providing memory aids
to assist in complex tasks, and automating computation-intensive and memory-
intensive tasks. Story telling not only engages audiences, but is also a powerful
instrument for information presentation and one of the most compelling meth-
ods for the prolific communication of knowledge.

Support integration

Our analysis of tools used for monitoring maritime traffic data showed that
data is handled by different systems. It is not possible to integrate the available
data and show it on a common display, in order to obtain a common situation
picture. Radar data and AIS reported messages are displayed over geographi-
cal maps, but real-time weather and historical vessel information is available
through independent systems. Accessing various tools in order to gather data,
for example, by typing a vessel’s name or MMSI number to find previously
reported related incidents, interrupts task flow and shifts operators’ attention
from the main monitoring displays. An integrated information and manage-
ment system will enforce the actual means of ensuring maritime safety and
security, and encourage collaboration among different maritime organizations.

Remuss (2010) argues that integrated approaches of various data sources
and integrating national and EU strategies to enhance maritime security are
needed. Developing integrated systems is also a challenge in other domain ar-
eas, of which the healthcare domain is a clear example (see, e.g., calls for unified
systems dealing with administrative information, history, diagnoses, and pro-
cedures performed in Simoons et al., 2002; Zhu et al., 2009). The difficulty of
developing integrated systems also relates to challenges associated with the in-
tegration, or fusion, of data itself. Thus, information fusion research provides
multiple real-world scenarios where this integration is needed, for example,
military operations, civil security, retail sector, etc. The challenge of developing
integrated visual analytics solutions that handle diverse types of data, in time
and space, has also recently been addressed by Andrienko et al. (2010).

Support data analysis and monitoring processes

During the field work carried out, we observed that the systems employed do
not provide support for all of the data analysis and monitoring processes. For
example, creating simple rules that trigger alarms was a burdensome task for
operators, and monitoring alerts was not possible, since lists of alerts and man-
agement capabilities were not available.

In order to reduce response times, future maritime control systems should
provide support for the entire data analysis and monitoring processes. For this
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to be achieved, more characterizations of high- and low- level tasks, working
procedures, and data analysis processes which complement the ones presented
in this thesis, need to be provided. Methods like participatory observations,
cognitive tasks analysis, and interviews may be employed while sense-making
theories, both foraging/sense loops and data/frame theory, can be used as frame-
works for supporting these studies.

This recommendation clearly relates to one of the main principles of visual
analytics, the study of the analytical reasoning process before finding optimal
visual and interactive support methods (see recommendations 2.2 and 2.4 by
Thomas and Cook, 2005, p. 42, p. 49).

Define practices and manage workload changes

One of the main concerns that affects system design, expressed by operators
and managers interviewed, is the difficulty of establishing clear responsibilities,
core tasks, and working procedures. From our point of view, the core tasks,
procedures, and boundaries of the VTS and port services should be re-evaluated
and clearly established (similar claims are made by Nuutinen, 2005).

The lack of written practices impacts on how operators handle peak and
off-peak workload periods. During off-peak periods, operators take on extra
responsibilities, for example, filling out reports or forms, while during work-
load peaks, operators try to prioritize which vessels need more attention. This
prioritization is done individually by each operator, in quite an ad hoc man-
ner, according to that person’s experience, since there are no written routines
regarding how such prioritization should be carried out. On some occasions, it
is possible to share tasks (e.g., it is a common practice to share tasks and rotate
roles in VTS Finisterre), however, it is not specified how tasks or work should
be shared or divided.

Employ interactive visualization to support operators tasks

As a result of increasing automation, operators may become supervisors and
have less control over the systems. This fear was shared by operators and
managers interviewed, who stressed the importance of involving operators in
the monitoring tasks. We suggest that this involvement can be accomplished
through interactive visualization by supporting the selection of sources of data,
monitoring and steering alert systems’ capabilities, enhancing knowledge em-
bedded in the system, building situations for future detection, etc.

Operators interviewed have stated that the visualization and interaction ca-
pabilities provided by the actual systems could be improved. They recommend
a situation picture that is ‘as simple as possible’, improving of the set of icons
used (they need more intuitive icons), and enhancing of actual interfaces and in-
teraction paradigms (one of the major complaints of the maritime centers’ oper-
ators was the unfriendliness of the systems’ interface). Background awareness,
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overview, and detailed views should be supported. They also stressed the impor-
tance of being able to select the data that is visually displayed, and that abstract
or 3-dimensional representations of data were not necessary for real-time mon-
itoring tasks. However, managers have expressed interest in other long-term
traffic visualizations which show high/low density traffic zones, areas with a
high incident rate, etc. Such representations are more suitable for the general
management and planning activities of maritime traffic, as well as training and
educational tasks, rather than for the support of real-time monitoring activities.

The challenge of interface design and data visualization for VTS operators
has been tackled from a user-centered perspective by Van-Dam et al. (2007).
Van-Dam et al. analyze the work environment of VTS operators, presenting a
stratified hierarchical description of the work and suggesting three particular
enhancements for short- and long- term support (more details of this study
are presented in chapter 4). However, more research is needed regarding the
presentation of information and the design of the interface, as our visits to the
centers have indicated and Wiersma (2010, pp.146–147) has pointed out.

Represent expert knowledge

Most of the operators interviewed and observed have lengthy maritime and
nautical experience. A key factor of the success of maritime control services
is the expertise and knowledge that operators bring to their tasks. Capturing,
representing, and utilizing this knowledge will become an important part of the
design and development of future monitoring traffic systems. Captured knowl-
edge may be used for education purposes and knowledge sharing, supporting,
for example, networks of experts, and on-line communities.

In the particular case of anomaly detection, the knowledge and experience
of operators and managers can be used to create, validate, and update normal
models and sets of rules that describe normal and abnormal behavior, thereby
reducing false alarm rates.

The integration of knowledge into the analytical process is a rapidly emerg-
ing area of visualization (Wang et al., 2009). Experts are more capable of per-
forming complex analytical tasks with the insight and reasoning artifacts that
knowledge assisted visualization provides (ibid.). Although the research that
focuses on this area is limited, there are some notable examples which demon-
strate the value of incorporating domain knowledge into visual analytics envi-
ronments. Wang et al. (2009) present a visual analytics environment that an-
alyzes data from bridges involving bridge managers from North Carolina and
the City of Charlotte Department of Transportation, and Xiao et al. (2006)
present a network traffic analysis system using representations of knowledge
from analysts.
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Provide reporting capabilities

During the interviews with the managers of maritime control centers, the fact
that incidents should be conveniently captured for later analysis and commu-
nication was emphasized. Usually, capturing the results of visual analytics en-
vironments is difficult, since there are often visual impressions that are hard
to verbalize or transmit without referring to the images or sequence of images
from which they originate. Moreover, managers commented on the necessity
of writing full reports describing normal maritime traffic, including statistical
data, and explanations of incidents, accidents, and near-accidents.

This issue relates to the earlier reported need of enabling story-telling. The
presentation of analysis narratives is a natural and often effective way of com-
municating findings. Examples include Spotfire’s decision site posters and Geo-
Time (Eccles et al., 2008), a story system that uses narratives, hypertext linked
visualizations, visual annotations, and pattern detection. Another study that
highlights the importance of providing reporting capabilities within EDA tools
is presented in Andrienko et al. (2006). Their work focuses on the requirements
of experts in forestry, regarding geovisualization systems.

Support collaboration

The maritime control centers visited are complex, dynamic socio-technical sys-
tems. Services provided cover a large problem area, involving heterogeneous
perspectives of various organizations concerned with maritime security and sea-
men. Real-time heterogeneous data is constantly being monitored by groups of
operators with different backgrounds and experience. Both synchronous (oper-
ators working together at the same time and place) and asynchronous (opera-
tors working together at different times and place) examples of collaboration
were observed during the field studies conducted. We observed operators ex-
changing information while working, when leaving/starting their shifts, with
other centers, and with seamen. Such exchanges are mainly carried out verbally
and, when possible, highlight important areas and objects on the main display
that need an operator’s attention.

Most published research regarding collaborative visual analytics focuses on
synchronous collaboration. Collocated collaboration normally involves shared
displays, for example, large wall screens and table-top devices (Dietz and Leigh,
2001), while systems supporting remote collaboration are mainly based in
shared virtual workspaces (Chuah and Roth, 2003) and augmented reality sys-
tems (Benko et al., 2004). Design considerations for asynchronous collabora-
tion are presented in Heer and Agrawala (2008) and focus on supporting work
parallelization, communication, and social organization. Researchers and de-
velopers of prospective maritime control systems should enable collaboration
among operators working at the same center and geographically distributed
ones.
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E-navigation

Looking ahead, the interviewees have commented on future long-term develop-
ments related to e-navigation and more accurate path planning. E-navigation
refers to the transmission, manipulation, and display of data to support
port-to-port operations (see graphical material by Basker, 2005 regarding e-
navigation). Path planning concerns the real-time and near real-time optimiza-
tion of navigational tracks regarding different factors including shortest path,
safest path, distribution of traffic, environmental impact, etc.

8.2 Design implications for anomaly detection
capabilities

There is a lack of unified design methodologies and recommendations for
anomaly detection capabilities. Nonetheless, there are three publications that
contain relevant guidelines regarding the design of alert systems which can be
applied to this context. The recently published report by Matthews et al. (2009)
presents an extensive literature review which covers human factors models, de-
sign guidelines, design concepts, and empirical research that can be used to
inform the design of functional elements of alarm systems for maritime domain
awareness (our work regarding anomaly detection presented in paper VIII is
included in this review). General high-level principles for the design of alarm
systems are given in Shorrock et al. (2002) and Han et al. (2007).

The recommendations listed under this section are not only drawn from our
studies regarding the implementation and evaluation of an anomaly detection
technique, its combination with visualization and interaction, and the develop-
ment of a prototype, but also from the reactions of experts at maritime control
centers to the use of anomaly detection capabilities. We believe that most of
the recommendations listed can be generalized for other domains that need
anomaly detection capabilities, for example, fraud detection, medical diagno-
sis, network intrusion detection, video monitoring, etc.

Once again, some of the recommendations can be grounded in well-
established design principles, such as those that relate to control, feedback loop,
mental models, and visibility principles presented in Lidwell et al. (2003, p. 52,
p. 76, p. 130, p. 202). Control over the system should be related to the opera-
tors’ level of proficiency and experience, and designers should consider positive
and negative feedback loops in the system. In addition, according to the princi-
ple of visibility, systems are more usable when they clearly indicate their status,
the possible actions that can be performed, and the consequences of the actions
once they have been carried out.
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Development of taxonomies of anomalies

As discussed in the background chapter, the concept of anomaly is hard to
define and characterize. There is a wide range of activities and situations that
may be of interest to a particular organization, domain, problem or operator.
In order to advance the development and design of anomaly detection systems,
anomaly taxonomies need to be developed. The work of Roy (2008) presents
an initial attempt to construct a taxonomy of maritime anomalies.

A complete list of anomalies and interesting situations is needed for the ad-
vancement of methods and usability evaluation approaches. Such taxonomies
of anomalies related to maritime security should include information such as
type of organization interested in the anomaly, information and method re-
quired for detection, priority, time constraints, etc. In addition, the develop-
ment of these taxonomies will facilitate the creation of taxonomies of anomaly
detection techniques.

Computational methods for anomaly detection: is it possible to build the per-
fect detector?

The fact that anomalies are context dependent complicates the development of
autonomous systems that are capable of detecting every type of normal and
abnormal behavior. In addition, normal behavior keeps evolving, which makes
the construction of representative models more difficult and affects the selection
of characteristic features. Hence, a system that adapts and learns is needed,
in order to overcome such complexity (cf. Rhodes, 2007). There are artificial
adaptive and learning solutions that might have an acceptable performance,
but we are not aware of them at this stage. Our suggestion is not to aim for
a perfect autonomous detector, but find ways of involving operators, seafarers,
officials, and managers in the detection process.

Select data sources and pre-processing parameters

During our practical work regarding the implementation and evaluation of the
anomaly detector, we experienced the complexity of working with large sets of
imperfect heterogeneous data which was often unreliable, of low quality, and
was associated with uncertainty.

These are real characteristics that challenge the anomaly detection pro-
cess and its performance. The data pre-processing stage (selection, cleaning,
transformation, etc.) cannot be underestimated. Operational detection systems
should include interfaces to manage and steer this process, with functions such
as data source selection (e.g., suppressing sources associated with error) and
parameter tuning (normalization, selection of features involved, feature weight,
etc.).

The management of sensors, information acquisition, and pre-processing
related problems is a significant area of research within information fusion.
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The increased sophistication of multi-sensor platforms motivates an emerging
interest in the automatic and semi-automatic management of sensor resources,
to improve overall perception and fusion outcomes. The interested reader is
referred to Xiong and Svensson (2002) for a comprehensive review on multi-
sensor data fusion.

Employ visualization and interaction to increase acceptability

In our opinion, the acceptability of triggered anomalies depends on three im-
portant factors: transparency, comprehensibility and reduced number of false
alarms. Baldauf and Wiersma (1999) make similar claims within the maritime
traffic control domain:

Warnings triggered by the system will be accepted well, if they are trans-
parent and comprehensible. The improvement of warnings or alerts may
have significant impact on the effectiveness of the whole system and in case
of the VTS, on the safety and efficiency of the traffic in a certain area as
well. (p. 244)

As previously suggested, visualization and interaction may support com-
prehensibility, making the detection process and its outcomes transparent to
the user. Through visualization and interaction, users could enhance the per-
formance of the detector, reducing false alarm rates. We emphasize the use of
visualization and interaction in different stages of the detection process.

− Data visualization: the visualization and comprehension of data is crucial
in the visual analytics process (see visual analytics models in figures 2.3
and 6.10). Visualization is, by nature, problem-oriented, and visualiza-
tion techniques are thus normally tailored for a specific kind of data and
a specific kind of problem. This means there is a lack of general guide-
lines and recommendations for data visualization, since it is unlikely that
a certain visualization technique will ever become the be-all and end-all
of data representation (Elmqvist, 2006). There are two aspects that we
would like to highlight for their importance concerning comprehension
and awareness of the input data: visualization of data quality, reliability,
and uncertainty, and visualization of sensor coverage.

− Visualize the detection process and outcomes: the visualization of the de-
tection process could support the understanding of the whole process,
from data to alarms. This involves, among other things, how different in-
put parameters affect the detection process and the outcomes generated.
The goal is not only to support comprehensibility, but also to support
transference of knowledge in both directions.

Outcome visualization refers to the representation of triggered alarms.
Visual representations of alarms should support their analysis, in order
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to find, for example, correlations among them. Providing explanations of
the reasoning behind an alarm is of great importance in order to fully
accept the advice of the system. Moreover, the operators’ response to the
generated alerts (acknowledgment/rejection) may be used as a teaching
signal to the detector, increasing its performance.

− Visualize knowledge embedded in the system, in order to increase opera-
tors’ awareness of the capabilities of the system and trust in the outcomes.
The system’s knowledge may include rules for detection, normal models
built from data, exceptions and special cases, and configuration parame-
ters (e.g., threshold values).

− Enable interaction: interaction facilitates the dialog between the user and
the anomaly detection system. Although discussed as two separate com-
ponents, visualization and interaction are clearly not mutually exclusive.
Even if we regard interaction as a crucial component, the visualization
part of visual analytics has received most of the attention (Ji Soo Yi et al.,
2007). Interaction engages users, encourages user participation, and al-
lows users to continually create, hold, and confirm hypotheses (Behrens,
1997).

Provide alert management capabilities

The representation and management of alarms is a challenging design aspect
that should be carefully considered. Management capabilities should provide
information, regarding incoming alerts, including the priority, explanation,
number, and list of alerts, their acknowledgment, active/non-active alerts, etc.
In the particular case of maritime traffic monitoring, the operators need to
maintain focus on their primary task, and thus, the management of alarms
should be seamlessly included in the general primary monitoring activity.

8.3 Evaluation implications for visual analytics
environments

The experience acquired during the evaluation phase, including designing, con-
ducting experiments, and analyzing collected data, is used to extract the fol-
lowing recommendations:

Comparison with real-world systems in work environments

In order to provide realistic results regarding the real value of visual analytics
environments, comparison with real-world systems and in real-world settings
should be carried out. Keim et al. (2008b) highlight user acceptability as one
of the most important technical challenges within visual analytics. The authors
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recommend clear comparisons with previous systems to access the adequacy of
newly developed visual environments.

While the challenge of evaluating information visualization regarding data,
tasks, and visual encodings has been addressed by many researchers, consider-
ably less attention has been paid to the difficulties of carrying out evaluation
within real work environments. When working with domain experts employ-
ing their data and tasks, it is helpful and necessary to study their data analysis
habits, requirements, goals, and tool use within their respective work contexts
(Paley, 2009). Our work presented in chapter 4 is a step in this direction, but
due to the difficulty of developing a fully functional simulator, the evaluation
could not be carried out with experts in a real work context. Contributions
regarding how to carry out evaluations in work contexts are, for example,
Sedlmair et al. (2010) listing a set of challenges for deploying and evaluating
new visual environments in large companies and Andrienko et al. (2006), who
present an analysis of reactions from foresters adopting visual environments for
comprehensive data exploration.

Collect qualitative data

During the evaluation of visualizations of normal behavioral models, both
quantitative and qualitative data was collected. While quantitative data was
useful to measure responses to well-defined questions, such as classify hid-
den vessel types, qualitative data provided great insight into participants’ dis-
coveries, doubts, needs, confidence, and ability to learn from the data. The
exploratory nature of many visual analytics environments requires gathering
qualitative data in the form of observations, thinking aloud collection methods,
video recordings, etc. Metrics such as time completion might be too limiting to
assess the real value of tools based on visual analytics.

Development of data sets for evaluation

The lack of data sets that interlace normal and anomalous behavior has chal-
lenged both the performance evaluation of the anomaly detector module and
the usability evaluation of visualizations of normal models.

The challenge of creating benchmark data sets with ground truth attached
has been tackled by the visual analytics community, organizing contests that
provide data sets for evaluation. The IEEE VAST challenge is a good example1

and has provided annual data sets from 2006 (mainly textual documents) to
2010 (text reports, spatio-temporal series, and genetic sequences). Even if they
certainly are efforts in the right direction, these data sets are simple and oriented

1More information regarding VAST contests and the SEMVAST (Scientific Evaluation Methods
for Visual Analytics Science and Technology) project can be found in http://www.cs.umd.edu/

hcil/semvast/. Accessed 16 October 2010.

http://www.cs.umd.edu/hcil/semvast/
http://www.cs.umd.edu/hcil/semvast/
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towards encouraging researchers to participate in the competition, and, from
our point of view, they do not usually represent real world data or situations.

Contribute to a global task repository

Successful evaluations should include representative tasks that participants can
perform (Stasko, 2006). In our case, the lack of representative tasks related to
maritime traffic monitoring has delayed the design of empirical tests. Based on
data collected during our visits and available video recordings, we suggested a
list of simple representative tasks that may be used to initiate a repository of
tasks for evaluation within this domain area.

The lack of taxonomies and repositories of analytical tasks makes the eval-
uation of new visual analytics environments more difficult. Repositories should
not only provide low-level analytical tasks, such as those inspired by the visual
taxonomies of Zhou and Feiner (1998), but also complex high-level tasks. The
interested reader is referred to Faisal et al. (2007) for a discussion on primitive
(locate, identify), intermediate (categorize, compare), and complex (generalize)
visual tasks.

8.4 Summary

This chapter presents lessons learned and recommendations regarding the main
three themes of the thesis: (1) understanding maritime traffic monitoring, (2) us-
ing visualization and computational methods to support anomaly detection,
and (3) evaluation. Hence, results presented in chapters 4 to 7 are comple-
mented with recommendations and relevant precepts from design and visual-
ization literature to aid both researchers and prospective developers of maritime
control, anomaly detection, and visual analytics environments.

Some of the topics discussed in this chapter have generated open research
questions that are described in the succeeding chapter, which provides the main
conclusions and suggestions for future work.



Chapter 9
Conclusions and future work

“Progress results only from the fact that there are some men and women who
refuse to believe that what they know to be right cannot be done.”

Russell W. Davenport

Contents
9.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 183

9.1.1 Summary of contributions . . . . . . . . . . . . . . . 192
9.2 Reflections on research methodology . . . . . . . . . . . . . 193
9.3 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . 195
9.4 Final remarks . . . . . . . . . . . . . . . . . . . . . . . . . . 197

This chapter summarizes the contributions of this thesis, presents some re-
flections and limitations regarding the research methods applied, and provides
an outlook for future work.

Firstly, we present contributions taking into account the three aims de-
scribed in the introductory chapter. Additionally, the contributions are dis-
cussed in relation to the related scientific areas in which they are placed: visual
analytics, anomaly detection, and information fusion. Secondly, in section 9.2,
we elaborate on the appropriateness and limitations of research methods used.
Finally, topics for future work are identified in section 9.3 and final remarks
conclude the thesis in section 9.4.

9.1 Contributions

The results and contributions of this thesis are presented hereafter. They are
organized into three sets according to the aims presented in the introductory
chapter, section 1.1.

183
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Aim 1. Characterize how operators monitor maritime traffic and detect anoma-
lous behavior.

The first set of contributions, presented in chapter 4, relates to the analysis of
data collected during the field work carried out at three maritime control cen-
ters. These investigations report on how maritime control operators conduct
their analyses and discuss the implications of the cognitive requirements for de-
signing effective maritime control systems and anomaly detection capabilities.

We provide a characterization of services supplied, main tasks carried out,
sources of data utilized, data, systems employed, operators education and ex-
perience, and working conditions. We pay special attention to the actual use of
visual displays, systems utilized, and interaction possibilities.

A description of the analytical process is provided in section 4.5.1. This
description is based on the data collected during our observations and inter-
views, and the analysis performed using relevant human analytical reasoning
theories (e.g., sense-making and data/frame theory) identified after conducting
a literature review (section 4.4). The following phases are specified: (1) under-
standing normal vessel behavior, and the continuous establishment of the nor-
mal situation picture, (2) matching incoming data to normal (mental) models
(detection/identification of anomalous behavior), (3) confirmation, and (4) ex-
planation (presentation).

Based on the description of the analytical reasoning process and the char-
acterization of the working environment provided, we suggest how to improve
the analysis process using data mining and principles of visual analytics. Among
other issues discussed, the following aspects are proposed: provide an inte-
grated situation picture (with real-time and historical data), provide external
representations of typicality and external representations of expectancies, re-
duce response time by providing non-intrusive early warnings of conflict situa-
tions, and provide both a list of vessels under supervision in order of priority,
and management and reporting capabilities for alerts.

This study and the resulting characterization are needed to understand how
operators perform their analytical tasks. The success of anomaly detection ca-
pabilities accessed by visualization and interaction depends on how well these
capabilities support operators’ analytical processes and workflows, and how
well these new capabilities are integrated with other tools.

Aim 2. Investigate how to combine anomaly detection techniques and inter-
active visualization, in order to facilitate the detection and identification of
maritime anomalous behavior.

The second set of contributions concerns the results presented in chapters 5
and 6. Firstly, contributions derived from the literature review included in chap-
ter 5 are given and, secondly, outcomes from our practical work described in
chapter 6 are discussed.
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A literature review of anomaly detection methods applied to maritime traf-
fic data is provided in chapter 5. This review is, to the best of our knowledge,
unique, not only for providing a survey and classification of anomaly detec-
tion methods for sea surveillance, but also due to the information provided
for each technique reviewed and the incorporation of aspects of human factors.
The description of each technique includes information regarding: (1) detection
method (data or knowledge driven), (2) nature of data analyzed, and (3) usage
frequency (real-time continuous monitoring or periodic analysis). Additionally,
for each method, we provide a brief description of its fundamentals and ana-
lyze the following aspects: (1) input parameters, (2) normal model or baseline,
(3) how is the detection process carried out, (4) output, and (5) explanation of
the detections.

According to the review presented, we propose a division of the anomaly
detection process into on-line and off-line subprocesses (see figure 5.2). On-line
processing refers to the analysis of the incoming data in real-time, whereas the
off-line processing refers to the establishment of normal models from (training)
data and rules that are used during the on-line detection processes. Moreover,
we present a description of the off-line and on-line subprocesses involved.

We argue that visualization and interaction are key to improving anomaly
detection performance in general and, in particular, visualization and interac-
tion are key to performing an adequate analysis of the data, constructing un-
derstandable normal models, updating and validating such models, and creat-
ing useful and comprehensible output that can generate suitable responses from
operators and improve the whole anomaly detection process. Therefore, we dis-
cuss where visualization could make a positive difference, taking into account
the processes and subprocesses presented in figure 5.2. We further discuss the
use of visualization in the following steps of the process: data visualization,
parameter visualization, model visualization, detection visualization, outcome
visualization, and explanations.

The theoretical analysis of anomaly detection methods presented in chap-
ter 5 is complemented with practical knowledge derived from the implementa-
tion and testing of a particular anomaly detection technique based on a combi-
nation of SOMs and GMMs.

The implementation and testing of SOMs and GMMs as an anomaly detec-
tion technique applied to maritime traffic data complement the one presented
in Kraiman et al. (2002), since we provide a more detailed description of data
and features used, inner workings of the approach, causes of false alarms, and
challenges regarding its operational use. In order to overcome high false alarm
rates and obtain effective outcomes, with regard to the entire anomaly detec-
tion process where we include the human, we argue that the operator should
be involved in the process through visualization and interaction. We present a
methodology (see figure 6.11) for involving the user in the detection process,
enhancing the performance of the particular method implemented. The visual
analytics model described in figure 6.10 is used as a framework for designing
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a proof-of-concept prototype, VISAD, built around the anomaly detector im-
plemented. VISAD includes a rule-based module and a GUI to support users
interaction.

One of the challenges identified for including the user in the detection pro-
cess is the necessity of representing normal behavioral models and rules em-
bedded in the system. Such representations may facilitate comprehension and
may support the validation and update of normal models and rules. We pro-
pose two approaches for visualizing statistical normal models built from traffic
data: an interactive representation based on a scatter plot matrix, and surfaces
as layers over Google Earth. These proposals can be applied whenever represen-
tations of multivariate probability density functions are needed. This includes
any anomaly detection approach based on descriptive multivariate probability
functions.

Prospective designers, developers, and researchers within maritime anomaly
detection may benefit from the practical work presented in chapter 5, since we
provide practical results regarding the performance of a particular anomaly
detection approach, suggest how it could be enhanced for its operational use
through users’ involvement, design a proof-of-concept prototype whose archi-
tecture is based on a visual analytics model, and we suggest how to solve a
particular issue regarding users’ involvement in the detection process, that is,
visualization of normal models built from data.

Aim 3. Evaluate the performance of combined data mining and interactive
visualization methods.

The third set of contributions concerns the results presented in chapters 7 and 8.
Chapter 7 tackles the problem of evaluating information visualization and

visual analytics environments. Due to their importance in the design of exper-
iments, we review relevant literature regarding three essential aspects: insight,
tasks, and metrics. It has been said that insight is the goal of visual analytics,
but there is no evaluation methodology to assess the real value of visualization
in terms of its goal of facilitating insight, discovering knowledge, or supporting
analytical reasoning. We discuss related work regarding the necessity of em-
ploying representative real tasks during empirical studies and the difficulty of
finding appropriate evaluation metrics.

After these considerations, we present a combined quantitative and quali-
tative evaluation approach. One of the novelties and strengths of the suggested
approach is the incorporation of the analytical process, presented in chapter 4,
that needs to be supported in the design and evaluation procedure. The eval-
uation approach assesses both the ability of normal models representations to
support the first two phases of the analytical reasoning process, i.e., (1) un-
derstanding normal vessel behavior (experiment 1), and (2) matching incoming
data to normal models, detection/identification of anomalous behavior (exper-
iment 2), and the comprehensibility of the visual representations provided.
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In order to evaluate whether visualizations of normal behavioral models
support these phases, a set of representative tasks of maritime traffic control
activities is presented. These tasks are mapped to known visual operations (de-
scribed by Zhou and Feiner, 1998, and Wehrend and Lewis, 1990). In addi-
tion, tasks are divided according to whether they are representative of ‘under-
standing vessel behavior’ or being representative of ‘finding anomalous behav-
ior’. General tasks are particularized so that they become exercises which can
be solved using VISAD during the experiments. These tasks and analyses can
be employed in future usability evaluations by designers, developers, and re-
searchers.

The results of the quantitative evaluation reveal that participants aided by
visualizations of normal behavioral models perform better, taking into account
the correctness of the response obtained, while presenting, on average, similar
response time values. This indicates that although participants aided by models
needed more time to interact with a more elaborate visual environment, they
outperformed the reference group without increasing the total response time.
Participants who employed visualizations of normal behavioral models rated
the representations useful and, from among the visualizations provided, the
surfaces over the GE map obtained the best rating.

The qualitative evaluation, which complements previous quantitative re-
sults, comprises the realization of experiments 1 and 2 by three experts in de-
signing surveillance systems and a group discussion with two experts in mar-
itime surveillance. The experts who carried out the empirical tests highlighted
the importance of the visualizations of normal models provided for solving
anomalous detection related tasks and the usefulness of the models in the con-
firmatory stages of the data analysis process. The experts that participated in
the group interview were positive towards providing automatic support for
VTS operators to reduce reaction and decision times. Furthermore, the inter-
viewees were positive towards the visualization of normal behavioral models,
since it may increase trust in the system’s outcomes, but they were concerned
about the management, the validation, and the updating of the normal behav-
ioral models. The experts emphasized the importance of operators in maritime
security and safety, and mentioned possible future developments such as sup-
port for ‘path planning’ and ‘path optimization’.

Chapter 8 contains our final contribution, summarizing the recommenda-
tions and lessons learned, during the studies carried out, for prospective de-
signers, developers, and researchers. These recommendations and guidelines
are given regarding: (1) how to improve maritime control systems, (2) how
to design anomaly detection capabilities and systems, and (3) how to evaluate
visual analytics environments.

Under ‘how to improve maritime control centers’ we highlight aspects
such as the importance of integrating different information sources, providing
proper support for operators’ analysis processes, collaboration, means of rep-
resenting expert knowledge, and reporting capabilities. Recommendations re-
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garding how to design future anomaly detection capabilities include issues such
as the development of anomaly detection taxonomies, support for selecting data
sources and pre-processing parameters, visualization and interaction capabili-
ties, and management capabilities for alarms. Finally, lessons learned during
the evaluation phase cover aspects like the necessity of comparing visual en-
vironments prototypes to real-world environments, collecting qualitative data
during empirical investigations for later analysis, the necessity of assembling
and constructing data sets for evaluation, and the suggestion of contributing to
a global task repository that facilitates visual analytics evaluation.

Contribution to scientific areas

The contributions previously described can be placed within the context of
visual analytics, maritime security, anomaly detection, and information fusion.
This section elaborates on how these contributions relate to open questions
from these areas.

Visual analytics. As previously mentioned, this thesis suggests and investigates
the adoption of visual analytics to support the detection and identification of
anomalous vessel behavior from maritime traffic data. This adoption involves
studying the following: (1) the analytical reasoning process that needs to be
supported, (2) the use of combined automatic and visualization approaches to
support such a process, and (3) the evaluation of the proposals.

The practical adoption of visual analytics in a new application domain, mar-
itime traffic monitoring, to solve a particular complex task, anomaly detection,
is a contribution in its own right, not only within visual analytics and maritime
security, but also within anomaly detection and information fusion.

Visual analytics as a science has progressed beyond expectation during re-
cent years, however, as Thomas and Kielman (2009) point out, much work
remains to be done in both the basic and applied aspects of visual analytics.
Thomas and Cook (2006) highlight two general but relevant issues for this
thesis in their research agenda: identify and publicize best practices for insert-
ing visual analytics technologies into operational environments, and how can
the different disciplines involved in visual analytics (analytical reasoning, visual
representations and interaction techniques, data representations and transfor-
mations, production, presentation and dissemination) be integrated.

The adoption process of visual analytics for maritime traffic monitoring
and anomaly detection presented in this thesis may serve the research commu-
nity as a practical example. Even if there are success stories of such adoption,
for example, financial fraud analysis and critical infrastructure protection (see
summary presented in Kielman et al., 2009), to the best of our knowledge,
methodologies for such an adoption process are not yet published. We suggest
that an initial approach to such methodology could resemble the steps followed
in this thesis: (1) understand data, tasks, and provide a description of analytical
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processes that need support, (2) examine limits of current automatic and visual
solutions, (3) develop solutions integrating the most appropriate automated
and interactive visual techniques, finding solutions to problems that neither the
machine nor the human can solve, and (4) evaluate problem solving capabilities
of integrated solutions.

One of the key aspects of this thesis is the importance that the analytical
reasoning process has had from the analysis of needs to the evaluation process.
In their research agendas, Thomas and Cook (2006), Keim et al. (2008b), and
Thomas and Kielman (2009) highlight the importance of building solutions
based on an understanding of the reasoning process.

We need to know more about the nature of the sense-making loop. We need
integrated characterizations of sense-making problems, the systems used,
and the users. Such characterizations would, of course, include descriptive
studies. Visual analytics systems that do not adequately take into account
the context of the data and their use will likely fail. (Thomas and Cook,
2005, p. 49)

The characterization of the analytical process of detecting and identifying
anomalous behavior from maritime traffic data provided in this thesis can
be used by other visual analytics, anomaly detection, and information fusion
researchers and developers. They could, for example, use such characteriza-
tion during the design of improved traffic control systems, the development of
anomaly detection capabilities, or in finding effective visualization and interac-
tion methods to support behavior analysis, anomaly detection, or risk recog-
nition. Furthermore, descriptions like the one presented can enrich our knowl-
edge regarding analytical reasoning and provide problem analogs that can be
used in the laboratory for future design, development, and evaluation.

One of the technical challenges of visual analytics identified recently by
Keim et al. (2008b) relates to user acceptability, evaluation, and design guide-
lines. Scholtz (2006a), Thomas and Cook (2006), Kielman et al. (2009), and
Thomas and Kielman (2009) stress the importance of developing methodolo-
gies and metrics to help researchers measure the progress and understand the
impact that visual analytics environments have on final users. The evaluation of
users’ reasoning capabilities with new tools or environments is an indispensable
stage in the practical adoption of visual analytics by new application domains
or areas.

Although the combined quantitative and qualitative evaluation presented in
chapter 7 does not constitute a contribution to the evaluation of visual analytics
per se, from our point of view, the incorporation of the analytical process that
needs to be supported in the design and evaluation procedure does. The evalu-
ation assesses the ability of normal models representations to support the first
two phases of the analytical reasoning process, that is, understanding normal
vessel behavior and matching incoming data to normal models.
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While reviewing some challenges regarding information visualization evalu-
ation, Stasko (2006) stresses the importance of carrying out representative tasks
during the evaluation stage. Since representative tasks related to maritime traf-
fic monitoring were, to the best of our knowledge, non-existent, we propose a
list of representative tasks derived from our field work. These tasks are mapped
to known visual operations (described by Zhou and Feiner, 1998; Wehrend and
Lewis, 1990) and are categorized regarding the two analytical phases described
above. The tasks provided can be used by prospective researchers, designers,
and developers within the maritime domain, and be part of future global task
repositories for evaluation, thus joining similar efforts in other domains areas
such as geovisualization (e.g., Koua et al., 2006).

The positive feedback that we have received from the participants of the
empirical evaluation suggests that the visualizations of normal models provided
are indeed useful and that participants aided by these visualizations presented
better performance results and provided better explanations for the anomalies.
This demonstrates, in this particular case, that combined solutions, computa-
tional anomaly detector plus human reasoning capabilities, performed better
than sole visual analysis of data traffic. It can be argued that no general conclu-
sions or generalizations can be drawn from the empirical tests performed, but
the positive results obtained are worthwhile avenues for future research.

Finally, as Keim et al. (2008c) point out, the development of abstract design
guidelines for visual analytics applications would constitute a great contribu-
tion to visual analytics. Based on the work carried out, overall recommenda-
tions and lessons learned for prospective designers and developers of maritime
systems and anomaly detection capabilities are given in chapter 8.

Maritime security. The selection of maritime surveillance and maritime traffic
control as a research scenario has not been arbitrary. It presents the necessary
characteristics for the study of the conjuncture presented: large amounts of
data, the need for operator support to solve complex problems, and the lack of
research regarding these aspects. Current maritime security research regarding
maritime control centers has an overpowering technological focus, and litera-
ture regarding how operators analyze and monitor traffic sensor data and find
conflict situations is, to the best of our knowledge, non-existent. As previously
mentioned, more research of human factors research is needed regarding how
to provide automatic support for risk recognition (Baldauf and Wiersma, 1999;
Nuutinen et al., 2007), how to include seamen and terminal managers’ knowl-
edge to prevent accidents (Helmick, 2008), and how to effectively present in-
formation to VTS operators to support situation awareness (Wiersma, 2010).
The analysis of data gathered during the field work carried out can be used by
researchers and developers within this domain to improve actual maritime con-
trol systems. Although our study was limited to visual analysis processes and
control systems, and we only briefly described working environments, tasks,
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services, and operators’ background, education and experience, the description
provided can be used by other researchers and designers working on improving
maritime control systems. In many aspects, our analysis of challenges coincides
with the work reported in Nuutinen et al. (2007), for example, the need of
standardization and integrated environments as well as the need to establish
working practices for peak and off-peak work periods, etc. We complement
this socio-technical study in three ways: firstly, by providing a characterization
of data and systems used, not only including VTS centers but also port and
control-rescue environments, secondly, suggesting a description regarding how
operators analyze data (chapter 4) and, thirdly, giving specific recommenda-
tions for future maritime control systems (chapter 8).

Anomaly detection. As indicated in the introductory chapter, automatic
anomaly detection systems are seldom used in real life. Cai et al. (2007) point
out that one of the main contributing factors for this is the difficulty of repre-
senting the prior knowledge users bring to their tasks. Furthermore, many au-
tonomous anomaly detection systems present high false alarm rates, specially
in new situations. When reports of aircraft and train crashes published in the
1980s indicated that operators turned off critical warning indicators, Sorkin
(1988) highlighted two main reasons: (1) alert signals interfered with impor-
tant duties (e.g., high-level sound produced by warning whistles and multiple
alerts that made it difficult to identify the underlying condition of the alerts) and
(2) operators perceived false alarm rates to be excessively high. Sorkin’s reasons
why the operators turned off the alerts are still applicable today (Matthews
et al., 2009). In other domains, such as network intrusion detection, high false
alarm rates are yet an unresolved problem (Patcha and Park, 2007).

Our practical work regarding the implementation of a particular anomaly
detection method, its evaluation, and the analysis of false alarms rate, as well
as our efforts to involve the user in the detection process can be used as a prac-
tical application example for solving the anomaly detection problem in other
domain areas. Even if our work is, to the best of our knowledge, unique re-
garding the analysis of maritime traffic and the involvement of operators in the
anomaly detection process, similar work on network intrusion detection has
been presented by Axelsson (2005) and Mansmann (2008). In making the pro-
cess transparent to operators and offering possibilities for interaction, we may
support that users (1) create, validate, and update normal models, as well as
steer the detection process, and (2) understand the underlying detection process,
which results in increased trust and confidence in alerts triggered, the principal
causes of alerts, and their degree of severity.

Information fusion. Anomaly detection and maritime security have been two
important research areas within information fusion. The anomaly detection
process can be considered a typical information fusion process, as illustrated by
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the JDL model, since data flows from sensors toward the human, after the appli-
cation of information fusion methods such as predictive modeling. It has been
said that this might be a simplistic and traditional interpretation, since the user
is actually involved in each step of the process represented by the JDL model.
Numerous authors in the information fusion research community (e.g., Hall
et al.; Blasch and Plano; Hall and McMullen, 2000; 2002; 2004), have claimed
that there is a lack of research in HCI related issues and that more research
is needed, in order to understand information access preferences, how users
perceive and process information, interact with the system, and make decisions
(Hall and Llinas, 2000, chap. 21). The work presented in this thesis constitutes
an example of how information fusion processes can become transparent in
order to involve the user in the fusion process and support decision-making.
This thesis provides recommendations regarding how humans can guide the
anomaly detection process and improve maritime control systems that can be
generalized for information fusion processes and systems. Using information fu-
sion terminology, this thesis aims to provide support for situation analysis that
results in situation awareness, which is required for effective decision-making.

The contributions of this thesis are presented within the areas of visual ana-
lytics, maritime security, anomaly detection, and information fusion. Even so,
these contributions are clearly interconnected, and single aspects may be used in
the other areas. For example, the analytical reasoning process described might
not only contribute to the development of analytical reasoning taxonomies and
the advancement of mixed-initiative human/machine solutions within visual an-
alytics, but could also be used in the future design, development, and evaluation
of maritime control systems. In the same way, our work regarding the visual-
ization of the anomaly detection process and normal behavioral models can
be circumscribed to the area of anomaly detection. However, our work is an
example of such mixed-initiatives within visual analytics and can be applied to
other fields where anomaly detection capabilities are needed.

9.1.1 Summary of contributions

This thesis explores the adoption of visual analytics to support the detection
of anomalous vessel behavior in maritime traffic data. This adoption involves
investigating the analytical reasoning process that needs to be supported, the
use of combined automatic and visualization approaches to support such a
process, and the evaluation of such combined solutions.

The analysis of the data collected through interviews and participant obser-
vations carried out at maritime control centers, as well as the analysis of video
recordings of maritime accidents and near-accidents lead to a characterization
of the analytical reasoning process employed by operators while monitoring
maritime traffic. We suggest how to facilitate the analytical reasoning process
utilizing data mining and interactive visualization.
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The literature review of anomaly detection techniques presented provides
insight into the characteristics and types of methods utilized, and the chal-
lenges they present from a user perspective. The anomaly detection process
is divided into on-line and off-line subprocesses. We discuss where visualiza-
tion could make a positive difference in these processes, focusing on data,
parameter, model, detection, and outcome visualizations, as well as explana-
tions. The implementation and evaluation of a particular statistical-based tech-
nique for anomaly detection provides practical knowledge regarding its perfor-
mance, causes for false alarms, and challenges regarding its operational use.
The anomaly detection module is embedded in a proof-of-concept prototype
that allows user involvement in the detection process. Two particular solutions
to the problem of visualizing normal behavioral models are also presented.

The quantitative and qualitative evaluations carried out employing the pro-
totype indicate that the visualizations of normal behavioral models supported
participants in establishing normal vessel behavioral patterns and detecting
anomalous vessels. Experts were positive towards providing automatic support
for operators, to reduce reaction and decision times, and towards visualizations
of normal behavioral models, since they may increase trust and comprehensi-
bility in the systems’ outcomes.

Finally, recommendations, lessons learned, and relevant precepts from de-
sign and visualization literature are presented, in order to support both re-
searchers and prospective developers of maritime control, anomaly detection,
and visual analytics systems.

9.2 Reflections on research methodology

The variety of aspects embraced in this thesis have been addressed by employing
a large number of research methods. This variety reflects the interdisciplinary
and practical nature of the research presented here. We believe that the choice
of methods is adequate regarding the aims and objectives initially specified.
However, in retrospect, as with any major endeavor, there are inherent limi-
tations to the methods that could have been overcome, if more time or more
researchers had been available.

The fact that only one person (author of this thesis) has carried out the
application of the various research methods has its benefits but also its draw-
backs. On the one hand, coherence regarding bits and pieces and overview of
the project is maintained. On the other hand, there could be a lack of depth
of knowledge caused by the need to learn about different methods from such
disparate research fields. Another drawback concerns the possible bias and sole
interpretations derived when only one researcher carries out the investigations.
The analysis of the data gathered during the field work and interviews could
have benefited from an analysis carried out by a second researcher. While we
tried to avoid any type of influence on interviewees and operators, our positive
attitude and beliefs in the benefits of increasing automatic support and employ-
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ing anomaly detection capabilities might have affected our opinion about the
willingness of operators regarding the adoption of such support. Although the
intention of my role was intended to be an ‘outside researcher’, we are all bi-
ased by our own background, knowledge and prejudices to perceive things in
certain ways and not in others (Walsham, 2006).

The possibility of bias is a concern that leads us to consider a more general
aspect that affects gathering and analyzing the data that was collected during
the field work, interpretation. The importance of researchers’ interpretation has
been widely studied in information systems and is referred to as interpretative
research. The interpretivist research approach1 considers the methods of natu-
ral science to be inappropriate where human beings are concerned, mainly be-
cause different people, including researchers, will interpret a situation in differ-
ent ways (Braa and Vidgen, 1999). All researchers interpret the world through
some sort of conceptual lens formed by their beliefs, previous experiences, ex-
isting knowledge, assumptions about the world, and theories about knowledge
and how it is accrued (Berntsen et al., 2004). As Carroll and Swatman (2000)
argue, the researcher’s conceptual lens acts as a filter, and the importance placed
on the huge range of observations made in the field (for example, choosing to
record or note some observations and not others) is partly determined by this
filter. How my interpretation has affected the research process or the results of
our investigations is clearly, very hard to estimate.

The possibility of bias and the influence of the researcher’s interpretation
could have been minimized, if other researchers or a multidisciplinary group
of researchers had joined us during the investigation and analysis processes.
Lastly, an aspect that could have benefited from a multidisciplinary research
group has been the challenges associated with entering a new field, as it was
the maritime security arena. Its services, tasks, working conditions, needs and
even terminology needed to be mastered in a short time.

When presenting the research methods applied (chapter 3), we pointed out
that a potential drawback of case study research is the difficulty of generalizing
the results. Generalizing particular results of our research for other domains
depends on the issue considered. Particular outcomes of the field work (e.g.,
analytical reasoning process and representative tasks for evaluation) and the
anomaly detection method tested may be only be applied to other maritime
control centers and to maritime traffic data. Nevertheless, the process of adopt-
ing visual analytics to a real world environment, the evaluation process, and
the visualization of normal behavioral models can be transferred to other ar-

1See Braa and Vidgen (1999) for more details regarding the classification of research methods
into positivist and interpretivist. The positivist approach assumes that phenomena can be observed
objectively and rigorously, good research is legitimated with reference to the virtues of repeatability,
reductionism, and refutability. When an interpretivist approach, such as participant observations,
is used, researchers try to understand the meanings people use to make sense of their lives. The
researcher aims to understand insiders’ viewpoint, even going as far as becoming one of the insiders
themselves.
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eas. Not being able to generalize case study research outcomes is coupled to
the characteristics of case study research itself. As Graziano and Raulin (2009)
argue, research methods can be categorized according to the level of constraint:
high constraint methods that involve imposing limits and precisely defined mea-
surement procedures, and low constraint methods that are more flexible and
appropriate when studying behavior in a natural context. Case study research
belongs to the latter group and, according to Graziano and Raulin (2009), we
may provide descriptions of events, identify relationships between variables,
and lay groundwork for more constrained research through case studies. How-
ever, causal relationships can hardly be drawn, and generalization and replica-
tion are thus arduous, if the procedures have not been very explicit. Therefore,
we constrain the contributions directly related to outcomes from our field work
to the maritime domain. More high-level constraint methods could enhance and
complement our investigations regarding the field work carried out.

Many research projects in computer science consist in developing new solu-
tions or evaluating existing solutions in a new context. In these cases, it is nec-
essary to implement the proposed solutions, in order to demonstrate that they
solve the problem at hand or that they present advantages over existing solu-
tions. In our case, we implemented an anomaly detection method and embed-
ded such a module into a prototype utilized during the evaluation. This widely
used methodology is referred to as concept implementation (Vessey et al., 2005;
Holz et al., 2006), implementation of a system as in proof of concept. Notwith-
standing the suitability of this method and the implementation undertaken that
resulted in VISAD, we would have liked to carry out the implementation within
a real world maritime control simulator or system, in order to achieve more re-
alistic results regarding challenges and problems related to the design, develop-
ment, and use of anomaly detection capabilities. A more realistic simulator and
system would have facilitated the involvement of maritime experts and opera-
tors in the design and evaluation of our suggestions. Furthermore, comparisons
with real systems and evaluation of performance, between actual systems and
systems enhanced with anomaly detection capabilities, may have been possible.

9.3 Future work

In this section, we outline some directions for future research that include
advancements of the work initiated here and proposals for future research
projects.

The field work carried out at maritime control centers has been limited
to characterizing how operators analyze data and find anomalous situations.
Additionally, we have provided a characterization of stipulated services, tasks,
types of data considered, systems used, and expected outcomes. Notwithstand-
ing the completeness of the study made, complete socio-technical, organiza-
tional and cognitive task analysis studies will reveal possible particularities that
may affect working procedures and tasks. Some of these factors are, for exam-
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ple, the complex organization chart of institutions and corporations concerned
with maritime safety and security. The responsibilities, roles, and functions of
these organizations (search and rescue, maritime police, military maritime con-
trol, harbor related institutions, etc.) are yet not clear to us, and neither is the
information flow through them. Such studies would reveal what improvements
are necessary in order to develop maritime control centers as a whole, thus
complementing our initial suggestions regarding improvements in systems and
support for anomaly detection. There are unresolved aspects that would benefit
from these type of further investigations, such as the lack of written procedures
or commonly agreed work methods to handle peak and off-peak workloads
(Nuutinen et al., 2007).

The practical implementation of an anomaly detection method has been
one of the first steps towards the practical adoption of visual analytics princi-
ples in the maritime domain. The aim was to analyze how autonomous com-
putational methods perform, and whether enhancements can be accomplished
through interaction and visualization. The approach based on SOM and GMM
has been selected for various reasons (mainly due to its statistical nature, its
ability to handle any number of features, and the visualization capabilities of
SOM, see section 6.1 for more details), however, needless to say, this solution
is not unique. One direction of future work is implementing and testing vari-
ous anomaly detection approaches, in order to evaluate their performance and
study their particularities. Methods based on, for example, Bayesian Networks,
already provide graphical properties that would facilitate the visualization of
models built from data.

The proof-of-concept prototype, VISAD, has been continuously modified
and evolved to fit particular aspects studied during our research, from the ini-
tial sole detector to the final integrated application used by participants dur-
ing the empirical evaluation. However, VISAD can be improved, with regard
to both functionality and processing time. A functional improvement would
be, for example, adding the possibility of selecting and displaying a particular
vessel. Main modules for estimating anomalies and calculating normal models
were implemented using Matlab. Such modules are used by the final version of
VISAD through dlls. In addition, interactive three-dimensional representations
of models are depicted calling the figure environment of Matlab. Anomaly de-
tection modules and interactive figures could both be implemented within the
main application, thus reducing processing and communication time. A final
improvement may be the application of reductive methods to the representa-
tion of models. Normal models calculated from training data are large matrices
that are difficult to render. The application of reduction methods may decrease
the dimensions of the matrices to be displayed, thus reducing the rendering
time.

Two interesting directions for future work regarding evaluation are (i) fur-
ther analysis data collected during the experiments, and (ii) conduct the ex-
periments with experts on maritime traffic control. During the empirical eval-
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uation, video recordings captured participants’ sessions. These videos can be
examined in order to determine data analysis and reasoning strategies. Such
strategies may be used by prospective developers of traffic control and anomaly
detection systems. Participants of the empirical tests carried out were mainly
researchers and teachers from the computer science department. The optimal
choice would have been experts in maritime traffic control, but quantitative ap-
proaches require a large number of participants and few experts were available.
Thus, the second suggestion concerns carrying out empirical evaluations with
domain experts, in order to establish whether the results obtained differ from
the ones reported here.

On a more general note, we would like to highlight an interesting research
direction that could include the contributions of this thesis and extend them.
Our suggestion concerns building a design space, mapping analytical tasks,
anomaly detection methods, visualization, and interaction techniques. There-
fore, a taxonomy of analytical tasks for the maritime traffic control service
needs to be developed. Furthermore, research into which detection, visualiza-
tion, and interaction techniques should be utilized, in order to provide ana-
lytical support, needs to be carried out. This information would be tremen-
dous support for developers of control systems and researchers in this domain
area and would contribute to the development of abstract design guidelines for
visual analytics (research challenge highlighted by Keim et al., 2008c). This
proposition can be extended to other complex problems and domain areas
where combined approaches are needed.

9.4 Final remarks

The increasing data flow in today’s society is hard to describe without using
superlatives. Security related applications have long reached the point where
the ever increasing number of sensors and the storage capacity of large amounts
of data pose analysis problems for operators, analysts, and decision makers.
Nevertheless, if valuable information and knowledge can be extracted from
stored data, the challenge of data overload can be turned into an advantage.

This thesis is concerned with the use of interactive visualization and visual
analytics for combining inherent human brilliance with computational analysis
methods. The complex nature of many real-world problems means that nei-
ther computational nor human analysis alone is sufficient, which thus implies
that integrated solutions are needed. Although we need to take advantage of
intelligent algorithms and the vast computational power of modern computers,
we must also include the background knowledge of humans, as well as their
intuition and expertise, in order to obtain effective outcomes.

The characteristics of the maritime traffic control problem are ideal for
studying this conjuncture. The detection and identification of anomalous vessel
behavior is a complex task that normally requires integrated solutions. Nev-
ertheless, very few of the vast number of papers regarding the introduction
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of visualization techniques or visual environments, and very few data mining
approaches for predictive modeling have approached the problem of detecting
anomalous behavior from a human and integrated perspective. What analyti-
cal tasks and processes need to be supported? How do autonomous methods
perform? How do humans analyze this particular data and solve this particu-
lar problem? What would solutions based on combined approaches look like?
Would these combined approaches outperform separate solutions? How would
integrated solutions be used?

We have approached the problem of detecting anomalous behavior from
data in a quite unique manner, since final users and experts have been involved
from the beginning of our studies to the evaluation phase. After characteriz-
ing the analytical reasoning process of operators working at maritime control
centers, our findings suggest that they will benefit from both automatic and vi-
sual support, if such support is non-intrusive and the number of false alarms
is minimal. The implementation of an anomaly detector embedded in a visual
environment made us tackle additional obstacles, such as the need to visualize
normal behavioral models built from data. Results obtained from user studies
show that combined approaches to anomaly detection are superior to solely
visual, or automatic solutions.

Our research journey has taken us to highly active research areas, such
as anomaly detection, visual analytics, and maritime security. The interdisci-
plinary nature of this project has challenged us on numerous occasions to learn
and apply methods and principles from very disparate scientific areas (data min-
ing, information visualization, information fusion, decision-making, cognitive
sciences, etc.). It is perhaps this aspect — and the time that has been available
— that have been the greatest challenges we have faced and the ones that have
probably hindered us from an even more in-depth study of some of the aspects
tackled in this thesis, as well as others presented as future work.

Nevertheless, we see great potential in further developing the ideas and
work presented in this thesis, both theoretically and practically. Clearly, in-
tegrated approaches are needed in many other data intensive areas. It is our
desire that this thesis serves researchers and developers as a practical example
of how to apply principles of visual analytics to a complex problem, which
the detection and identification of anomalous behavior in maritime traffic data
definitely is.



Appendix A
Interview guides, exercises and
questionnaire

This appendix contains the guide used during the semi-structured interviews
carried out with managers, security consultants and operators of the various
maritime control centers visited (section A.1). Section A.2 presents the script of
the empirical tests, exercises and questionnaire employed during the quantita-
tive assessment presented in chapter 7. Finally, the group interview guide used
during the final qualitative evaluation is presented in section A.3.

A.1 Interview guide

Organizations

− Description of organizations involved in maritime safety and secu-
rity.

− Responsibilities and relations.
− Areas covered: harbor, coastal zones, open sea areas.
− Flow and sharing of information.
− Problems and challenges regarding organizational structure.

Data sources

− Sources of data and information.
− Type of input data (sensor readings, video, reports, radio communi-

cation).
− Output data (alerts, reports).
− Problems and challenges regarding data sources.

Operators

− Type operators, roles.
− Education and training.

199
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− Experience.

Tools

− Description of computer support used today.
− Other systems used.
− Problems and challenges regarding systems and tools.

Visualization

− Type of visual representations used.
− Zoom, selection, abstract representations.
− Interaction possibilities.
− Problems with current visualizations.

How operators work

− Description of services, tasks.
− Working situation: shift duration, number of operators, rotations,

day/night.
− Main challenges or problems encountered.

Identification of anomalous events

− List of conflict, dangerous and interesting situations.
− Priority.
− Procedure when incidents occur.
− Reporting.

Future systems

− Short term/long term improvements of actual systems and tools.
− Organizational aspects that need improvement.
− New technologies applied to maritime safety and security.
− Role of operator in future maritime control centers.
− Envision of future systems.

A.2 Quantitative evaluation: exercises and
questionnaire

A.2.1 Script

Introduction:

− Experimenter welcomes subject.
− Experimenter gives a brief explanation of the study.
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− The data is saved anonymously and will be used in PhD thesis.
Video recording of the session (only recording of the content of the
screens).

Background: Experimenter provides domain information regarding:

− Maritime security: recognition of conflict situations.
− Types of vessels.
− Concept of anomaly and anomaly detection. Methods for anomaly

detection and statistical based models.
− Normal models.
− Experimenter welcomes questions from the participant.

Tasks and questionnaire explanation: Experimenter describes prototype and
tasks:

− Hardware available.
− Software: description of VISAD. Functionality, interface, icons and

color scales (probability values).
− Details of data used (explanation of AIS fields).
− Procedure to carry out exercises. Files used (E1.kml, E2.kml,

E3.kml). Exercises are presented in .html form and answers are
saved in a text file.

− Subject is informed that he/she does not have to answer all the ques-
tions and can stop when he/she decides.

Training: Subject can train until he/she is confident using VISAD.

Execution: Subject has unlimited time to solve the exercises.

Post-experiment impressions: Experimenter asks subject for impressions and
difficulties. Notes are taken.

Conclusion: Experimenter thanks subject for participation in the study and
provides compensation (lunch coupon).

A.2.2 Exercises and questionnaire

There are two types of surveys, one for the participants aided by visualizations
of normal models and one for the reference group. Both surveys are the same,
but the survey prepared for participants of the reference group does not contain
questions regarding the visualizations of normal behavioral models. Three files,
E1.kml, E2.kml and E3.kml, are used for analyzing the data and solve the
exercises.

Exercise 1
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− Personal data: gender, age, occupation, education, vision problems.
− Vessel type: check box E1 and press display. On the map you will

see vessels in red. Try to classify each of the vessels. Are they cargo,
pilot, passenger, tanker or fishing vessels? Explain briefly why.

E1-Vessel1:
E1-Vessel2:

E1-Vessel3:
E1-Vessel4:

− Passenger lines: identify common origin-destination ports for pas-
senger vessels. Give four examples, e.g., Oslo-Trondheim.

− Navigational zones: which areas are not navigational areas or not
common areas for cargo, tanker, passenger and fishing vessels?

Cargo:
Tanker:

Passenger:
Fishing boat:

− Navigational zones: which zones have more traffic concentration?
− Behavior: what can you say in general about the behavior of each

type of vessel: cargo, tanker, passenger and fishing?

Cargo:
Tanker:

Passenger:
Fishing boat:

− Behavior: which vessels present very similar behavior? Explain why.
− User reactions:

– Representation of the model.

* Have the representation of the normal model help you to
solve any of the tasks above? If yes, explain how.

* The representations of normal model behavior are helpful:

� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

– Representation of the model:

* Do you understand the visualization of the normal model?

* I understand the representation of the model over the
Google Earth map:
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� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

* I understand the representation of the 2D model on the ad-
ditional window:

� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

* I understand the representation of the 3D model on the ad-
ditional window:

� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

* I think that the representation of the normal behavioral
models is intuitive:

� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

– Difficulties, problems: Have you encounter any difficulty to
solve the tasks? Please, describe which ones.

– Other representations/visualizations: What kind of additional
representations or visualizations will you like to have as aid to
solve these tasks?

Exercise 2

− Vessel normality: check the box E2 and press display. Do the red
vessels present normal behavior? Explain why.

E2-Vessel1: E2-Vessel2:

− The vessels displayed in red are considered anomalous. However,
the system has 70% accuracy, therefore, vessels marked in red can
be anomalous or not. Check the box E3 and press display. Identify
the vessels that are really anomalous. Try to explain why they are
anomalous.
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E3-Vessel1:
E3-Vessel2:

E3-Vessel3:

− Highlighted vessels: Describe briefly how you have found out the
reason for being anomalous.

− User reactions:

– Representation of the model

* Have the representation of the normal model help you to
solve any of the tasks above? Which ones? In which way?

* The representations of the models have been helpful to find
anomalous vessels:

� Strongly disagree
# Disagree
# Neither agree nor dis-

agree

# Agree
# Strongly agree

– Difficulties: Have you encounter any technical problems with
the tool? Please, describe them.

A.3 Qualitative evaluation: group interview guide

The aim of the group interview is to discuss the current and future situation
of VTS centers (in particular VTS West, Gothenburg). In addition, we validate
some information previously gathered and we discuss results and suggestions
included in this thesis. These are the aspects covered:

Current VTS situation

− Services and tasks.
− Sensors and data.
− Operators: working situation, background, experience, training and

learning. Proactive and reactive mode.
− Systems: displays, visualization, interaction.
− Connection to Göteborgs Hamn (Ports of Gothenburg), Kustbe-

vakningen (Swedish Coast Guard), Tullverket (Swedish Customs).

Finding conflict situations

− List of interesting conflict situations for VTS. Risk.
− Process of identifying conflict situations (using description presented

in section 4.5).
− Attention to different conflict situations.
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− Support to detect and identify conflict situations.

Identification of problems and challenges

− Responsibilities and definitions of tasks. VTS West and other VTS
in Sweden.

− Technical: radar, AIS, cameras, communication, etc.
− Human factors: attention, fatigue, cognitive overload, vast amounts

data.
− Man machine interaction issues.
− Collaboration among organizations involved in sea surveillance.

Anomaly detection and visualization

− Discussion of our research regarding anomaly detection methods for
maritime traffic.

− Normal models of vessel behavior maps (using visualizations sug-
gested in section 6.3).

Future VTS

− Legal and organizational aspects.
− Future operators: training, working conditions, etc.
− Automatic support.
− Improvement of systems/tools.
− Presentation of information.
− Integration of systems. Global database?
− Collaboration among sea organizations.





References

Adams, M., Tenney, Y., Pew, R., 1995. Situation awareness and the cognitive
management of complex systems. Human factors 37(1), 85–104.

Agarwal, D., 2005. An empirical Bayes approach to detect anomalies in dy-
namic multidimensional arrays. In: Proceedings of the 5th IEEE International
Conference on Data Mining. pp. 26–33.

Aggarwal, C. C., 2001. A human-computer cooperative system for effective
high dimensional clustering. In: Proceedings of the seventh ACM SIGKDD
international conference on Knowledge discovery and data mining. ACM,
New York, NY, USA, pp. 221–226.

Amar, R., Stasko, J., 2004. A knowledge task-based framework for design and
evaluation of information visualizations. In: Proceedings of the IEEE Sym-
posium on Information Visualization. IEEE Computer Society, Washington,
DC, USA, pp. 143–150, best paper award.

Andler, S., 2005. Information fusion from databases, sensors and simulations.
Tech. Rep. HS-IKI-TR-06-004, University of Skövde.

Andrienko, G., Andrienko, N., Demšar, U., Dransch, D., Dykes, J., Fabrikant,
S. I., Jern, M., Kraak, M.-J., Schumann, H., Tominski, C., 2010. Space, time
and visual analytics. International Journal of Geographical Information Sci-
ence 24, 1577–1600.

Andrienko, G., Andrienko, N., Fischer, R., Mues, V., Schuck, A., 2006. Reac-
tions to geovisualization: an experience from a European project. Interna-
tional Journal of Geographical Information Science 20 (10), 1149–1171.

Andrienko, G., Andrienko, N., Jankowski, P., Keim, D., Kraak, M.,
MacEachren, A., Wrobel, S., 2007. Geovisual analytics for spatial decision
support: Setting the research agenda. Journal of Geographical Information
Science 21 (8), 839–857.

207



208 REFERENCES

Ankerst, M., 2001. Human involvement and interactivity of the next genera-
tion’s data mining tools. In: Workshop on Research Issues in Data Mining
and Knowledge Discovery. Santa Barbara, CA, position paper.

Ankerst, M., 2002. Report on the SIGKDD-2002 panel. The perfect data min-
ing tool: interactive or automated? SIGKDD Explorations Newsletter 4, 110–
111.

Ankerst, M., Elsen, C., Ester, M., Kriegel, H. P., 1999. Visual classification: an
interactive approach to decision tree construction. In: Proceedings of the 5th

ACM SIGKDD international conference on Knowledge Discovery and Data
Mining. ACM, New York, NY, USA, pp. 392–396.

Attfield, S., Blandford, A., 2009. Improving the cost structure of sensemak-
ing tasks: Analysing user concepts to inform information system design. In:
Gross, T., Gulliksen, J., Kotze, P., Oestreicher, L., Palanque, P., Prates, R.,
Winckler, M. (Eds.), Human-Computer Interaction, INTERACT. Vol. 5726
of Lecture Notes in Computer Science. Springer Berlin Heidelberg, pp. 532–
545.

Axelsson, S., March 2000. Intrusion detection systems: A survey and taxonomy.
Tech. Rep. 99–15, Chalmers University of Technology.

Axelsson, S., 2005. Understanding intrusion detection through visualization.
Ph.D. thesis, Department of Computer Science and Engineering. Chalmers
University of Technology.

Baldauf, M., Wiersma, E., 1999. Risk recognition and collision avoidance by
VTS operators. In: 7th IFAC/JFIP/IFORS/IEA symposium on analysis, design
and evaluation of man-machine systems. Elsevier, Oxford, Kyoto, pp. 287–
292.

Barnes, M., February 2003. The human dimension of battlespace visualization:
Research and design issues. Tech. Rep. ARL-TR-2885, Army Research Lab-
oratory, Aberdeen Proving Ground, MD.

Basker, S., 2005. E-navigation: The way ahead for the maritime sector. Pre-
sented at CGSIC (Civil GPS Service Interface Committee) 45th Meeting. Long
Beach, CA, USA.

Bedworth, M., O’Brien, J., 2000. The Omnibus Model: A New Model of Data
Fusion. In: Aerospace and Electronics Systems Magazine. Vol. 15. pp. 30–36.

Behrens, J., 1997. Principles and procedures of exploratory data analysis. Psy-
chological Methods 2 (2), 131–160.

Benbasat, I., David, Mead, M., 1987. The case research strategy in studies of
information systems. MIS Quarterly 11 (3), 369–386.



REFERENCES 209

Benko, H., Ishak, E. W., Feiner, S., 2004. Collaborative mixed reality visualiza-
tion of an archaeological excavation. In: Proceedings of the 3rd IEEE/ACM
International Symposium on Mixed and Augmented Reality. IEEE Computer
Society, Washington, DC, USA, pp. 132–140.

Berntsen, K. E., Sampson, J., Østerlie, T., 2004. Interpretive research methods
in computer science. Method paper for doctoral course. Norwegian Univer-
sity of Science and Technology, Trondheim, Norway.

Bertini, E., Santucci, G., 2006. Visual quality metrics. In: Proceedings of the
2006 AVI workshop on BEyond time and errors. ACM, New York, NY, USA,
pp. 1–5.

Bisantz, A. M., R. Finger, Y. S., Llinas, J., 1999. Human performance and data
fusion based decision aids. In: Proceedings of the 2nd International Confer-
ence on Information Fusion. Vol. 2. pp. 918–925.

Blasch, E., Plano, S., 2002. JDL level 5 fusion model: user refinement issues
and applications in group tracking. In: Kadar, I. (Ed.), Proceedings of SPIE,
Signal Processing, Sensor Fusion, and Target Recognition XI. pp. 270–279.

Blasch, E. P., Plano, S., 2003. Level 5: user refinement to aid the fusion
process. Multisensor, Multisource Information Fusion: Architectures, Algo-
rithms, and Applications 5099 (1), 288–297.

Blasch, E. P., Plano, S., 2004. Cognitive fusion analysis based on context. In:
Dasarathy, B. V. (Ed.), Multisensor, Multisource Information Fusion: Archi-
tectures, Algorithms, and Applications. Vol. 5434. SPIE.

Blessing, L., Chakrabarti, A., 1998. An overview of descriptive studies in rela-
tion to a general design research methodology. In: Frankenberger, E. (Ed.),
Designers — the Key to Successful Product Development. Springer, pp. 42–
56.

Bodnar, J., 2003. Warning Analysis for the Information Age: Rethinking the
Intelligence Process. Joint Military Intelligence College, ISBN: 0-9656195-8-
3.

Bodnar, J., 2005. Making sense of massive data by hypothesis testing. In: Inter-
national Conference on Intelligence Analysis.

Bolton, R. J., Hand, D. J., 2001. Unsupervised profiling methods for fraud
detection. In: Conference of Credit Scoring and Credit Control VII.

Bomberger, N., Rhodes, B., Seibert, M., Waxman, A., 2006. Associative learn-
ing of vessel motion patterns for maritime situation awareness. In: Proceed-
ings of 9th International Conference on Information Fusion.



210 REFERENCES

Bonafede, C., Marmo, R., 2008. Operational risk visualization. In: Proceedings
of the 10th international conference on Visual Information Systems. Springer-
Verlag, Berlin Heidelberg, pp. 100–103.

Boström, H., Andler, S. F., Brohede, M., Johansson, R., Karlsson, A., van Laere,
J., Niklasson, L., Nilsson, M., Persson, A., Ziemke, T., 2007. On the defini-
tion of information fusion as a field of research. Tech. Rep. HS-IKI-TR-07-
006, School of Humanities and Informatics, University of Skövde.

Boyd, J., 1987. A discourse on winning and loosing. Tech. Rep. Air University
Library document No. M-U 43947, Maxwell Air Force Base, Al.

Braa, K., Vidgen, R., 1999. Interpretation, intervention, and reduction in the
organizational laboratory: a framework for in-context information system
research. Accounting, Management and Information Technologies 9 (1), 25–
47.

Brehmer, B., 2005. The dynamic OODA loop: amalgamating Boyd’s OODA
loop and the Cybernetic approach to command and control. In: 10th Inter-
national Command and Control research and technology symposium.

Brickner, M. S., Lipshitz, R., March 2004. Pilot study: System model of situ-
ation awareness and decision making in command and control. Tech. Rep.
A793524, Pamam-Human Factors Engineering LTD.

Brödje, A., Lützhöft, M., Dahlman, J., 2010. The whats, whens, whys and hows
of VTS operator use of sensor information. In: Human Performance at sea
(HPAS).

Bruzzese, D., Davino, C., 2008. Visual mining of association rules. In: Visual
Data Mining. pp. 103–122.

Buono, P., Costabile, M.-F., 2005. Visualizing association rules in a framework
for visual data mining. In: From Integrated Publication and Information Sys-
tems to Information and Knowledge Environments. pp. 221–231.

Burkhard, R., Andrienko, G., Andrienko, N., Dykes, J., Koutamanis, A., Kien-
reich, W., Phaal, R., Blackwell, A., Eppler, M., Huang, J., Meagher, M., Grün,
A., Lang, S., Perrin, D., Weber, W., Moere, A., Herr, B., Börner, K., Fekete, J.,
Brodbeck, D., 2007. Visualization summit 2007: ten research goals for 2010.
Information Visualization 6, 169–188.

Cai, Y., de M. Franco, R., 2009. Interactive visualization of network anomalous
events. In: Computational Science, ICCS. Vol. 5544/2009. Springer Berlin
Heidelberg, pp. 450–459.



REFERENCES 211

Cai, Y., Stumpf, R., Wynne, T., Tomlinson, M., Chung, S. H., Boutonnier, X.,
Ihmig, M., Franco, R., Bauernfeind, N., 2007. Visual transformation for in-
teractive spatio-temporal data mining. Journal of Knowledge and Informa-
tion Systems 11 (5), 119–142.

Campbell, C., Bennett, K. P., 2001. A linear programming approach to novelty
detection. In: Proceedings of the Advances in Neural Information Processing
Systems. Vol. 14. Cambridge Press.

Card, S., Mackinlay, J., Shneiderman, B., 1999. Readings in Information Visu-
alization. Morgan Kaufmann, San Francisco, CA.

Carpendale, S., 2008. Evaluating information visualizations. In: Kerren, A.,
Stasko, J., Fekete, J.-D., North, C. (Eds.), Information Visualization. Lecture
Notes in Computer Science 4950. Springer-Verlag Berlin Heidelberg, pp. 19–
45.

Carroll, J., Swatman, P., 2000. Structured-case: A methodological framework
for building theory in information systems research. European Journal of
Information Systems 9, 235–242.

Chandola, V., Banerjee, A., Kumar, V., 2009. Anomaly detection: A survey.
ACM Computing Surveys 41 (3), 1–58.

Chang, R., Ziemkiewicz, C., Green, T. M., Ribarsky, W., 2009. Defining insight
for visual analytics. IEEE Computer Graphics and Applications 29 (2), 14–
17.

Chang, S., 2004. Development and analysis of AIS applications as an effi-
cient tool for vessel traffic service. In: Proceedings of Ocean’04. MTS/IEEE
Techno-Ocean: Bridges across the Oceans. Vol. 4. pp. 2249–2253.

Chen, C., Czerwinski, M., 2000. Empirical evaluation of information visual-
izations: an introduction. International Journal of Human-Computer Studies
53 (5), 631–635.

Chuah, M. C., Roth, S. F., 2003. Visualizing common ground. In: Proceed-
ings of the 7th International Conference on Information Visualization. IEEE
Computer Society, Washington, DC, USA, p. 365.

Cohen, J., 2008. High priority technical needs. Tech. rep., US Department of
Homeland Security, Science and Technology, available from: http://www.
dhs.gov/xlibrary/assets/High_Priority_Technology_Needs.pdf [Ac-
cessed 16 October 2010].

Compieta, P., Di Martino, S., Bertolotto, M., Ferrucci, F., Kechadi, T., 2007.
Exploratory spatio-temporal data mining and visualization. Journal of Visual
Languages & Computing 18 (3), 255–279.

http://www.dhs.gov/xlibrary/assets/High_Priority_Technology_Needs.pdf
http://www.dhs.gov/xlibrary/assets/High_Priority_Technology_Needs.pdf


212 REFERENCES

Cook, K., Earnshaw, R., Stasko, J., 2007. Guest editors’ introduction: Dis-
covering the unexpected. IEEE Computer Graphics and Applications 27 (5),
15–19.

Costello, L., Grinstein, G., Plaisant, C., Scholtz, J., 2009. Advancing user-
centered evaluation of visual analytic environments through contests. Infor-
mation Visualization 8 (3), 230–238.

Dahlbom, A., Niklasson, L., 2007. Trajectory clustering for coastal surveil-
lance. In: Proceedings of the 10th International Conference on Information
Fusion. Québec, Canada.

D’Amico, A., Whitley, K., 2008. The real work of computer network defense
analysts. In: Mathematics and Visualization. VizSEC Workshop on Visual-
ization for Computer Security. Springer Berlin Heidelberg, pp. 19–37.

D’Amico, A. D., Goodall, J. R., Tesone, D. R., Kopylec, J. K., 2007. Visual
discovery in computer network defense. IEEE Computer Graphics and Ap-
plications 27 (5), 20–27.

Darke, P., Shanks, G., Broadbent, M., 1998. Successfully completing case study
research: combining rigour, relevance and pragmatism. Information Systems
Journal 8 (4), 273–289.

Dasarathy, B., 1994. Decision Fusion. IEEE Computer Society Press, Los Alami-
tos, CA, USA.

Dasarathy, B., 2000. Industrial applications of multi-sensor multi-source in-
formation fusion. In: Proceedings of the IEEE International Conference on
Industrial Technology. Vol. 2. pp. 5–11.

Dasarathy, B., 2001. Information fusion – what, where, why, when, and how?
Information Fusion 2, 75–76.

Debar, H., Dacier, M., Wespi, A., 1999. Towards a taxonomy of intrusion-
detection systems. Computer Networks 31 (8), 805–822.

Demšar, U., 2006. Data mining of geospatial data: combining visual and au-
tomatic methods. Ph.D. thesis, School of Architecture and the Built Envi-
ronment (ABE). Royal Institute of Technology (KTH), Sweden, available
from: http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-3892 [Ac-
cessed 16 October 2010].

Demšar, U., 2007. Combining formal and exploratory methods for evaluation
of an exploratory geovisualization application in a low-cost usability experi-
ment. Cartography and Geographic Information Science 34 (1), 29–45.

http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-3892


REFERENCES 213

Denning, D. E., 1987. An intrusion-detection model. IEEE Transactions on
Software Engineering 13 (2), 222–232.

Dietz, P., Leigh, D., 2001. DiamondTouch: a multi-user touch technology. In:
Proceedings of the 14th annual ACM symposium on user interface software
and technology. ACM, New York, NY, USA, pp. 219–226.

Dornburg, C., Matzen, L., Bauer, T., McNamara, L., 2009. Working memory
load as a novel tool for evaluating visual analytics. In: IEEE Symposium on
Visual Analytics Science and Technology. pp. 217–218.

Duffy, M., 1995. Sensemaking in classroom conversations. In: Maso, I., Atkin-
son, P. A., Delamont, S., Verhoeven, J. C. (Eds.), Openness in research: The
tension between self and other. Assen, The Netherlands: Van Gorcum, pp.
119–132.

Eccles, R., Kapler, T., Harper, R., Wright, W., 2008. Stories in GeoTime. Infor-
mation Visualization 7 (1), 3–17.

Edlund, J., Gronkvist, M., Lingvall, A., Sviestins, E., 2006. Rule-based situ-
ation assessment for sea surveillance. Vol. 6242. SPIE, pp. 624203 1–11,
multisensor, Multisource Information Fusion: Architectures, Algorithms and
Applications.

Ekman, J., Holst, A., 2008. Incremental stream clustering and anomaly detec-
tion. Tech. rep., SICS T2008:1.

Elmqvist, N., 2006. 3D Occlusion Management and Causality Visualization.
Ph.D. thesis, School of Computer Science and Engineering, series: Technical
report D – Chalmers University of Technology, no: 25.

Endsley, M., May 1988a. Situation awareness global assessment technique
(SAGAT). In: Proceedings of the IEEE National Aerospace and Electronics
Conference. Vol. 3. pp. 789–795.

Endsley, M., 1995. Toward a theory of situation awareness in dynamic systems.
Human Factors Journal 37 (1), 32–64.

Endsley, M. R., 1988b. Design and evaluation for situation awareness enhance-
ment. In: Proceedings of the Human Factors Society 32nd Annual Meeting.
Human Factors Society, pp. 97–101.

Endsley, M. R., Garland, D. J. (Eds.), 2000. Situation Awareness Analysis and
Measurement. Lawrence Erlbaum Associates, Mahwah, NJ.

Eriksen, T., Høye, G., Narheim, B., Meland, B., 2006. Maritime traffic monitor-
ing using a space-based "ais" receiver. Acta Astronautica 58 (10), 537–549.



214 REFERENCES

Esteban, J., Starr, A., Willetts, R., Hannah, P., Bryanston-Cross, P., 2005. A re-
view of data fusion models and architectures: towards engineering guidelines.
Neural Computing and Applications 14 (4), 273–281.

European Security Research Advisory Board, 2006. Meeting the challenge: The
european security research agenda. Tech. rep., European Union.

Faisal, S., Cairns, P., Blandford, A., 2007. Challenges of evaluating the in-
formation visualisation experience. In: Proceedings of the 21st British HCI
Group Annual Conference on HCI. British Computer Society, Swinton, UK,
pp. 167–170.

Faisal, S., Craft, B., Cairns, P., Blandford, A., 2008. Internalization, qualitative
methods, and evaluation. In: Proceedings of the 2008 conference on BEyond
time and errors: novel evaLuation methods for Information Visualization.
ACM, pp. 1–8.

Fayyad, U., Grinstein, G., Wierse, A. (Eds.), 2002. Information visualization
in data mining and knowledge discovery. Morgan Kaufmann Publishers Inc.,
San Francisco, CA, USA.

Fayyad, U., Piatetsky-Shapiro, G., Smyth, P., 1996. From Data Mining to
Knowledge Discovery in Databases. AI Magazine 17, 37–54.

Ferreira de Oliveira, M., Levkowitz, H., 2003. From visual data exploration to
visual data mining: A survey. IEEE Transactions on Visualization and Com-
puter Graphics 9 (3), 378–394.

Flyvbjerg, B., April 2006. Five misunderstandings about case-study research.
Qualitative Inquiry 12 (2), 219–245.

Freitas, A. A., 2002. Data Mining and Knowledge Discovery With Evolutionary
Algorithms. Springer Berlin Heidelberg.

García-Teodoro, P., Díaz-Verdejo, J., Macía-Fernández, G., Vázquez, E., 2008.
Anomaly-based network intrusion detection: Techniques, systems and chal-
lenges. Computers & Security.

Gerken, J., Bak, P., Reiterer, H., 2007. Longitudinal evaluation methods in
human-computer studies and visual analytics. In: Position paper for the IEEE
VAST Metrics for the Evaluation of Visual Analytics.

Gibson, J. J., 1986. The Ecological Approach to Visual Perception. Lawrence
Erlbaum Associates, Hillsdale, NJ.

González, F., Dasgupta, D., Kozma, R., 2002. Combining negative selection
and classification techniques for anomaly detection. In: Congress on Evolu-
tionary Computation. IEEE, pp. 705–710.



REFERENCES 215

Goodall, J. R., 2008. Introduction to visualization for computer security. In:
VizSEC 2007. Springer Berlin Heidelberg, pp. 1–17.

Google Earth 5.0, 2009. http://earth.google.com/.

Gorard, S., 2004. Combining Methods in Educational Research. McGraw-Hill,
New York.

Görg, C., Williams, S., Stasko, J., 2007. Issues and Methodologies for Evaluat-
ing the Jigsaw Visual Analytic System. In: Position paper for the IEEE VAST
Metrics for the Evaluation of Visual Analytics workshop.

Gotz, D., Zhou, M., 2009. Characterizing user’s visual analytic activity for
insight provenance. Information Visualization 8 (1), 42–55.

Graziano, A. M., Raulin, M. L., 2009. Research Methods: A Process of Inquiry,
7th Edition. Pearson Education, Boston, MA.

Grech, M. R., Horberry, T., Koester, T., 2008. Human factors in the maritime
domain. CRC Press Boca Raton London New York, ISBN: 978–1–4200–
4341–9.

Guo, D., 2007. Visual analytics of spatial interaction patterns for pandemic
decision support. International Journal of Geographical Information Science
21 (8), 859–877.

Guttormsson, S., Marks, R., El-Sharkawi, M., Kerszenbaum, I., 1999. Elliptical
novelty grouping for on-line short-turn detection of excited running rotors.
IEEE Transactions on Energy Conversion 14 (1), 16–22.

Hall, D., Llinas, J. (Eds.), 2000. Handbook of multisensor data fusion. CRC
Press, Boca Raton.

Hall, D., McMullen, S. A. H. (Eds.), 2004. Mathematical Techniques in Multi-
sensor Data Fusion, 2nd Edition. Artech House, Inc., Norwood, MA.

Hall, M. J., Hall, S. A., Tate, T., 2000. Removing the HCI Bottleneck: How the
Human Computer Interaction (HCI) affects the performance of Data Fusion
Systems. In: 2000 MSS National Symposium on Sensor and Data Fusion. pp.
89–104.

Han, S. H., Yang, H., Im, D.-G., 2007. Designing a human-computer interface
for a process control room: A case study of a steel manufacturing company.
International Journal of Industrial Ergonomics 37 (5), 383–393.

Hand, D. J., Mannila, H., Smyth, P., 2001. Principles of Data Mining. Adaptive
Computation and Machine Learning. The MIT Press, Cambridge, MA.

http://earth.google.com/


216 REFERENCES

Harati-Mokhtari, A., Wall, A., Brooks, P., Wang, J., 2008. Automatic Identifi-
cation System (AIS): A Human Factors Approach.

Harris, C. J., Bailey, A., Dodd, 1998. Multi-sensor data fusion in defence and
aerospace. The Aeronautical Journal 102 (1015), 229–244.

Harrison-John, G., 1997. Enhancements to the data mining process. Ph.D. the-
sis, Department of Computer Science. Stanford University, Stanford, CA,
USA.

Heer, J., Agrawala, M., 2008. Design considerations for collaborative visual
analytics. Information Visualization 7 (1), 49–62, 1473-8716.

Helldin, T., Riveiro, M., 2009. Explanation Methods for Bayesian Networks:
review and application to a maritime scenario. In: 3rd Annual Skövde Work-
shop on Information Fusion Topics. pp. 11–16.

Helmick, J., 2008. Port and maritime security: A research perspective. Journal
of Transportation Security 1 (1), 15–28.

Henry-Riche, N., 2010. Beyond system logging: human logging for evaluat-
ing information visualization. In: Beyond time and errors novel evaluation
methods for information visualization. Proceedings of the 28th of the in-
ternational conference extended abstracts on Human factors in computing
systems (CHI’10). ACM, New York, NY, USA.

Heuer, R. J., 1999. Psychology of intelligence analysis. Center for the Study of
Intelligence, Central Intelligence Agency, ISBN: 1-929667-00-0.

Holz, H. J., Applin, A., Haberman, B., Joyce, D., Purchase, H., Reed, C., 2006.
Research methods in computing: what are they, and how should we teach
them? In: Working group reports on ITiCSE on Innovation and technology
in computer science education. ACM, New York, NY, USA, pp. 96–114.

Horn, P. S., Feng, L., Li, Y., Pesce, A. J., 2001. Effect of outliers and nonhealthy
individuals on reference interval estimation. Clinical Chemistry 47 (12),
2137–2145.

Høye, G. K., Eriksen, T., Meland, B. J., Narheim, B. T., 2008. Space-based AIS
for global maritime traffic monitoring. Acta Astronautica 62 (2,3), 240–245.

Hutchins, E., 1995. Cognition in the wild. MIT Press, Cambridge, MA.

IALA, 2001. Guidelines on the Assessment of training requirements for existing
VTS Personnel, candidate VTS Operators and the revalidation of VTS Opera-
tor Certificates. Tech. rep., International Association of Marine Aids to Navi-
gation and Lighthouse Authorities (IALA). Association Internationale de Sig-
nalisation Maritime (AISM), available from: http://www.iala-aism.org/

http://www.iala-aism.org/web/pages/publications/docpdf/guidelines/GUIDELI10.pdf
http://www.iala-aism.org/web/pages/publications/docpdf/guidelines/GUIDELI10.pdf


REFERENCES 217

web/pages/publications/docpdf/guidelines/GUIDELI10.pdf [Accessed
16 October 2010].

ITU, 2001. Technical characteristics for a universal shipborne automatic identi-
fication system using time division multiple access in the VHF maritime mo-
bile band. Tech. Rep. International Telecommunication Union ITU-R 232/8,
document 8/BL/5-E, Radiocommunication study groups.

Iwata, T., Saito, K., 2004. Visualization of anomaly using mixture model. In:
Knowledge-Based Intelligent Information and Engineering Systems. pp. 624–
631.

Jakubek, S., Strasser, T., 2002. Fault-diagnosis using neural networks with el-
lipsoidal basis functions. In: Proceedings of the 2002 American Control Con-
ference. Vol. 5. pp. 3846–3851.

Jensen, F., Aldenryd, S., Jensen, K., 1995. Sensitivity analysis in Bayesian net-
works. In: Symbolic and Quantitative Approaches to Reasoning and Uncer-
tainty. pp. 243–250.

Jeong, D. H., Dou, W., Stukes, F., Ribarsky, W., Lipford, H. R., Chang, R.,
2008. Evaluating the relationship between user interaction and financial vi-
sual analysis. In: IEEE Symposium on Visual Analytics Science and Technol-
ogy (VAST). pp. 83–90.

Ji Soo Yi, Y., Kang, Y. a., Stasko, J., Jacko, J., 2007. Toward a deeper under-
standing of the role of interaction in information visualization. IEEE Trans-
actions on Visualization and Computer Graphics 13 (6), 1224–1231.

Johansson, F., Falkman, G., 2007. Detection of vessel anomalies–a Bayesian
network approach. In: Proceedings of the 3rd International Conference on
Intelligent Sensors, Sensor Networks and Information Processing.

Johansson, U., 2007. Obtaining accurate and comprehensible data mining
models: An evolutionary approach. Ph.D. thesis, Department of Computer
and Information Science, Linköping University, available from: http://

urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-8881 [Accessed 16 Octo-
ber 2010].

John, M. S., Smallman, H. S., Manes, D. I., Morrison, J. G., Feher, B.,
2005. Heuristic automation for decluttering tactical displays. Human Fac-
tors 47 (3), 509–525.

Kang, Y.-a., Görg, C., Stasko, J., 2010. Pragmatic challenges in the evaluation
of interactive visualization systems. In: Beyond time and errors novel evalu-
ation methods for information visualization. ACM, New York, NY, USA.

http://www.iala-aism.org/web/pages/publications/docpdf/guidelines/GUIDELI10.pdf
http://www.iala-aism.org/web/pages/publications/docpdf/guidelines/GUIDELI10.pdf
http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-8881
http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-8881


218 REFERENCES

Kapoor, A., Lee, B., Tan, D., Horvitz, E., 2010. Interactive optimization for
steering machine classification. In: Proceedings of the 28th international con-
ference on Human factors in computing systems (CHI’10). ACM, New York,
NY, USA, pp. 1343–1352.

Keim, D., 2002. Information visualization and visual data mining. IEEE Trans-
actions on Visualization and Computer Graphics 7 (1), 1–8.

Keim, D., Andrienko, G., Fekete, J.-D., Görg, C., Kohlhammer, J., Melançon,
G., 2008a. Visual analytics: Definition, process, and challenges. In: Infor-
mation Visualization. Lecture Notes in Computer Science. Springer Berlin
Heidelberg, pp. 154–175.

Keim, D., Mansmann, F., Schneidewind, J., Thomas, J., Ziegler, H., 2008b. Vi-
sual analytics: Scope and challenges. In: Visual Data Mining: Theory, Tech-
niques and Tools for Visual Analytics. Lecture Notes In Computer Science
(lncs). Springer Berlin Heidelberg.

Keim, D., Mansmann, F., Stoffel, A., Ziegler, H., 2008c. Visual analytics. En-
cyclopedia of Database Systems.

Keim, D. A., Mansmann, F., Thomas, J., 2009. Visual analytics: How much vi-
sualization and how much analytics. In: SIGKDD Explorations, Special Issue
on Visual Analytics and Knowledge Discovery.

Kerren, A., Stasko, J., Fekete, J.-D., North, C., 2007. Workshop report: In-
formation visualization — human-centered issues in visual representation,
interaction, and evaluation. Information Visualization 6, 189–196.

Kharchenko, V., Vasylyev, V., 2002. Application of the intellectual decision
making system for vessel traffic control. In: Proceedings of 14th International
Conference on Microwaves, Radar and Wireless Communications. Vol. 2.
pp. 639–642.

Khatkhate, A. M., Ray, A., Keller, E., 2007. Modelling and system identification
of an experimental apparatus for anomaly detection in mechanical systems.
Applied Mathematical Modelling 31 (4), 734–748.

Kielman, J., Thomas, J., May, R., 2009. Foundations and frontiers in visual
analytics. Information Visualization 8 (4), 239–246.

Kimani, S., Lodi, S., Catarci, T., Santucci, G., Sartori, C., 2004. VidaMine: a
visual data mining environment. Journal of Visual Languages & Computing
15 (1), 37–67.

Kitchenham, B., 2004. Procedures for performing systematic reviews. Tech.
rep., Keele University and NICTA.



REFERENCES 219

Klein, G., Moon, B., Hoffman, R. R., 2006a. Making sense of sensemaking 1:
Alternative perspectives. IEEE Intelligent Systems 21 (4), 70–73.

Klein, G., Moon, B., Hoffman, R. R., 2006b. Making sense of sensemaking 2:
A macrocognitive model. IEEE Intelligent Systems 21 (5), 88–92.

Klein, G., Pliske, R., Crandall, B., Woods, D., 2005. Problem detection. Cogni-
tion, Technology and Work 7 (1), 14–28.

Kohonen, T., 1997. Self-Organizing Maps, 2nd Edition. Springer series in in-
formation sciences. Berlin: Springer.

Kokar, M. M., Tomasik, J. A., Weyman, J., 2004. Formalizing classes of infor-
mation fusion systems. Information Fusion 5 (3), 189–202.

Kopanakis, I., Theodoulidis, B., 2003. Visual data mining modeling techniques
for the visualization of mining outcomes. Visual Languages & Computing
14 (6), 543–589.

Koua, E., MacEachren, A., Kraak, M., 2006. Evaluating the usability of visu-
alization methods in an exploratory geovisualization environment. Interna-
tional Journal of Geographical Information Science 20 (4), 425–448.

Kraiman, J. B., Arouh, S. L., Webb, M. L., Jul 2002. Automated anomaly de-
tection processor. In: Sisti, A. F., Trevisani, D. A. (Eds.), Proceedings of SPIE:
Enabling Technologies for Simulation Science VI. pp. 128–137.

Lam, H., 2008. A framework of interaction costs in information visualization.
IEEE Transactions on Visualization and Computer Graphics 14 (6), 1149–
1156.

Larkin, J., Simon, H., 1987. Why a diagram is (sometimes) worth ten thousand
words. Cognitive Science 11, 65–99.

Laxhammar, R., 2008. Anomaly detection for sea surveillance. In: Proceedings
of the 11th International Conference on Information Fusion. IEEE, Cologne,
Germany, pp. 47–54.

Laxhammar, R., Falkman, G., Sviestins, E., 2009. Anomaly detection in sea
traffic- A comparison of the Gaussian Mixture Model and the Kernel Density
Estimator. In: Proceedings of the 12th International Conference on Informa-
tion Fusion. pp. 756–763.

Leedom, D., 2001. Sensemaking Symposium. Tech. rep., Evidence Based Re-
search. Inc., Technical Report prepared under contract for Office of Assis-
tant Secretary of Defense for Command, Control, Communications & Intel-
ligence.



220 REFERENCES

Lidwell, W., Holden, K., Butler, J., 2003. Universal Principles of Design. Rock-
port Publishers.

Livnat, Y., Agutter, J., Moon, S., Erbacher, R. F., Foresti, S., 2005. A visual
paradigm for network intrusion detection. In: Proceedings of the 2005 IEEE
Workshop on Information Assurance And Security. pp. 92–99.

Llinas, J., Bowman, C., Rogova, G., Steinberg, A., Waltz, E., White, F., 2004.
Revisiting the JDL Data Fusion Model II. In: Proceedings 7th International
Information Fusion Conference. Stockholm, Sweden.

MacEachren, A. M., Robinson, A., Hopper, S., Gardner, S., Murray, R., Gahe-
gan, M., Hetzler, E., 2005. Visualizing Geospatial Information Uncertainty:
What We Know and What We Need to Know. Cartography and Geographic
Information Science 32 (3), 139–160.

MacInnes, J., Santosa, S., Wright, W., 2010. Visual classification: Expert knowl-
edge guides machine learning. Computer Graphics and Applications, IEEE
30 (1), 8–14.

Manavoglu, E., Pavlov, D., Giles, C. L., 2003. Probabilistic user behavior mod-
els. In: Proceedings of the 3rd IEEE International Conference on Data Mining.
IEEE Computer Society.

Manco, G., Pizzuti, C., Talia, D., 2004. Eureka!: an interactive and visual
knowledge discovery tool. Journal of Visual Languages & Computing 15 (1),
1–35.

Mansmann, F., 2008. Visual analysis of network traffic: Interactive monitor-
ing, detection, and interpretation of security threats. Ph.D. thesis, Univer-
sität Konstanz, Universitätsstr. 10, 78457 Konstanz, available from: http:
//kops.ub.uni-konstanz.de/volltexte/2008/5958 [Accessed 16 Octo-
ber 2010].

Marshall, C., Rossman, G. B., 1999. Designing Qualitative Research, 3rd Edi-
tion. SAGE Publications, Inc., Thousand Oaks, CA.

Matheus, C. J., Kokar, M. M., Baclawski, K., 2003. A core ontology for situa-
tion awareness. In Proceedings of 6th International Conference on Informa-
tion Fusion, 545–552.

Matthews, M., Martin, L. B., Tario, C., Brown, A. L., 2009. A non-intrusive
alert system for maritime anomalies: Literature review and the development
and assessment of interface design concepts. Tech. Rep. DRDC CR2009-042,
Humansystems Incorporated, Department of National Defense.

Mayr, E., , Smuc, M., Risku, H., 2010. Many Roads Lead to Rome. Mapping
Users’ Problem Solving Strategies. In: Beyond time and errors novel evalua-
tion methods for information visualization. ACM, New York, NY, USA.

http://kops.ub.uni-konstanz.de/volltexte/2008/5958
http://kops.ub.uni-konstanz.de/volltexte/2008/5958


REFERENCES 221

McDaniel, D., 2001. An information fusion framework for data integration.
In: 13th Annual Software Technology Conference, 2001 Software Odyssey:
Controlling Cost, Schedule, and Quality. Salt Lake City, Utah.

McGrath, J., 1995. Methodology matters: Doing research in the social and
behavioural sciences. In: Readings in Human-Computer Interaction: Toward
the Year 2000. Morgan Kaufmann, San Francisco.

McPherson, J., Ma, K.-L., Krystosk, P., Bartoletti, T., Christensen, M., 2004.
PortVis: a tool for port-based detection of security events. In: Proceedings
of the 2004 ACM workshop on visualization and data mining for computer
security. ACM, New York, NY, USA, pp. 73–81.

Meadow, C. T., Yuan, W., 1997. Measuring the impact of information: Defining
the concepts. Information Processing & Management 33 (6), 697–714.

Meneses, C. J., Grinstein, G. G., 2001. Visualization for enhancing the data
mining process. Vol. 4384. SPIE, pp. 126–137.

Morse, E., Lewis, M., Olsen, K., 2000. Evaluating visualizations: using a taxo-
nomic guide. International Journal of Human-Computer Studies 53 (5), 637–
662.

Muelder, C., Ma, K., Bartoletti, T., 2005. Interactive visualization for network
and port scan detection. In: Proceedings of 2005 Recent Advances in Intru-
sion Detection. pp. 1–20.

Netherlands’ Hydrographic Office and Ministry of Transport, Public
Works and Water Management, 2004. Vessel traffic on the north sea.
Available from: http://www.noordzeeloket.nl/Images/VesselTraffic_
tcm14-2878.pdf [Accessed 16 October 2010].

Nilsson, M., Laere, J., Susi, T., Ziemke, T., 2010. On the active role of the
user in information fusion: A distributed cognition perspective. International
Journal of Information Fusion. Submitted for journal publication.

Norman, D., 1983. Design Principles for Human-Computer Interfaces: A Mul-
tidisciplinary Approach. Los Altos, California: Morgan Kaufmann Publish-
ers.

North, C., 2006. Toward measuring visualization insight. In: Position paper for
the IEEE VAST Metrics for the Evaluation of Visual Analytics workshop.

Nuutinen, M., 2005. Contextual assessment of working practices in changing
work. International Journal of Industrial Ergonomics 35 (10), 905–930.

http://www.noordzeeloket.nl/Images/VesselTraffic_tcm14-2878.pdf
http://www.noordzeeloket.nl/Images/VesselTraffic_tcm14-2878.pdf


222 REFERENCES

Nuutinen, M., Savioja, P., Sonninen, S., 2007. Challenges of developing the
complex socio-technical system: Realising the present, acknowledging the
past, and envisaging the future of vessel traffic services. Applied Ergonomics
38 (5), 513–524.

Oates, B. J., 2006. Researching Information Systems and Computing. Sage Pub-
lications Ltd., ISBN: 1-4129-0223-1.

Offermann, P., Levina, O., Schönherr, M., Bub, U., 2009. Outline of a design
science research process. In: Proceedings of the 4th International Conference
on Design Science Research in Information Systems and Technology. ACM,
New York, NY, USA, pp. 1–11.

Ogao, P. J., Kraak, M. J., 2002. Defining visualization operations for tempo-
ral cartographic animation design. International Journal of Applied Earth
Observation and Geoinformation 4 (1), 23– 31.

Omodei, M. M., Wearing, A. J., McLennan, J., Elliott, G. C., Clancy, J. M.,
2005. How professionals make decisions. Lawrence Erlbaum Associates, Ch.
More is Better?: Problems of Self-regulation in Naturalistic Decision Making
Settings, pp. 29–42.

Onut, I. V., Zhu, B., Ghorbani, A. A., 2004. A novel visualization technique for
network anomaly detection. In: Proceedings of the 2nd Annual Conference on
Privacy, Security and Trust. pp. 167–174.

Paley, W. B., 2009. Interface and Mind – A “Paper Lecture” about a Domain-
Specific Design Methodology based on Contemporary Mind Science. it – In-
formation Technology 51 (3), 131–141.

Patcha, A., Park, J.-M., 2007. An overview of anomaly detection techniques:
Existing solutions and latest technological trends. Computer Networks
51 (12), 3448–3470.

Patterson, E. S., Roth, E. M., Woods, D. D., 2001. Predicting vulnerabilities
in computer-supported inferential analysis under data overload. Cognition,
Technology & Work 3, 224–237.

Patton, M. Q., 2002. Qualitative Research & Evaluation Methods, 3rd Edition.
Sage Publications, Inc.

Phuong, T., Hung, L., Cho, S., Lee, Y.-K., Lee, S., 2006. An anomaly detection
algorithm for detecting attacks in wireless sensor networks. In: Mehrotra,
S., Zeng, D., Chen, H., Thuraisingham, B., Wang, F.-Y. (Eds.), Intelligence
and Security Informatics. Vol. 3975 of Lecture Notes in Computer Science.
Springer Berlin Heidelberg, pp. 735–736.



REFERENCES 223

Pirolli, P., 2007. Information Foraging Theory: Adaptive Interaction with In-
formation. Cambridge UK: Oxford University Press.

Pirolli, P., Card, S., 1999. Information foraging. Psychological Review 106,
643–675.

Pirolli, P., Card, S., 2005. The sensemaking process and leverage points for
analyst technology. In: International Conference on Intelligence Analysis.

Plaisant, C., 2004. The challenge of information visualization evaluation. In:
Proceedings of the working conference on Advanced visual interfaces. ACM,
New York, NY, USA, pp. 109–116.

Portnoy, L., Eskin, E., Stolfo, S., 2001. Intrusion detection with unlabeled data
using clustering. In: Proceedings of ACM CSS Workshop on Data Mining
Applied to Security.

Rasmussen, J., 1987. Skills, rules, and knowledge; signals, signs, and symbols,
and other distinctions in human performance models. System design for hu-
man interaction, 291–300.

Remuss, N.-L., 2010. Space and maritime security-strategies for countering the
pirates. Space Policy 26 (2), 124–125.

Rester, M., Pohl, M., Wiltner, S., Hinum, K., Miksch, S., Popow, C., Ohmann,
S., 2007. Evaluating an infovis technique using insight reports. In: 11th Inter-
national Conference Information Visualization.

Rheingans, P., desJardins, M., 2000. Visualizing high-dimensional predictive
model quality. In: Proceedings of IEEE Visualization 2000. pp. 493–496.

Rhodes, B., Bomberger, N., Seibert, M., Waxman, A., 2005. Maritime situation
monitoring and awareness using learning mechanisms. Military Communi-
cations Conference 1, 646–652.

Rhodes, B., Bomberger, N., Zandipour, M., 2007a. Probabilistic associative
learning of vessel motion patterns at multiple spatial scales for maritime sit-
uation awareness. In: 10th International Conference on Information Fusion.
pp. 1–8.

Rhodes, B. J., 2007. Biologically-inspired approaches to higher-level informa-
tion fusion. In: 10th International Conference on Information Fusion. pp.
1–3.

Rhodes, B. J., Bomberger, N. A., Zandipour, M., Waxman, A. M., Seibert,
M., 2007b. Cognitively-inspired motion pattern learning & analysis algo-
rithms for higher-level fusion and automated scene understanding. In: Mili-
tary Communications Conference. IEEE, pp. 1–6.



224 REFERENCES

Ristic, B., Scala, B. L., Morelande, M., Gordon, N., 2008. Statistical analysis
of motion patterns in AIS data: Anomaly detection and motion prediction.
In: 11th International Conference of Information Fusion.

Riveiro, M., 2007. Evaluation of uncertainty visualization techniques for in-
formation fusion. In: 10th International Conference on Information Fusion.
Québec, Canada.

Riveiro, M., Falkman, G., Ziemke, T., 2008. Improving maritime anomaly de-
tection and situation awareness through interactive visualization. In: Pro-
ceedings of the 11th International Conference on Information Fusion. IEEE
Computer Society, pp. 47–54, best student paper award.

Robertson, G., 2008. Beyond time and errors – position statement. In: Proceed-
ings of the 2008 conference on BEyond time and errors: novel evaLuation
methods for Information Visualization. ACM, Florence, Italy.

Roy, J., 2008. Anomaly detection in the maritime domain. Vol. 6945. SPIE, pp.
69450W 1–14, Optics and Photonics in Global Homeland Security IV.

Roy, J., Breton, R., Paradis, S., 2001. Human-computer interface for the study
of information fusion concepts in situation analysis and command decision
support systems. In: Kadar, I. (Ed.), Signal Processing, Sensor Fusion, and
Target Recognition X. Vol. 4380. SPIE, pp. 361–372.

Rudolph, J. W., 2003. Into the big muddy and out again: Error persistence
and crisis management in the operating room. Doctoral dissertation, Boston
College.

Russell, D. M., Stefik, M. J., Pirolli, P., Card, S. K., 1993. The cost structure
of sensemaking. In: Proceedings of the INTERACT and CHI Conference on
Human factors in Computing Systems. ACM, New York, NY, USA, pp. 269–
276.

Saraiya, P., North, C., Lam, V., Duca, K. A., 2006. An insight-based longitu-
dinal study of visual analytic. IEEE Transactions on Visualization and Com-
puter Graphics 12 (6), 1511–1522.

Scholtz, J., 2006a. Beyond usability: Evaluation aspects of visual analytic envi-
ronments. In: IEEE Symposium On Visual Analytics Science And Technology.
Baltimore, MD, pp. 145–150.

Scholtz, J., 2006b. Metrics for evaluating human information interaction sys-
tems. Interacting with Computers 18 (4), 507–527.

Scholtz, J., 2007. Workshop on evaluation: Possible metrics to consider for
evaluation. In: Position paper for the IEEE VAST Metrics for the Evaluation
of Visual Analytics Workshop.



REFERENCES 225

Scholtz, J., 2008. Progress and challenges in evaluating tools for sensemaking.
In: Proceedings of CHI 2008. Sensemaking Workshop.

Sedlmair, M., Isenberg, P., Baur, D., Butz, A., 2010. Evaluating information
visualization in large companies: Challenges, experiences and recommenda-
tions. In: Beyond time and errors novel evaluation methods for information
visualization. ACM, New York, NY, USA.

Seibert, M., Rhodes, B. J., Bomberger, N. A., Beane, P. O., Sroka, J. J., Kogel,
W., Kreamer, W., Stauffer, C., Kirschner, L., Chalom, E., Bosse, M., Tillson,
R., 2006. SeeCoast port surveillance. In: Proceedings of SPIE Vol. 6204: Pho-
tonics for Port and Harbor Security II Orlando, FL, USA, 18–19 April.

Shavlik, J. W., Mooney, R. J., Towell, G. G., 1991. Symbolic and neural learn-
ing algorithms: an experimental comparison. Machine Learning 6 (2), 111–
143.

Shearer, C., 2000. The CRISP-DM model: the new blueprint for data mining.
Journal of Data Warehousing 5 (4), 13–22.

Shedroff, N., 2001. An overview of understainding. In: Wurman, R. S., Sume,
D., Leifer, L. (Eds.), Information Anxiety 2. Que, Indianapolis, pp. 27–29.

Shorrock, S. T., Scaife, R., Cousins, A., 2002. Model-based principles for
human-centred alarm systems from theory and practice. In: Johnson, C.
(Ed.), Proceedings of the 21st European Conference on Human Decision
Making and Control. pp. 178–189.

Simoons, M., Ven der Putten, N., Wood, D., Boersma, E., Bassand, J., 2002.
The cardiology information system: the need for data standards for integra-
tion of systems for patient care, registries and guidelines for clinical practice.
European Heart Journal 23, 1148–1152.

Soo-Yi, J., Kang, Y., Stasko, J. T., Jacko, J. A., 2008. Understanding and char-
acterizing insights: how do people gain insights using information visualiza-
tion? In: Proceedings of the 2008 conference on BEyond time and errors:
novel evaLuation methods for Information Visualization. ACM.

Sorkin, R. D., 1988. Forum: Why are people turning off our alarms? The Jour-
nal of the Acoustical Society of America 84 (3), 1107–1108.

Spence, C., Parra, L., Sajda, P., 2001. Detection, synthesis and compression in
mammographic image analysis with a hierarchical image probability model.
In: Proceedings of the IEEE Workshop on Mathematical Methods in Biomed-
ical Image Analysis. IEEE Computer Society, pp. 3–10.

Spence, R., 2001. Information Visualization. Addison-Wesley, Harlow.



226 REFERENCES

Srivastava, A., 2006. Enabling the discovery of recurring anomalies in
aerospace problem reports using high-dimensional clustering techniques. In:
IEEE Aerospace Conference. pp. 17–34.

Stanton, N., Salmon, P., Walker, G., Baber, C., Jenkins, D., 2005. Human Fac-
tors Methods: A Practical Guide for Engineering and Design. Ashgate Pub-
lishing, Limited.

Stasko, J., 2006. Evaluating information visualizations issues and opportuni-
ties. In: Proceedings of the 2006 conference on BEyond time and errors:
Novel Evaluation Methods for Information Visualization–Workshop of AVI.
pp. 5–8.

Steinberg, A. N., Bowman, C. L., 2004. Rethinking the JDL data fusion levels.
In: Proceedings 2004 MSS National Symposium on Sensor and Data Fusion.

Steinberg, A. N., Bowman, C. L., White, F. E., 1998–1999. Revisions to the
JDL data fusion model. In: Sensor Fusion: Architectures, Algorithms, and
Applications III. Vol. 3719. pp. 430–441.

Talbot, J., Lee, B., Kapoor, A., Tan, D. S., 2009. EnsembleMatrix: interactive
visualization to support machine learning with multiple classifiers. In: Pro-
ceedings of the 27th international conference on Human factors in computing
systems (CHI’09). ACM, New York, NY, USA, pp. 1283–1292.

Techapichetvanich, K., Datta, A., 2005. VisAR: A new technique for visualizing
mined association rules. In: Advanced Data Mining and Applications. pp.
88–95.

Teets, J., Tegarden, D., Russell, R., 2010. Using cognitive fit theory to evalu-
ate the effectiveness of information visualizations: An example using quality
assurance data. IEEE Transactions on Visualization and Computer Graphics
16 (5), 841–853.

Teoh, S. T., Ma, K. L., Wu, S. F., Zhao, X., 2002. Case study: interactive visual-
ization for internet security. In: Proceedings of the Conference on Visualiza-
tion (VIS’02). IEEE Computer Society, Washington, DC, USA, pp. 505–508.

Teoh, S. T., Zhang, K., Tseng, S., Ma, K., Wu, S. F., 2004. Combining Vi-
sual and Automated Data Mining for Near-RealTime Anomaly Detection
and Analysis in BGP. In: Proceedings of the 2004 ACM workshop on Visu-
alization and data mining for computer security. pp. 35–44.

Thomas, J., Cook, K. (Eds.), 2005. Illuminating the Path: The Research and De-
velopment Agenda for Visual Analytics. IEEE Computer Society, Los Alame-
tos, CA, available from: http://nvac.pnl.gov/agenda.stm [Accessed 16
October 2010].

http://nvac.pnl.gov/agenda.stm


REFERENCES 227

Thomas, J., Kielman, J., 2009. Challenges for visual analytics. Information Vi-
sualization 8 (4), 309–314.

Thomas, J. J., Cook, K. A., 2006. A visual analytics agenda. IEEE Computer
Graphics and Applications, 26 (1), 10–13.

Thompson, R. S., Rantanen, E. M., Yurcik, W., 2006. Network intrusion detec-
tion cognitive task analysis: Textual and visual tool usage and recommenda-
tions. In: Proceedings of the Human Factors and Ergonomics Society Annual
Meeting. pp. 669–673.

Tobon, C., 2002. Usability testing for improving interactive geovisualization
techniques. Tech. Rep. ISSN:1467-1298, Centre for Advanced Spatial Anal-
ysis, University College London.

Tory, M., Möller, T., 2004. Human factors in visualization research. IEEE
Transactions on Visualization and Computer Graphics 10 (1), 72–84.

Tufte, E. R., 2001. The Visual Display of Quantitative Information, 2nd Edi-
tion. Graphics Press, Cheshire, CT.

Tukey, J. W., 1977. Exploratory Data Analysis. Addison-Wesley.

Van-Dam, S., Mulder, M., van Paassen, M., 2007. Ecological interface design
for vessel traffic management: A theoretical overview. In: Control in Trans-
portation Systems. pp. 193–198.

van Wijk, J. J., 2005. The value of visualization. In: Proceedings 16th IEEE
Visualization Conference. IEEE Computer Society, Los Alamitos, CA, USA,
p. 11.

Varela, F. J., Thompson, E. T., Rosch, E., 1991. The Embodied Mind: Cognitive
Science and Human Experience. The MIT Press.

Vesanto, J., Himberg, J., Alhoniem, E., Parhankangas, J., 1999. Self-organizing
map in Matlab: the SOM Toolbox. In: Proceedings of the Matlab DSP Con-
ference. Espoo, Finland, pp. 35–40.

Vessey, I., 1991. Cognitive fit: a theory-based analysis of the graphs versus ta-
bles literature. Decision Sciences 22, 219–240.

Vessey, I., Galletta, D., 1991. Cognitive fit: an empirical study of information
acquisition. Information Systems Research 2, 63–84.

Vessey, I., Ramesh, V., Glass, R. L., 2005. A unified classification system for
research in the computing disciplines. Information and Software Technology
47 (4), 245–255.



228 REFERENCES

Waddington, D., 2004. Participant observation. In: Cassell, C., Symon, G.
(Eds.), Essential guide to qualitative methods in organizational research. Lon-
don, Thousans Oaks: SAGE Publications.

Wallenius, K., 2004. Support for situation awareness in command and control.
In: Proceedings of the 7th International Conference on Information Fusion.
Stockholm, Sweden.

Walsham, G., 1995. Interpretive case studies in is research: nature and method.
European Journal of Information Systems 4, 74–81.

Walsham, G., June 2006. Doing interpretive research. European Journal of In-
formation Systems 15 (3), 320–330.

Waltz, E., Llinas, J. (Eds.), 1990. Multisensor Data Fusion. Artech House, Inc.,
Norwood, MA.

Wang, X., Jeong, D. H., Dou, W., Lee, S.-W., Ribarsky, W., Chang, R., 2009.
Defining and applying knowledge conversion processes to a visual analytics
system. Computers & Graphics 33 (5), 616–623.

Ward, M., Yang, J., 2003. Interaction spaces in data and information visualiza-
tion. In: Brunet, P., Fellner, D. (Eds.), Eurographics 2003. Vol. 22.

Ware, C., 2000. Information Visualization: Perception for Design. Morgan
Kaufmann, San Francisco, CA.

Warston, H., Persson, H., 2004. Ground surveillance and fusion of ground
target sensor data in a network based defense. In: Proceedings of the 7th

International Conference on Information Fusion. pp. 1195–1201.

Webster, J., Watson, R. T., 2002. Analyzing the past to prepare for the future:
Writing a literature review. MIS Quarterly 26, 13–23.

Wehrend, S., Lewis, C., 1990. A problem-oriented classification of visualiza-
tion techniques. In: Proceedings of the 1st conference on Visualization. IEEE
Computer Society Press, Los Alamitos, CA, USA, pp. 139–143.

Whiting, M. A., Varley, C., Haack, J., 2007. Introducing additional domain-
specific measures in evaluating visual analytic tools. In: Position paper for
the IEEE VAST Metrics for the Evaluation of Visual Analytics workshop.

Wiersma, E., 2000. Situation awareness in vessel traffic service operation. In:
D.B., K., Endsely, M. (Eds.), Human Performance, Situation Awareness And
Automation: User-Centered Design For The New Millenium.

Wiersma, J., Heijer, T., Hooijer, J., 1997. SATEST, a method for measuring Sit-
uation awareness in Vessel Traffic Service Operators. In: Advances in Safety
& Reliability. Pergamon, Lissabon, pp. 901–908.



REFERENCES 229

Wiersma, J. W. F., 2010. Assessing Vessel Traffic Service Operator Situation
Awareness. Doctoral dissertation, Safety Science. Technology, Policy and
Management, ISBN 978-90-8891-148-4. Boxpress, Oisterwijk.

Willems, N., van Hage, W. R., de Vries, G., Janssens, J. H. M., Malaise, V.,
2010. An integrated approach for visual analysis of a multisource moving
objects knowledge base. International Journal of Geographical Information
Science 24, 1543–1558.

Willems, N., Wetering, H. v. d., Wijk, J. J. v., 2009. Visualization of vessel
movements. Computer Graphics Forum 28 (3), 959–966.

Winckler, M. A., Palanque, P., Freitas, C. M. D. S., 2004. Tasks and scenario-
based evaluation of information visualization techniques. In: Proceedings of
the 3rd annual conference on Task models and diagrams. ACM, New York,
NY, USA, pp. 165–172.

Witten, I. H., Frank, E., 2005. Data Mining: Practical Machine Learning Tools
and Techniques, 2nd Edition. Morgan Kaufmann Series in Data Management
Systems. Morgan Kaufmann Publishers Inc., San Francisco, CA, USA.

Wong, P. C., 1999. Visual data mining. IEEE Computer Graphics and Applica-
tions 19 (5), 20–21.

Wong, P. C., Thomas, J., 2009. Visual analytics: Building a vibrant and resilient
national science. Inf Visualization 8 (4), 302–308.

Wong, P. C., Whitney, P., Thomas, J., 1999. Visualizing association rules for
text mining.

Wong, W.-K., Moore, A., Cooper, G., Wagner, M., 2003. Bayesian network
anomaly pattern detection for disease outbreaks. In: Proceedings of the 20th

International Conference on Machine Learning. AAAI Press, pp. 808–815.

Woods, D. D., O’Brien, J., Hannes, L., 1987. Handbook of human fac-
tors/ergonomics. Wiley, New York, Ch. Human factors challenges in process
control: the case of nuclear power plants.

Xiao, L., Gerth, J., Hanrahan, P., 2006. Enhancing visual analysis of network
traffic using a knowledge representation. In: IEEE Symposium On Visual
Analytics Science And Technology. pp. 107–114.

Xiong, N., Svensson, P., 2002. Multi-sensor management for information fu-
sion: issues and approaches. Information Fusion 3 (2), 163–186.

Yang, L., 2000. Interactive exploration of very large relational datasets through
3d dynamic projections. In: Proceedings of the 6th ACM SIGKDD inter-
national conference on knowledge discovery and data mining. ACM, New
York, NY, USA, pp. 236–243.



230 REFERENCES

Yang, L., 2008. Visual exploration of frequent itemsets and association rules.
Visual Data Mining: Theory, Techniques and Tools for Visual Analytics, 60–
75.

Ye, N., 2003. The Handbook of Data Mining. Lawrence Erlbaum Associates,
Mahwah, NJ.

Yi, J. S., Kang, Y.-a., Stasko, J. T., Jacko, J. A., 2008. Understanding and char-
acterizing insights: how do people gain insights using information visualiza-
tion? In: Proceedings of the 2008 conference on BEyond time and errors.
ACM, New York, NY, USA, pp. 1–6.

Yin, R. K., 2002. Case Study Research: Design and Methods, Applied Social
Research Methods Series, Vol 5, 3rd Edition. Sage Publications, Inc.

Zhang, J., 2001. External representations in complex information processing
tasks. In: Kent, A. (Ed.), Encyclopedia of Library and Information Science.
Marcel Dekker, Inc.

Zhou, M. X., Feiner, S. K., 1998. Visual task characterization for automated
visual discourse synthesis. In: Proceedings of the SIGCHI conference on Hu-
man factors in computing systems. ACM Press/Addison-Wesley Publishing
Co., New York, NY, USA, pp. 392–399.

Zhu, Y., Jia, P., Duan, H., Lu, X., 2009. Integration of medical information
systems based on virtual database and web services. In: 3rd International
Conference on Bioinformatics and Biomedical Engineering. pp. 1–4.



Publications in the series
 Örebro Studies in Technology

 1. Bergsten, Pontus (2001) Observers and Controllers for Takagi  
 – Sugeno Fuzzy Systems. Doctoral Dissertation.

 2. Iliev, Boyko (2002) Minimum-time Sliding Mode Control of  
 Robot Manipulators. Licentiate Thesis. 

 3. Spännar, Jan (2002) Grey box modelling for temperature   
 estimation. Licentiate Thesis. 

 4. Persson, Martin (2002) A simulation environment for visual  
 servoing. Licentiate Thesis.

 5. Boustedt, Katarina (2002) Flip Chip for High Volume and Low  
 Cost – Materials and Production Technology. Licentiate Thesis. 

 6. Biel, Lena (2002) Modeling of Perceptual Systems – A Sensor  
 Fusion Model with Active Perception. Licentiate Thesis. 

 7. Otterskog, Magnus (2002) Produktionstest av    
 mobiltelefonantenner i mod-växlande kammare. Licentiate Thesis.

 8. Tolt, Gustav (2003) Fuzzy-Similarity-Based Low-level Image  
 Processing. Licentiate Thesis. 

 9. Loutfi, Amy (2003) Communicating Perceptions: Grounding  
 Symbols to Artificial Olfactory Signals. Licentiate Thesis. 

10. Iliev, Boyko (2004) Minimum-time Sliding Mode Control of  
 Robot Manipulators. Doctoral Dissertation.

11. Pettersson, Ola (2004) Model-Free Execution Monitoring in  
 Behavior-Based Mobile Robotics. Doctoral Dissertation.

12. Överstam, Henrik (2004) The Interdependence of Plastic   
 Behaviour and Final Properties of Steel Wire, Analysed by the  
 Finite Element Metod. Doctoral Dissertation. 

13. Jennergren, Lars (2004) Flexible Assembly of Ready-to-eat Meals.  
 Licentiate Thesis.

14. Jun, Li (2004) Towards Online Learning of Reactive Behaviors in  
 Mobile Robotics. Licentiate Thesis.

15. Lindquist, Malin (2004) Electronic Tongue for Water Quality  
 Assessment. Licentiate Thesis.

16. Wasik, Zbigniew (2005) A Behavior-Based Control System for  
 Mobile Manipulation. Doctoral Dissertation.



17. Berntsson, Tomas (2005) Replacement of Lead Baths with  
 Environment Friendly Alternative Heat Treatment Processes in  
 Steel Wire Production. Licentiate Thesis. 

18. Tolt, Gustav (2005) Fuzzy Similarity-based Image Processing.  
 Doctoral Dissertation.

19. Munkevik, Per (2005) ”Artificial sensory evaluation –   
 appearance-based analysis of ready meals”. Licentiate Thesis. 

20. Buschka, Pär (2005) An Investigation of Hybrid Maps for Mobile  
 Robots. Doctoral Dissertation. 

21. Loutfi, Amy (2006) Odour Recognition using Electronic Noses in  
 Robotic and Intelligent Systems. Doctoral Dissertation. 

22. Gillström, Peter (2006) Alternatives to Pickling; Preparation of  
 Carbon and Low Alloyed Steel Wire Rod. Doctoral Dissertation.

23. Li, Jun (2006) Learning Reactive Behaviors with Constructive  
 Neural Networks in Mobile Robotics. Doctoral Dissertation. 

24. Otterskog, Magnus (2006) Propagation Environment Modeling  
 Using Scattered Field Chamber. Doctoral Dissertation. 

25. Lindquist, Malin (2007) Electronic Tongue for Water Quality  
 Assessment. Doctoral Dissertation. 

26. Cielniak, Grzegorz (2007) People Tracking by Mobile Robots  
 using Thermal and Colour Vision. Doctoral Dissertation. 

27. Boustedt, Katarina (2007) Flip Chip for High Frequency   
 Applications – Materials Aspects. Doctoral Dissertation. 

28. Soron, Mikael (2007) Robot System for Flexible 3D Friction Stir  
 Welding. Doctoral Dissertation. 

29. Larsson, Sören (2008) An industrial robot as carrier of a laser  
 profile scanner. – Motion control, data capturing and path  
 planning. Doctoral Dissertation. 

30. Persson, Martin (2008) Semantic Mapping Using Virtual Sensors  
 and Fusion of Aerial Images with Sensor Data from a Ground  
 Vehicle. Doctoral Dissertation. 

31. Andreasson, Henrik (2008) Local Visual Feature based   
 Localisation and Mapping by Mobile Robots. Doctoral Dissertation. 

32.  Bouguerra, Abdelbaki (2008) Robust Execution of Robot 
 Task-Plans: A Knowledge-based Approach. Doctoral Dissertation. 

33.  Lundh, Robert (2009) Robots that Help Each Other: 
 Self-Configuration of Distributed Robot Systems.  
 Doctoral Dissertation. 



34.  Skoglund, Alexander (2009) Programming by Demonstration of  
 Robot Manipulators. Doctoral Dissertation. 

35.  Ranjbar, Parivash (2009) Sensing the Environment: 
 Development of Monitoring Aids for Persons with Profound  
 Deafness or Deafblindness. Doctoral Dissertation. 

36.  Magnusson, Martin (2009) The Three-Dimensional Normal- 
 Distributions Transform – an Efficient Representation   
 for Registration, Surface Analysis, and Loop Detection.  
 Doctoral Dissertation. 

37. Rahayem, Mohamed (2010) Segmentation and fitting for   
 Geometric Reverse Engineering. Processing data captured by a  
 laser profile scanner mounted on an industrial robot.
 Doctoral Dissertation. 

38. Karlsson, Alexander (2010) Evaluating Credal Set Theory as  
 a Belief Framework in High-Level Information Fusion for  
 Automated Decision-Making. Doctoral Dissertation.

39. LeBlanc, Kevin (2010) Cooperative Anchoring – Sharing Information
 About Objects in Multi-Robot Systems. Doctoral Dissertation.

40. Johansson, Fredrik (2010) Evaluating the Performance of TEWA  
 Systems. Doctoral Dissertation.

41. Trincavelli, Marco (2010) Gas Discrimination for Mobile Robots.  
 Doctoral Dissertation.

42. Cirillo, Marcello (2010) Planning in Inhabited Environments:  
 Human-Aware Task Planning and Activity Recognition. 
 Doctoral Dissertation.

43. Nilsson, Maria (2010) Capturing Semi-Automated Decision  
 Making: The Methodology of CASADEMA. Doctoral Dissertation.

44. Dahlbom, Anders (2011) Petri nets for Situation Recognition.  
 Doctoral Dissertation.

45. Ahmed, Muhammad Rehan (2011) Compliance Control of Robot  
 Manipulator for Safe Physical Human Robot Interaction. 
 Doctoral Dissertation.

46. Riveiro, Maria (2011) Visual Analytics for Maritime Anomaly  
 Detection. Doctoral Dissertation.




	Inledning_Maria Riveiro
	Thesis2011-02-11
	Introduction
	Aims and objectives
	Contributions
	Thesis outline

	Background
	Data analysis and mining
	Predictive data mining
	The role of visualization and interaction in data analysis
	Analytical reasoning
	Visual analytics
	Related work: visual analytical tools

	Anomaly detection
	Terminology
	Anomaly detection methods and applications
	Related work: visualization and anomaly detection

	Information fusion
	Data and information fusion
	Information fusion models and frameworks
	Decision-making and situation awareness
	Human factors in information fusion

	Summary

	Research Methodology
	Research context
	Overview of research methods
	Case study research
	Interviews and observations
	Theoretical grounding
	Implementation and design
	Quantitative and qualitative evaluation
	Summary

	Monitoring maritime traffic
	Introduction
	Methods
	Overview of sea traffic monitoring activities
	Services and tasks
	Sensors and data
	Operators
	Anomalies and conflict situations
	Systems

	Analytical reasoning theories
	Anomaly detection process
	Analytical reasoning process
	Supporting the analytical reasoning process

	Discussion
	Summary

	The role of visualization in maritime anomaly detection
	The role of visualization and interaction in data mining
	The role of visualization and interaction in anomaly detection
	Anomaly detection methods for maritime traffic
	On the use of visualization and interaction

	Examples
	Discussion
	Summary

	Visual analytics for maritime traffic
	Anomaly detector
	Using SOMs and GMMs for anomaly detection
	Scenario and data
	Detection of anomalous vessels

	Proof-of-concept prototype
	Requirements analysis
	Architectural design
	Implementation

	Visualization of normal models
	Related work
	Visualization of normal behavior models and expert rules using a scatter plot matrix
	Visualization of normal behavior models using surfaces

	Summary

	Evaluation
	Evaluation in Information Visualization
	Quantitative evaluation
	Experiment 1
	Experiment 2

	Qualitative evaluation
	Discussion
	Summary

	Recommendations and lessons learned
	Improving maritime control systems
	Design implications for anomaly detection
	Evaluation implications for visual analytics environments
	Summary

	Conclusions and future work
	Contributions
	Summary of contributions

	Reflections on research methodology
	Future work
	Final remarks

	Interview guides, exercises and questionnaire
	Interview guide
	Quantitative evaluation: exercises and questionnaire
	Script
	Exercises and questionnaire

	Qualitative evaluation: group interview guide

	References

	Pub tekniken (46_Maria Riveiro]_sist



