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Abstract

In networked robot systems (NRS), robots and robotic devices are distributed
in the environment; typically tasks are performed by cooperation and coordi-
nation of such multiple networked components. NRS offer advantages over
monolithic systems in terms of modularity, flexibility and cost effectiveness,
and they are thus becoming a mainstream approach to the inclusion of robotic
solutions in everyday environments.

The components of a NRS are usually robots and sensors equipped with
rich computational and communication facilities. In this thesis, we argue that
the capabilities of a NRS would greatly increase if it could also accommodate
among its nodes simpler entities, like small ubiquitous sensing and actuation
devices, home appliances, or augmented everyday objects. For instance, a do-
mestic robot needs to manipulate food items and interact with appliances. Such
a robot would benefit from the ability to exchange information with those items
and appliances in a direct way, in the same way as with other networked robots
and sensors.

Combining such highly heterogeneous devices inside one NRS is challeng-
ing, and one of the major challenges is to provide a common communication
and collaboration infrastructure. In the field of NRS, this infrastructure is com-
monly provided by a shared middleware. Unfortunately, current middlewares
lack the generality needed to allow heterogeneous entities such as robots, sim-
ple ubiquitous devices and everyday objects to coexist in the same system.

In this thesis we show how an existing middleware for NRS can be ex-
tended to include three new types of “citizens” in the system, on peer with the
other robots. First, we include computationally simple embedded devices, like
ubiquitous sensors and actuators, by creating a fully compatible tiny version of
the existing robotic middleware. Second, we include augmented everyday ob-
jects or home appliances which are unable to run the middleware on board, by
proposing a generic design pattern based on the notion of object proxy. Finally,
we go one step further and include humans as nodes in the NRS by defining the
notion of human proxy. While there exist a few other NRS which are able to
include both robots and simple embedded devices in the same system, the use
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of proxies to include everyday objects and humans in a generic way is a unique
feature of this work.

In order to verify and validate the above concepts, we have implemented
them in the Peis-Ecology NRS model. We report a number of experiments
based on this implementation, which provide both quantitative and qualitative
evaluations of its performance, reliability, and interoperability.
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Chapter 1
Introduction

There is a marked tendency today toward the embedding of intelligent, net-
worked robotic devices in our homes and offices. A particularly interesting
case is the recent emergence of a paradigm in which many robotic devices
are pervasively embedded in everyday environments, cooperate in the perfor-
mance of possibly complex tasks. Instances of this paradigm include the so
called network robot systems [150], intelligent space [118], sensor-actuator net-
works [63], ubiquitous robotics [112], and Peis-Ecology [183].

Common to these systems is the idea that tasks are not performed by a
single, very capable robot (e.g., a humanoid robot butler), instead they are per-
formed through the collaboration and cooperation of many networked robotic
devices typically using middlewares. The middlewares abstract all lower level
communications and most of them offer a blackboard like shared memory
model for exchanging information among robots, e.g. MIRO [211], RT [10],
LIME [124]. (Later in Chapter 2 we will see the detailed definition of the mid-
dleware.) Figure 1.1 describes an example scenario of performing tasks by co-
operation. In this scenario, a networked (e.g. using middleware) ceiling local-
ization system provides the location of a networked robot upon request and the
robot performs necessary navigation in order to accomplish a given task, for in-
stance, bringing a milk-box from the kitchen-table. Note that the term robotic
device is meant here in a wide sense: any embedded device with computing,
communication, and sensing and/or actuation capabilities.

In this thesis, we argue that in order to fully exploit the potential of this
new vision – performing tasks by the collaboration and cooperation of many
networked robotic devices in embedded intelligent environment – we need to
consider not only classical (stationary or mobile) robots, but also small and
inexpensive networked devices that can pervasively be distributed in the envi-
ronment. These devices could, for instance, be embedded in home appliances,
furniture, everyday objects like plates, glasses, cups, books, etc. or be worn by
people, e.g., cell phone.
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2 CHAPTER 1. INTRODUCTION

Figure 1.1: The figure shows an example of performing task by cooperation of
multiple robotic devices. The mobile robot borrows localization functionality
from the ceiling camera localization system to locate itself, and performs the
navigation plan to reach the kitchen table.

The research domain of the thesis is networked robot systems (NRS) in
which tasks are performed by the collaboration of multiple networked compo-
nents. We focus particularly indoor environments, i.e., homes and offices. We
use an existing NRS (particularly for indoor) and extend it by including ubiq-
uitous sensor-actuator devices, everyday objects, and humans into the robotic
network in a uniform way. Such inclusions will increase the capability of the
system to provide different services ubiquitously. Thus, the thesis contributes
to the domain by providing generic methods and tools to integrate three new
types of entities to the state-of-the-art NRS technologies.

We here first discuss the motivation and potential for building such systems.
Following this, we state the research question(s) addressed in this thesis in Sec-
tion 1.2 and the goals of this thesis in Section 1.3. We describe our research
approach (methodology) in Section 1.4 to address the issues and mention the
list of publications in the consecutive section, in Section 1.5. At the end, in
Section 1.6, we give an outline of the thesis.

1.1 Motivation

To see what we envision in future homes and offices, we begin by taking a look
at the types of devices that are commercially available and commonly found in
homes today. These devices include mobile phones with computational capa-
bilities rivaling that of computers a few years ago, running a large variety of
applications in addition to functioning as a phone. We also have one or several
TV’s and multimedia centers distributed in almost every home, digital weather
stations measuring, e.g. outdoor and indoor temperatures. In many homes we
have movement detectors connected to burglar alarms, robotic vacuum clean-
ers, robotic lawn movers, computers, wireless radio network, baby monitors,
wireless cameras, etc. There also exist a number of well known standards such



1.1. MOTIVATION 3

as X10 or KNX [98, 198, 199] and commercial products for home automation,
allowing remote control and automation, e.g., lamps, air-conditioners, intruder
alarms, audio-visual systems, and household appliances.

Many devices are also being developed by the ambient intelligence (AmI)
and robotics research communities, which promise to deliver useful services
to our homes. Examples of such devices include distributed sensors monitoring
our homes, mobile robots performing services for us, health monitoring devices
and medical alert alarms for sick or disabled people.

One of the major challenges to date, if one wants to create truly intelligent
home environments by integrating a large set of devices in different scales, is the
lack of a common collaboration mechanism. Such problems are typically solved
in other domains, for instance network of full scale robots and/or PCs, through
the use of a shared middleware e.g. MIRO [211], RT [10], LIME [124]. How-
ever, the pervasive robotics systems, which contain devices in different scales
in terms of communication range, memory and processing capabilities [152],
carries a number of problems that make the choice and implementation of such
collaboration mechanism non trivial.

The first problem implied by the pervasive robotics systems is due to the
heterogeneity of devices. We expect these environments to contain devices such
as computers or large embedded systems with high network bandwidth and
powerful computational capabilities, as well as much simpler devices such as
micro controller driven and lower communication bandwidth based wireless
actuators and sensor nodes, and even devices with no (customizable) com-
putational capability at all. Examples of such devices and hardwares include
wireless sensor network (WSN) motes [140, 141], smart objects [22, 163], and
hobbyist micro-controller boards [158], RFID-tags [174], or ZigBee communi-
cation modules such as XBee [225]. These devices have strong inherent limi-
tations in memory, processing power and communication bandwidth. Various
research communities, especially WSN and Ambient Intelligence (AmI), have
developed specialized operating systems (e.g. TinyOS [121], Contiki [47]) and
middlewares (e.g. [28, 149]) that are able to cope with those limitations. Unfor-
tunately, these operating systems and middlewares are very different from the
traditional ones used to connect standard robotic devices (e.g., MIRO [211],
RT [10]). In addition, many embedded devices such as RFID-tags, bar-codes,
ZigBee modules, are not capable of running any operating system or middle-
ware on board and therefore, ad-hoc implementations (typically tags, tag reader
and back end database) are used for them.

The second problem is the dynamicity of topology as well as economical
scalability of participating devices. By deploying systems consisting of one or
a few single well defined and economical products, which accomplish a well
defined task, it is easier to push robotics into our daily lives. If these systems
can collaborate and scale up as soon as new devices are introduced into the
environment, rather than relying on a complex installation of system, we have
a smoother path to adaptation.



4 CHAPTER 1. INTRODUCTION

One additional, related problem we need to consider in this integration of
heterogeneous devices is that of deliberating over how devices can collabo-
rate to accomplish more complex tasks. This can be seen as an instance of the
configuration problem, i.e., determining which devices should collaborate and
what their data exchange and subtasks should be. Solving this problem is akin
to answering the questions of which components should collaborate, what data
should be communicated and how these collaborations can be realized.

While the first two of these questions (which and what) can be solved us-
ing planning techniques [126], the last question (how) translates into specific
requirements on the used middleware - to collect the information required to
compute configurations as well as to provide the mechanism for deploying these
configurations. Though mechanisms to answer the last question exist in the
robotic research domain, it is an open issue when low memory and process-
ing capable devices perform tasks together with robots. Thus, this thesis also
focuses on this issue, i.e., how the middleware can be used to provide these ser-
vices to any deliberation components in the domain regardless of the size and
capability of participating devices or appliances.

The indoor environment, very often, includes the presence of humans. There-
fore, in order to provide services ubiquitously to human users, the presence of
humans should also be taken into consideration in addition to robots, objects
and/or devices.

The NRS implemented today, usually treat the existence and interaction
with humans as a special case that require dedicated interaction points and
which lack many of the collaboration possibilities that exist between agents. In
such systems, humans are considered as only users of the system or objects to
observe.

We argue here, this special treatment of humans is lack some advantages of
a more holistic viewpoint, in which humans are considered as not only users of
the system but also parts of the network and are represented similar to other
network components. Representing the properties and capabilities of humans
in a generic way to the network allows other robotic devices to access the prop-
erties, such as location or current action of humans, similar to other existing
robotic devices.

Consider a scenario in which an autonomous vacuum cleaner needs to enter
the bed room to clean, but the bed room door is not accessible to the cleaning
robot. In such situation if there exists a representation of a human satisfying
pre-conditions such as not currently being occupied with other tasks, capable
to open the bed room door, and being within communication range then the
cleaning robot could ask the human to open the door to perform the cleaning
task.

Such realistic scenarios in the intelligent home environment infer the neces-
sity of considering humans not only the objects of interest but also the action
performing agents (actuator) and information provider (sensor). Thus, we re-
quire a generic representation of the properties and capabilities of humans in
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this integrated network. This thesis also provides such a generic representation
to include humans in the robotic network.

1.2 Research Questions

We have already seen that there exist several networked robot systems con-
sisting of robots and full-scale PCs that offer mechanisms to build intelligent
environments. In this thesis, we assume such an existing state-of-the-art NRS,
for instance the Peis-Ecology, that uses robotic middleware to communicate
and cooperate between distributed robots and PCs.

To build a truly intelligent, integrated, ubiquitous, distributed, heteroge-
neous NRS for homes and offices, the problems we have described in Sec-
tion 1.1 entail two research questions:

Question - 1 : How can different home appliances and everyday objects be
integrated and represented seamlessly in a networked robot system? Said dif-
ferently, how can heterogeneous embedded devices different in terms of size,
communication range, processing power and memory capacity, be integrated
and represented in a consistent way into an existing robotic network?

Question - 2 : How can this robots-devices hybrid network integrate and rep-
resent human inhabitants seamlessly in the network similar to other partici-
pants?

Figure 1.2 gives a pictorial description of these two research questions at
a glance. At the left side of the figure, the green arrow denotes the assumed
existing robotic network (RN). This thesis aims to create the missing links to
produce a seamless integrated network of robots, sensor and actuator devices,
everyday objects and humans, as shown at right side of the figure.

1.3 Goals of The Thesis

The overall goal of the thesis is to extend a networked robot system (NRS) by
including home appliances and everyday objects, as well as humans seamlessly
in the robotic network. To achieve this goal, we pursue the following concrete
objectives:

• To develop a generic method for including micro-controller based wireless
sensor and actuator network (WSAN) nodes, which in this thesis we call
tiny sensor and actuator devices or tiny devices, into the existing robotic
network i.e., a collaboration middleware for robots and tiny devices.

• To develop a generic method for devices and objects with no (customized)
computational capabilities to run any middleware on-board for including
them in the robotic network. We call this generic method the design pat-
tern for proxies since it is based on the notion of proxies.
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Figure 1.2: Pictorial description of the research questions. Images at the left
side of the blue arrow show the input network entities, where the green verti-
cal arrow represents the assumed existing robotic middleware. The right image
shows the ultimate output: seamless integration of robots, low capable em-
bedded devices, simpler everyday objects and humans in a network to create
pervasively distributed intelligent environment. The thesis aims to create the
missing links of the left side.

• To use the generic design pattern for proxies as a tool for seamless repre-
sentation of humans in a robot network similar to other existing robotic
devices.

• To implement the developed methods and concepts in an existing physical
ubiquitous NRS.

• To empirically evaluate the performance of this integration in terms of
reliability and robustness.

1.4 Methodology

In order to build a heterogeneous NRS, we first classify the network compo-
nents i.e., devices and/or objects in different categories. Then we deal with them
step by step either by inheriting existing models or by proposing new models.
Evaluation criteria at different steps are also proposed here. Before detailing
the approach adopted in this thesis, a short description on the background is
necessary to clarify the existing status of the NRS project when the thesis has
started.

The starting point of this thesis is to adapt an existing NRS in which only
full fledged robots or PCs share functionalities for performing complex tasks.
This thesis does not propose any model for building NRS, instead it uses this
existing NRS model and extends the range of participating devices from a full-
scale robots/PCs to low cost, low memory and less processing and communica-
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tion capable sensor and actuator devices, simpler everyday objects and even to
humans.

The NRS model used in this thesis is the "Ecology of Physically Embed-
ded Intelligent Systems" or the Peis-Ecology proposed by Saffiotti and Brox-
vall [183, 162]. The Peis-Ecology NRS model is realized by a middleware called
Peis-Middleware [34, 31]. The core part of this middleware is called Peis-
Kernel. The detail of the Peis-Ecology framework and the Peis-Middleware
are described later in Chapter 3 as the background of the thesis. Below we
describe the research methodology followed in this thesis.

1.4.1 Step 1: Including Tiny Embedded Devices in a NRS

Typically middlewares for robots or PCs are large in size, from several hun-
dred KBs to a few MBs, and use large network bandwidth. For instance, the
Peis-Kernel is 256 KB in size and uses IEEE 802.11 network infrastructure.
Therefore it is a kernel only for desktop machines, robots, and home appli-
ances equipped with embedded computers. However, ambient intelligence has
been introducing many intelligent appliances, sensor and actuator devices in
our homes and offices. Most of them are micro controller driven and too small
in terms of memory size, computational capacity and communication band-
width to run any existing robotic kernel (e.g. the Peis-Kernel) on board. Ex-
amples of such off-the-shelf or custom build embedded devices include wireless
sensor network (WSN) motes [140, 141, 205, 56], robostix [158] like micro
controller boards.

To extend the existing robotic network for the inclusion of such small size,
low capable, off-the-shelf or custom build embedded devices, our approach is
to develop a light-weight version of a model of interoperability for memory
constrained devices and integrate them in the robotic network. We realize that
the limited capacity of tiny devices poses some requirements for the light-weight
version that lead to a dependency of one or several interoperability devices in
general. We propose one specific such implementation using the notion of a
gateway that translates packages between full-scale NRS components and tiny
devices.

We implement this approach in the Peis-Ecology NRS to validate our con-
cept. The light-weight version is called Tiny Peis-Kernel and it implements
the Peis-Ecology model with minimal processing, memory and communica-
tion requirements so that the target hardware can run it on board. We use a
dedicated Peis-Ecology NRS component as the device of interoperability that
we call Tiny-gateway. The Tiny-gateway translates packages between full-scale
Peis-components and tiny devices. Thus we achieve a seamless integration of
robots and tiny embedded devices capable enough of running the Tiny Kernel
on-board.

In this phase, the thesis also defines the criteria for considering an embedded
device as a tiny device. The Tiny Kernel allows sensing and actuation capabil-
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ities, running on both off-the-shelf and custom-build hardware, as well as dy-
namic reconfiguration ability at runtime similar to the Peis-Kernel. These fea-
tures distinguish our work from other existing similar works e.g. TinyLime [59]
and LwRTc [207].

1.4.2 Step-2: Including Everyday Objects in a NRS as Proxies

One limitation of the work done in the previous step (Step-1) is that the de-
vices require to run the light-weight version of a middleware model on-board
for their inclusion in the robotic network. However, there exist many low cost
simpler hardwares, e.g. RFID-tags, XBee communication module [225] that
are unable to run on-board any middleware, not even a light-weight version.
They can communicate with their interfaces (e.g. RFID-reader) wirelessly in a
short range. We call them teeny devices in this thesis. By using such hardware,
we can augment simpler everyday objects such as milk-box, plates, glasses,
spoons, etc. as well as advanced devices that cannot be retrofitted with nec-
essary middleware to be worked with existing robotic devices, e.g. Roomba
cleaning robot [103].

A design pattern using the notion of proxies has been proposed for this cate-
gory of objects as part of this research study. The design pattern autonomously
creates a digital representation of a physical object containing a communica-
tion channel. This digital component corresponds to the actual physical object
is called proxy-component. The proxy-program resides in any capable proces-
sor in the middleware, communicates to the actual proxied object and publishes
the functionalities and properties of the proxied object. Thus, any component
in the network can access the actual object via the related proxy-component.
All communications between any third component and proxied component is
transparently handled by the middleware and the proxy component implements
all necessary features of the model of interoperability. In this thesis, we call such
proxies as object proxies.

1.4.3 Step-3: Including Humans in a NRS

In this step, this thesis proposes an holistic viewpoint in which human inhab-
itants in a NRS are treated as not only the users of the system but also as
information providers (sensors) and action performing agents (actuators) i.e.,
as a generic NRS node. This view requires a generic representation of the prop-
erties and capabilities of humans to the network in a similar way as of other
network components. We do this by customizing the design pattern of proxies.

The design pattern for proxied objects developed in Step-2, has been used
for providing a single interaction point for humans in the NRS. The humans
are proxied using existing interfaces (active/passive as well as natural commu-
nication interfaces e.g. speech and display) in the environment. The proxies for
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humans give digital representation of humans as an integrated part of the net-
work by publishing the properties and capabilities of humans in the network.
As a consequence, the humans can interact with any robotic devices in the
network via the middleware and vice-versa. This generalized version of proxy,
which represents a human in the NRS, is called human-proxy.

In this study, we focus on just the mechanism of representing humans as
proxied entity i.e., the human-proxies or the design pattern. All necessary in-
teraction and/or perception interfaces are assumed to be already there and their
development is not the concern of this thesis. Also developing any higher level
planning and configuration algorithms for the cooperation is out of the scope
of this thesis and we refer the readers for such algorithms to Lund et al. [126]
and Gritti et al. [86]. However, the human-proxy offers provision to plug-
in different external contextual modules, such as planning, activity recogni-
tion [41, 161], predefined schedules, and social rules.

1.4.4 Evaluation

Our work is evaluated in two different ways - qualitatively and quantitatively.
Below we describe the procedures that we follow in this thesis and the charac-
teristics that we use for the evaluation.

Qualitative Evaluation: The first way to validate the work is conducting ex-
periments with different scenarios that involve the use of developed work to
demonstrate the viability of the integrated systems and the usability of the de-
veloped APIs. Application programs were written by different users at different
education levels and deployed in our test-bed. These programs enable sensors,
actuators and a number of everyday objects pervasively distributed in the en-
vironment to be integrated to the robotic network and to perform tasks upon
requests from the network. The programs should be running 24/7.

A series of experiments is conducted as a proof-of-concepts in a qualitative
way. These experiments mainly focus on the individual steps of the method-
ology. Some of them use the components developed in other steps to execute
particular scenarios.

Quantitative Evaluation: Secondly, we made an assessment in a quantitative
way on the performance of the developed system. This assessment is particu-
larly focused on the integration of robots and tiny embedded sensor and ac-
tuator devices i.e., for the work done in the Step-1 in the methodology of this
thesis. This assessment also shows the affect on performance of the integration
with increasing number of components i.e., the scalability of the integrated net-
work.
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Real World Deployment: To investigate the practical viability and reliability
of the system, components are deployed in a real word – a common employee
relaxing place at AASS, and a scenario is executed for a longtime for instance
more than two weeks. The results show measurements (with some assumptions)
on the successful executions as well as on the failures.

The components developed in this thesis are also tested in the full system to
show the interoperability between existing and newly created networked com-
ponents. Therefore, we discuss some full system experiments in which the de-
veloped components in this thesis and other higher level existing NRS compo-
nents (action planner, configurator, etc.) participate and perform tasks together
by cooperation.

1.5 Publications

Here we present a list of articles that are produced from this research study. The
list contains articles that are already published as well as that are submitted.
All published and accepted articles are available online at the author’s website
http://aass.oru.se/�jrd.

1. J. Rashid, M. Broxvall and A. Saffiotti. Human Proxies: A Design Pattern
for Including Humans in a Network Robot System. In the Journal of
Physical Agents (JoPhA) (accepted, to appear).

2. J. Rashid and M. Broxvall. Indirect Reference: Reconfiguring Distributed
Sensors and Actuators. In Proc. of the IEEE Int. Conf. on Sensor Net-
works, Ubiquitous, and Trustworthy Computing (SUTC 2010). Califor-
nia, USA, 2010.

3. J. Rashid. Towards the Development of an Ubiquitous Networked Robot
Systems for Ambient Assisted Living. In Proc. of the Int. Workshop on
Ubiquitous and Mobile Computing (UMC 2010)(In conjunction with the
IEEE Int. Conf. SUTC 2010), California, USA, June 2010.

4. J. Rashid, M. Broxvall and A. Saffiotti. A middleware to Integrate Robots,
Simple Devices and Everyday Objects into an Ambient Ecology. Submit-
ted to Journal of Pervasive and Mobile Computing (PMC), Special Issue
on Ambient Ecologies, A. Kameas and A. Saffiotti (Ed.).

5. J. Rashid, M. Broxvall and A. Saffiotti. Digital Representation of Every-
day Objects in a Robot Ecology via Proxies. In Proc. of the IEEE/RSJ Int.
Conf. on Intelligent Robots and Systems (IROS). Nice, France, 2008.

6. A. Saffiotti, M. Broxvall, M. Gritti, K. LeBlanc, R. Lundh, J. Rashid, B.S.
Seo and Y.J. Cho The P EIS-Ecology Project: Vision and Results. In Proc.
of the IEEE/RSJ Int. Conf. on Intelligent Robots and Systems (IROS).
Nice, France, 2008.
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7. M. Bordignon, J. Rashid, M. Broxvall and A. Saffiotti. Seamless Integra-
tion of Robots and Tiny Embedded Devices in a PEIS-Ecology. In Proc. of
the IEEE/RSJ Int. Conf. on Intelligent Robots and Systems (IROS). San
Diego, CA, 2007.

1.6 Thesis Outline

Rest of the thesis is outlined as follows:

• In Chapter 2 we discuss some existing works that are related to the works
presented in this thesis. This discussion clarifies the distinction between
our approaches and the existing approaches. Here we also describe some
well known NRS frameworks and middlewares that are seen as the target
framework for the presented works.

• In Chapter 3, we give a detailed description of a NRS model and its mid-
dleware known respectively as the Peis-Ecology and the Peis-Middleware.
Note that we extend the Peis-Ecology NRS by integrating the three new
types of entities – tiny device, everyday objects, and humans – in a uni-
form way by using the proposed concepts in this thesis. All experiments,
to validate the concepts, are conducted in the Peis-Ecology framework.

• Chapter 4 shows the inclusion of tiny devices in a NRS, for instance,
the Peis-Ecology. We implement a light-weight version of the NRS model
for the computational and memory constraints devices. Here we describe
design and implementation of the light-weight version, called Tiny Peis-
Kernel, of the Peis-Ecology NRS. The contents of this chapter is pub-
lished in the above articles 2, 3, 4 and 7.

• Chapter 5 explains the mechanism by which we include simple everyday
objects in a NRS. The mechanism is a design pattern based on the notion
of proxies and it gives a smooth representation of objects in the robotic
network. An example implementation of the design pattern in the Peis-
Ecology NRS model has also been showed in this chapter. This work is
published in article 5.

• In Chapter 6 we see how this thesis includes human in a NRS. We use
the same design pattern as for including everyday objects. This requires
generalization of the design pattern. Here we do the generalization and
describe its Peis-Ecology implementation. Note that article 1 is submitted
based on the work of this chapter.

• Chapter 7 contains all experiments that we have conducted to validate
different concepts as well as to evaluate the performance, reliability and
interoperability of the integration.
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• We conclude the thesis in Chapter 8, in which we give a short summary
and mention major contributions of the thesis, as well as discuss some
directions for future.



Chapter 2
Related Work

In this chapter, we discuss some existing approaches related to the work pre-
sented in this thesis. We recall the objective of this thesis, extending a networked
robot system (NRS) by including home appliances and everyday objects, as well
as humans seamlessly in the robotic network.

In Section 2.1, we give definitions of networked robot systems (NRS) and
mention some representative NRS projects and their general concepts and goals.
In the next section (Section 2.2), we discuss the wireless sensor network (WSN),
which is known as ubiquitous sensing technology.

In the Section 2.3 we provide an in-depth literature survey on the middle-
ware for Distributed Systems (DS), NRS and WSN. The state-of-the-art ap-
proaches for including WSN nodes in the NRS middleware has been discussed
in Section 2.3.3.

We give a general overview on “smart everyday objects” (standalone and
networked object systems) in Section 2.5. In the consecutive section (in Sec-
tion 2.6), we see the state-of-art approaches in the NRS to integrate everyday
objects, both smart and dumb objects, in a robotic network.

In Section 2.7, we review the literature to realize how humans are interfaced
and treated in different systems, which are consisting of heterogeneous devices,
robots and humans in different research areas.

2.1 Network Robot Systems (NRS)

Networked Robot System (NRS) is one of the most recent (since 2004) re-
search interests in the area of autonomous robotics. The traditional view of
autonomous robotics to build one isolated robot (possibly human like) em-
powered with powerful capabilities for performing perception, recognition, and
action on a passive environment is abandoned in this latest research trend. In-
stead a group of robots, robotic components (sensor/actuators) and other en-
tities distributed in the environments (mobile or stationary) communicate and
cooperate for performing complex tasks.

13
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The European study group, "Research Atelier on Network Robot Systems"
inside of EURON II [188] defines this system as:

A Network Robot System (NRS) is a group of artificial autonomous
systems that are mobile and that make important use of wireless
communications among them or with the environment and living
systems in order to fulfill their tasks.

The IEEE Society of Robotics and Automation’s Technical Committee on
Networked Robots, on the other hand, defines a networked robot as the fol-
lowing [188]:

A ‘networked robot’ is a robotic device connected to a communi-
cations network such as the Internet or LAN. The network could
be wired or wireless, and based on any of a variety of protocols
such as TCP, UDP, or 802.11. Many new applications are now be-
ing developed ranging from automation to exploration. There are
two subclasses of Networked Robots: (1) Tele-operated, where hu-
man supervisors send commands and receive feedback via the net-
work. Such systems support research, education, and public aware-
ness by making valuable resources accessible to broad audiences;
(2) Autonomous, where robots and sensors exchange data via the
network. In such systems, the sensor network extends the effective
sensing range of the robots, allowing them to communicate with
each other over long distances to coordinate their activity.

The NRS is seen as a distributed heterogeneous system that interrelates
among community of robots, environmental sensors/actuators and humans,
and in which tasks are typically performed in a cooperative manner [188],
regardless of the controlling point of view of robots – either the robots are
tele-operated or autonomous.

This view proposes solutions to many real-life applications in different ar-
eas. Examples include the robot companions for domestic help and health care,
home or industrial application automation, large infrastructure monitoring,
space exploration, sensor deployment and data collection in wireless sensor
networks. We refer the readers to [136, 188, 180] for the detail description of
the mentioned applications as well as for some more application examples.

A number of research projects are being conducted both in academia and
industry (we will see later in this section) for realizing the potentials of the NRS.
To fully exploit the potentials, however, we believe that seamless integration of
different technologies, both in software and hardware perspective, is essential.
This will increase the capability of networked robots to perceive acting environ-
ment and other entities in the environment, and as a consequence to perform
tasks.

For example, the capability of a networked robot can be increased by in-
cluding cheaper wireless sensor/actuator network nodes [142] or short-range
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ZigBee radio communication module [225] to the robot network. We can con-
nect these tiny nodes with sensors and/or actuators and distribute in the en-
vironment to perceive the environment or to perform actions on the environ-
ment. In addition, many of such cheaper wireless technologies can possibly be
used with everyday objects such as glasses, plates, knives and home appliances,
which need to be perceived and manipulated by robots in many scenarios to
perform complex tasks. This thesis focuses on the problem, how everyday ob-
jects are represented and included in a NRS by using wireless and ubiquitous
technologies.

2.1.1 Representative NRS Projects

In this section, we describe some well known NRS projects, which are consid-
ered either as the target systems or the systems that offer various approaches to
the works done in this thesis. Note that this thesis does not focus on the model
of NRS, rather it uses a NRS model and extends it by integrating tiny embed-
ded wireless devices for sensors and actuators, augmented everyday objects and
humans into the systems.

Japan’s NRS Project: It is a collaborative effort of four major Japanese in-
dustries: NTT Telecom, Toshiba - a home appliance company, Mitsubishi - a
robot producer heavy industry, and ATR - a research oriented company for
telecommunication and social robots [5, 92]. This project is, in the NRS field,
the foremost initiative of bringing robots out of the laboratory and placing into
real-life both indoors and outdoors. Enabling user-friendly interaction between
humans and networked environments is the main target of this project. As a
demonstration, this project has deployed the NRS at the Osaka Science Mu-
seum and at the rail station to provide guidance service to humans.

In this project, the tasks of robots are to provide information to human
users whereas observation and recognition of people are mainly done by the
sensors embedded in the environment. They classify robots into three classes:
visible - ordinary robots such as humanoid or industrial robots, virtual - exists
in cyber space (PC, Cellphone, etc.) and makes information available to the
network, and unconscious - ubiquitously embedded in the environment and we
do not notice their presence, such as cameras on roads or the interior of a room.

By using wireless sensor and actuator network (WSAN) technology inter-
operable with robots as well as by accessing everyday objects this project can
develop solutions for many scenarios for ambient assisted living. This thesis
proposes a way to integrate such technology in a distributed robot network.

The PEIS-Ecology project: The goal of the Peis-Ecology (Ecology of Physi-
cally Embedded Intelligent System) [162] project is to allow the co-existence
and cooperation of many robotic devices in a domestic environment to assist
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everyday living. The concept is proposed by Saffiotti and Broxvall [183] and
the project was started as a collaborative project between Örebro University,
Sweden and ETRI (Electronic and Telecommunication Research Institute), Ko-
rea.

This project puts together insights from the fields of ambient intelligence
and autonomous robotics to generate a radically new approach to building as-
sistive, personal, and service robots. Instead of building a single powerful (per-
ception, actuation and cognition all in one) “robot companion”, in the Peis-
Ecology approach, perception and manipulation are replaced by direct com-
munication between sub-systems in the environment and tasks are performed
by their cooperation. Thus, the robots disappear in the environment same as
computers should disappear in the vision of ubiquitous computing.

In the Peis-Ecology concept, robots in the environment are abstracted by the
uniform notion of Peis, which is connected to other Peis by uniform commu-
nication and cooperation model. A Peis is defined as any device incorporating
some computational and communication resource and possibly able to inter-
act with the environment through sensors and/or actuators. The Peis should
range from full-scale mobile robots to small micro-controller driven embedded
devices (e.g., WSN motes) and simple tagged everyday objects (e.g., a cup with
an RFID-tag). A Peis-Ecology is defined as a collection of inter-connected Peis,
all embedded in the same physical environment. The same Peis-Ecology can be
configured in different ways (either predefined or dynamically at runtime) to
perform different tasks.

This thesis is a part of the Peis-Ecology project. Before this thesis started,
only full-scale Robots, PCs and PC-104 like embedded processors could be
included in a Peis-Ecology. The progress of this thesis work allowed us to in-
creasingly extend the Peis-Ecology NRS from robots to simple everyday objects
to humans, which we will see in this thesis.

The Ubiquitous Robot Technology (u-RT) Space project: The u-RT Space
project [110, 108] of the Japanese National Institute of Advanced Industrial
Science and Technology (AIST) shares several similar goals of the PEIS-Ecology
project. This project integrates several other technologies such as WSNs, RFID
by using middlewares and web-services. This project offers a knowledge dis-
tributed robot system that is aimed at realizing ambient intelligence in the ubiq-
uitous robot technology space [110].

The approach is based on RFID and Web based technologies to integrate
everyday objects in service environment [109]. In these systems, every object
has an RFID-tag that stores the address of a web page containing the object’s
information encoded in XML format. A robotic component reads the tag and
obtains the properties of the object from the web page.

In this approach, only the physical properties of the object such as size,
color, shape, weight are represented. There is no consideration about context
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dependent services, which is a notable shortcoming for ambient intelligence
applications. In addition, this work does not provide any mechanism to include
humans in the system. This thesis offers a generic mechanism that includes
objects and humans to the NRS, which can be the missing link of the u-RT
Space project.

Japan’s Intelligent Space project: Lee and Hashimoto [118, 119] has de-
fined the intelligent space as an environmental system such as rooms or areas
equipped with sensors, which enable the space to perceive and understand what
is happening there. The goal is to support humans in informative and physical
ways.

Most intelligent systems interact with humans in a passive space, but in
an intelligent space, the space contains intelligent system and humans, and as
a result the space itself becomes an intelligent system. Therefore, humans and
artificial systems (e.g., sensor systems or robots) become clients of the intelligent
space and simultaneously, the artificial systems become agents of the intelligent
space. Tasks which cannot be achieved by just the intelligent space or clients
or agents, can be accomplished in the space by utilizing the clients and agents.
In their works [118, 119] they have discussed many such example scenarios.
The hardware and software architecture of such spaces are described in detail
at [118].

In this concept, robots and humans are not perfectly peers, because humans
are considered only as the client of the space, whereas the robots can be clients
as well as action performing agents. We believe, the concept developed in this
thesis – considering human as an action performing agent and integrated part
of the system – may contribute this project by imposing human also as an agent
of the intelligent space. In addition, the above mentioned work does not include
augmented simple everyday objects in the loop.

Korea’s Third Generation Robots Project: This work is an effort towards de-
veloping ubiquitous robot or Ubibot, which is composed of three forms of
robots: Sobot or Software robot, Embot or embedded robot and Mobot or
mobile robot and which can provide us various services by any devices through
any network, at any place anytime in a ubiquitous space (u-space) [112]. The
u-space is an environment in which ubiquitous computing is realized and every
device is networked and a robot working in u-space is called Ubibot. The con-
cept is based on the robot technology and the concept of ubiquitous computing
and it has been developing in the Robot Intelligence Technology (RIT) Lab,
KAIST [175].

The Sobot is a software system that can easily move within the network and
can be aware of situations and interact with the users seamlessly; the Embot is
implemented in the environment or Mobot and in cooperation with sensors it
can detect the location of user or Mobot, authenticate them, and understand
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the environment situation; Mobot is hardware system such as mobile robot
and provide services in cooperation with Sobot and Embot. Combining Sobot,
Embot and Mobot in a master-slave fashion (for instance, a Sobot can be master
and controls other Sobot or Embot or Mobot) we can create a Ubibot that has
a specific intelligence and roles and that exchanges information between other
robots through the networks to provide services.

Our work can contribute this system by adding more Embots that can range
from simple sensor actuator devices to augmented everyday objects.

Ubiquitous Robotic Companion(URC) Projects: Several research groups [111,
89, 209, 4] in Korea have been investigating the concept of Ubiquitous Robotic
Companion (URC), which provides services to the human users whenever and
wherever they need. Their view is to establish a unified framework for both
robots internal environment and ubiquitous computing environment, which
leads a problem to configure software components dynamically to perform var-
ious tasks. These projects consider mostly high-capable robots and some home
appliances such as digital TV, mobile phones, PDAs and PCs. Including recent
technologies such WSNs motes or ZigBee communication nodes for represent-
ing everyday objects in the way developed in this thesis can bring these projects
one step forward and a way to do this is presented in this thesis.

Assistive Kitchen: The project AwareKitchen [12, 17, 180] is another effort
to develop service robots using NRS technology for house-hold works, par-
ticularly in the kitchen to assist elderly people. One interesting aspect of this
project is that it involves learning by demonstration in order to avoid directly
programming the robot to execute tasks.

This project aims to integrate a large number of heterogeneous devices as
well as technologies in the network. The "devices-as-file" model borrowed from
Multics and UNIX is the basic of the representation of devices of different from
PC to WSN motes, RFID readers, etc. The use of RFID technology for everyday
objects, here, is similar initiative like ours but different approach. Though this
approach provides context data of the object, it uses 3D Vision/laser perception
for recognizing the object. In this recognition, we believe that the concept of
object proxies could be useful since the proxy provides the description of the
object.

RoboCare: The RoboCare [176, 38, 39] project funded by “Italian Ministry
of Education, University and Research” is an effort to develop a cognitive sys-
tems for the care of elderly people. It is a distributed networked robot system
in which both software and robotic agents contribute to the common goal of
generating active services in the environment, in which humans need assistance
and guidance of health-care facilities. Instead of ad-hoc implementation, by
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implementing a generic way to access everyday objects, which we propose and
implement in this thesis, this project can be benefited.

Projects on Urban Hygiene: The EC (European Commission) funded URUS [168]
and DustBot [133, 167] projects have the aim to develop systems for large
out-door areas in Europe. These projects are focused on designing, developing,
testing and demonstrating a system for improving the management of urban
hygiene, as well as quality of life based on a network of autonomous and coop-
erating robots, embedded in an Ambient Intelligence infrastructure. These NRS
architectures integrate cooperating urban robots, intelligent sensors (video cam-
eras, acoustic sensors, etc.), intelligent devices such as PDAs, mobile phones,
etc.

The inclusion of WSN technology seamlessly in the NRS can assist such
projects to perceive and monitor the environment in cooperation with robots.
This thesis has developed an integrated network of WSN nodes and robots,
which can be used for such perception and monitoring tasks. Another scope
is using the concept of proxies (developed in this thesis) to include traditional
WSN in such outdoor projects. Note that in this thesis, we have focused only
indoor and thus, it will be interesting topic to investigate to apply the developed
concepts in outdoor projects.

2.2 Wireless Sensor Network (WSN): Ubiquitous
Sensing Technology

Wireless Sensor Networks (WSNs) consist of networked tiny low-powered de-
vices that have resource scarcity (compared to a full-scale PC or PC-104 [159,
160] like processor) in terms of memory, computational power and commu-
nication range. Standard communication protocol for such wireless nodes is
IEEE 802.15.4/ZigBee [20]. These sensor nodes are known as motes. They
range from PDAs to SmartDust [195], Tmote [205] and Crossbow motes [56],
etc.; but the ultimate objective is to create motes within a cubic millimeter of
space [195]. At the moment, more than 40 commercial WSN motes are avail-
able and a complete list is found at [218]. Although there exist many different
motes, standard motes have 10 to 100 KBs of RAM, several hundreds KBs of
programming flash, and 30-60 meter indoor communication range [142, 56]
(in Chapter 4 we will see a detail description on motes).

Various sensors such as light, humidity, temperature, sound, pressure can be
equipped with these motes like tiny devices for observing a physical phenom-
ena. Typically, the wireless sensors nodes are distributed in the environment in
a large number and are used to collect and process environmental data over
extended periods of time [6]. Benini et al. in [20] argues that the WSNs is one
of the technological cornerstones of the Ambient Intelligence (AmI).
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The traditional approach of collecting data in the WSN scenarios is to setup
one or several centralized sink points in the network. Most applications, such
as ranging from monitoring of ecosystems and industrial process to asset and
people tracking, to maintenance of buildings and road tunnels, etc. belong to
this category since the beginning of this research domain [37, 214, 138, 95,
91]. Below in Section 2.3.3, we will see some representative middlewares for
traditional WSN applications.

According to many researchers [65, 59, 85, 51], this approach is neither
energy efficient nor scalable for many applications. An alternative approach is
to collect data from such networks through the mobile collectors such as in-
stalled on robots, cars or people. Works in this class, particularly WSNs work-
ing with robots, are interesting for this thesis. Such example works include
TinyLime [59] and RUNES Contiki implementation [51]. The middleware ar-
chitecture of such works are described later in Section 2.4.1.

2.3 Middleware

Using middlewares has become a common practice since the beginning of dis-
tributed computing systems (DCS), also known as distributed system (DS), in
which participating components are located at networked computers and pass-
ing messages between them is the means to communicate and coordinate their
actions. In such systems, the term middleware refers to as below:

A software layer that provides a programming abstraction as well
as masking the heterogeneity of the underlying networks, hardware,
operating systems and programming languages [54].

According to this definition of the middleware, some examples are CORBA,
JINI, .NET. In this section we will discuss some well-known middlewares or
specification for middlewares for the distributed systems. We call them classical
middlewares for DS.

In recent years, the use of middlewares has also become a state-of-the-art
technology for building robot systems (e.g. humanoid robot) as well as systems
of robots e.g. multi-robot systems, NRS. These systems, particularly NRS, have
imposed few more common requirements on the classical middlewares, such as
dynamic component discovery, supporting hardwares for ubiquitous sensing
and actuation (e.g. infrared tags, wireless sensor and actuator nodes), offer-
ing often needed robotic services, affording communications and interoperabil-
ity [137, 136, 8]. Thus, researchers are forced either to customize the classical
middlewares in way for the best fit or to propose new middleware models for
robots to satisfy the purposes. After the classical middlewares, we will discuss
some well known robotic middlewares developed in the multi-robot systems
and NRS research community.
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2.3.1 Classical Middleware for Distributed Systems (DS)

Several middlewares or specifications for middlewares are proposed in the dis-
tributed system community. The Common Object Request Broker (CORBA) [151,
87], Java Remote Method Invocation (RMI) [54], JINI [134], DCOM [49], Mi-
crosoft .NET [148], Universal Plug and Play (UPnP) Specification [210] are the
most well-known middlewares and specification for middlewares till to date.

The CORBA specification can be implemented in multiple programming
languages on many operating systems (OS), but this specification suffers in dy-
namic resource allocation. The Java RMI and the JINI supports only one pro-
gramming language [54], whereas the DCOM and the .NET are OS dependent
although they can cope with the dynamic nature of resources at runtime. The
UPnP specification can be implemented on many operating systems, in many
languages and it supports the dynamic nature of resources. Therefore, UPnP
has got more attention compared to others after the first official release in 2000
by the UPnP Forum [210].

2.3.2 NRS Middleware

Middlewares for robotics and/or system of robots are distinctly different than
those of classical distributed systems. For the service robots and robotic sys-
tems, scenarios in a dynamic environment are very common. Because of the
recent technological advancement, such robotic systems and environments very
often contain heterogeneous devices in different scales of memory and process-
ing capabilities. This requires the system to be capable of dynamically reconfig-
ure in several dimensions, such as, reconfiguring the network topology, loading
new functionality onto the device on demand, and/or off-loading functionality
after the completion. In such situations the classical distributed system middle-
ware solutions are lacking sufficient support for heterogeneity, resource scarcity
and dynamism [51]. Unfortunately, these are essential requirements for the NRS
scenarios. Therefore, research efforts have begun to resolve these issues in the
NRS domain since several years back.

Here we describe some well known and distinguished works briefly in the
multi-robot systems and NRS. We emphasize again that this thesis does not pro-
pose any middleware for multi-robot systems or NRS; instead, it only adapts an
existing middleware and implements the proposed concepts on top to extend a
NRS. Thus, this short description of several middlewares gives an understand-
ing of the target area and of the works done in this thesis.

CORBA Based

Although CORBA is a middleware specification for distributed computing sys-
tems, it is widely accepted in the robotics community as well. The reason is that
CORBA is an open, vendor independent and object oriented design specifica-
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tion and accumulates various applications to work over the network. All these
features are interesting to many researchers in robotics since the introduction
of robotic middlewares.

OpenHRP, OROCOS, Miro, Orca and RT-Middleware are some represen-
tative works in robotics using CORBA to be mentioned. The OpenHRP plat-
form [96, 153] is for robot systems development e.g. humanoid. The ORO-
COS (Open Robot Control Software) project aims at developing a general pur-
pose and modular software framework to share, distribute and reuse control
software for robots and machines [35, 123, 155]. Miro (Middleware for Au-
tonomous Mobile Robots) [211, 135] is a three layered architecture for pro-
viding classes for generic robot control functionalities. The Orca [29, 30, 154]
is a component based approach with similar goals to OROCOS but with ad-
vanced features. Ambition of the Orca is to provide the means for developing
building-blocks that can be glued together to form arbitrarily complex robotic
systems, from single vehicles to distributed sensor networks.

The open source RT-Middleware (Robot Technology) [10, 178] is, till to
date, the most advanced work that uses CORBA for distributed system of
robots such as networked robots. By the term “robotic systems”, this work
means not necessarily single bodied robots such as mobile robots or humanoid
robots, but more generally speaking “any intelligent networked system using
robotic technology and which can perform real world tasks” [178]. The main
goals are to build robots and their functional parts in modular software struc-
tures and to combine them selectively for performing various tasks. Thus, it
allows to build networked robots for variety of applications in cost effective
and efficient manner. The atomic constituent components are known as RT-
components (RTc). Several research and industrial projects in Japan and Eu-
rope are using the RT-Middleware. The Ubiquitous Robot Technology (u-RT)
Space project [110, 108] and Japan’s NRS project, which we have already de-
scribed above in Section 2.1.1, are two such NRS projects. The complete list of
the RT-Middleware users is available at http://www.iisl-lab.org/projects [100].

UPnP Based

Due to the remarkable integration of mobile and smart devices in our everyday
living, the computing environment is changed to be dynamic where computa-
tional devices can dynamically join and leave. The UPnP specification [210] has
automatic discovery and configuration mechanism in contrast to the CORBA
specification [87]. Thus, to cope in such dynamic environments several research
groups in Korea argue for the UPnP as a promising middleware for robots in a
distributed space.

Ahn et al. has mentioned the requirements for the UPnP to be a middleware
for robots and has proposed the UPnP Robot middleware [3, 2, 4]. In order to
build a robotic system, this approach integrates internal components of a robot
from different vendors (e.g. from one manufacturer a vision system and from
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another manufacturer a manipulator are mounted on a platform), as well as ex-
ternal dynamic robotic devices (e.g. a mobile platform with a manipulator and
components which are distributed in the environment such as a ceiling vision
based localization system). Thus, by combining functionalities over the net-
work, the UPnP Robot middleware builds ubiquitous robot systems. Provided
that all robotic components or devices should support the UPnP Specification
regardless of manufacturer.

The Ubiquitous Robotic Companion(URC) NRS projects in Korea (described
above in Section 2.1.1) are using UPnP based middleware to implement the
concept: “to provide users the services they need, anytime and anywhere in
ubiquitous computing environments”.

.NET Based Approach: Microsoft Robotics Developer Studio (MRDS)

Microsoft Robotics Developer Studio (MRDS) [50, 219] is a Windows-based
environment for robot control and simulation aiming at academic, hobbyist,
and commercial developers and handles a wide variety of robot hardware. It is
based on CCR (concurrency and coordination runtime), which is a .NET-based
concurrent library implementation for managing asynchronous parallel tasks.
It uses message-passing and a lightweight services-oriented .NET-based runtime
environment known as DSS (decentralized software services), which allows the
developers combining multiple services to achieve complex behaviors.

The main features include: a visual programming tool, Microsoft Visual
Programming Language for creating and debugging robot applications, web-
based and windows-based interfaces, 3D simulation (including hardware ac-
celeration), easy access to a robot’s sensors and actuators and support for a
number of languages such as C# and Visual Basic .NET, JScript and Iron-
Python [219].

Several research groups are using MRDS for developing robotic applications
(a list is available at [219]). Although MRDS is free and supports a large num-
ber of robot platforms, the MRDS is operating system dependent and therefore,
it is not attractive to many robotic researchers. In addition, MRDS cannot di-
rectly run on micro-controllers, which limits the ranges of applications.

Player: a Client/Server model

Player [165, 82, 81, 113, 45, 113] is a multi-threaded, socket-based device
server that provides a network interface to a wide variety of robotic sensors
and actuators hardware. The model is proposed in 2001 by Gerkey et al.
with the vision of providing a data flow effectively between sensors, proces-
sors and actuators on single robots, in groups and across the Internet for a
successful distributed sensing and control [82]. The most interesting design
feature of the Player model is to allow robot control programs to be writ-
ten in any programming language (that supports TCP sockets) and to run on
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any capable computer with a network connection to the robot. At the mo-
ment, the Player model runs on Linux (PC and embedded), Solaris and BSD
machines and the applications are written in in C++, Tcl, Java, and Python.
Till to date, it is probably the most widely used robot control interface in the
world and the complete list of users is available in the project website [165],
http://playerstage.sourceforge.net/.

Basically, the Player is a device repository for sensors, actuators and robots.
Each device is represented in the middleware by a driver and is accessible to the
network by an interface. A device driver is a module that controls a device and
provides a standard interface to the device. It can also implement algorithms
that receive and process data from different devices. On the other hand, a device
interface is a specification of data, command, and configuration formats of the
device. By this decoupling, a client program, for instance a control program, in
the Player model can largely ignore the details of the underlying hardware or
algorithm and can treat the system as a collection of generic devices [81].

To access a device remotely by using the Player model, it requires to run the
software model on a PC physically connected to the device. Thus, the device
driver software agents in the Player model is location dependent. In addition,
the Player server is a TCP server and it listens on a fixed socket whose address
must be known at compile time.

Beetz et al. [180] has argued that to be a middleware for systems of robots,
the Player model has sufficient characteristics, such as, supporting heteroge-
neous hardware and software, connecting distributed sensor and actuator de-
vices, having enough flexibility to include advanced and upcoming technolo-
gies. They have used the Player middleware model in their NRS project called
AwareKitchen [12, 17, 180], which we have already discussed above in the
representative NRS projects section (Section 2.1.1).

Web Technology Based

With the progress of the Internet-based technologies, the Web Service 1 based
networked robotic systems have become attractive to many researchers in robotics
since such systems allow users to access robotic hardware to a broad audi-
ence [90]. The Web Service specification provides standards for an application
to allow interoperability with other applications over a network in a distributed
system.

The beginning effort to develop such systems seen in the literature is by us-
ing the World Wide Web (WWW) and distributed object technologies. The typ-

1The World Wide Web Consortium (W3C) defines the Web service as “a software system de-
signed to support interoperable machine-to-machine interaction over a network. It has an interface
described in a machine-processable format (specifically WSDL). Other systems interact with the
Web service in a manner prescribed by its description using SOAP messages, typically conveyed
using HTTP with an XML serialization in conjunction with other Web-related standards” [213].
A variety of specifications associated with the Web Services are available such as UDDI, SOAP and
WSDL (a complete list is available in [217]).
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ical approach is to use HTTP combined with CGI (common gateway interface)
or Java to control remote sensors and actuators. Example includes Mercury:
a tele-excavation system developed in the University of California; Xavier: an
indoor mobile robot at the Carnegie Mellon University; KhepOnTheWeb: an
maze robot build by a research group in the Ecole Polytechnique Federale de
Lausanne; PumaPaint of the Roger Williams University; XNMS: at the Pohang
University of Science and Technology. We refer the reader to Ha et al. [90] for
the survey on these works.

One interesting Web based application is seen at NRS domain at the Ubiqui-
tous Robot Technology (u-RT) Space project [110, 108]. Here the Web Services
are used with the combination of RT-Middleware (described above under the
CORBA based approach category) to develop a knowledge distributed robot
system (we have already described this project in Section 2.1.1). To build a
symbiotic system consisting of robots, sensors, actuators, and humans this sys-
tem uses several existing web applications such as Google Calendar [83] and
GData [84].

In the recent years, the “semantic web” 2 has gained a lot of interest in the
area of Web Service based robotics. Ha et. el. argues that the mentioned Web-
based robotics applications (HTTP and CGI based approaches) suffers from the
lack of a feature to be automatically interoperable with ubiquitous sensors and
devices in the current service environment [90]. They have proposed a semantic-
web based framework called SemanticURS [90, 89] that enables automated
integration of networked robots into ubiquitous computing environments in a
service oriented way. This work is another approach to build the Ubiquitous
Robotic Companion (URC) mentioned in Section 2.1.1. Here web services for
robots, networked sensors and actuators are implemented as a unified interface
method for accessing them.

Shared Tuplespace Based

The tuple-space model Linda [80], proposed by Gelernter et al., is eligible for
coordinating objects across a distributed computing environment. In Linda-
space, the participating components communicate through a shared tuple space
that is globally accessible, persistent and content-addressable data structure
containing elementary data structures named tuples. A tuple is a sequence
of typed fields, such as, a < key,data > pair. Typically, the tuples are read-
writable.

In [164, 79] Picco et al. has mentioned several features of the Linda model
in the coordination of processes in a distributed space. The most attractive fea-
ture, in our context compared to other middleware approaches, is that only a
small set of operations is necessary to manipulate the tuple space and thus it

2The Semantic Web is an extension of the current web in which information is given well-defined
meaning, better enabling computers and people to work in cooperation [21].
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enables distributed component interaction. Secondly, the model provides coor-
dination among processes in a decoupled manner in terms of both time and
space. This entails that tuples can be exchanged between producers and con-
sumers without being simultaneously available and without mutual knowledge
of their identities or locations. Thirdly, the coordinating components can use
the tuple spaces to represent the perceived context.

Several researchers in robotics have used the Linda-space model and pro-
posed frameworks and middlewares to build system of robots in a dynamic en-
vironment. Example includes TSpaces [206], ThinkingCap-II [15, 14], LIME [147,
146, 124], RUNES [53, 55], TOTA [130] and Peis-Kernel [31, 34]. TSpaces
and ThinkingCap-II are centralized and earlier efforts, whereas the others are
decentralized implementations. Below we discuss the decentralized implemen-
tations since they are the most relevant for this thesis work.

The LIME model defines a coordination layer that adapts and extends the
Linda model towards applications that require physical mobility of hosts and/or
logical mobility of software agents in a mobile network [79, 147]. Here tuple
space is transiently shared among only hosts currently within the communica-
tion range.

The RUNES Middleware [53, 55, 51, 52] architecture is an effort towards
the future networked embedded infrastructure that demands co-existence of
various heterogeneous devices from resource rich PCs to resource constrained
WSN motes, scenarios requiring reconfiguring networks as well as devices at
runtime. RUNES adapts component based programming model and encapsu-
lates the functionality provided by its various components behind well defined
application programming interfaces, middleware kernel API. It is a two layered
architecture in which the middleware kernel, and the middleware components
and application-level software components reside in different layers. Only the
middleware kernel is implemented on different hardwares and other applica-
tion/middleware components are dynamically loaded and unloaded at runtime
depending on the application scenarios and contexts.

The TOTA middleware provides agents with effective contextual informa-
tion that facilitates both the contextual activities of application agents and
the definition of complex distributed coordination patterns [130]. Instead of
centralized shared tuple space eg. LIME, in TOTA tuples spread hop-by-hop
among nodes according to the rules specified in the tuple itself eg. the number
of hops the tuple should travel.

The Peis-Kernel implements the concept of the Peis-Ecology [183] already
described in Section 2.1.1 and aims to provide a common communication and
cooperation model that is shared among robotic devices such as mobile robots,
static and dynamic sensors and actuators, and other home appliances.

LIME, RUNES and Peis-Kernel models do not allow any component chang-
ing a tuple during the tuple propagation between producers and consumers. On
the other hand, in TOTA a tuple can be changed during the transmission by
any networked node according to the propagation rules. Although in the Peis-
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Kernel a tuple cannot be modified at the traveling time, any network node can
update any tuple at the remote space by sending a request to the actual tuple
owner. LIME and RUNES are dedicated for the sensor network applications,
whereas TOTA focuses on context-aware applications and Peis-Kernel is ded-
icated for the applications where robots, sensors and actuators are pervasively
distributed in a dynamic environment.

ROS: A Tools Based Approach

ROS (Roboti Operating System) [170, 223] is a collaborative effort of Stanford
Unforiversity (STAIR project) and Willow Garage (Personal Robots Program
project [222]) for providing a structured communications layer above the host
operating systems of a heterogenous compute cluster. It aims to integrate a
large number of robotic softwares developed by varios researchers relying on a
microkernel design, where a large number of small tools are used to build and
run the various ROS components. These tools perform various tasks such as
navigating the source code tree, get and set configuration parameters, visualize
network topology, measure bandwidth utilization, etc.

The ROS is modular, thin, decentralized, multi-ligual supported, free and
open source, and the fundamental concepts for implementing these features are
nodes, messages, topics and services. Using a language-neutral interface defini-
tion language (IDL) to describe the messages between modules enables ROS to
accomodate applications developed in multiple-languages, and placing all com-
plexities in libraries and only creating small executables which expose library
functionality to ROS allows the ROS to re-use codes of other e.g. other open-
source projects. At the moment, ROS supports four different languages: C++,
Python, Octave and LISP; and re-usues codes from Player project, OpenCV,
OpenRAVE and many others.

Because of the mentioned properties unlike many others, ROS is becoming
one of the commonly used middlewares for multi-robot systems. However, ROS
does not provide facilities for dynamic component discovery.

Others

There exist only few NRS projects that do not use any specific middleware. The
RoboCare [176] and the DustBot [167] projects (described in Section 2.1.1) are
such two works in the NRS domain. These projects focus on more higher level
applications, such as activity recognition, developing a localization and naviga-
tion system of a DustCart (a Mobile Robot for Urban Environment), and gas
distribution mapping in an urban area. Therefore, they have been using more a
pure communication protocol, such as TCP/IP or UDP, for the communication
between robots rather than many other features of a middleware.

Among the described NRS project in this chapter, the URUS project [168]
has a middleware model that itself is more focused on planning and decision



28 CHAPTER 2. RELATED WORK

making techniques than the heterogeneous platform abstraction like other de-
scribed middlewares. The used middleware is called MeRMaID [16] (Multiple-
Robot Middleware for Intelligent Decision-making), a multiple-robot middle-
ware that extends current robotic middlewares by defining an entity set and
a decision kernel which standardize the development of modules part of the
multi-robot system. It can accept plans described by state machines, PetriNets
and other types of decision-making algorithms, including fuzzy-logic decision-
making and rule-based systems.

2.3.3 WSN Middleware

Das et al. [214] has defined the WSN middleware (in 2008) as below:

The wireless sensor network (WSN) middleware is a kind of mid-
dleware providing the desired services for sensing based pervasive
computing applications that make use of a wireless sensor network
and the related embedded operating system or firmware of the sen-
sor nodesin.

The WSN middlewares aim to bridge the gap between high level requirements
from pervasive computing applications, such as high flexibility, re-usability
and reliability, and the complexity of operations in the underlying WSN’s con-
strained resources and low level embedded OS APIs.

In WSN literature, we see several research efforts to fulfill the goal fo-
cusing on different perspective and purposes. The representative systems in-
clude TinyDB [73, 129], COUGAR [23, 60], SINA [193], DsWare [122], Mi-
LAN [144, 93], MIRES [197] and Mate [120]. Some are database inspired,
some adapt event-base approach, and some are service oriented.

Database Oriented Approach: TinyDB, COUGAR and SINA

TinyDB and COUGAR are SQL-inspired query processing systems for extract-
ing data from a WSN. They support mainly data selection and aggregation
based on arithmetic functions such as summation and averaging. The TinyDB
is more sophisticated than the COUGAR in terms of power consumption and
query processing strategy. There are several limitations of this database ap-
proach (mentioned in [95]), and one key limitation, related to our context, is
the assumption that sensor nodes are largely homogeneous. For instance, the
TinyDB system can extracts data only from the network consisting of TinyOS
sensors [73].

SINA, being a database approach, is more elaborated, flexible and com-
plete as a WSN middleware than other mentioned efforts. Here a sensor node
maintains a spreadsheet in which each cell represents an attribute (e.g. sensor
readings for the light sensor) of the node and the network is represented by



2.3. MIDDLEWARE 29

the association of such spreadsheets. A set of cells is predefined, but SINA al-
lows to create new cells at runtime and thus it meets application changes and
needs. To support network scalability, it incorporates hierarchical clustering.
SINA can also handle mobility of the querying (sink) node. However, accord-
ing to Hamid and Nader [91], SINA suffers of addressing the distributed sys-
tems heterogeneity. In addition, since it is not clear whether SINA has been
implemented [95], the actual size of its implementation might be quite large
compared to our memory requirement.

Event-based Approach: Mires and DsWare

Mires and DsWare advocate for the event-based solutions. The Mires imple-
ments pragmatic pub/sub mechanism, whereas the DsWare focuses more on
handling uncertainty of events in WSNs. DsWare does that by the introduc-
tion of confidence when looking at event correlations; events are composed of
sub-events and a confidence function is used to determine the likelihood of the
compound event, according to the number of sub-events occurred. On the other
hand, Mires is implemented on TinyOS and relies on the built-in event mecha-
nism and message oriented communication paradigm provided by the TinyOS.
In Mires architecture, a sensor node advertises its data which are routed to the
sink nodes, the client applications select the services, and the sensor node sends
its data according to the subscriptions. Mires is very close to our work that is
presented in Chapter 4.

Virtual Machine Based Approach: Mate

Mate uses virtual machine (VM) based approach and works as a byte code
interpreter running on TinyOS on a mote. The VM provides an abstraction
layer to implement and reprogram the nodes according to the WSN applica-
tion’s needs. The applications, such as routing layer, are broken into capsules,
a small set of high level primitives. A capsule consists of 24 instructions and
is represented in under 100 bytes when each instruction is a single byte long.
In addition to byte codes, the capsules contain identifying and version infor-
mation. Mate capsules can be forwarded through the network with a single
instruction. Thus, Mate allows a wide range of programs to be installed in a
network quickly as well as with little network traffic and conserving low en-
ergy. Mate requires 1 KB of RAM and 16 KB of instruction memory. Mate is OS
dependent, for instance runs only on TinyOS, and uses synchronous message
transmission model that enables it using sleeping radio transmission mode.

Service Oriented Approach: MiLAN

MiLAN middleware is service discovery based approach in which the discovery
protocol locates sensors that can meet applications data requirements. By us-
ing MiLAN’s standard APIs, applications specify their sensing requirements to
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MiLAN as specialized graphs that incorporate state-based changes in applica-
tion needs. This enables MiLAN to decide controlling the network to balance
application quality of service (QoS) and energy efficiency. Unlike typical mid-
dlewares that sit between OS and Application, MiLAN is an architecture, which
extends into the network protocols, and which sits on top of multiple physical
networks and allows network specific plug-ins to convert MiLAN commands
to protocol-specific commands which are passed through the usual network
protocol stack. In this way, MiLAN continuously adapts to the specific fea-
tures of whichever network is being used for communication (e.g., determining
scatter-net formations in Bluetooth networks, coordinator roles in Span, etc.)
in order to best meet the applications’ needs over time. Thus, it provides a link-
age between applications and networks. Many researchers in WSN community,
such as [91, 95], claim that MiLAN relies on existing service discovery proto-
cols (e.g. SDP and SLP mentioned by Heinzelman et al.), most of which are
not suitable for resource-poor state-of-the-art sensor networks. In addition, we
have understood that MiLAN is more of an architecture for integration of net-
works and a coordinator between applications and networks rather than the
typical middlewares which are previously discussed.

Summary

The discussed middlewares for WSNs (e.g. TinyDB, COUGAR, SINA, etc.)
mostly address homogeneous systems and target applications such as data col-
lection and analysis. A common lacking to these WSN middlewares is that they
do not consider the fact: how to integrate the components into generic middle-
ware architecture to help developers matching different requirements [214]. At
the same time, the state-of-the-art WSN middleware technology does not focus
on the interoperability issue with other networks such as RFID based networks
or robotic networks.

2.4 Including Tiny Devices (WSN nodes) in NRS

Integrating the fast growing WSNs technology in existing NRS (e.g.mentioned
in the Section 2.1.1) imposes some specific requirements: dynamic discovery of
nodes, supporting peer-to-peer network topology, and dynamic reconfiguration
ability. The tendency of including robots in every life has imposed lately an-
other additional requirement – having actuation capability of a WSN node. In
addition, the integration should be seamless and interoperable to the existing
robotic network.

The traditional WSN middlewares (e.g. TinyDB, Mires, SINA, etc. discussed
in Section 2.3.3) are not interoperable with other networks, for instance robotic
networks. In such case, the typical approach is deploying a gateway/bridge
component that does necessary translation to make them interoperable. We
argue that this approace is not sufficient for the seamless inclusion of WSN
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nodes like tiny sensor actuator devices in the NRS, i.e., for developing a seam-
less heterogeneous system consisting of robots and tiny devices.

Robotics community is doing active research to include WSN nodes in the
NRS. Basically their approach is either to port a light-weight version of the
robotic kernel on the WSN nodes or to deploy a more powerful gateway that
gives a representation of remote nodes in the robot network.

In this section, first we describe some well-known works that include WSN
in the robotic middleware; second, we discuss the dyanmic reconfiguration as-
pect of such integrated robot and tiny device systems.

2.4.1 Existing Approaches to Accomodate WSN into NRS

LIME Family: TinyLIME [59] and TeenyLIME [58] are two extensions of the
LIME Robotic middleware [146, 164], which is a tuple space based approach
for the physical and logical mobility of agents in mobile network. These tai-
lored versions run on WSN nodes. TinyLIME is the first approach that permits
a robot running the LIME model to access sensory information from WSN
nodes in the communication range by sharing their tuple spaces (Peer-to-Peer
fashion). Thus, TinyLime and LIME work seamlessly for a WSN application.
On the other hand, the TeenyLIME empowers the WSN programmers with
a higher level of abstraction by replacing the OS-level communication con-
structs with the notion of a shared memory space spanning neighboring (1-
hop) nodes [124]. In addition, TeenyLIME offers flexibility to implement both
application-level and system-level mechanisms, such as routing and MAC pro-
tocols.

RUNES: The RUNES middleware model [53, 55] can be implemented on
many heterogeneous hardwares including motes like WSN nodes. To do this,
of the two layered architecture, the application programmers require to im-
plement only the middleware kernel API on the target platform. One such ex-
ample implementation for the WSNs is done on the Contiki OS (the RUNES
Contiki implementation) [47, 51, 52]. In the RUNES model the required ap-
plication/middleware components are uploaded at runtime. Thus, any robotic
device or processor running RUNES model can communicate to the RUNES
WSN nodes seamlessly and can reconfigure the remote node dynamically at
runtime.

LwRTc : In the “U-RT Space” project [110, 108], a light weight version,
called LwRTc [207], of the robotic middleware named RT-Middleware [109]
has been developed to include everyday objects in the robotic network. This
light-weight version uses TAO CORBA (The ACE ORB) [203], which is a high
performance real-time ORB system. The LwRTc runs on a customized hard-
ware (H8S MPU), which is a platform for sensors and actuators. The design
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decision to use such a specific customized hardware limits the application area.
Although this work validates the concept of integrating robots and tiny devices,
practically at the gateway it requires a powerful processor and communication
device instead of the customized H8S MPU hardware to achieve better perfor-
mance. In addition, this work does not consider off-the-shelf commercial WSN
motes like hardware.

UPnP Based approach : Kim et al. [111] has used Universal Plug and Play
(UPnP) specification for the networked appliances at homes. This technology
is applicable on micro-controller board that has 500 KBs of RAM and 3000
KBs of programming flash memory. Ahn et. al. [2] has shown that UPnP gives
similar performance to the TAO CORBA, but the former one provides bet-
ter features for developing ubiquitous robotics systems than the latter one,
for instance supporting dynamic computing environment. According to Adam
Dunkel (in year 2007), over 50% of all microprocessors sold during recent
years can typically handle a maximum 64 KBs of memory [64]. In addition,
at the moment commercially available most sensor nodes have 2 to 10 KB of
RAM [56, 166, 191]. Thus, although UPnP has features for dynamic distributed
computing environment, it lefts a large number of upcoming devices and home
appliances out of the integrated system.

Player Sensor Fusion Node (PSFN): In the AwareKitchen [12, 17, 180] project,
the integration of ubiquitous sensor and actuator nodes eg. WSN motes hap-
pens through a dedicated node called PSFN. The PSFN node is a powerful wire-
less device (eg. Gumstix embedded processor [158]) that can run POSIX-like
OS and the model of interoperability, for instance the Player Middleware [165]
model, on board. In this integration, the WSN nodes themselves do not run
the Player model. All the middleware related processing happens on the PSFN
nodes instead of the remote WSN nodes.

2.4.2 Reconfiguration in Hybrid Middlewares Consisting of
NRS and WSN Nodes

In many robotic systems configuration between devices is done by using a delib-
erative component called configurator [172, 40], either a planning based com-
putationally heavy eg. [126] or a cheaper ad-hoc reactive approach eg. [86].
In a distributed robots, sensors and actuators network configurators rely on
middleware that provides interface for reconfiguring devices. Therefore, we re-
quire mechanism for communication and configuration, similar to those for the
networked robotics based solutions. When considering hybrid systems of net-
worked robotics and sensor-actuator networks, we also require some form of
compatibility in terms of communication and configuration between the two in
order to allow collaboration between them.
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Typically, in robotics network of devices are reconfigured either off-line or
dynamically at runtime. The former one is done by the designer or user of the
system in advance before the execution starts. The latter one is done in sev-
eral different ways. The first approach is to utilize introspection and formal
representation of semantics, such as CORBA, JINI, and .NET. Although this
approach is suitable for applications with rich computational and network re-
sources, they are not practical to use in networks of tiny devices. The second
approach is to use the “Universal Plug and Play (UPnP)” specification [210],
which consumes less resources compared to the first approach. However, im-
plementation of this specification requires 500 KB RAM and 3000 KB program-
ming memory [111], which are note available in commonly used WSN nodes
such as motes. The third approach is to upload the code (partially) to be exe-
cuted depending on the context at runtime eg. RUNES [53] middleware.

On the other hand, in the WSNs literature we see that typically, wireless sen-
sor networks are reconfigured by reprogramming the individual motes remotely
or dynamic loading of existing code from EPROM [115]. Recently reconfigur-
ing the sensor network hardware at runtime to adapt external dynamics is also
becoming another approach eg. FemtoNode [7]. Therefore, the operating sys-
tems of such devices support network reprogramming eg. TinyOS [204]. The
RUNES [53] approach - programming the sensor node with the middleware
kernel API during the deployment and uploading the application program at
runtime - is more promising and practical than others for runtime reconfigura-
tions in a robots and WSN hybrid networks.

We argue in this thesis that all these existing approaches are not sufficient
when sensor networks need fast reconfiguration depending on the change of
tasks, and this occurs frequently when robots and sensor nodes share function-
alities to perform heterogeneous tasks. We will see one such example scenario
in this thesis later in Chapter 7 and Section 7.1.2. For more such example sce-
narios we refer the readers to [172], which is done as a part of this thesis. In
addition, supporting such dynamic reconfiguration at runtime becomes essen-
tial when actuation nodes are deployed in a dynamic environment.

2.5 Smart Everyday Objects

The notion of “smart objects” has become a trend since the introduction of
“ubiquitous computing” 3 by Mark Weiser at 1991 [215]. Although there
exist several definitions of smart objects, here we mention widely accepted two
definitions. We refer the curious readers to Kawsar’s doctoral dissertation on
smart object systems [105] for a historical discussion on the definitions of smart
objects.

According to Mattern et al. [22, 132, 18], “smart objects” are objects that
become “smart” due to their integrated information processing capacity, or

3However, Mark Weiser coined the phrase "ubiquitous computing" around 1988 [220]
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take on communication channel and identity (eg. tags like electronic identity)
that can be queried, or be equipped with sensors, actuators, etc. for acting
on or detecting their environment (e.g. detecting the object’s location). These
objects interact with humans, may interact with other smart objects, connect to
the Internet and perform tasks ubiquitously and possibly autonomously. This
definition was given in 2004.

The most recent (in 2009) definition of “smart object” is given by Kawsar
et al. and they define the “smart object” as:

A computationally instrumented tangible object with an established
purpose that augments human perception and is aware of its op-
erational situations and capable of providing supplementary ser-
vices without compromising its original appearance and interaction
metaphor. Supplementary services typically include sharing object’s
situational awareness and state of use; supporting proactive and
reactive information delivery, actuation and state transition [106,
105].

By the view of ubiquitous computing (”disappearing computers”) and from
the definitions of smart objects, researchers have concluded a key point [22,
106]: in case of smart objects the interaction can happen (or inputs/outputs can
be provided/represented) through the objects wherever and whenever possible,
instead of using a desktop computer with traditional input and display devices
such as mice, keyboards and screens.

2.5.1 Standalone Smart Objects

Research is going on for developing smart objects from the introduction of
the concept e.g., a first prototype of calm technology [216] - Dangling String (a
piece of string attached to a stepper motor and controlled by a LAN connection;
network activity caused the string to twitch, yielding a peripherally noticeable
indication of traffic.), Things That Think consortium at the Media Lab [72],
MediaCup (a coffee cup that autonomously computes its use context by using
the embedded sensors) [19], the Starta Draware (a video based storage place,
which makes its contents available to users autonomously and ubiquitously, for
physical objects) [194] till up to date eg. AwareMirror [78], Augmented Bike
(a bike that delivers information to the rider considering the current context of
the rider eg. speed, balancing, sitting for safe riding), ClassifyingBox (a pressure
sensor augmented shelf for postal sorting), aBook [71], Proverbial Wallets (a
smart wallet that provides financial awareness by giving a buzz whenever a
transaction happens in the user’s bank account) [107].

Industries, in addition to the academia, is also focusing on the development
of smart objects and many of which are already in use in our everyday life.
One such leading industrial effort is Ambient Devices [70] that has commer-
cialized a number of smart products e.g. Ambient Umbrella that continuously
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displays forecast data via a data-radio embedded in the handle, Cirrus- a full
week weather forecaster according to the AccuWeather.com website, Market
Maven - a real-time market trend demonstrator for the DJIA, NASDAQ, and
S&P 500, Energy Joule that shows the current price of energy and level of
consumption in the home and thus helps someone to save money. The com-
pany has several tens of products and the list is given on the company website:
www.ambientdevices.com.

From the mentioned example works, we see the transformation of comput-
ing platforms and the way of interaction from standard mainframe computers
to ubiquitous and embedded objects and artifacts 4 that are involved in our
everyday activities. Beigl and Gellersen mark this transition, from personal to
ubiquitous computing, by “physical integration“ [18]. They argue that in this
integration the physical world around the computer and user is considered as
the integral part of the overall system.

2.5.2 Network of Smart Objects

Although the miniaturization of components has become practical and afford-
able to embed processing, networking and physical interaction to many mun-
dane objects (e.g. books, mirror, umbrella, glass, plate, spoon) with the techno-
logical advancement, individually such objects only provide limited insight into
applications [18]. Rather, if a number of smart objects are networked (e.g. us-
ing middlewares) and cooperate with necessary peers, then by correlating their
actuation abilities and/or sensory outputs the system can be more ubiquitous
and potential to provide services and functionalities [202, 18]. Situation and
activity awareness of a person in a smart home is one such example.

The network of smart objects is also known as “Smart Object Systems” [106].
Kawsar et al. has classified the smart object systems into two categories in a po-
sition paper [106]. The first group includes the applications that integrate mul-
tiple smart objects specifying the interaction between smart objects in order
to provide some proactive services. Here, typically, a back-end infrastructure
or component (eg. a planner in robotics) is used to integrate the smart objects
eg. smart space with multiple smart objects [94]. In the second group, the stan-
dalone smart objects are also capable to communicate with peers autonomously
for performing tasks by cooperation. Cooperative artifacts [200, 201] – phys-
ical objects having perception and actuation mechanism and work by sharing
knowledge with others – is one such example.

Using wireless technology, which is based on either active (radio) or pas-
sive communication, is a common practice to create a network of smart ob-
jects. Wireless sensor network motes is a good candidate for the augmen-
tation of everyday objects and for creating network of such smart objects.

4Artifacts are commonly defined as something created by humans for a practical purpose and it
is compelling to build on these familiar purposes while enabling new applications on the basis of
embedded computing and communications [18].
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The Berkeley Motes developed by Culler et al. is one of the beginning and
most widespread motes to connect the physical world with the pervasive net-
works [68]. Typically, motes are dedicated to sensory data collection and prop-
agation in a homogeneous network and emphasize less on sensor-to-context
processing [18, 105].

Smart-Its [18], which is similar to the Berkeley motes but a combination of
hardware and software platform, is more focused on the development of fam-
ily of small embedded devices and emphasizes on fast network discovery and
exchange of context. The architecture is designed for adaptation to particular
objects in a more generic way compared to WSN motes for networking of very
diverse smart objects. It is also compatible with Bluetooth technology.

GAS [104, 66] or Gadgetaware Architectural Style is another approach,
which is a generic architectural style that can be used to describe everyday
environments populated with computational artifacts. Everyday objects, sen-
sors and/or actuators having processing and communication abilities are called
eGadgets. A set of eGadgets that communicate and share functionalities are
known as eGadgetworld. A component based software kernel, GAS-OS im-
plements the GAS concept. In the eGadgetworld, tasks are performed by the
cooperation of multiple devices. However, GAS-OS should be running on the
hardware and it requires MB RAM. Therefore GAS cannot be used on a mote
like low memory device with 10 to 100 KBs programming memory.

Other works in this vision are Sentire [28], Pin&Play: networking objects
through pins [212]; Stich: Middleware for UC application [11]; Network Mid-
dleware for Flexible Integration of Sensor Processing in Home Environment [149],
etc.

One common disadvantage of all the mentioned systems is the architecture
of interoperability or middleware should be running on the devices that are
used for the augmentation and network creation. This limits the use of hard-
wares or devices e.g. tags for augmentation with simpler objects.

Kawsar has pointed out limitations of several well known works (e.g. Con-
text Toolkit, Technology for enabling awareness, Gaia, Aura, Easy Living, and
HP CoolTown) in the area of pervasive computing and context-aware systems
and has proposed a “document based framework” for smart object systems
(Chapter 3 in his doctoral thesis [105]). He claims that those works have limited
support for building smart object systems. His proposed framework is based on
the core-cloud model, which combines the common features of smart objects
as a core that acts as a runtime supporting smart features of the objects; where
feature is the augmented smart capability that a physical object can provide.
Smart objects expose their service features in one document and the applica-
tions, which use the smart objects, expose their functional tasks that require
the service of smart objects in another document. An infrastructure then con-
nects the applications to the smart objects by matching the documents. Thus,
applications and smart objects are decoupled and the frame-work brings gener-
ality in the application development. Although this work is conceptually close
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to our approach, it does not provide any notion of its use in an existing infras-
tructure. In addition, this work is dedicated to network of smart objects instead
of seamless inclusion of everyday objects (can be smart or not) into an existing
NRS.

2.5.3 A Missing Link

In this section, we have mentioned some works that create networks of every-
day objects (e.g. using middleware) by the augmentation of different technolo-
gies. Generally speaking, this “network of smart objects” is a key point of the
“smart home” technology. Kawsar et al. [106] and Runge et al. [179] have
mentioned three key challenges which need to be confirmed for the prolifer-
ation of smart object systems. The challenges are : i) designing smart objects
in generic manner by decoupling smart features (eg. sensing/actuation ability)
from basic purposes of the objects. ii) developing general purpose applications
independent of smart objects i.e. supporting common dynamic infrastructure.
iii) engaging end-users in the deployment, configuration and maintenance pro-
cesses.

The works done in this thesis is an effort to address these challenges. Our
approach is based on robots, possibly a very particular smart object, and top-
down. We start from an existing network of robots and integrate various ev-
eryday objects (either smart or dumb) and human users to the robotic network.
We give a generic representation of robots, devices, objects as well as humans
to the network, so that they can afford generic application development. By
this generic representation, the end-users e.g. humans become generic network
nodes and are involved in the process of deployment, maintenance, and config-
urations. In the next section, we see the state-of-art in the multi-robot systems
towards the inclusion of everyday objects in a NRS.

2.6 Including Everyday Objects (Smart/Dumb) in
NRS

We have already seen, in the first section of this chapter (Section 2.1), that the
autonomous robotics community, particularly multi-robot systems and NRS,
have been doing active research to provide services autonomously for indoor
applications. One major distinction between the approaches in the area of au-
tonomous robotics and the approaches in the network of smart objects (or
context-aware systems) is that the presence of robots (very often mobile robots)
is essential in the former ones, whereas the robots are absent in the latter.

This raise one issue to the autonomous robotics; the interaction between
everyday objects (smart or dumb) and robots, particularly, in the case of NRS
in which robots perform tasks by cooperation of multiple robots and/or robotic
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devices. In this section, we investigate how this issue has been tackled in the
area of NRS.

2.6.1 Using Cognitive Robotics Techniques

The perception techniques developed in cognitive robotics, e.g. vision or laser
based perception systems for objects recognition, are commonly used in the
NRS. All NRS projects (which are mentioned in this chapter) assume one or
multiple robots having such capabilities. Such extrospective perception tech-
niques require the robots to be capable to run the perception systems. This
limits the number of participating robots in the network to access the proper-
ties and capabilities of everyday objects.

2.6.2 Using Full-Scale Processors

In the NRS literature, the initial efforts is found to embed a full-scale PCs or
robots or powerful (compared to micro-controller based processors available
nowadays) embedded processors (eg. PC-104 [160, 159], PDAs) with everyday
objects and home appliances for including them in the robotic network. These
processors are capable to run the model of interoperability, such as robotic
middlewares, on-board and make the everyday objects accessible to robots.

The Peis-refrigerator: a PC controlled sensor, actuator and RFID-reader
mounted fridge, the moving Peis-table (an Amigobot mounted table), the Peis-
parcel: a box containing a PC-104 like small computer that provides static in-
formation about the parcel and its content, etc. in the Peis-Ecology project [32,
33, 62, 162]; RFID-readers mounted intelligent bookshelf and intelligent din-
ning table where the readers are connected to PCs, and a robotic manipulator
mounted autonomous library cart for arranging books in the librarian robot
system in the Ubiquitous Robot Technology Space project [109, 108, 110]
are some specific examples to mention. Examples of such everyday objects are
available at other NRS projects too.

2.6.3 Using Tiny Devices

Also the NRS research field has taken advantages from the miniaturization of
computers trend. Several projects use mini or micro processors (we call tiny
devices) to create (network of) smart objects to realize the true ubiquitous
robot systems, in which these tiny devices coexist and cooperate with full-scale
robots.

The most common approach to include such tiny devices is to develop a
minimalistic version of the actual model of interoperability and to port this
light-weight version to them. Then by attaching these hardwares with everyday
objects we can make the everyday objects accessible to the network. Example
includes LwRTC in the “u-RT Space” project [110, 108], UPnP based approach



2.6. INCLUDING EVERYDAY OBJECTS (SMART/DUMB) IN NRS 39

for home automation [111], a dedicated PSFN (Player Sensor Fusion Node)
node in the AwareKitchen [12, 17, 180] project and Tiny Peis-Kernel [26] in
the Peis-Ecology project [162, 183], which we have already described in Sec-
tion 2.4. Although simple, these tiny devices are assumed to run the softwares
capable of communicating and interfacing with the general middleware.

2.6.4 Using Teeny Devices

Another approach for the access of (smart and dumb) everyday objects by
robots commonly seen in the NRS literature is that of using tags like devices
(e.g. active or passive RFID-tags) attached with the objects. This class of devices
has lower memory and processing power than the WSN mote like hardware
and they are unable to run any model of interoperability on-board. Note that
such devices we call, in this thesis, teeny devices.

These tags like devices usually provide an hardware identification number,
which is given during the manufacture. Typically, a robot equipped with a tag-
reader can access the information stored in the tag attached to an object, e.g.
a parcel, by using this identification number. The robot can also deduce the
location properties of the parcel by using the current location of the tag-reader.
For instance, in this example the location of the robot is the location of the
reader which indirectly denotes the location of the parcel since the reader is
mounted on the robot. The parcel, however, remain external to the distributed
robotic system. Thus, although robots in a distributed robot system can access
properties and send commands among each-other via this middleware, they
cannot interact with such devices via the same middleware.

Most of the NRS projects rely on ad-hoc implementation like the above
example. Towards the seamless integration of everyday objects by using tags
like low-memory devices in a NRS, there exist, to the best of our knowledge,
two other approaches in the NRS field. We describe them below:

• Using Web Services: Using web technology in combination of RFID-tags
to integrate everyday objects in service environment is proposed by Kim
et al. [109]. This technique is used in the Ubiquitous Robot Technology
Space (U-RT Space) NRS project [110, 108]. In this approach, the objects
are augmented by attaching an RFID-tag. The attached tag contains the
address of a Web page that publishes the object’s properties which are
encoded in eXtensible Markup Language (XML) format. Robotic com-
ponents mounted with RFID-tag reader read the attached RFID-tag and
obtain the properties of the object from the Web page. In this work, only
the physical properties of the object such as size, color, shape, weight
are represented and there is no consideration about context dependent
services. [89].

• Using a dedicated node: The PSFN (Player Sensor Fusion Node) nodes
are used as the interfacing points for the RFID-tags like devices in the
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AwareKitchen [12, 17, 180] project in addition to the WSN motes. These
are wireless nodes and contain the RFID-tag interface eg. RFID-reader
and make the tagged objects accessible to the network. This approach
brings a kind of generality on the used underline technologies by using
the PSFN nodes. However, this work mainly uses tags to identify and
localize the tagged objects.

2.7 Including Humans in NRS

The introduction of robots in our everyday life has introduced one additional
key issue to the "standard challenge" of autonomous robotics research area:
the presence of humans in the environment and the necessity to interact with
them [43]. In different type of robots and/or sensor-actuators systems, typically,
humans are treated as 1) Objects of interest (e.g. target object of tracking or
monitoring systems, service users). Almost all service robots and robotic sys-
tems, context-aware systems, and existing NRS Projects consider humans as
the service users. 2) Task generators when humans give the system tasks to be
performed; example includes GAS:eGadgets [66], URUS [168], DustBot [167],
MAAF [128] projects in which humans initiate the tasks for the robots and the
systems. 3) Partners of robots in the human robot collaborative works: mostly
in the team consisting of robots and humans e.g. MAAF [128], Shary [43],
Peer-to-Peer Human Robot Interaction Project in NASA [77, 76].

In the literature, we have found that interaction happens between humans
and a system in three ways. Here we assume that the system consists of net-
worked components.

2.7.1 No Interaction with the System

The users do not interact with the systems or with any one of its devices. One
typical example of such projects which use WSN to monitor the users or en-
vironment eg. Lime [124], Mires [197], PlantCare [116], Aware-Kitchen [12],
and Intelligent Space project [118]. Such systems perceive humans only as the
objects of interest.

2.7.2 Humans Interact with the Robot

When interaction with humans happens only at the robot level, we call this
interaction direct interaction. Said differently, the systems in which interaction
happens directly between humans and the specialized dedicated interfaces and
there exists no software agent or such in between. Very often such interfaces are
robots having audio visual interaction capabilities. Here the interaction hap-
pens only when humans and the interaction robots are in the direct communi-
cation range.
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Most NRS projects described in Section 2.1 in this chapter rely on direct
interaction by using the designated devices such as humanoid robots, wheel or
legged robots. Note that these NRS projects consider humans as the objects of
interest and task generators.

Although not the most common, this direct interaction is also found in the
team of robots and humans, which treats humans as a working partner. A sys-
tem called Shary developed by Alami et al. [43, 44] is one such project, which
considers humans as a working partner of robots. In this system, the robot is an
individual agent with its own beliefs, reasoning abilities and perception. Shary
interacts with humans by using multi-modal communicative acts, for instance,
dialog related acts and movement actions.

The direct interaction system using robots imposes one important require-
ment - the availability of interaction interfaces as well as the robot itself. This
restricts interaction between humans and the systems; only capable robots are
eligible for the interaction. However, with the inclusion of ubiquitous comput-
ing and ambient intelligence, the distributed and ubiquitous presence of per-
ception interfaces, interaction interfaces, and processing modules has become a
common design trend. This increases the capabilities of the systems to perceive
and provide services to the human users in a large extent. Therefore, in such
new systems, especially in the indoors, we need solutions which perceives the
humans and provides services ubiquitously.

2.7.3 Humans Interact with the Environment

When the interaction happens between humans and robots via a third software
and/or hardware module, we call such interaction indirect. The software or
hardware module is the mediator between humans and the robots. In this in-
teraction approach, the robots and interaction devices are not necessarily tied
together on the same platform. Even though the perception and interaction
interfaces exist on the same platform, the ultimate communication happens
through a third software agent or digital representative.

With the inclusion of Ambient Intelligence (AmI) in our everyday life, the
interaction between humans and environment has become ubiquitous. In this
trend, the interaction devices as well as various sensors, actuators and compu-
tational devices are distributed in the environment as ubiquitously as possible.
Typically, such systems monitor humans and provide services according to the
context of human users. They are also known as context-ware system partic-
ularly, when the system are dedicated to work on the context of the human
users.

In the context-aware systems developed in AmI community, typically hu-
mans are monitored in an intelligent environment and are treated as the objects
of interest and task generators. Baldauf et al., in a survey on context-aware
system [13], has pointed out that most of the major frameworks for such sys-
tems are currently rarely using the resource discovery mechanisms. According
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to them, the lack of resource discovery support has become a major draw-
back of many well-known systems (eg. Gaia [46, 177], Hydorgen [97], Con-
text Toolkit [61, 187]), because it implies that the used context sources are
stable and permanently available, which is not always practical in many real-
world scenarios. They argue that the resource discovery mechanisms are impor-
tant, especially in a pervasive environment, where available sensors, the context
sources, change rapidly; existing ones are removed or new ones are added. Con-
trary to the existing well-known context-based systems, NRS systems are also
in the situation where mobile context sources such as mobile sensors, devices
as well as mobile robots are available in the NRS environment.

The lacking of another feature has restricted us to use the frame-work devel-
oped for the context-based systems. In case of the most context-aware systems
(eg. systems mentioned in the survey [13]) developed in the AmI community,
the systems do not provide the capabilities of human user, although they pro-
vide the current context of the object of interests eg. humans. Unfortunately,
in the NRS frame-work the system requires the capabilities and properties of
humans when a planner like deliberative component considers humans as the
action performing agents.

The approach proposed in this thesis to include humans in a robotic net-
work uses intelligent environment where interfaces and devices are distributed
pervasively and networked. Our approach provides a discovery mechanism for
the available context sources in a NRS at runtime and abstracts the nature of
context sources change to the network, more specifically, to the deliberative
components. In addition, our approach brings one additional flexibility to the
system where the humans are also considered as action performing agents.

2.7.4 Teams of Humans and Robot

Works in the “team of robots and humans“ research community considers hu-
mans as a working partner of robots. This view is very close to our vision. In
this community, representing humans as software agents is a common approach
for interacting with humans.

One of the first approaches is Machinetta [190, 189], which is a proxy (a
software agent) based approach to build a team consisting of Robots, Agents
and People (RAP). This approach has been used in Multiagent Adjustable Au-
tonomy Framework (MAAF) for multi-robot, multi-human teams performing
tactical maneuvers project [128]. In the Machinetta approach since the proxies
interact closely with their proxied entities, it is required that they exist in close
physical proximity. In addition, Machinetta system does not provide any con-
text related information such as position. Another limitation here is a lack of
dynamic nature of proxies. This system assumes the proxies are already exist-
ing and it does not allow for dynamic creation of proxies when new RAPs join
in the system.
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Fong et al. has proposed an interaction infrastructure called “Human-Robot
Interaction Operating System” (HRI/OS), which provides a structured software
framework for building human-robot teams [76, 77]. This is also agent oriented
architecture and here humans are represented as software agents, such as prox-
ies, just as robots. This approach is the closest to our approach. This approach
has been used in NASA for their space research. However, in this system hu-
mans and robots coordinate their actions through dialogues and this limits the
accessibility of human’s properties to only the capable robots in a NRS.

Other agent based approaches to consider humans as working partner in
the team of robots and humans are CapCom proposed by Clancey et al. [42],
and Distributed Collaboration and Interaction (DCI) system proposed by Mar-
tin [131].

In the team of robots and humans, the role of a person in the team is im-
portant rather than the properties of individual person. On the contrary, in
the service robotics, the human individual himself/herself is interesting to the
systems. Because the behavior, properties, capabilities, preference of living stan-
dards, etc. are different from person to person and the service robotics systems
should adapt these attributes and provide services accordingly. Therefore, al-
though there exists many solutions to include humans in a robotic team in the
team of robots and humans research community, these solutions are not suffi-
cient in the area of service robotics such as NRS.

Another interesting point in the “team of robots and humans” is that most
works assume unimodal interaction channel for human-robot interaction and
such modality is always available (e.g. wearable devices). This is a hard as-
sumption for a project consisting of multiple interaction interfaces, which are
possibly mobile and pervasively distributed in the dynamic environment, such
as the Peis-Ecology [183].

2.8 Discussion

From the above discussion we see that there is great potential in being able to
make computers, robots, small sensing or acting devices, augmented everyday
objects and even humans communicate and cooperate in a common framework.
We have reviewed a number of prominent proposals and found that none of the
works provide a generic approach to smoothly integrate all of the above types
of entity into one and the same system although some works deal the issue
partially. We fill this gap in this thesis.

Several efforts have been taken from the robotics and WSN community
to include WSNs in the robotic network (discussed in Section 2.4) such as
TinyLIME, TeenyLIME, and RUNES. These are, however, dedicated for sens-
ing and lacking of actuation capabilities, which, we argue, is essential for a
generic NRS node. Works done in NRS community include the actuation char-
acteristic to a tiny node. Unfortunately, they are not sufficient as well; either
they are customized to a specific platform e.g. LwRTc or they are too big to



44 CHAPTER 2. RELATED WORK

run on commercial motes e.g. UPnP and Player-PSFN approach even though
they require less memory and processing capability than the traditional NRS
middleware. We also realize that on the dynamic reconfiguration at runtime
none of the discussed works are sufficient in a robot and tiny sensor-actuator
hybrid network. In this thesis we propose a light-weight middleware kernel
called Tiny Peis-Kernel that runs on an off-the-shelf or a custom-build WSN
node and performs sensing and actuation, and offers a light-weight mechanism
for the dynamic reconfiguration at runtime for a hybrid middleware consisting
of robots and WSN nodes. We will see later in Chapter 4 a detail description
and implementation of these contributions.

Towards the inclusion of everyday objects, in all the approaches described
in Section 2.6, we see a common view of treating the everyday objects: they
are only perceived by other networked components. Thus, we realize lacking
of generality to the truly seamless inclusion of everyday objects in a robotic
network, in which everyday objects and robots can access and exchange com-
mands between each-other as the same way other robots do. We argue that it
would be extremely useful to make everyday objects and simple devices part of
a distributed robot system by making them accessible throughout the system
via the same middleware [101]. In Chapter 5, we will describe in detail this
view, its implementation and some advantages that a NRS can achieve by the
view.

To include humans, we see from Section 2.7 that in all existing NRS projects
humans are considered as the objects of interest and task generators, and none
of them considers humans as action performing agents. We advocate for the
fact that considering humans as both the action performing agents (actuators)
and information provider (sensors) in a NRS similar as to the team of robots
and humans, the NRS can achieve several advantages as well as becomes more
robust. To give a such representation of humans, we use our approach to in-
clude everyday objects and extend it for humans. Later in the Chapter 6, we will
see how this seamless integration of humans in a NRS as a generic NRS-node
brings several key advantages which is beyond the state-of-art NRS technolo-
gies.



Chapter 3
Background: The Peis-Ecology
NRS

This thesis work is part of a larger investigation effort called “Ecology of Phys-
ically Embedded Intelligent Systems” or Peis-Ecology [162], 1 which started in
2004. It was a collaborative effort between Örebro University, Sweden [156]
and ETRI (Electronic and Telecommunication Research Institute), Korea [69].
We have already outlined the main point of this project in Section 2.1 in pre-
vious chapter. Correspondingly, in this chapter we provide the necessary back-
ground on the Peis-Ecology concept and its various constituent components.

We start with the history and concept of the Peis-Ecology in Section 3.1.
Following in Section 3.2, we mention some advantages that the Peis-Ecology
offers. How the Peis-Ecology concept can be realized in practice is discussed
in Section 3.3. Next two sections give a detail description of the constituent
components: the shared memory model and configuration (in Section 3.4), and
the middleware (in Section 3.5). The experimental test bed for the concept is
called the Peis-Home. We give an overview of this testbed in Section 3.6 since
we have used this test bed for all the experiments. Then we see, in Section 3.7,
what was missing in the Peis-Ecology implementation when the thesis started;
this thesis creates these missing links.

3.1 The History and Concept

The concept of Peis-Ecologies is introduced by Saffiotti and Broxvall [183,
182]. The concept puts together insights from the fields of Artificial Intelligence
(AI), Ubiquitous Computing (UC), and Robotics (see Figure 3.1). Although
AI, UC and Robotics research areas have produced many impressive results
in their own domains, Saffiotti and Broxvall argue that the crucial problems of
integration between these fields is non-trivial due to the fundamental differences

1Peis is pronounced /peIs/ like in ‘pace’.
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Figure 3.1: The scientific placement of the Peis-Ecology. The figure is adopted
from Saffiotti and Broxvall [183].

between the areas. For instance, typically techniques in AI consider symbol-
level representations in a global view (both in space and time) on a discretized
world, whereas those in robotics rely on signal-level representations and local
views on a continuous world. On the other hand, the UC techniques are lacking
of physical embedding such as perception and action.

Despite of a remarkable recent research efforts in pairwise combination of
these research domains, for instance, Autonomous Robotics, Ambient Intelli-
gence, and Sensor Networks (see Figure 3.1), the integration of all three areas in
which the concept of Peis-Ecology lies did not get much attention in academia
and industry. The Peis-Ecology is the second research project in this direction
right after the Japanese Network Robot project [150]. The key distinction be-
tween these two projects is the Japanese project is markedly application ori-
ented while the Peis-Ecology project emphasizes on the conceptual integration
between the mentioned research areas.

The Peis-Ecology concept provides a radically new approach toward the
inclusion of robotic technologies in everyday environments. This approach is
inspired by the ecological view of robot-environment relationship as well as net-
worked robotics, i.e., advanced robotic functionalities are not achieved through
the development of extremely advanced robots, but through the cooperation of
many simple robotic components, e.g. robots, distributed sensors and actua-
tors, and other environmental entities such as home appliances.

The concept of Peis-Ecology builds upon the following ingredients (we refer
the readers to [33, 186, 26, 184, 182, 162] for more details):

First, any robot in the environment is abstracted by the uniform notion of
Peis (Physically Embedded Intelligent System): any device incorporating some
computational and communication resource and possibly able to interact with
the environment through sensors and/or actuators. A Peis can be as simple as
a toaster and as complex as a humanoid robot. In general, we define a Peis to
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Figure 3.2: The Peis view (right) of a commercial vacuum cleaner (adopted
from Saffiotti and Broxvall [183]).

be a set of inter-connected software components residing in one physical entity.
For example, in Figure 3.2 the commercial autonomous vacuum cleaner can
be seen as a Peis when it incorporates functional components for perception
(P), modeling (M), deliberation (D) and control (C). Each Peis-component may
include links to sensors and actuators as well as input and output ports that
connect it to other components in the same Peis or in other Peis.

Second, all Peis are connected by a uniform communication model, which
allows the exchange of information among the individual Peis, and can cope
with their dynamic joining and leaving the ecology.

Third, all Peis can cooperate by a uniform cooperation model based on
the notion of linking functional components: each participating Peis can use
functionalities from other Peis in the ecology in order to compensate or to
complement its own.

Example - 3.1 Figure 3.3 illustrates the concepts of Peis-Ecology. The robot
vacuum cleaner (a Peis) does not have enough sensing and reasoning resources
to assess its own position in the home. But suppose that the home is equipped
with an overhead tracking system (another Peis). Then, we can combine these
two Peis into a simple Peis-Ecology, in which the tracking system provides a
global localization functionality to the cleaning robot, which can thus realize
smarter cleaning strategies. Suppose further that the cleaner encounters an un-
expected parcel on the floor. It could push the parcel away and clean under it,
but the cleaning robot requires to know the weight of the parcel to decide so. If
the parcel is itself a Peis, e.g., it is equipped with a WSN mote or a smart RFID-
tag, the cleaning robot can communicate to the parcel, and they can exchange
necessary information between them to perform the task smoothly.

Thinking one step forward, if the human inhabitant is accessible to the ecol-
ogy, the cleaning robot can possibly notify the human about the parcel. Even
the robot can make a gentle request to the human for removing the parcel de-
pending on the current activity and status of the human if necessary. Thus, the
cleaning robot performs its tasks by communicating and sharing functionalities
with other existing components including humans in the ecology.
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Figure 3.3: A simple example of cooperation in a Peis-Ecology. The vacuum
cleaner borrows localization functionality from the ceiling vision localization
system and communicates to the parcel for a deliberative functionality. The
figure is adopted from Saffiotti and Broxvall [183].

A Peis-Ecology is defined as a collection of inter-connected Peis all embed-
ded in the same physical environment, and a configuration of a Peis-Ecology
is as a set of connections between components within and across the Peis in
the ecology. Figure 3.4 shows the configuration of the ecology mentioned in the
Figure 3.3 in which the vacuum cleaner is connected to the tracking system for
modeling functionality and to the parcel for deliberation functionality.

One interesting point of this Peis-Ecology is that the same ecology can be
configured in many different ways depending on the current context such as
availability of devices/functionalities or changing of tasks. For example, Fig-

Figure 3.4: The Peis-Ecology functional view of the same scenario in Figure 3.3.
The figure is adopted from the article [183].
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Figure 3.5: The Peis-Ecology functional view of the same scenario in the Fig-
ure 3.3 with different configurations than the Figure 3.4 depending on the con-
text and/or the availability of the components. The vacuum cleaner communi-
cates to the parcel and informs the human about it.

ure 3.5 represents another set of configurations of the same scenario described
in Figure 3.3. In this new set of configurations the vacuum cleaner communi-
cates to the human inhabitants and asks for help to realize the parcel’s prop-
erties or reports about the parcel. Thus the Peis-Ecology is seen as the robotic
assistants distributed in the home whose shapes and functions change dynami-
cally according to the context.

3.2 What The Peis-Ecology Offers

We can achieve several benefits from the concept of Peis-Ecology. Here we
mention some such advantages that, according to Saffiotti and Broxvall [33,
182], the Peis-Ecology offers:

• Redefines the very notion of robot: a decentralized “cognitive robotic
environment” in which perception, action, memory and processing are
pervasively distributed in the environment. This notion includes from a
full fledged robots to embedded simpler everyday objects and home ap-
pliances.

• A distributed dynamic environment/framework: by using this concept it
is possible to build a highly dynamic environment where the number and
capabilities of devices do not need to be known a priori. In such envi-
ronment, any robotic component regardless of their being mobile robots
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or environmental sensors/actuators can join and leave the ecology at any
moment.

• The Peis-Ecology simplifies many difficult research problems of current
autonomous robotics by replacing complex on-board functionalities with
simple off-board functionalities. For example, in the parcel scenario in the
Figure 3.3 the global localization of the vacuum cleaner robot is easily
achieved by the static celling cameras, and the most convenient way to
access the properties of the parcel is to store those properties in the parcel
itself.

• The Peis-Ecology approach offers initiatives to address problems beyond
the capabilities of current robotic systems. An example of such type is
reported by Broxvall et al. in [32], where the current limitations of mo-
bile olfaction have been circumvented an alternative solution. Due to the
current limitations of using a single olfactory mobile robot in a passive
environment, they have used the Peis-Ecology approach to solve a home
monitoring task involving the use of olfaction, which generates a satis-
factory results.

• The Peis-Ecology aims to operate in the presence of, and at the service
of humans. The concept offers a new tool to integrate humans in a NRS
compare to the most existing approaches in literature. One remarkable
fact is that in this concept robots and humans can cooperate to perform
a task. Note that the development of this point is part of this thesis work
and is described in detail in the Chapter 6.

Above all, the Peis-Ecology offers a modular, flexible and customizable
unified framework that provides an affordable and acceptable way to include
robotic technologies in our everyday life.

3.3 The Peis-Ecology Realization

In order to realize the Peis-Ecologies, attention is required both on the com-
munication and integration of the constituent components, and the individual
functionalities of each component. Important functionalities to be provided in-
clude introspection and configuration of multiple components as well as the
establishment of a suitable collaboration mechanism. Commonly these func-
tionalities are provided by a middleware, which acts as a collaboration layer
between all devices, lifting the complexity of low-level communication and
hiding the heterogeneity of the underlying systems. In the realization of the
Peis-Ecology, the implemented middleware is called Peis-Middleware. In the
following two sections, we describe first the shared memory model used for the
Peis-Ecology implementation and the configuration done by using the chosen
shared memory model in Section 3.4, and then the Peis-Middleware and its
requirements for implementing the Peis-Ecology in Section 3.5.
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3.4 Shared Memory Model and Configuration

A combination of event-based and tuple-base communication model is imple-
mented in a distributed manner for the distributed shred memory model of
the Peis-Ecology. The event mechanism provides efficient communication over
networks whereas the tuplespace abstracts the memory shared between com-
ponents. This hybrid approach is successfully used in ambient intelligence sys-
tems e.g. TOTA [130], in sensor networks e.g. Mires [197] and in autonomous
robotics e.g. Lime [145]. (See Section2.3.2 and 2.3.3 above).

In a tuplespace, information is represented as a tuple that usually is a key
and data pair. The insert and read operations are the way of writing to and
reading from a tuple in the tuplespace. To augment event mechanism in such a
tuplespace, the Peis-Ecology reference architecture implements the event base
primitives such as subscribe and unsubscribe. These enable any networked
component respectively to signal and to withdraw its interest for a given tuple-
key. When an insert operation is performed to a tuple, all subscribers to that
tuple are notified.

In the Peis-Ecology, by implementing a small database of tuples a Peis-
component stores all necessary tuples and participating components by shar-
ing their databases create a distributed tuplespace. Problems associated to dis-
tributed databases such as synchronization are solved by the middleware ker-
nel, whereas the ambiguity between tuples, which have similar tuple-keys, is
solved by the tuplespace representation.

Every Peis-component in the Peis-Ecology has a unique identifier called
peis-id that is used as the namespace, and tuples are separated into different
namespaces. Through a search mechanism any Peis-component finds and con-
sumes the relevant tuples produced by other Peis-components and this allows
the Peis-Ecology for an expressive and flexible communication model. This tu-
ple space thus constitutes a distributed database into which any participating
Peis-component can read and write information regarding any participant.

In the Peis-Ecology, a set components can be reconfigured in many different
ways for performing different heterogeneous tasks (as we have already seen
in the Figure 3.4 and Figure 3.5) by accessing the shared memory. We know
(from Section 1.1) that to solve this reconfiguration problem requires three
questions to answer: which components should collaborate, what data should
communicate, and how these collaborations and communications can be done.
Similar to the usual practice, here the configuration problem is also tackled by
using a configurator such as [126] or [86]. These configurators can solve only
the first two of questions (which and what) by using introspection while the last
question (how) relies on the implemented shared memory and communication
model i.e., on the middleware.

To discover the available components in the ecology (introspection), the
Peis-Ecology uses a fixed functionality component called PeisInit that runs on
every capable machine in the ecology and provides a list of available com-
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ponents. This PeisInit component is part of the Peis-Middleware and we will
therefore describe it below in Section 3.5.1.

To answer the questions what data to communicate and how, the Peis-
Ecology reference architecture uses the notion of indirect reference at the tu-
plespace. In the Peis-Ecology terminology, this indirect access of tuples is called
indirect tuple or meta-tuple and is defined below. By the meta-tuples the con-
figurations in the Peis-Ecology can themselves be represented and instantiated
as tuples.

Definition - 3.1 A meta tuple is a tuple whose data is a pointer to another
tuple to be used. By implementing components to read inputs from named
meta-tuples in their own tuple space and produce outputs to concrete tuples we
achieve an easy way of configuring components [31].

Example - 3.2 As an example of using the meta-tuple, consider a situation
where we have a monitoring component A, which consumes a meta-tuple called
A.m-sensor.readings to analyze the sensor readings. The component A turns
on the alarm if the mean value of the sensor readings is more than a given
threshold. By using the notion of meta-tuple the component A can easily get
sensor readings from another component S if we set A.m-sensor.readings tu-
ple to S.sensor.readings, where S is a sensor and produces sensor.readings
tuple containing twenty latest samples.

By using the notion of meta-tuples the device itself as well as any deliber-
ative component such as planner, or users of the system such as humans, can
reconfigure the Peis-Ecology dynamically at runtime to perform various tasks.
We see some example configurations in Figure 3.6, in which the configuration
planner computes the configurations (e.g. cd1(i1) = 〈d3,o3a〉), translates them
into meta-tuples (e.g. B[d1 :: i1] ← d3 :: o3a) and sends them to the devices
using the shared middleware. The devices read the meta-tuples for inputs and
outputs, and reconfigure themselves accordingly using the middleware. Here to
the devices, configurations are just tuples and the configuration generators are
fully abstracted.

The Peis-Ecology supports both plan-based and reactive configuration tech-
niques. This configurations algorithms are not in the scope of this thesis and
therefore, we refer the readers to Lund et al. [126] for the AI inspired plan-
based configuration technique and to Gritti et al. [86] for the reactive con-
figuration technique. However, in this thesis we describe how the concept of
indirect reference i.e., meta-tuple has been inherited for the inclusion of differ-
ent devices, particularly for the tiny wireless sensor and actuator nodes (e.g.
WSN motes), to the existing network consisting of robots and full-fledged PCs.
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Figure 3.6: What we get out of the concept of indirect reference. Three devices
are d1,d2 and d3 and they implement meta-tuples. The cdk

(ij) denotes the
computed configuration for the input ij of the device dk; the B[dk :: ij] is the
translated meta-tuple format of cdk

(ij); and the i and o stand for respectively
inputs and outputs. A configuration that connects the first output of d3 to the
first input of d1 is expressed as cd1(i1) = 〈d3,o3a〉.

3.5 The Peis-Middleware

The Peis-Middleware, described in this section, is the realization of the Peis-
Ecology model described in Section 3.1. The description of the Peis-Middleware
is adopted from Broxvall et al. [32, 192, 34, 26, 31].

In order to implement the Peis-Ecology model many requirements have
been posed on the infrastructure to be used. According to Broxvall [31], these
requirements include: to provide a shared memory model; to provide simple
mechanisms for introspection and for dynamic configuration; to have a small
footprint suitable for both small embedded devices and larger computers; to
support different hardware, operating systems, and communication protocols;
to scale up smoothly as the number of devices increases; and to cope with the
appearance and disappearance of devices (or group of devices) from the net-
work. Finally, the open and dynamic nature of a Peis-Ecology suggests that a
middleware for it should be fully decentralized.
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Figure 3.7: Overview of the Peis-Ecology software stack.

The Peis-Middleware is a stack of software libraries shown in Figure 3.7.
At the top of the stack, there are a number of specific application components,
which deliver the actual robotic functionalities performed in a Peis-Ecology,
such as navigation, planning, image processing. The middleware and other
components developed as part of the Peis-Ecology project are available un-
der an open source license at the project website http://aass.oru.se/�peis/
[162].

Below the application components layer is the Peis-Ecology middleware. It
consists of two parts: first, a software library called Peis-Kernel used by all par-
ticipating Peis and the Peis-Kernel implements the distributed tuplespace with
component discovery and network communication; and second, a few special
Peis-components capable of performing advanced meta-level actions on the
ecology at whole. The meta-level components are in charge of introspection,
configuration, monitoring and debugging. For example, the Tupleview (see Fig-
ure 3.8 and Figure 3.9) a meta-component consists of a graphical user interface
which displays all the available networked Peis-components, tuples and the
network topology, and which allows the user to modify tuples. It is also seen
as a debugging tool for developing Peis-Ecologies. For the detail description of
the Tupleview we refer the readers to Broxvall [34].

The configurator meta-components use an introspection mechanism to rea-
son about the available components and create a Peis-Ecology configuration
suitable for performing the given tasks [126, 86]. Another meta-component,
PeisInit provides a list of available components with their semantic description,
deploys and monitors any listed component at runtime upon requests. The con-
figurator components use this PeisInit for introspection. In addition, PeisInit
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has been used for some example implementations of the concepts developed in
this thesis. Therefore, in this chapter we also give a sufficient description of the
PeisInit meta-component.

3.5.1 The PeisInit

PeisInit is a standardized component in the Peis-Ecology framework and is
present on all capable machines participating in the ecology. The PeisInit is
started on boot time and always present. It provides a list of available Peis-
components residing in a Peis as well as publishes semantical descriptions of

Figure 3.8: Tupleview – a graphical user interface for the Peis-Ecology. In
the figure, Jay-Office is the Peis (Jay’s computer) and all second level com-
ponents, such as CellphoneIface, Display and FRS, are the Peis-components
running on the Jay-Office Peis. Selected Bluetooth.Johanna is a tuple whose
data and other related information, such as all timestamps, are displayed in
the frame at right side. A tuple can be edited manually from the tupleview by
submitting a value in the right-frame at lower text box. For instance, the value
of Bluetooth.Johanna tuple (“living-room“) can be replaced by ”bed-room“
from the tupleview.
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Figure 3.9: The snapshot of tupleview that shows the subscriptions and net-
work topology among components mentioned in Figure 3.8.

each such found component. This list is built up from the content of a con-
figuration file on each Peis listing the available resources and programs in an
XML based format describing the semantics of the components. The PeisInit
publishes all information as tuples in the distributed tuplespace. Therefore, any
component in the network can easily retrieve information regarding other avail-
able components from the tuplespace.

The main responsibility of the PeisInit component is to launch the UNIX
processes necessary for running the components requested via the tuplespace.
It can also launch a process if it is set up in the script when initialized. In
addition to describing and launching components, the tasks of PeisInit also
include monitoring and restarting components in case of failures.
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Figure 3.10: Contents and sizes of an ordinary tuple (Peis-tuple) in the Peis-
Ecology.

3.5.2 Distributed Tuplespace

The Peis-Middleware implements a distributed tuplespace as a shred memory
model among the distributed components. The implemented tuplespace is a de-
centralized version of the shared memory model called Linda-space [80], aug-
mented with an event mechanism. Typically, a Linda-space is considered as a
repository of tuples that can be accessed concurrently by any of the involved
processes and each tuple has a key and a data memory.

In the Peis-Middleware implementation, a tuple is called Peis-tuple and
consists of a namespace, key, data, and a number of meta attributes such as
timestamps and expiration date [31, 192]. A component corresponding to the
namespace is called the owner of a tuple. In the Peis-Ecology implementation
every component has a Peis-id, which is the namespace of a tuple. The struc-
ture and size (in bytes) of a Peis-tuple is shown in Figure 3.10 and the seman-
tics of different fields are as follows (adopted from the Peis-Ecology project
report [185]):

• owner: The component owns this tuple is seen as the namespace of the tu-
ple. In the Peis-Ecology, the namespace is the identifier of Peis-component
i.e., Peis-id of a component. Only the owner component has the master
copy of a tuple.

• creator: The component that created or last performed a write operation
to this tuple. Typically this is the same as owner but under a few circum-
stances it can be of interest to allow writes to tuples belonging to the
namespace of another Peis. One such case we see in the below example.

Example - 3.3 Light monitoring sensor component A sets a tuple light-
value to another component B so that a third component component
C, an actuator for window blinds, reads the light-value from B and
accomplishes the actuation task. In this example, A is the creator, B is the
tuple owner and C is the consumer of the light-value tuple.

• ts_write: Time-stamp that denotes when the tuple was committed into the
distributed tuplespace as determined by the owner.
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• ts_user: It is user defined timestamp. Used for e.g., dating percepts and
compensating for tuple processing time.

• ts_expire: It gives persistence information of the tuple. If the value is less
than zero, tuple persists indefinitely. If the value is zero then the tuple
is deleted as soon as it has been received (and propagated). The later is
useful for only triggering callbacks but not storing the tuple.

• key: The key of the tuple is divided into a number of parts: currently up to
seven e.g., camera1.position. This division of the key allows wild-card
searches like e.g., *.position on specific field. Wild-cards are specified
using NULL values for pointers or -1 for integers.

• data: It is the data that can be stored in the tuple. As a soft convention
data should preferably be a readable (null terminated) C-string or should
begin with a null terminated C-string followed by binary data.

• datalen: The datalen represents the used length of the data for a tuple if
the data is non-null, otherwise "-1".

• meta-data: This field contains meta information which is used only for
implementation purposes. It is a combination of several meta-information
fields.

In order to read a tuple in the tuplespace, a Peis-component must subscribe
to the tuple of interest before reading it if the tuple belongs to a remote compo-
nent in the network. This subscription is performed by using an abstract tuple,
defined below, corresponding to the tuple of interest. This abstract tuple allows
to involve event mechanism by the callback registration.

Definition - 3.2 An abstract tuple is a tuple in which one or more fields have
been initialized to a wild-card value while the remaining fields have been given
a concrete value. When comparing abstract tuples to concrete tuples, an ab-
stract tuple is said to match a tuple if all non wild-card fields are equal to the
corresponding fields of the concrete tuple.

By using an abstract tuple any tuple can be read or written with the latest
information within the tuplespace. As a response of the subscription, when a
Peis-component receives a notification that a tuple matching an abstract tuple
has been modified, it performs two things. First, the modified value of the tuple
is stored in a local database. This allows the local read operation to complete
instantly. Second, if a callback function has been registered to the abstract tuple
matching the modified tuple, the callback is invoked. Thus, the middleware
kernel implements not only a pure distributed tuplespace but also allows an
event based flow control.
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In order to implement the Peis-Ecology model, other modifications to the
Linda concept include the use of timestamps such as writing time, user-defined
time, and expiration date. The timestamps are used to know when tuples are
created or modified at the latest as well as dates for expiring outdated tuples. To
allow timestamps to be meaningful a distributed clock has been implemented
in the middleware kernel to ensure that all possible devices use the same frame
of reference [34].

3.5.3 The Peis-Kernel

Peis-Kernel is the most important part of the Peis-Middleware as well as the
most relevent for the scope of this thesis work. It is a cross platform library
which implements the Peis abstraction discussed above (in section 3.1), and
which can be run on heterogeneous hardware and software environments. Sim-
ply put, any networked device which runs the Peis-Kernel can be seen as a Peis,
and can communicate and cooperate with other Peis using the Peis-Ecology
communication and cooperation model. Hence, an abstraction of operating sys-
tem specific communication methods has been implemented at the lowest level
(see figure 3.7) to provide potential communication links and device detection
for shared medias, e.g., using TCP/IP broadcasts on wireless LAN networks.
This layer also provides general services for initializations, calling functionali-
ties periodically, etc.

As a communication model, we have adopted the tuplespace based ap-
proach augmented with an event mechanism described above. The implemen-
tation of the distributed tuplespace relies on a peer-to-peer (P2P) network. The
network and the available hosts and resources are dynamically updated when-
ever a Peis enters or leaves the ecology. When the source and the destination
nodes are not connected directly, multihopping is used. A standard algorithm
for congestion control, Weighted Random Early Detection (WRED) [169], is
used to ensure a higher QoS for control messages and meta-data for multihop
routing [31, 192].

When a Peis is powered on, an ecology is formed only by the components
residing there, provided that the Peis is not connected to other Peis during the
starting time. In course of time, the newly started Peis are detected by the other
existing Peis or vice-versa, the connections are established, the ecologies are
merged and the components and tuples appear in the distributed tuplespace.
Similarly, when any Peis leaves the ecology because of turning off or going out
of the communication range, this is noticed by the remaining Peis-components
which use tuples belonging to those Peis-components. These tuples are then
dropped from the users local inventory of tuples and attempts to modify these
tuples generates an error, which possibly leads the re-configuration of the ecol-
ogy. It is worth to mention that since tuples are used for closed (control) loops
used in robotic applications, it is important to not queue tuple modifications,
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otherwise unwanted actions might occur when the Peis are introduced into the
ecology [31].

In the Peis-Middleware, different Peis-components communicate by pub-
lishing and subscribing tuples. All read and write operations to a tuple are
transparently handled by the Peis-Kernel.

When any component writes to a tuple belong to other component, it is
done by sending a message to the owner Peis-component of the tuple for up-
dating the master copy. All tuple operations for a tuple goes through the owner
and this mechanism allows all distribution aspects such synchronization, am-
biguity to be solved without e.g. voting mechanism [54]. For example, if the
tuple owner receives requests for writing more than one tuples at a time, the
requests are executed in first in first out (FIFO) manner. Thus, the owner com-
ponent avoids the synchronization issues with simultaneous writings, and sends
the notification of the modified value to all other subscribed Peis-components.

Tuples are only propagated to those components which have registered an
interest for the tuples. For this purpose, the middleware provides a subscription
mechanism. The abstract tuples are used to register interest in different kinds
of data. After the subscription, a component can read tuples either through a
direct read operation from the local cache, or through a callback mechanism.
The former allows for a value-based semantics, while the latter allows for an
efficient event mechanism. Note that abstract tuples are used for all these oper-
ations.

Generally the producers create tuples in their own tuple space and con-
sumers establish explicit subscriptions to these produced tuples to access the
data to be used. This limits the reconfiguration of the Peis-Ecology at runtime.
However, the meta-tuple (defined in Section 3.4) provides a mechanism for indi-
rect reference which allows components to be configured during the execution
time. Technically, meta tuples are the practice of internal dynamic subscription,
read operation and unsubscription.

By using meta tuples as inputs, it is possible for consumers to read hard
coded meta tuples (from their own tuplespace) which corresponds to input
ports. To configure such a consumer a deliberation component or configura-
tor writes the namespace and key of tuples produced by any producer. The
consumer then automatically subscribes to and reads the tuples from the pro-
ducer. If the consumer Peis-component is reconfigured to read another tuple,
the previous subscription is canceled and a new subscription is established for
the corresponding namespace and tuple. All these are handled by the kernel. A
callback function should be invoked to use the received data using meta-tuple.

Example - 3.4 In the example shown in Figure 3.4, to let the vacuum cleaner
(VAC) use position information produced by the overhead tracking system (TRACK),
one simply creates a tuple with key VAC.use-position and value TRACK.position.
This will tell the vacuum cleaner VAC to create a subscription to the position

tuples owned by TRACK. This mechanism in this way allows the configuration
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components in the meta-level to automatically create and deploy configura-
tions.

The meta-tuple can be used not only for reading a tuple but also for writ-
ing to a tuple in the tuplespace. The meta-tuple is realized as a structure con-
sisting of the following fields: source/destination address, referenced-key, port-
type(I/O) and data-type. Here the data-type field denotes the data format of
the referenced-key. Since in the Peis-Kernel tuple data are represented only in
string format, we know the data-type in advance. On the other hand, the port-
type (I/O) field is imposed in the naming of a meta-tuple by using "mi-XX" for
meta-input and "mo-XX" for meta-output.

Example - 3.5 The vacuum cleaner scenario in Example 3.4 is implemented in
the Peis-Kernel by using a meta-tuple VAC.mi-use-position=(TRACK posi-
tion). The vacuum cleaner reads this meta-tuple from its local tuplespace and
subscribes to the TRACK component for the position tuple.

From the users point of view the meta-tuple mechanism makes program-
ming configurable component very simple since input tuples then can be read
with a simple API call and the kernel automatically handles setting up new
subscriptions, etc. as the configuration is changed. Note that the current imple-
mentation of the meta-tuple in the Peis-Middleware does not support wildcards
neither in namespace nor in keys [31].

Summary: The Peis-Kernel is an on going effort. The size of the so far de-
veloped kernel is 512 KBs and it requires 128 KBs of programming RAM to
run on board. The Peis-Ecology software stack, especially the Peis-Kernel, has
been implemented on desktop machines, robots and home appliances equipped
with PC-like computers, and tested in a number of scenarios [31, 183, 33, 186].
Some of the experiments also involve automatic self-configuration of the ecol-
ogy [126, 86]. All these experiments demonstrate the primary validation of
the Peis-Ecology concept and many of them are available on the project web-
site [162] in video format.

3.6 The Peis-Home: Peis-Ecology Testbed

The Peis-Ecology project has a physical experimental environment which is
dedicated to verify the concepts by implementing various experimental sce-
narios. This test bed is called Peis-Home. The Peis-Home replicates a typical
Swedish bachelor apartment in 25 square meters. Figure 3.11 gives outline of
the Peis-Home. It consists of a small kitchen and two rooms: a living room
and a bed room. Apart from the main apartment there is also an “observation-
deck”, which is right after the living room. The observation-deck is a small
elevated area and is used for monitoring the experiments and controlling the
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behavior of the full Peis-Ecology in the Peis-Home. Figure 3.12 shows the
kitchen and the living-room and Figure 3.13 shows the partial view of the bed
room and the observation-deck.

The Peis-Home is equipped with a communication and computation infras-
tructure, and with a number of robots, PCs and embedded processors such as
PC-104 and Gumstix. Typically, the PCs and PC like processors are renamed
starting with SandN according to the name of the Sandbox network; where N
is an arbitrary integer number. For instance, the PC running at the observation-
deck is called Sand65 and the embedded PC-104 controlling the fridge-door
is called Sand94. All these robots, PCs and processors run the Peis-Kernel on
board and thus, they are called Peis. All the Peis in the Peis-Home are con-
nected by wired and wireless Ethernet i.e., IEEE-802.11 WAN.

A number of sensors and actuators hardware and software components are
augmented with various home appliances and they are distributed all over the
apartment. They perform distributed sensing and actuation upon the environ-
ment ubiquitously. A few of them to mention are electronic gas-sensors, ac-
tuated refrigerator, electronic nose, static cameras, TV and Multi-media cen-
ter, loudspeakers, autonomous robotic table, 350 RFID-tags (read/writable)
embedded floor (Figure 3.14), etc. The software components include vision-
system, Thinking Cap, PTL planner, localization component, person tracker,
configurators, etc. We recall that all developed software components are avail-
able at the project website - http://aass.oru.se/˜peis - under an open source li-
cense.

The full-scale PCs or high capable embedded processors control all these
hardware components and run the software components. By running the Peis-
Kernel these PCs and processors become part of the ecology, share functional-

Figure 3.11: Layout of the Peis-Home: a physical ubiquitous robotics testbed
for the Peis-Ecology project at the AASS in Örebro University.
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Figure 3.12: Snapshots of the kitchen (left) and the living room (right) of Peis-
Home.

ities and perform tasks by cooperation depending on the current configuration
of the Peis-Ecologies.

3.7 What’s Missing

However, a NRS such as the Peis-Ecology should include not only PC-like
equipped robots and home appliances but also cheaper, simpler, smaller compu-
tational and memory constrained devices like WSN motes or a custom micro-
controller (2 KB to 10 KB RAM) driven sensors or actuators, etc. Incorporating

Figure 3.13: Left image is the bedroom and right image is the observation-deck
for conducting experiments in the Peis-Home.
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Figure 3.14: RFID-tags embedded floor in the Peis-Home. The floor contains
350 R/W Tag-it HF-I Plus RFID-tags. The tags are placed out according to a
hexagon grid and adjacent tags are spaced 26 cm apart.

such cheap and small devices in this sort of projects makes them more practical,
attractive, and ubiquitous. In order to push the Peis-Ecology vision to this level,
a tiny footprint of the Peis-Kernel, called Tiny Peis-Kernel, has been developed
in this thesis since the size of the Peis-Kernel is too large to run on these tiny
sensor and actuator nodes on board.

It is essential for robots to access everyday objects and home appliances,
apart from tiny sensors and actuators, to fully exploit the concept of Peis-
Ecology. Example of such objects includes glass, plate, spoon, knives, sofa, bed,
chair, table, book, cup and cookies-box. Manipulations on everyday objects
would be a lot easier if the various physical and contextual properties such as
description, position, status (empty or full, acquired or free, active or inactive)
of the object are represented digitally in the robotic network seamlessly. Such
digital representation of everyday objects is at the moment missing in the Peis-
Ecology and this thesis fills this gap.

The Peis-Ecology is dedicated to the humans and conceptually humans
should be incorporated as the part of the robot ecology; at this stage of the
project, it is, however, beyond the capability of the Peis-Ecology. This thesis
provides a mechanism or tool, to include humans in a NRS and shows an im-
plementation in the Peis-Ecology NRS.

In the next consecutive chapters we will see the various techniques devel-
oped in this thesis and their implementation in the Peis-Ecology. Thus, the
mentioned gaps of the Peis-Ecology NRS will be filled and the Peis-Ecology
project will go one step forward towards a truly ubiquitous robotics project.



Chapter 4
Including Tiny Devices

This chapter of the thesis delivers an interface for the interoperability between
robots and tiny devices in a robot ecology. We start by mentioning the general
requirements of including tiny devices in a NRS (Section 4.1). Here we also de-
fine what we mean by tiny devices. In the next Section 4.2) we discuss different
approaches with their pros and cons for such inclusion. In Section 4.2.5, we
outline our evaluated and implemented approach for the generic integration of
tiny devices in a NRS. For realizing the evaluated approach, this chapter shows
a proof-of-concept implementation of the approach in the Peis-Ecology NRS.
The Peis-Ecology implementation includes requirement analysis in the context
of Peis-Ecology (Section 4.3), a detailed design description (from Section 4.4 to
Section 4.6) to meet the requirements and one of its example implementation
(Section 4.7 to Section 4.9). Then in Section 4.10, we illustrate by an example
the seamless inclusion of tiny devices into the robotic network. The capabil-
ity of handling mobility in a dynamic environment of the proposed approach
has been discussed as well (Section 4.11). We also propose, describe and im-
plement a light-weight mechanism for the dynamic reconfiguration of a hybrid
network consisting of tiny devices and robots (in Section 4.6 and Section 4.8).
We conclude the chapter in Section 4.12 with a discussion on this chapter.

4.1 Requirements for Including Tiny Devices

To include tiny devices in a NRS, we must meet several requirements, some
of which are imposed by the constraints of the tiny devices and some of which
come from the issue of interoperability between devices. We first make it precise
what we mean here by “tiny devices” and then discuss these two families of
requirements.

65
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Figure 4.1: Hardware construction of a tiny device (left) and examples of tiny
devices (right). The Robostix is a customizable micro-controller board and oth-
ers are commercially available WSN motes.

4.1.1 Tiny Devices

Typically a small low-scale device consists mainly of a communication module,
a memory and a low capacity processing module such as micro-controller, and a
power supply module (see Figure 4.1) [20]. It can also have few I/O connectors
to which sensors and actuators are connected, and an interface module (e.g.
serial/USB) like most other electronics to connect with other external devices
such as Robots or PCs. We call such hardware as tiny device in this thesis and
define as below.

Definition - 4.1 Tiny devices are small-sized, low-cost, micro-controller based
embedded devices which have limited memory (typically 10 - 100 KBs of pro-
gramming flash and a few KB such as 1 - 10 KBs of RAM), low computational
power, small radio packet size and low data transfer rate (e.g. Bluetooth or
IEEE 802.15.4 or Zigbee standard). They usually consist of five units: com-
munication module, memory and processing unites, power supply, interfacing
units (e.g. serial or USB), and I/O module to connect with external devices such
as sensors and actuators.

Standard WSN nodes (e.g. WSN motes) and any custom-built sensor-actuator
platforms containing the basic building blocks described in left image of Fig-
ure 4.1 belong to tiny devices. The figure (right image) also shows some com-
mercially available WSN motes such as Tmote, BTnode and Crossbow motes
and Robostix micro-controller board.
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By using such devices we can spread sensors and actuators all over the en-
vironment and can monitor the environment as well as can perform actuation
depending on tasks for providing various services.

We argue that it would be an advantage if we can include such tiny devices
in the NRS in a way so that the robots and such distributed sensors and ac-
tuators become interoperable to each-other i.e., they can share functionalities
seamlessly. To do this we realize that the designer must consider the limitation
of the tiny devices as well as satisfy the requirements caused by the interoper-
ability issue between different scale of devices such as full-fledged robots and
tiny devices.

4.1.2 Requirements from the Tiny Device’s Constraints

Below are the requirements that come from the limitation of resources/capacity
of the target tiny devices:

• Since the tiny devices has low RAM and communication bandwidth, e.g.,
1 to 10 KB of RAM and 250 Kbits/second network bandwidth, compared
to full-scale robots and PCs, we need a small representation of commu-
nication messages, which fits to the available RAM and which is also
sufficient for the network bandwidth. This representation should contain
at least basic information of the NRS message so that any NRS node can
access them indifferently.

• The low processing capacity and low bandwidth of tiny devices restrict
the designer to use the number of message transmission and processing
in a unit time. The designer must be aware of it and design carefully to
avoid missing information or messages.

• Above all, the small programming memory (ROM), typically 10-100 KBs,
of tiny devices require a small footprint of the NRS model or the middle-
ware model.

4.1.3 Requirements for the Interoperability

Another group of requirements, which we need to meet for the sake of compat-
ibility between the existing NRS components and the tiny components, are as
follows:

• We need a mechanism that can translate the messages according to the
required representations since possibly the existing full-scale networked
robotic devices and tiny devices will have two different representation of
a message.
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• In addition to message translation, we need a mechanism for routing the
translated messages among all combination of tiny and full-scale devices
to make the communication interoperable between classes of devices.

• In a typical NRS, meta-information of a networked node is presented
to the network which is used by user components such as configuration
and action planner like deliberative component. This meta-information
can consist of e.g. capabilities of the node, location, data type or data
semantics such as the provided data represents humidity, temperature,
etc. We require a technique to provide such meta-information about the
tiny devices as well.

4.2 Approaches to Include Tiny Devices

4.2.1 Traditional NRS Approach

Tiny devices have strong inherent limitations in memory, processing power
and communication bandwidth compared to traditional computers and robots.
Therefore specialized operating systems and middlewares, which are able to
cope with those limitations, have been developed [121, 28, 149]. Unfortunately,
these operating systems and middlewares are very different from the ones used
to connect standard robotic devices such as [87, 165, 211, 10].

Thus, in order to integrate standard robots, embedded devices, and possibly
other entities (e.g., home appliances), one would have to use different middle-
ware models and implementations, and then combine these middlewares in an
ad-hoc fashion. The middleware for tiny devices implements the requirements
of tiny devices and the requirements of interoperability are implemented in an
ad-hoc way.

The main advantage of this approach is that we can include multiple groups
of networked devices that use different middlewares. However, a disadvantage
of this approach is that the peer-to-peer representation of devices from different
networks may require lot of effort. In addition, this approach has lack of gener-
ality since a generic NRS component, such as action planner, requires to know
different middleware protocols to access devices from different middlewares.
In our opinion, these are major obstacles to the building of a truly integrated,
distributed, heterogeneous robot ecology.

4.2.2 Wireless Sensor Network (WSN) Approach

We have seen in the related work chapter (Section 2.3.3) that a lot of dif-
ferent middlewares exist for sensor nodes in the WSN community such as
MIRES [197], TinyDB [73], COUGAR [23, 60], SINA [193] and DsWare [122].
These works meets the requirements for tiny devices. However, most of them
are focused on collecting sensor data in remote places and sending to sink or
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Figure 4.2: Typical multihop wireless sensor network (WSN) architecture [221].

base-station nodes [6, 65, 221] (see Figure 4.2). Unfortunately, it is not the ex-
act expectation for the robotic applications in a NRS, in which nodes should
communicate and cooperate bi-directionally in peer-to-peer manner instead of
the unidirectional data flow from remote nodes to the static source-sinks.

Most solutions in WSN assume that sensor nodes are homogeneous [95]
and are used to collect and process environmental data over extended periods
of time [6]. On the other hand, in autonomous robotic applications it is very
common that the node acts as either a sensor or an actuator depending on the
functionality. Therefore, the assumption of homogeneous nodes and functional-
ities in traditional WSN is a major limitation for a NRS in which heterogeneous
devices are obvious in terms of hardware and functionalities.

Developing energy efficient applications is one advantage of this approach.
However, this approach does not provide any solution to implement the re-
quirements imposed by the interoperability issue.

4.2.3 Downgrade Approach

To accommodate tiny devices in a NRS, another alternative approach is to re-
strict the capabilities of the middleware to the lowest common denominator
among all the target devices. This may cause lacking of some features of the
NRS as a whole. For example, the reduced message size (because of small ra-
dio packet size) may not contain some meta-information which are required
for implementing routing protocols or such. In addition, the existing deployed
components must be reprogrammed according to the new design which cause
a lot of effort every time the design is changed or a new class of devices is
introduced.

4.2.4 The “Twin-Version” Approach

In twin-version approach, one can develop a light-weight version of a NRS
model for tiny devices and can make full-fledged robots and tiny devices in-
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teroperable by using an interoperability device that is transparent to the appli-
cations. This interoperability device translates messages between tiny devices
and robots since typically they use two different network protocols in Phy/Mac
layers. Similarly to the notion of gateways in traditional networks, we refer to
these devices of interoperability as gateways since they mainly forwards packets
of data between networks with only small changes to the Phy/Mac layers.

The implementation of the light-weight version satisfies the requirements of
tiny devices and the three requirements for interoperability can be met by prox-
ying those services in the interoperability devices, for instance, in the gateway
component.

The twin-version approach has two trade-offs. First, in many NRS middle-
ware, particularly in the broker based approaches, a central server system must
be aware of all participating components, i.e., tiny and full-scale components.
Such a service cannot be implemented in the light-weight version. Second, the
gateways or service proxies are central points of failure. Note that this ap-
proach allow multiple instances of gateway in the NRS similar to any other
distributed components.

4.2.5 The Approach Demonstrated in This Thesis

In this thesis, we have experimentally evaluated the twin-version approach in
order to include tiny devices seamlessly in a NRS since this approach pays
more attention than others for keeping the features of existing NRS model
consistent in the light-weight implementation. We implement the minimalistic
version of the NRS on top of a specialized operating system developed in the
WSN community. Then we use a dedicated NRS component, which is called
gateway, for the interoperability between two classes of devices – full-scale and
tiny devices.

To the best of our knowledge, the work presented in this thesis and Lime-
TinyLime pair [146, 57] are the only two existing examples of this approach.
However, the Lime family is dedicated to sensor network application and some
features of the typical NRS for indoor applications are missing. For example, in
Lime robotic components can access data of remote tiny nodes but the remote
tiny nodes cannot access robotic components, and the remote nodes do not
provide any actuation functionalities.

In the rest of this chapter, we show in detail a concrete realization of the
twin-version approach in the context of Peis-Ecology NRS as a proof-of-concept
of this approach. We have developed a tiny footprint of the Peis-Ecology model
that can run on the tiny devices and that can represent the tiny devices to the
robotic network. We call this tiny footprint Tiny Peis-Kernel. We have also
implemented a gateway component called Tiny-gateway, by which the Tiny
Peis-Kernel makes tiny devices interoperable to existing robotic components in
the network. Below we shall see the requirements, design and implementation
of the twin-version approach in the context of the Peis-Ecology.
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4.3 Requirements for the Peis-Ecology NRS
Implementation

Several requirements need to be taken into account for this light-weight imple-
mentation of the Peis-Ecology model. These requirements are a specific case of
the generic ones discussed in Section 4.1 above. Some are posed by the model of
interoperability itself, i.e., Peis-Ecology and some are posed by the specification
of the target devices and network protocols. In this section, we see such require-
ments and constraints that must be satisfied by the design and implementation
of the Tiny Kernel.

4.3.1 Requirements Posed by the Peis-Ecology NRS

This extension of the Peis-Middleware is based on two important requirements.
First, tiny embedded devices should be functionally equivalent to standard Peis,
that is, they should appear as standard Peis to the rest of the ecology, using the
same abstraction, communication and cooperation model. Second, it should
be possible to include in the Peis-Ecology off-the-shelf devices e.g. commercial
WSN motes, as well as custom-built embedded devices e.g. micro-controllers.
Said differently, we do not want to restrict the Tiny Kernel to run on some
specific ad-hoc hardware platforms, and at the same time we do not want to
develop a separate, ad-hoc middleware model to suit the restrictions of tiny
devices.

These imply that the Tiny Kernel should meet at least the following gen-
eral requirements of the Peis-Ecology: a distributed shared memory model to
read/write tuples; a peer-to-peer network topology for node-to-node accessing;
publish/subscribe mechanism for asynchronous read/write to tuples; capability
of dynamically joining to or leaving from the network; supporting dynamic re-
configuration of devices at runtime; sensing and actuation capability of nodes,
and heterogeneous nature of tiny hardware as well as functionality.

4.3.2 Requirements Posed by the Tiny Network Protocol

Most WSN nodes as well as commercial home appliances (home alarm, door
sensor, On/Off switch buttons, home control, etc.) support IEEE-802.15.4 or
ZigBee network standard [99, 226]. Therefore, we have chosen to use the same
network standard for large coverage of devices in practice. Typically the Zig-
Bee or IEEE-802.15.4 standard has 30 to 60 meter communication range at
indoors, 250 Kbits/Sec radio bandwidth and up to 100 bytes radio packet size,
which are very short and low compared to the standard network protocols for
robots and PCs such as IEEE 802.11.

The characteristics of the tiny network have imposed several other require-
ments for this light-weight implementation of the Peis-Ecology. They are as
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follows: a tuple must be less than 100 bytes in size; the communication should
be reliable at tuplespace layer since the nodes are mobile here; and a few other
implementation issues such as maximum number of bytes transmission in a
second between nodes. Note that although it would be possible to split a tuple
into multiple network packets, the memory constraint limits the usability of
this approach.

Since the tiny devices and the robots use two different network standards,
we are forced to use a network translator (or bridge or gateway) when packets
are transmitted between networks. In our implementation, this translator is the
device of interoperability in the twin-version approach. Thus, the first two gen-
eral requirements mentioned in Section 4.1.3 are implemented in the gateway.
Here the requirement is this translation and forwarding should be transparent
to any node in the network.

In Peis-Ecology, the meta-information of a full-scale Peis-component, i.e.,
the third general requirement of interoperability (mentioned in Section 4.1.3),
is provided by using the PeisInit (described in Section 3.5.1) component. We
cannot implement such a process on our tiny version since the tiny devices do
not allow us running multiple concurrent processes. Ideally, this requirement
can be implemented in the gateway in a way such that whenever a tiny device
is perceived by a gateway, the gateway can assign related information of the
perceived tiny device to the associated PeisInit which is running on the same
host on which the gateway is running. Since in the current implementation of
the PeisInit component does not allow us to add or delete any entry at runtime,
in our current implementation, we provide such meta-information as tuples
published by tiny devices.

Thus, by meeting other mentioned requirements of the Peis-Ecology, we
achieve the seamless integration of robots and tiny devices in the robotic net-
work.

4.4 Tiny Peis-Kernel and Tiny Tuple

The Tiny Peis-Kernel, a tailored version of the Peis-Kernel, has been designed
to meet the above goals and requirements. The Tiny Kernel provides the same
functionalities as the standard Peis-Kernel, but makes only minimalist assump-
tions on the underlying hardware and operating system (OS). In this section,
we describe first the assumptions made at the hardware and OS level, and then
the design issues of the Tiny Kernel and the Tiny-tuple respectively.

4.4.1 Assumptions for Platform and the Tiny Kernel

In order to simplify the design and development of the Tiny Kernel as well as
to cover a broad range of devices, we have made some assumptions. Here we
discuss them. These assumptions also speeds up the implementation.
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Platform Assumptions

To estimate the typical or average memory size in embedded systems today
is difficult because of technological advancement. Over 50% of all micropro-
cessors sold during recent years are 8-bit processors, which can typically han-
dle a maximum 65536 bytes of memory [64]. However, most of those micro-
processors are likely to have less memory than the maximum amount because
of cost constraints. Moreover, the most recent commercially available sensor
nodes for WSNs have between 2 to 10 KB of RAM [56, 166, 191]. All these
sensor nodes have low data transfer rate and small radio packet size compared
to general purpose PCs and modems.

Assumptions for the Tiny Peis-Kernel

Considering the above constraints as well as to cover a wide number of com-
mercial sensor nodes (in memory size) and custom micro-controller driven de-
vices, we set as the design requirements for the Tiny Peis-Kernel to use at most
40 KB of programming memory, 4 KB of RAM, and to exchange radio packets
of at most 100 bytes. We do not assume that an external programming flash
memory is available, because it may restrict the custom sensor-actuator plat-
forms if they don’t support the external programming flash.

For the communication infrastructure, we opted for the IEEE 802.15.4 stan-
dard as the PHY/MAC layers. The main reasons for this choice are the fact that
it is meant for small and cheap devices; its widespread availability, low price
and the industrial support behind it; and the potential to support ZigBee pro-
files, which would facilitate the inter-operation of a Peis-Ecology with standard
home automation components.

At the OS level, we have decided to implement the Tiny Peis-Kernel on top
of TinyOS - a small, energy-efficient, open-source operating system developed
within the WSN community [121, 204]. It has a component based program-
ming model provided by the nesC [224] language, which is an extension to the
C programming language. The nesC is a high-level language for building struc-
tured component based applications. The design criteria of the TinyOS have
made it an ideal choice to meet the tight constraints outlined above. In addi-
tion, the strong academic and industrial following of TinyOS coupled with its
open-source policy have made it a good choice in term of long term support and
community involvement. Given that it is available for a wide selection of plat-
forms; to nearly every architecture for which a C compiler is available [127].
Note that most microprocessors in embedded systems are programmed in C
language [64].
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4.4.2 The Tiny Peis-Kernel

The Tiny Peis-Kernel implements the Linda-like distributed tuplespace aug-
mented with event mechanism for asynchronous read and write as the shared
memory model similar to the robotic kernel (Peis-Kernel). The event-based
publish/subscribe paradigm is the mechanism of sharing tuples between pro-
ducers and consumers. The event mechanism of the TinyOS is an advantage
and simplifies this light-wight implementation.

The design choice for the Tiny Kernel is stateless subscription, whereas the
Peis-Kernel implements stateful subscription technique. The later approach re-
quires routing information of existing network that costs memory, processing,
energy and network bandwidth compared to the former one.

The underlying peer-to-peer (P2P) network is implemented in the Tiny Peis-
Kernel using the Active Message (AM) communication stack available with the
TinyOS-2.0 distribution [36]. Active Message is an asynchronous communi-
cation mechanism. In this mechanism each message contains the address of a
user-level handler, message header and the data payload to pass as arguments;
where the handler is the network id of the destination node. In our design, this
handler is equivalent to the namespace of tuples in the distributed tuplespace
and therefore it is the Peis-id of the tiny device in the Peis-Ecology.

In a dynamic networked environment nodes and devices can join and leave
the network at runtime and the Tiny Kernel should support such incidence
as well. To provide this functionality, the Tiny Kernel broadcasts a periodic
beacon message to the network and by receiving this message all existing Peis-
components in the ecology realize the presence of the tiny node. On the other
hand, if a number of beacon messages from a tiny device are missing, the net-
worked components assume that the tiny device has left the ecology. The trade
off this design choice, unlike the Peis-Kernel, is lower memory usage but higher
network bandwidth consumption.

In order to ensure the reliability at tuplespace level, the Tiny Peis-Kernel in-
cludes additional features. For instance, the Tiny Kernel has its own acknowl-
edgment mechanism for non-broadcast messages. Although the AM commu-
nication provides acknowledgement mechanism when packets are transmitted
between the tiny devices, it is not sufficient for our integration, particularly,
when packets are transmitted between a robot and a tiny device. Robots and
tiny devices have two different communication protocols and this forces us to
introduce our own acknowledgement mechanism for the reliability of the inte-
gration.

The Tiny Kernel achieves hardware heterogeneity by considering first, ‘no
external flash memory’ available and second, by leveraging the portability fea-
ture of the underline operating system. For instance, the TinyOS provides a
hardware abstraction layer to deal with heterogeneous hardware platforms and
to solve the network bytes order (endianess) issue depending on the hardware
platforms [204]. On top of this, the design choice of using ‘no external flash
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Figure 4.3: Contents and sizes of a Tiny-tuple.

memory’ affords the Tiny Kernel to run on many custom build micro-controller
platforms that are lacking such external memories.

By allowing not only reading a tuple but also writing, creating and updating
a tuple to the distributed tuplespace, the Peis-Ecology model provides not only
sensing functionality but also actuation functionality to any network node. As
well the Tiny Kernel allows reading and writing tuples to the distributed tu-
plespace and thus it provides sensing and actuation functionalities to a tiny
node. In doing so, the synchronization issue is solved here similar to the Peis-
Kernel i.e., sending all writing or updating requests to the tuple owner and
implementing them in FIFO order.

In the Tiny Kernel, the runtime dynamic reconfiguration of a set of devices is
solved by borrowing the notion of indirect reference technique used in the Peis-
Kerneldescribed in Section 3.4 above. This technique is light-weight enough to
implement on a tiny node. This addresses applications in which fast reconfig-
uration of wireless sensor networks is required, e.g. once in every few seconds
which is neither efficient nor sufficient in state-of-the-art technologies in WSN
software technology. Moreover, implementing this technique resolves one of the
interoperability issues between tiny devices and NRS. Note that proposing this
light-weight mechanism to reconfigure distributed hybrid robots, sensors and
actuator network dynamically at runtime is one of the contributions of this
thesis work. We describe this contribution below in this chapter in Section 4.6.

Any tiny device that runs this Tiny Kernel on board and becomes part of
the Peis-Ecology we call it a tiny-Peis.

4.4.3 Tiny Tuple

The assumed memory and communication restrictions do not allow us to use
the ordinary tuple structure described in Figure 3.10. Accordingly, we have re-
designed the tuple structure so that tuples can be transmitted in a single tiny
network package (less than one hundred bytes payload for safe transmission
over the radio) and that several tuples can be stored in RAM. This new tu-
ple format is called Tiny-tuple and is shown in Figure 4.3. Various fields of
the Tiny-tuple denoting the resemblances and differences to the Peis-tuple (ex-
plained in the Section 3.5) are described below:
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• owner, creator: Serve the same purposes as in the Peis-tuple; owner and
creator of the tuple respectively. Owner is the namespace of the tuple and
the creator field contains the unique identification number of the tuple
creator. Therefore, each of them must be 4 bytes in size like in the Peis-
tuple for the sake of consistency.

• ts_write, ts_user, ts_expire: Timestamps for different purposes described
in Peis-tuple. All these fields are 4 bytes each in size in the Tiny-tuple,
whereas 8 bytes each in the Peis-tuple. Since most micro-controller driven
devices provide only 4 bytes time precision, we stick to this convention.
At the same time, we gain an energy efficient Tiny-tuple structure by sav-
ing memory and reducing network package size.

• datalength: The non-zero value of this field gives the tuple payload length.
Although in our current Tiny Peis-Kernel implementation, the maximum
radio packet size is less than 100 bytes, we leave the maximum data length
255, so that we can relax this restriction later if necessary. This field is
part of the meta-data in the figure 4.3.

• key: Although the tuple size is minimized, we keep the tuple keys con-
sisting of seven different parts (subkeys) just like the Peis-tuple (see Sec-
tion 3.5.2). This design choice enables the tiny-Peis representing tuples
consistent with the full Peis-components. Thus the ecologies perceive the
Tiny-tuple and the Peis-tuple indifferently and we achieve seamless in-
tegration of full-Peis and tiny-Peis. However, in the Tiny Kernel each
sub-key is a 2 bytes unsigned integer instead of string and we will see
later in this chapter how the tuple keys are translated between string and
integer format.

• data: It is the tuple payload. In the current implementation, the maximum
size of payload is between 56 and 68 bytes. It can be increased up to
several hundred bytes if the message packet is split into several radio
packets where each of them is less than 100 bytes. In such case, the total
number of tuples in a tiny-Peis will be decreased if we want to keep
the restriction on the RAM size i.e., 4 KB according to our platform
assumption.

• meta-data: This field contains meta information which is used mainly for
implementation purpose. It also includes the datalen field. In the Peis-
tuple, a large number of bytes have been used as meta-data for various
internal purposes whereas in the Tiny-tuple only two bytes are used for
the meta-data.

The Tiny-tuple has a fixed 22 bytes header (see the Figure 4.3) and a 70
bytes storage field containing tuple keys and data. The tuple key consists of
maximum 7 sub-keys and the data field has variable length, depending on how
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many sub-keys are used. For example, in a Tiny-tuple if the tuple key has two
subkeys, the length of the data field is 66 bytes (= 70 − 2 ∗ 2).

The Tiny-tuple format has several practical limitations compared to the
Peis-tuple although the Tiny-tuple provides the same basic functionalities. The
most notable restrictions are followings: all time-stamps are 32 bits (rather than
64 bits) thus reducing the resolution; keys are limited to 14 bytes (rather than
256 bytes) thus reducing the maximum number of possible keys and sub-keys;
and data size is limited to 68 bytes (rather than 231). The last limitation is usu-
ally not a problem for tiny devices, which typically only need to exchange a few
bytes of sensor data or control values.

Another important restriction in the Tiny-tuple format is that keys and sub-
keys use integer values instead of strings as in the Peis-tuple. This means that we
have to rely on a central naming registry to associate key names to key indexes.
In order to perform the conversion between Peis-tuple and Tiny-tuple format,
we rely on a dedicated network component in the NRS. This dedicated com-
ponent also performs the translation of tuple keys from strings to integers and
back. Since the translation of tuples is needed only when the tuples are trans-
mitted between IEEE-802.15.4 and IEEE-802.11 networks, we engage the same
network translator components for the tuple translation. In the Peis-Ecology,
we call this network translator Tiny-gateway, which is a full Peis-component
and is dedicated to the networks translation. In the next section we describe the
design of the Tiny-gateway in detail.

4.5 Network Translator: The Tiny-gateway

The Tiny-gateway is composed of a device attached to a PC/Robot and a full-
scale network component, which is capable of reading/writing to the attached
hardware through a serial communication port (see Figure 4.4). The hardware
connected to PC communicates to the tiny network (IEEE-802.15.4) and is
called base-station in WSN community. This base-station device should have
a mechanism that receives packages from the tiny network and writes to the
connected serial communication port, and vice-versa. On the other hand, the
full-scale network component reads packages from the serial communication
port to which the base-station tiny device is connected and sends them to the
PC network (IEEE-802.11), and vice-versa. In this way the Tiny-gateway trans-
lates messages back and forth between the IEEE-802.15.4 and the IEEE-802.11
networks. Note that for better performance and implementation simplicity of
the Tiny-gateway, in our design we do not include any Tiny Kernel related op-
erations on the base-station node for the tiny network.

Apart form networks translation, the full-scale network component of the
Tiny-gateway performs several other tasks for the sake of our concept when
communications happens between the tiny network and the PC network. Firstly,
it translates two different tuples format (Peis-tuple and Tiny-tuple) as well as
tuple-keys (strings and integers) using the central key registry. This transla-
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Figure 4.4: The concept of Tiny-gateway. The base-station (green-box) read-
writes packets to the tiny network. In this figure, the robot sends a packet to
the tiny device-1. The packet goes to the Tiny-gateway, is translated to tiny
network package and then is forwarded to the destination tiny device-1. All the
in between processing are transparent to the robot and to the tiny device. The
dashed lines denote the possible existing connections but are not related to the
scenario.

tion is fully transparent to the network. Secondly, it applies a mechanism for
the conversion between the stateless and the stateful subscriptions. Optionally,
there can be an acknowledgement mechanism for the network efficiency partic-
ularly, for this subscription messages conversion. Thirdly, it performs multi-hop
routing on behalf of the tiny nodes under the coverage of this Tiny-gateway. Fi-
nally, it broadcasts a periodic beacon messages containing the connected base-
station’s network-id, so that all tiny nodes in the communication range can
discover this Tiny-gateway at runtime.
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4.6 Tiny Meta-Tuple: Dynamic Reconfiguration of
Tiny Devices

This thesis borrows the notion of indirect reference from the Peis-Kernel (de-
scribed in Section 3.4) and introduces this concept to the wireless sensor net-
work as a new mechanism of runtime dynamic reconfiguration of the tiny de-
vices and of the hybrid networks of tiny devices and robots. This mechanism
uses only one message to represent a configuration. Thus it requires very little
network overhead and becomes efficient in terms of communication. By im-
plementing this mechanism on the different middleware kernels, we achieve
interoperability between different networks (see Figure 4.5).

The instance of the indirect reference key in the Peis-Kernel is called meta-
tuple, whereas in the Tiny Kernel it is called tiny meta-tuple. We recall from the
Section 3.5.3 that the indirect access key is realized as a structure consisting of
the following fields: source/destination address, referenced-key, port-type(I/O)
and data-type. Note that the meta-tuple and tiny meta-tuple does not refer to
the meta-information discussed in Section 4.1.3.

Figure 4.5: A hybrid network of robots and tiny devices become dynamically
reconfigurable at runtime by implementing the concept of indirect reference on
different middleware kernels. The configurator computes configuration for tiny
device A1, cA1(control_signal). The configuration is translated into black-
board notation, B[A1 :: control_signal] as described in the previous chapter.
Since A1 is a tiny device, the Tiny-gateway translates string tuple into integer
format, B[A1 :: 11] and forwards it to the tiny devices A1. The tiny actuator A1
receives the translated configuration and reconfigures itself accordingly.
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We know that the namespace in the Peis-Kernel is string and in the Tiny
Kernel is integer and that the tuple translation happens in the Tiny-gateway
when tuples are exchanged between networks. The tiny meta-tuple contains
the reference of another tuple to read/write. Similar to the meta-tuple the data
of a tiny meta-tuple consists of two main fields: the address of the input/output
source, and the referred tuple keys. However, the referenced tuple-key in the
tiny meta-tuple must be an integer like the tuple keys in the tiny network. In
our integration to make the runtime reconfiguration interoperable with robotic
network, we have to allow tuple keys from both the full-Peis network (string
format) and the tiny network (integer format). Therefore, the given reference-
tuple name requires to be translated in the Tiny-gateway when an indirect ac-
cess key or meta-tuple is exchanged between networks.

The meta-tuple translation on the network translator: Since the Tiny-gateway
acts as the translator of tuple keys and the meta-tuple is implemented as a tu-
ple, the Tiny-gateway should handle meta-tuples during the tuple transmission
between networks. Therefore, we need a technique in the Tiny-gateway for this
particular tuple translation. This arises one issue to the key repository: how is
a new integer sub-key generated at runtime if the <integer, string> key pair
does not exists in the key-repository?

To solve this issue, in the Tiny-gateway we need a mechanism, which dy-
namically allocates integer values for the new strings that have not been pre-
viously seen. For example, the configurator generates a configuration (see the
Figure 4.5),

cA1(control_signal) = 〈P1, some_value〉

so that control_signal input of device A1 consumes some_value output pro-
duced by P1 and writes

B[A1 :: control_signal] = P1 :: some_value

to the shared memory model (tuplespace); where B represents the shared mem-
ory model, A1 is a tiny actuator and P1 is a full-Peis and they are using this
shared memory model. Since in this configuration a tiny-Peis communicates
to a full-Peis, communication happens through the Tiny-gateway. When this
written message passes through the Tiny-gateway, it is translated into:

B[A1 :: 11] = P1 :: 42

where "11" is the integer equivalent of control_signal (known since com-
pilation time) and "42" is a freshly allocated integer value for some_value.
When the Tiny-gateway later receives a request from any tiny device to read
from "42", the Tiny-gateway translates it into some_value, and when the Tiny-
gateway sees later any other references to some_value, it translates some_value
back to "42".
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We will describe our implemented technique in the Tiny-gateway to deal
the issue – generating a new integer key for a non-existing string key in the key
repository – in Section 4.8, which explains our example Tiny-gateway imple-
mentation in the Peis-Ecology NRS.

4.7 An Example Tiny Kernel Implementation on the
TinyOS

We have implemented the Tiny Kernel on top of TinyOS [204]. The TinyOS
is an open source low memory, energy-efficient operating system for WSN ap-
plications. We have used TinyOS-2.x as the development platform. Here we
describe our Tiny Kernel implementation on the TinyOS.

typedef nx_struct TinyTuple{
nx_uint32_t owner;
nx_uint32_t creator;
nx_uint32_t ts_write;
nx_uint32_t ts_user;
nx_uint32_t ts_expire;
nx_uint8_t datalen; //meta-data
nx_uint8_t keyDepth :3; //meta-data
nx_uint8_t isNew :2; //meta-data
nx_uint8_t dummy:3; //meta-data
nx_uint8_t store[TT_MAX_DATA_LEN]; //key+data

}TinyTuple;

Figure 4.6: TinyOS implementation of the Tiny-tuple structure described in
Section 4.4.3.

Figure 4.6 shows the TinyOS implementation of the Tiny-tuple structure,
which we have already defined in the Section 4.4.3. For the implementation, we
have chosen nx_prefix data type, which is specific to the nesC language [224].
The nx_prefix signifies that the struct and uintN_t are external types, which
have the same representation on all platforms. The nesC compiler generates
code that transparently reorders to access nx_prefix data types and eliminates
the need to manually address network bytes order or endianess and alignment
(extra padding in structure present on some platforms) issue [204]. This feature
of the TinyOS abstracts the heterogeneous nature of the hardware platforms
to the application developers and thus speeds up the error prune application
development.

Figure 4.7 shows the TinyOS component graph of the Tiny Peis-Kernel. Be-
fore explaining the component diagram, it is worth presenting the execution
model and concept of the TinyOS in short. In TinyOS, a program consists of a
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Figure 4.7: TinyOS component diagram of the Tiny Peis-Kernel. All boxes and
arrows represent components and interfaces respectively.

number of components wired or assembled together. Each component provides
and/or uses a number of external interfaces, which are composed of commands
and/or events. A command is a function, which is implemented by the inter-
face provider component. An event is also a function, but it is implemented
by the interface user component instead of the provider component. Interfaces
are bidirectional: an interface user component executes a piece of code from an
interface provider component by using a command, and an interface provider
executes a snip of code from an interface user by signaling an event. The inter-
face user and provider components are also known as, respectively, components
in higher-level and lower-level. Additionally, a single component can use and/or
provide many interfaces and multiple instances of an interface at the same time.

In Figure 4.7, the PeisKernelC is the TinyOS component that implements
the Tiny Peis-Kernel. This component provides one basic interface1 PeisTuple

to access the tuplespace, and three commands: currentTime(), tinyPeisId(),
and isKernelRunning(). These commands provide, respectively, the current
running time of the embedded device since the beginning, the Peis-id of the
running component, and the running status of the Tiny Kernel. Note that in
this implementation, we use the nodes network identification number as the
Peis-id in the Peis-Ecology.

1We do not mention common interfaces such as Init for different used components.
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The PeisKernelC consists of three other components that manage the com-
munication layer interfacing with TinyOS (PeiskCommC), the tuplespace layer
(TuplesM) and the kernel layer (PeisKernelM). Here we describe the function-
alities of these components including few necessary interfaces used by them.

Communication Layer (PeiskCommC): This layer is the wrapper of the com-
munication protocol available in the operating system, for instance the TinyOS.
At the OS level communication, we have used energy efficient Active Mes-
sage (AM) communication available in the TinyOS distribution. In TinyOS,
the generic ActiveMessageC component implements this AM protocol. The
ActiveMessageC component uses the PHY/MAC layer of IEEE-802.15.4 stan-
dard, which is basically implemented by the TinyOS, for the lower level com-
munication infrastructure.

The PeiskCommC component provides two interfaces and they are PeiskSend
and PeiskReceive. The user component sends packages to the network by us-
ing the PeiskSend interface and receives packages from the network by us-
ing the PeiskReceive interface. In the Tiny Kernel implementation, the kernel
layer uses these interfaces for sending packages to and receiving packages from
the network. All data packet formation and extraction between the kernel and
the operating system are done in this layer.

Tuple Layer(TuplesM): TuplesM module implements the distributed tuplespace.
The publish/subscribe services are managed by this layer of the Tiny Peis-Kernel
similar to the Peis-Kernel. This module provides PeisTuple interface to the
application program through PeisKernelC component (see figure 4.7). Some
major commands provided by the PeisTuple interface are the followings:

interface PeisTuples{

command void peisk_initTuple(PeisTuple* tuple);

command void peisk_setStringTuple(keyDataType *key, char *value);

command void peisk_initAbstractTuple(PeisTuple *tuple);

command PeisSubscriberHandle peisk_subscribe(keyDataType *key,

uint32_t owner);

command PeisCallbackHandle peisk_registerTupleCallback(

keyDataType *key, uint32_t owner, void *userdata,

PeisTupleCallback *fn);

command error_t peisk_unsubscribe(PeisSubscriberHandle handle);

command uint8_t peisk_unregisterTupleCallback(

PeisCallbackHandle handle);

command PeisTuple *peisk_getTuples(keyDataType *key,uint32_t *owner,

uint8_t *len,void **ptr,uint16_t *handle,uint8_t flags);

command uint8_t peisk_findTuples(PeisTuple *tuple,

PeisTupleResultSet *rs);

command PeisCallbackHandle peisk_registerMetaTupleCallback(
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keyDataType *key, uint32_t owner, void *userdata,

PeisTupleCallback *fn);

}

The PeisTuple interface provides all commands that allow us accessing tu-
ples, such as for initializing (peisk_initTuple, peisk_initAbstractTuple),
for reading (peisk_findTuples) and for writing (peisk_setStringTuple) to a
tuple both in local and remote tuplespaces. We already know that subscription
is the mechanism to read a tuple from the tuplespace. This interface also con-
tains commands for the subscriptions (peisk_subscribe) and unsubscriptions
(peisk_unsubscribe) to the tuples.

When the application program makes a subscription request for a tuple by
using the PeisTuple interface, this layer checks that the request is either for the
local or for the remote tuple. If the request is for the latter, it is placed to the
kernel layer regardless of a tiny-Peis or a full-Peis.

For efficient network bandwidth use, the Tiny Peis-Kernel implements the
subscription mechanism with callback function support. Subscription with call-
back is done by registering a callback function for a particular tuple - using the
peisk_registerTupleCallback command of the PeisTuple interface. The
function is called back as soon as the requested tuple is arrived. On the other
hand, if the subscription is done without registering callback, the application
program needs to pull the requested tuple from the local cache by a local read
operation (peisk_getTuples) when it is necessary.

The unsubscription to a tuple, whether it is local or remote, is performed
by an explicit unsubscription request. This should be done either by unregister-
ing callback (peisk_unregisterTupleCallback) or just by sending an unsub-
scription request (peisk_unsubscribe) depending on the type of subscriptions
done. This module also implements a periodic function that deletes all the sub-
scription done before a particular time interval. This technique uses the memory
optimally by removing non-necessary subscriptions from the local cache. Exam-
ples, where this technique is useful, are that the subscriber leaves the ecology
without unsubscribing to the subscribed tuple, or that the subscriber crashes
because of some reasons.

The Tiny Peis-Kernel provides a reliable subscription/unsubscription mech-
anism for the dynamic environment although this stateless approach uses more
communication bandwidth compared to a stateful subscription in the Peis-
Kernel. Since maintaining a large routing table costs the memory beyond the
capacity of the tiny devices, the Tiny Kernel cannot have a mechanism to detect
exactly when a component disappears from the network. This forces us to use
the stateless approach for the subscription and unsubscription mechanism.

The Tiny Peis-Kernel caches locally all tuples whether they are created by
the tiny device itself or created/modified by any other component in the net-
work. Furthermore, the ability of creating/modifying tuples to a remote node
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has given the actuation capability to any node, which runs the Tiny Peis-Kernel
on board.

This layer also provides command (peisk_registerMetaTupleCallback)
to implement the notion of indirect reference i.e., the tiny meta-tuple, which is
used for the dynamic reconfiguration of tiny nodes at runtime. To implement
the tiny meta-tuple, we need to invoke a callback function correspond to the
referred tuple keys. This requested tuple and the invoked callback function are
sent to the kernel layer. The kernel module makes subscriptions for the given
tuple and generates event for the given callback function when the subscribed
tuple is received.

Kernel Layer (PeisKernelM): The PeisKernelM module implements the kernel
layer of the Tiny Peis-Kernel. This module provides the component’s Peis-id,
running status, and current-time to the application layer via the PeisKernelC.
The PeisKernelM module communicates to the tuplespace layer by providing
SendToKernel and ReceiveFromKernel interfaces and to the communication
layer by using PeiskSend and PeiskReceive interfaces.

In order to implement the Peis-Ecology, node discovery is one of the vital
tasks which should be transparently handled by the kernel. This is performed
by the PeisKernelM module. The Tiny Kernel does it by broadcasting peri-
odic beacon messages to the network. Other network components receive this
beacon message and realize the presence of this node.

To discover the nearest Tiny-gateway is another responsibility of this mod-
ule. The Tiny Kernel receives beacon messages from the network translators
in the direct communication range. We have used a simple arbitration mecha-
nism - measuring signal strength of the received messages - to detect the nearest
Tiny-gateway at the time instance. Thus by discovering the Tiny-gateway at
runtime, the Tiny Kernel enables the physical mobility of tiny nodes and the
Tiny-gateway. We will again discuss the handling the mobility issue in detail
with some example scenarios later in Section 4.11 since it is one of the basic
preconditions of many NRS frameworks, for instance, the Peis-Ecology.

For managing Peer-to-Peer (P2P) network topology, we have used only single-
hop routing among the tiny nodes in this implementation. To send a packet to
a remote node if the destination node is beyond the single-hop neighbors, the
kernel sends it to the nearest Tiny-gateway, which forwards the packet to the
ultimate destination. The Thus, the tuplespace is shared among all available
components in the network. Therefore limiting the routing to single-hop does
not restrict the Peis-Ecology implementation. Note that the Tiny-gateway is
a full-scale NRS component and we will see its Peis-Ecology implementation
below in Section 4.8.

Example - 4.1 Consider a scenario in which a mote M1 in room R1 needs to
set a tuple to another mote M2 in another room R2; provided that M1 and
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M2 are not single-hop neighbors to each other and two rooms have two Tiny-
gateways, B1 and B1 respectively. In this scenario, the tuple is routed in the
sequence M1→ B1→ ...B2→M2 if there exists any link between B1 and B2.
Thus, the tiny nodes exchange tuples beyond the single hope with the help of
the Tiny-gateways in a decoupled manner.

This PeisKernelM module abstracts all communication hazards, such as
unreliable data transmission, away from the service layers, for instance to the
tuple layer. In order to manage reliable message transmission, this layer uses ac-
knowledgements and priority on the messages. Messages, which are necessary
for keeping the network up and running, have the highest priority. Therefore
the beacon messages have the highest priority. The acknowledgement pack-
ages have second priority since packet retransmission costs memory, process-
ing and communication bandwidth. Rest of the messages, such as tuples and
subscription requests, are given the lowest priority. As soon as a message is
received, an acknowledgment is sent to the sender if the message is neither
a broadcast nor an acknowledgment packet itself. A queue packet that needs
to be acknowledged is resent up to three times in this implementation. Each
resending is done after a specific time delay, which is determined by setting
NEXT_RESEND_INTERVAL parameter in the Tiny Kernel.

In a tiny device running the Tiny Kernel, when the tuple layer sends a sub-
scription request to the kernel layer for a tuple in the remote tuplesapce, the
kernel layer sends the subscription periodically to the network. This periodic
subscription is called stateless subscription. In the current implementation we
use 4 seconds as interval period. Such a subscription request is sent until the ker-
nel receives an unsubscription request for this subscription. This enables a tiny-
Peis to receive a tuple from a network component even in the case when the
destination component appears later in the network. The PeisKernelM module
also implements this functionality of the Tiny Kernel.

When a message, either a subscription request or a data tuple, arrives to the
kernel layer from the network, the kernel layer signals the corresponding event
to the tuple layer for refreshing the local cache with the newly arrived tuple.
Conversely, for sending a tuple to the subscribers, the kernel layer queues the
tuple with a priority and sends periodically to the network, until the acknowl-
edgment is received. In the current implementation, the Tiny Kernel sends a
tuple three times in case of failure and drops after that. An important note here
is that the tuple itself is not saved in the queue. Instead a pointer to the tuple
is saved. When the tuple is resent, the current value of the tuple is read on that
time instance and is sent. Implementing the queue in such a way has allowed
us to keep the memory size minimal. Note that this is not an issue when the
packet resending time is less than the tuple updating time. For example, if a
tuple is updated once in every five seconds and if the packet is sent in every
second, then the subscriber receives the tuples with correct values and order
even though the tuple is resent multiple times.
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Figure 4.8: The Peis-Ecology implementation of the Tiny-gateway. A Tmote
WSN node running the TinyOS base-station program and connected to a PC is
the base-station for tiny network. The PC runs a dedicated full Peis-component,
called gateway Peis-component, which reads and writes to the serial commu-
nication port.

The Implementation Summary: This TinyOS implementation of the Tiny Peis-
Kernel requires at most 40 KB of programming memory, including the linked
TinyOS components, and about 3.0 KB of RAM. The actual footprint of the
program may be smaller if an application uses only some of the functions pro-
vided by the Tiny Kernel. As for RAM, the actual usage depends on the number
and size of the stored tuples: the above estimate is based on 10 tuples each of
92 bytes, which in our experience is more than what is typically required.

4.8 The Tiny-gateway Implementation

To implement the Tiny-gateway, for the base-station device we use a Tmote
Sky WSN mote [205] that is connected to a serial communication port of a PC
or Robot, and for the full-scale network component we use a dedicated full-
scale Peis-component that is capable of reading and writing to a serial port.
Figure 4.8 shows the Peis-Ecology implementation of the Tiny-gateway. The
base-station Tmote runs an open source program called Base Station, which
is available in the TinyOS-2.x distribution [204]. This Base Station program
receives packages from the tiny network (IEEE-802.15.4) and writes to the con-
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nected serial communication port, whereas the Tiny-gateway Peis-component
reads packages from the serial communication port to which the base-station
Tmote is connected, and sends these packages to the full-Peis network (IEEE-
802.11). The Tiny-gateway also performs the message translation and trans-
mission between networks in both directions and thus we achieve a network
bridge between two different networks.

An important note here is that the base-station mote does not run the Tiny
Kernel on board and thus it is not a tiny-Peis; its network id does not represent
any Peis-id and therefore it is unknown to other components that use different
network protocols, for instance, full-scale Peis-components and that use same
protocol but are not in the direct communication range.

We know that in addition to the networks translation, the Tiny-gateway is
also responsible for a number of tasks for this light-weight Peis-Ecology model
implementation. Here we describe our implementation of these features in the
Tiny-gateway Peis-component.

Tuples Translation: We have already mentioned that one major restriction
of the Tiny-tuple format is that tuple keys are integers instead of character
strings. This forces us to rely on a central key repository, which associates key
names to key indexes when the communication occurs between a full-Peis and
a tiny-Peis. The Tiny-gateway Peis-component program performs this transla-
tion which is transparent to the applications.

Dynamic Integer Allocation for tiny meta-tuple: We have already seen that
for allowing dynamic reconfiguration in the distributed sensor-actuator and
robot networks, we need a mechanism for the dynamics integer allocation. We
have opted a very simple ad-hoc solution to resolve this issue. We have im-
plemented a simple negotiation mechanism among the deployed Tiny-gateway.
When a Tiny-gateway realizes any new string sub-key that has no integer trans-
lation in the key-repository, it queries to other existing gateways for the integer
translation. Depending on the response of the query, if there exists no integer
translation, the recipient Tiny-gateway allocates a new integer and broadcasts
it to all other gateways.

Stateless and stateful Subscription and Unsubscription: In the Tiny Kernel,
the subscription and unsubscription are stateless, whereas in they Peis-Kernel
they are stateful. Therefore, we need a mechanism for the conversion between
the stateful and stateless requests when the communication happens between a
full-Peis and a tiny-Peis. This is done in the Tiny-gateway.

When the Tiny-gateway receives a stateful subscription from a full-Peis to
a tiny-Peis, it forwards the request to the destination tiny-Peis and stores this
request locally in a list. Later this stored subscription request is sent to the Tiny-
network periodically until receiving an unsubscription request for this subscrip-
tion request. Thus, a stateful subscription request is transformed to a stateless
request in the Tiny-gateway.

On the other hand, whenever the Tiny-gateway receives stateless or periodic
requests from a tiny-Peis to a full-Peis for a particular tuple, it opportunisti-
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cally forwards these requests to the destination component. The Tiny-gateway
Peis-component stores only one of these particular requests locally in a list and
drops rest copies of them after the first successful forwarding. The first success-
ful forwarding is determined by the fact that for the copy of forwarded requests
Tiny-gateway receives the first acknowledgment from the destination Peis. As
long the Tiny-gateway does not receive any acknowledgment for a stateless sub-
scription, it does not store that stateless subscription request in the local list.
Instead the Tiny-gateway forwards all copies of this stateless subscription re-
quest to the destination component every time whenever it receives them. Thus
the stateless subscription arrives to the target stateful Peis-component even if it
appears in the ecology later on.

When the Tiny-gateway receives an unsubscription request for either a tiny-
Peis or a full-Peis, it forwards this request to the destination Peis and removes
the corresponding subscription request from its local subscription list. Again,
when a Peis-component is disconnected from the network, that is, disappears
from the ecology, all existing components in the network should realize it even-
tually. The Peis-Kernel has a mechanism for such eventual realization. We use
this feature in the Tiny-gateway to remove the subscriptions, which are made
by that particular Peis-component, from its local subscription lists. Thus all
irrelevant subscription requests are removed from the Tiny-gateway. This re-
duces the over-all network bandwidth usage and enables the system to work
efficiently in a dynamic environment. Particularly for the tiny-Peis, this tech-
nique increases the capability of providing services to more components as well
as affords a tiny-Peis to cope with the fact of subscribers unexpected crashes
during execution.

Acknowledgment: In the robots and tiny devices integration, acknowledg-
ment is another issue that is also managed in the Tiny-gateway (to some extent)
for the efficient network bandwidth usage as well as the reliable communica-
tion. Similar to other network packages, when an acknowledgment package is
received from the network, it is accordingly translated in the Tiny-gateway and
is forwarded to the destination component. However, in this integration, we
know that the Tiny-gateway has a mechanism to transform between stateless
to stateful subscriptions and essentially this transformation should be synchro-
nized with the implemented acknowledgment mechanism. Otherwise, we loose
reliability of subscription and at the same time we use extra network band-
width, at least in the full-Peis network. We have done this synchronization in
the Tiny-gateway.

Whenever a stateful request is translated to a stateless request, the Tiny-
gateway acts as the original subscriber Peis and sends the subscription request
repeatedly to the tiny network. As a response, the tiny-Peis sends back first, the
acknowledgments whenever the periodic subscriptions are received and sec-
ond, the requested tuple whenever the tuple is updated. In this situation, the
Tiny-gateway forwards only received tuples to the subscribed full-Peis compo-
nent and discards the acknowledgments received from the producer tiny-Peis.
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Reversely, when a stateless request from a tiny-Peis is converted to a stateful
request, after the first successful subscription, the Tiny-gateway sends acknowl-
edgments back to the tiny-Peis component in the reply of rest repeated same
stateless subscriptions. This acknowledgment approach saves network band-
width, particularly in the PC network, in addition to synchronizing the ac-
knowledgment mechanism with the implemented subscription transformation
technique.

Tiny-Peis beyond 1-Hop: Since the Tiny-gateway Peis-component is a full
Peis-component, it supports multi-hop routing like any other Peis-component.
Typically tiny components under the vicinity of a Tiny-gateway are one-hop
neighbors of the Tiny-gateway. Thus, the tiny-Peis becomes reachable via the
Tiny-gateway to all other networked components including the other tiny-Peis,
which are under the observation of another Tiny-gateway.

Advertising my presence: To support the decentralized nature of the NRS,
we allow multiple instances of the Tiny-gateway in the Peis-Ecology. Every
Tiny-gateway periodically broadcasts a simple message consisting of its base-
station’s network-id to the tiny network. From this messages, a Tiny Kernel
arbitrates the nearest Tiny-gateway, starts communicating with the arbitrated
Tiny-gateway, and becomes integrated in the full-Peis network. In the current
implementation, we assign the base-station’s network-id in the Tiny-gateway
Peis-component by setting a tuple whether at the runtime or as an argument
during the deployment. The Tiny-gateway Peis-component reads this tuple
from its local tuplespace and periodically broadcasts to the tiny network. This
simple technique enables the tiny-Peis and the Tiny-gateway physical mobility,
which is very useful for applications in a mobile environment such as the Peis-
Ecology. We will below in Section 4.11 discuss more this mobility features of
the tiny ecology.

4.9 Physical Realization

The Tiny Kernel has been tested in many different hardware platforms, both
off-the-shelf and custom built, in our project. The commercial platforms are

Figure 4.9: The left and right images are respectively commercially available
Tmote Sky and custom-build Peis-mote.
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Tmote Sky [205], Crossbow motes and Mica motes [56], and they are the most
common WSN motes in the market at the moment.

The custom build platform is Pmote or Peis-mote (see right image of Fig-
ure 4.9). Pmote is developed in our laboratory and it consists of a Robostix
micro-controller board [158] and a ZigBee communication module such as the
MaxStream XBee module [225]. For the detail description of this custom built
mote we refer the reader to Bordignon et al. [24, 25].

Our tested platforms have two different type of micro-controllers with dif-
ferent input-output (I/O) ports fabrication. Thus with the support of TinyOS
operating system the Tiny Kernel deals heterogeneous nature of hardware plat-
forms. We will see some experiments, which include different platforms (off-
the-shelf and custom-build) for executing scenarios, later in Chapter 7 that
contains a number of experiments for different purposes.

We have developed a number of sensors and actuators TinyOS components
for executing many experimental scenarios in the Peis-Ecology project. All of
them are available in the project website [162].

4.10 Use Case: Sharing Functionalities between
Full-Peis and tiny-Peis

Consider a simple scenario, where a planning Peis-component needs to know
the lighting condition of a room. A tiny-Peis mounted with a light sensor,
called light monitor, provides the lighting condition of the room based on a
threshold. The threshold value is obtained from another Peis-component called
Threshold-provider.

The light monitor tiny-Peis is deployed in the room. During the deployment,
the tiny-Peis is given its network id or Peis-id=5. Since the deployment, the tiny-
Peis periodically broadcasts network beacon messages containing its Peis-id.

The Tiny-gateway is running on a PC in the room. The base-station mote
of the Tiny-gateway has the network-id 1 and the Tiny-gateway is broadcast-
ing the base-station’s network-id once in every ten seconds. By receiving these
broadcast messages, the light monitor tiny-Peis detects the presence of the Tiny-
gateway at runtime. We remind that the base-station mote is not a tiny-Peis
since it does not run the Tiny Kernel on board and thus, it does not have any
Peis-id. Its network-id is perceived by only other tiny peis that are in the direct
communication range.

The light monitor tiny-Peis senses the mounted light sensor once in every
second and calculates an average on the latest 10 samples. It has a tuple called
light-status, which represents the light condition of the room. If the aver-
age is more than a threshold, it sets the light-status=ON, otherwise light-
status=OFF. The light-monitor obtains the threshold value from another full
Peis-component, Threshold-provider. The threshold-provider Peis-component
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is running on a PC called Sand68 in another room and it publishes a tuple
called light-threshold. Let’s assume, this component’s Peis-id=1010.

For the threshold value, the light monitor subscribes to the Threshold-
provider (Peis-id=1010) for the light-threshold tuple with callback regis-
tration. When this request is placed to the Tiny Kernel, the kernel arbitrates
where the request is sent to by searching in its single-hop neighbors. Since the
Threshold-provider is a full Peis-component, it does not exist in the single-hop
neighbor table and therefore, the Tiny Kernel sends the request to the Tiny-
gateway.

After receiving the subscription from the tiny-Peis, Tiny-gateway trans-
lates it for the full-Peis network and forwards to the Threshold-provider Peis-
component. Recall that the Tiny Kernel has stateless subscription mechanism
whereas the ordinary Peis has stateful subscription. Therefore, in the gate-
way, the stateless subscription is transformed to the stateful subscription. When
the Tiny-gateway receives an acknowledgment corresponding to the forwarded
subscription, the Tiny-gateway translates this acknowledgment to the tiny net-
work format and forwards to the light monitor tiny-Peis. As a response to the
subscription, the Threshold-provider sends the light-threshold to the light
monitor tiny-Peis(Peis-id=5). This Peis-tuple is translated to the Tiny-tuple for-
mat at the Tiny-gateway and forwarded to the light monitor tiny-Peis. After
receiving the tuple, the light monitor tiny-Peis sends an acknowledgment to the
Threshold-provider Peis-component. At the gateway, this acknowledgment is
translated and forwarded to the Threshold-provider full Peis-component.

For the light status of the room, the planner Peis-component makes a state-
ful subscription request to the light monitor tiny-Peis for the light-status
tuple. The request is transformed to stateless subscription at the Tiny-gateway
and is periodically sent to the light monitor tiny-Peis. The first acknowledg-
ment received from the tiny-Peis is translated to the full-Peis network format
at the Tiny-gateway and is forwarded to the planner Peis-component.

The light-monitor tiny-Peis senses the light value, calculates the average,
compares the average with the threshold value, and updates the light-status
tuple accordingly. As soon as the light-status tuple is modified, it is sent to
the subscribed planner component. Since the planner component’s Peis-id is
not available in the single-hop neighbor table, the tiny-Peis sends the tuple
to the Tiny-gateway. In the Tiny-gateway, the Tiny-tuple is translated to the
Peis-tuple and forwarded to the planner. When the Tiny-gateway receives the
acknowledgment from the planner, it translates to the tiny network format and
forwards to the light monitor tiny-Peis.

Although some translations and reverse translations are happening for dif-
ferent types of packages when messages are transmitted between networks, the
application program is totally unaware of them. The kernels, Peis-Kernel and
Tiny Kernel, are responsible for this abstraction and thus, we achieve the seam-
less integration of full-Peis and tiny-Peis.
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A fully implemented test system similar to the one described here has been
used for the long-term experiment described in Chapter 7 below in Section 7.3.

4.11 Handling Mobility

Since the Tiny Peis-Kernel is developed for dynamic environment, it should
be capable of handling the mobility of any node either a sensor/actuator or
a gateway. Consider a gateway, for instance a Tiny-gateway, is running on a
mobile robot that collects sensor readings e.g., humidity from humidity sensor
mounted WSN motes distributed in an apartment. The robot decides whether
to turn on or off the humidifier in the apartment depending on the local sen-
sor readings. Hence the robot, said more specifically the Tiny-gateway, moves
from one room to another room and gathers sensory data from available WSN
nodes. To execute this scenario, all sensor nodes placed in a room require to
detect the Tiny-gateway when the Tiny-gateway enters to the room.

In our design, since the Tiny-gateway broadcasts a particular beacon mes-
sages containing the connected base-node’s network-id, all network nodes in
the direct communication range detect the presence of the Tiny-gateway by
realizing these broadcast messages. Thus, any sensor node running the Tiny
Kernel discovers dynamically the Tiny-gateway in the neighborhood and com-
municates if necessary.

On the other hand, the Tiny-gateway also detects all single-hop neighbor
WSN nodes since all remote nodes broadcast network beacon messages as well.
It is worth to mention that the remote nodes should have a mechanism so that
it can select the nearest Tiny-gateway when it receives the beacon messages
from multiple Tiny-gateways at the same time. In our implementation, the Tiny
Kernel handles this issue by using the signal strength (RSSI) of received packets
from the Tiny-gateway at a time interval.

When new nodes are deployed in the environment, they discover the neigh-
bor nodes and the nearest Tiny-gateway from the beacon messages broadcasted
by each existing nodes and the Tiny-gateway, respectively, within the direct
communication range. Similarly the deployed nodes are discovered by the ex-
isting network nodes as well. Again, if any existing node moves from one place
to another in the ecology, because of the beacon message the moving node
manages to be connected to the network without any difficulties.

4.12 Discussion

In this chapter, we have mentioned general requirements for including tiny de-
vices in a NRS and have discussed several approaches to do it with their pros
and cons. For a generic way to include tiny devices in a NRS, we have im-
plemented and evaluated the twin-version approach: developing a light-weight
version of the model of interoperability for tiny devices. The twin-version ap-
proach meets the general requirements of tiny devices and interoperability.
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Figure 4.10: The Tiny Peis-Kernel developed in this chapter includes tiny em-
bedded devices (used for distributed sensors and actuators) in the NRS. This
completes the first step of the methodology and we achieve seamless inclusion
of robots and tiny devices by using the Peis-Kernel and the Tiny Kernel.

The twin-version can be implemented in different middleware models. As a
proof-of-concept implementation of the twin-version approach, we have prosed
a light-weight version of the Peis-Ecology NRS model and a device of interop-
erability. The light-weight version is called Tiny Peis-Kernel and the interop-
erability device is called Tiny-gateway. By using them, we achieve a generic
interface for including tiny sensor and actuator devices into the Peis-Ecology
NRS and extend the capability of the NRS (consisting of PCs and robots) for
more ubiquitous sensing and actuation. We have described in detail the design
issues and an example implementation of the Tiny Kernel on top of TinyOS. As
part of this development we have also proposed, described and implemented a
light-weight mechanism for the dynamic reconfiguration of a hybrid network
consisting of tiny devices and robots.

By running the Tiny Kernel, any embedded device that has more than 40 KB
of programming memory and 3 KB of RAM, and that is capable of running
TinyOS can be turned into a tiny-Peis. Thus it can acquire the ability to coop-
erate seamlessly with all the other Peis in the ecology, using the same mecha-
nisms, independently on their being tiny or full devices. Note that by the work
done in this chapter, the Peis-Ecology middleware has become the first middle-
ware specifically tailored to ubiquitous robotics that allows such integration.

This chapter executes the first step (Step-1) of our methodology described
in Chapter 1 and we achieve the first goal of the thesis, developing a generic
method for including micro-controller based devices in the NRS. Figure 4.10
gives a pictorial view of the current achievement towards the ultimate goals. To
evaluate the performance of this integration, we have conducted both qualita-
tive and quantitative experiments which will be described in Chapter 7.



Chapter 5
Including Everyday Objects

The previous chapter (Chapter 4) has explained how we can extend a NRS by
including memory constrained tiny embedded devices, such as, wireless sensor
and actuator network (WSAN) motes.

In the home environment there exist a lot of other everyday objects, for ex-
ample kitchen appliances, plates, glasses, knives, books, papers, furnitures such
as sofa, bed, chairs. To perform many tasks in such environment, it is essential
for robots to interact with and to manipulate on these objects. This requires the
robots to detect the objects as well as to know their capabilities through various
properties of the objects. Examples of such properties are physical e.g. color,
shapes, weights, grasping points, and contextual e.g. location of the objects.

In this thesis, we argue that the robots would benefit from the ability to
exchange information with those objects and appliances in a direct way, in
the same way as with other networked robots and sensors. This entails the
requirement — seamless inclusion of everyday objects in the robotic network.

In this chapter, we propose a generic design pattern based on the notion of
object proxies that provides a mechanism to include the home appliances and
augmented everyday objects smoothly in a NRS. The design pattern represents
the properties of smart and dumb objects as well as create a network of objects
that are accessible by other networked components, for instance robots, tasks
planner, etc. The chapter is outlined as below.

First we see the traditional approaches and their limitations and then we
propose our approach in Section 5.1. The requirements of the proposed ap-
proach are described in Section 5.2. We explain the design pattern and its nec-
essary ingredients in detail in Section 5.3. The design pattern is implemented
in our experimental Peis-Ecology NRS model and we describe this implemen-
tation in Section 5.4. Following in Section 5.5, we describe four use-cases that
show the workings as well as the major contributions of the concept by con-
ceptual executions in various example situations. We conclude the chapter with
a short discussion in Section 5.6.

95
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Figure 5.1: A NRS: Robot and the ceiling vision system are networked using a
middleware. The vision system performs the object recognition and localization
tasks for a given entity by extrospective perception.

5.1 Approach to Include Everyday Objects

5.1.1 Traditional Approach

To date the detection of, interaction with, and manipulation on everyday ob-
jects are typically addressed by advanced exteroceptive perception. Using vi-
sion system [27], laser scanner for 3D object modeling [181] are common ap-
proaches in such technique. In many cases this extrospective perception is not
sufficient and/or feasible solution. For example, consider the scenario in Fig-
ure 5.1 in which a robot is asked to bring a milkbox; provided that the ceiling
vision system and the robot are networked by using a middleware for NRS.
To perform this task the robot needs to know firstly, where is the milk-box and
probably secondly, what is the grasping point of the milk-box. Of course, in the
presented NRS here, the robot can ask the ceiling vision system for the location
or position of the milk-box, but the robot itself has to find the grasping point
which is a hard problem to solve.

Another approach, which has become a recent trend to resolve this issue,
is to augment the simple objects and appliances by communication channels
or devices and to provide necessary information via the connected channels.
Examples of such devices include RFID-tags [174], and ZigBee communication
module [225]. In such case, a robot mounted with necessary communication
interface, e.g. a tag-reader for tag attached objects, can access the information
written in the tags and realize the objects. Although these everyday objects are
augmented with communication interfaces, they remain external to the NRS.
Therefore, the accessibility to the everyday objects is still limited to only the
capable devices.
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Figure 5.2: A NRS: Robot, vision system and everyday objects, for instance
RFID-tag attached milk-box, interact each-other via the same middleware.
Thus operations on everyday objects make the cooperation easier.

5.1.2 Our Approach

We argue that it would be very useful to consider everyday objects as parts
of the NRS by making them accessible throughout the system via the same
middleware [101]. In Figure 5.2, we reconsider the described scenario in the
Figure 5.1 and modify it according to our view. We augment the milk-box with
all necessary information, e.g. its grasping point, location and description, and
represent the milk-box (more specifically the properties of the milk-box) to the
middleware same as the other networked robots. With such representation of
the milk-box, the robot can query to the milk-box directly using the middleware
just like posting the query to any other robots in the network, and the milk-
box answers the query via the same middleware with proper information, for
instance the position and the grasping point.

Thus, the operations on everyday objects via the same middleware as the
robots makes the collaborations easier. In addition, this view extends the ac-
cessibility to everyday objects in a large extent: any networked component,
e.g. a task planner, can access the properties of a such represented objects al-
though the component itself does not posses any communication interface e.g.,
tag-readers or such. This view advocates the introspection and communication,
alternative to the extrospective perception.

One way to implement this view is to use simple devices with everyday
objects, provide necessary information via the connected channels and above all
represent the object’s different properties digitally to the network. This requires
the used hardware to run the software model of interoperability.

WSN motes is a good candidate as one of such hardwares. However, many
of the everyday objects simply cannot be augmented with tiny devices because
of size, cost and safety. Instead using simpler devices, such as rfid-tags and Zig-
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Bee nodes are typical as we have already seen. Unfortunately, these simpler
devices are lack of required resources for running the software of interoper-
ability. Apart from these simpler devices, there also exist a lot of proprietary
devices (such as Roomba cleaning robot [103]), which cannot be customized to
use the model of interoperability to include them in the existing system.

This thesis proposes a generic design pattern, which offers digital represen-
tation of everyday objects in a robotic middleware, in order to cope with the
above limitations. The design pattern is based on the notion of proxies defined
below and includes simpler objects and devices, which are unable to run the
middleware model on board, in an existing NRS. Note that this inclusion of
everyday objects is the second step (Step-2) of the methodology of this thesis
mentioned in Section 1.4.

Definition - 5.1 A proxy is a process hosted by a component of the distributed
robot system, which acts as a representative of the simple object inside the mid-
dleware. The proxy maintains an image of the external object which is made
accessible to the middleware, and it uses a dedicated communication channel
to synchronize this information with the actual object (e.g., an RFID reader, a
ZigBee radio module).

5.2 Requirements

The concept of proxied objects targets the hardware and devices, which have a
few bytes (one or a few hundred bytes) of memory and poor processing power,
as well as off-the-shelf devices that are not re-programmable after purchase.
This entails a design restriction: the option to run a middleware software is not
given. Said differently, due to several limitations these devices and hardwares
cannot run any tiny version of the kernel/middleware on board though they can
communicate each other or to PC through specialized interfaces.

Different objects can be proxied by different communication channels. For
instance, a coffee cup is proxied by attaching an RFID-tag whereas a sofa is
proxied by pressure sensors connected to a wireless ZigBee radio communi-
cation module. The user component such as robot should be able to access
the properties of the coffee cup and the sofa without realizing the underline
communication channels – regardless of either ZigBee or RFID. That is, the
used communication channels should be abstracted by the representative or the
proxy component.

Through the design pattern everyday objects achieve the digital representa-
tions in the robotic systems. Thus, the representative should provide not only
the attached hardware data in an understandable format but also some other
physical entities such as physical information of the object e.g. size, shape,
weight and color, etc. as well as the contextual information e.g. the position
of the object at least coarsely.
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The target frame-works of the proposed concept is NRS, which are typically
constructed by using middlewares. Therefore, the object’s digital representative,
so called proxy, should be consistent in the NRS or act like any other compo-
nent in the middleware. Note that we do not mention here the requirements
posed by the Peis-Ecology since we have already described them in the back-
ground chapter, Chapter 3.

Handling mobility of the proxied object is another design requirement since
the design pattern is applicable in the dynamic environment, where objects can
move in course of time if necessary. This raises two important issues that need
to be solved. Firstly, when an object moves from one interface to another, all
information provided by the proxy should be synchronized with the mobility.
Secondly, a situation in which a proxied object is simultaneously perceived by
more than one interfaces. It may generate ambiguity in contextual properties
of the object such as position.

5.3 The Design Pattern: Concept of Proxies

The basic idea of proxied objects is to give a representation of everyday objects
which is consistent with how other objects such as other robots are represented.
By giving such uniform mechanism for interfacing to any kind of object, we
can easily query it for its capabilities and properties or ask it to perform tasks
regardless of if it is a fancy robot or a simple coffee cup. Simply put, the proxy
is used to create an image of the external object which is made accessible to
the middleware. This image is maintained using a dedicated communication
channel (e.g., an RFID reader or a ZigBee radio module) to synchronize this
information with the actual object.

Here we describe a general design pattern for implementing this viewpoint
and outline the various components and the needed information flow for this
to happen.

5.3.1 Proxied-Objects:

These are everyday objects and home appliances e.g. milkbox, sofa, bed that
are proxied by augmenting a communication channel such as RFID-tags, Zig-
Bee nodes connected to sensors and/or actuators, etc. We want to include these
objects as peers in the network of robots and devices. They can be very simple
like milk-box as well as smart but non-customizable such as Roomba clean-
ing robots. Typically the communication channels (hardware), which are used
to augment the objects, have very limited computational and communication
capabilities.
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5.3.2 Interface

We refer to any component that gives a specialized dedicated communication
channel to the proxied object as an interface. These interfaces are used to access
the information about the object and include e.g., RFID readers for the case
of RFID tagged objects or ZigBee radio base stations for the case of ZigBee
equipped sensors. These components need not perform any major operations
or interpretations on the communicated data, but only to relay the raw data
to make it accessible to the network. This is necessary since the same proxied
object may be communicating with different interface components at different
time points or even simultaneously. Note that we do not require the same in-
terface component to communicate with a proxied object at all time, but only
that some interfaces can communicate with the object some of the time.

The interface components can be mobile or static, can be deployed and
removed from the environment at runtime. One important constraint is that
any information, which depends on the interface’s mobility (e.g. location) or
addition/deletion, should be synchronized with the operations. For example,
if we use an RFID-reader interface connected to a mobile robot, the location
information of the interface should be synchronized or updated with the change
of locations positions of the mobile robot.

5.3.3 Proxy

This is the actual software component that represents the proxied object and
that interfaces with the middleware. The proxy is typically a full-scale NRS
software component and runs on a capable processor that can run the collabo-
ration middleware.

For the proxy components to be able to give meaningful information about
the proxied objects, they obviously need knowledge about their existence and
state. Some of this information is given to the communication hardware of
object being proxied and called direct information, some can exist a-priori from
knowledge databases and some are dynamic and must be deduced indirectly
using the object at run-time and are called indirect information. For example,
deducing proxied object’s coarse location that comes from interfaces depending
on their signal strength is indirect information.

The proxy components must receive an information flow from all interface
components which are currently capable of communicating with the proxied
objects. The task of these proxy components is to fuse the information from
different interfaces and to interpret and present the data into a format usable
by the general middleware. Each proxy component is responsible for presenting
information from one specific instance of a proxied object determined at its
instantiation time and presents the fused information as if it were the proxied
object.
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Figure 5.3: Data-flow between a proxied box equipped with an RFID tag, an in-
terface component with an RFID reader, a proxy for the box and the end-user
application. Dashed lines show communication outside the standard middle-
ware.

For example, a proxy component for simple RFID tagged groceries would
receive a serial number when instantiated. During run time, it would look for
information from all RFID readers in the environment and when it finds a
reader which can perceive the tag with that serial number, it uses the reader to
read further tag data to compute properties of this specific item, eg. translating
the hex-code of the first few bytes into a representation of what type of food,
expiry date, shape of packaging etc. that it has. Additionally, it also computes
its own position1 from the position of the RFID reader.

When the interface component communicating with this proxied object is
changed, for instance by moving the object or the case when the interface
moves, the proxy should automatically be configured to use any new inter-
face(s). In the implementation described in Section 5.4 below this is done auto-
matically by associative data retrieval, but in the case of general middlewares
this can rather be done explicitly in the proxy.

Example - 5.1 Consider the example scenario in Figure 5.3 when we have one
proxied component, a parcel, connected to an interface component through
RFID electromagnetic coupling. The interface component produces data which
are consumed by the proxy component and which in the end are consumed by
other devices in the environment. When the EM coupling is broken, the proxy
component will receive no data and use default values for any updates of the
object which is transparent to the end user application. When the EM coupling

1Or literary, the position of the proxied object
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Figure 5.4: Anatomy of a proxy for simple everyday objects. Here objects are
proxied by ZigBee communication channel, for instance, XBee module attached
sensors/actuators.

is reestablished, perhaps to a second interface component instead, the data flow
is resumed and the proxy can present a new, accurate state of the object.

Figure 5.4 shows the anatomy of a proxy for simpler everyday objects such
as coffee cup, glass, plate, sofa, etc. Here objects are proxied by using ZigBee
(XBee) communication channel whereas multiple interfaces for the channel ex-
ist in the environment. The proxy component is responsible for selecting the
most suitable interface, when multiple interfaces simultaneously perceive the
proxied object ("A" box in the Figure 5.4). The proxy communicates to the ac-
tual hardware via this selected interface. The hardware data, which are received
from and sent to the proxied object, is translated in the proxy with proper se-
mantics (D1 and D2 boxes in the figure) and is forwarded using this selected
interface to the proxied object. This communication data is direct information.
On the other hand, position information, which comes from the location of the
most suitable interface, is an example of indirect information. The prior infor-
mation contains the properties and capabilities, such as color, shape, grasping
points, abilities to open/close door, etc. of the proxied object, which are used
by the deliberative component.
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5.3.4 Proxy Manager

Apart from the components described above, the execution of proxied objects
requires one problem to handled when dealing with real life scenarios. This
deals with the dynamic nature of everyday environments in which the available
components as well as proxied objects can change dynamically when objects
are introduced or removed from the environment. To deal with this we are
using a so called proxy manager which is responsible for the instantiation of
proxy components as soon as interfaces detect new objects.

In order to decide if the corresponding object, or percept corresponds to an
already existing proxy or constitutes a new object, the proxy manager relies on
any already running proxies to consume the percept. Each proxy is assumed
to contain mechanisms to assess whether the data from the interface (percept)
pertains to the object being proxied or not.

If the percept is not consumed by an existing proxy, the proxy manager
must instantiate a new proxy that corresponds to this object. To do this, the
proxy manager relies on signatures which must be provided by all interface
components for each object with which they communicate. In the case of the
RFID reader above, the signature corresponds to the ID part of the transmitted
RFID signal. These signatures are compared with a database of available latent
proxy components.

When encountering a new signature, the proxy manager launches a proxy
component with capability of handling those kind of objects. The proxy man-
ager also takes care of providing the initial configuration of the proxy compo-
nent by giving it the interface component with which it should communicate
and the specific object class which it should be representing. Incidentally, by
allowing for the dynamic creation and removal of not only proxied objects but
also interface components, we also increase the robustness of the whole system.

The proxy manager is also a full-scale NRS software component and runs
on a capable processor. Multiple instances of the proxy manager can be present
in the network. In such case, to avoid the conflicts of creating multiple instances
of proxies for a proxied object, the proxy managers either can use a collabo-
ration technique among themselves or can use the feature of the underlying
middleware or NRS infrastructure if possible.

5.3.5 Signature

A signature is a unique, semi-structured identifier used for identifying the class
of an object. It is composed of the used interface channel’s type and a hardware
unique identification number for that channel, e.g. MAC addresses or RFID id’s
and performs a partial matching on these to determine a suitable proxy class to
be used for the corresponding object. This proxy class is used to instantiate the
right proxy for the object to be used. Note that class here denotes only a cate-
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Figure 5.5: A conceptual example of the design pattern of proxies to include
everyday objects in a NRS.

gory of object and does not necessarily imply an object oriented programming
paradigm.

In fact, for a reference implementation the proxies can exist as separate pro-
cesses (implemented in any language) where the signature is used to determine
which program to launch for the corresponding object.

5.3.6 Conceptual Examples

Example - 5.2 Inclusion of a simpler everyday object using the design pattern

Figure 5.5 shows an example implementation of the design pattern to in-
clude a simple everyday object for instance a milk-box in a larger robotic sys-
tem. In this scenario, when the RFID-tag attached milk-box is detected by the
RFID-reader interface, the interface forwards the signature (RFID uid) for the
milk-box to the proxy-manager. Upon receiving the signature, the proxy man-
ager uses the signature (RFID uid) to determine the class of object and instan-
tiates a milk-proxy processes as depicted in the figure.

The milk-proxy then communicates to the interface, receives tag-data, trans-
lates and publishes to the middleware. The proxy also reads the interface com-
ponent’s location, which is given to the interface component during the de-
ployment, and publishes this location information as the coarse location of the
proxied object as indirect information. When the proxy receives queries from
any component in the network, for instance the full-scale humanoid robot in
the figure, the milk-proxy answers them on behalf of the milk-box via the same
middleware.
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Furthermore, the milk-proxy uses rule based reasoning to trigger an event
when the user has left the milk outside the refrigerator too long, or when the
expiration date is about to pass. These events are published like any other in-
formation in the network and can in turn be read by a robot or any other
networked device that has registered an interest for this type of information.

Thus, the design pattern integrates simple everyday objects in a NRS and
makes their properties and capabilities available and accessible to other com-
ponents.

Example - 5.3 Integrating an advanced non re-programmable device via proxy

We have just seen how simple everyday groceries objects are proxied and be
part of the integrated environment. Using these steps we can not only use prox-
ies to integrate devices too simple to be integrated with other mechanisms, but
we can also incorporate advanced devices that cannot be retrofitted with the
necessary middleware to be used with the rest of the robotic ecology.

One example of such a case is to integrate into our robotic ecology pro-
prietary technology such as a robotic vacuum cleaner which cannot be repro-
grammed to use a previously existing middleware. The role of the proxy com-
ponent would here be to translate state information and commands to and
from the middleware, but also to use other sources of information and act as a
container for all the information related to this device.

5.4 Peis-Ecology Implementation

As an illustration on how to apply the design pattern of proxies, we describe
an implementation that has been performed as part of the Peis-Ecology project
which has been described in Chapter 3. In this implementation all ingredients
of the design pattern are Peis-components. The libpeisproxy C library im-
plements the concept on the Peis-Middleware and it is available on the project
web site [162] with the Peis-Kernel library.

Before looking at how proxied objects can be implemented in a Peis-Ecology,
we recall the PeisInit component (described in Section 3.5.1) since this com-
ponent is tightly related to this implementation. Note that we describe only
its few related functionalities. This standard component in the Peis-Ecology
framework is available on every Peis consists of full scale robots or PCs. It is
started on boot-time and is always present. The PeisInit publishes the semanti-
cal descriptions of components residing in that Peis (robots or PCs) as well as
launches and monitors those components upon request.

Signature database: In the Peis-Ecology implementation, a signature is con-
structed as the combination of used communication channel’s type and the
channel hardware’s unique identification number. The proxy manager starts
a proxy program correspond to a signature by looking up in a storage, which
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we call signature database. We use the PeisInit component as the signature
database in our Peis-Ecology implementation.

Example - 5.4 According to our implementation, (RFID R1) is the signature
of a proxied object, which is proxied by an RFID-tag that has id R1; similarly
(XBee X1) is the signature of a proxied object, which is proxied by an XBee
module [225] connected sensors/actuators and the module has unique-id (e.g.,
mac id) X1. By making a lookup on a subset of the digits of R1 or X1 in the
PeisInit (the lookup table), we can identify the manufacturer of R1 and X1 as
well as the specific product series that they correspond to.

In the implementation for proxied objects, an object is proxied by using
only one communication channel (hardware) at a time and the proxy is started
when a complete matching of a signature is found.

Interface Peis-components: These group of Peis-components exchange data
between the proxied hardware and the middleware without performing any
operation on the data related to our concept. The simplest example of an in-
terface component is that of RFID reader components. These components are
connected via a serial port to a Texas instruments RFID reader and which con-
tinuously publishes three types of tuples:

• position: and other context variables. These give the location and state of
the reader.

• tags: a list of all tags currently within range of the reader.

• tags.X.data: for each tag X it publishes a tuple mirroring the data written
on X.

We have also developed interface Peis-components for other communica-
tion channels, which are used in several experiments. They are interface for
ZigBee, stereo person tracker, text-to-speech, etc. a few to mention.

In our implementation, the context information, such as position, of an
interface component is presented to the network as tuples. By modifying these
tuples at runtime, we can synchronize the context information although we
have used mostly static interfaces in our scenarios.

The Peis-Proxy: In the Peis-Ecology, proxies have been implemented obvi-
ously as Peis-components and they are running on one of the home monitor-
ing computers in the testbed. Each proxy consists of a separate UNIX process
linked against the Peis-kernel. The proxies are started and monitored like any
other Peis-component by the PeisInit component residing on each Peis. The
decision to start a new proxy is taken by the proxy manager which sends the
start up request as well as initialization parameters through the tuplespace.
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1 RfidProxy(id: P, signature: X)
2 P.status←"active" ; P.position←"unknown"
3 P.signature←X
4 subscribe *.tags.X.data
5 loop
6 On callback I.tags.X.data=D then
7 P.position←I.position
8 P.content, weight, ... ←decode-state(D)
9 end

10 On expire I.tags.X.data then
11 P.position←"unknown"
12 end
13 end loop

Figure 5.6: Simplified steps of a proxy component. Tuples keys are written as
C.name where C is a component or a wildcard ∗.

According to the concept, in general the proxy components should have
three different types of information:

• Prior information, built into the proxy or being given as argument to the
proxy when instantiated.

• Information provided by the proxied communication channel, for in-
stance, information written in RFID tags. We call this direct information.

• Information from the interface or any other components to whom it is
subscribed to, giving us an indirect information flow.

Consider for instance the proxy for RFID tagged groceries in Figure 5.6.
The initial parameters given here is the serial number X of the tag to be proxied
and built-in functionality or database accesses can use this information to the
manufacturer and other general information about the object. This is an exam-
ple of prior information being used by the proxy. Using this serial number, the
main loop is using associative search in the tuplespace to return the data for any
interface I that publishes a tag I.tags.X.data matching this serial number. By
interpreting this data written in the tag the proxy can publish properties about
the object, this is an example of direct information. Furthermore, the proxy
uses the position given in the interface I to compute the position of the proxied
object, this is an example use of indirect information.

Note that in the actual implementation, a few additional steps are per-
formed to select which interface device to use when multiple devices are avail-
able, but this arbitration mechanism are omitted here for conciseness.
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1 ProxyManager(id: M)
2 subscribe *.tags
3 loop
4 On callback I.tags=T then
5 for each signature S in T do
6 if ¬∃ P : P.signature = S then
7 find In,P such that:
8 In.component.P.semantics covers S
9 In.component.P.argument←S

10 In.component.P.req-state←"on"
11 end if
12 end for
13 end
14 end loop

Figure 5.7: Simplified steps of the proxy manager.

The Peis-Proxy Manager: The proxy manager is a Peis-component that uses
all existing interface components to listen for the appearance of new proxied
objects by subscribing to the I.tags tuple from all interfaces I. When this tuple
is changed the proxy manager receives a new list of signatures corresponding to
the tags within range of the interface. These are then compared to all running
proxies, and unless a proxy is already running for each signature a new proxy
is started via PeisInit.

To know which proxy component to start the proxy manager uses the se-
mantic information published by the various PeisInit components currently run-
ning in the ecology. If it finds a Peis with a component description whose se-
mantics include the capability of working as a proxy for this signature it starts
the proxy. See Figure 5.7 for a simplified algorithm of this.

Figure 5.8 shows on a simple scenario how the proxy manager, proxy com-
ponents, PeisInit and other components communicate together in the ecology.
Note that in the actual implementation i.e., in the libpeisproxy library, a
number of additional steps have to be performed to also handle other types
of interface components. For example, the XBee interfaces also provide signal
strength (RSSI) of packages that are received from the used XBee modules to
proxy the objects, in addition to sensor readings. The proxy for an XBee at-
tached object uses this RSSI to decide the nearest interface for synchronizing
context information e.g. location of the proxied object.

We allow multiple instances of the proxy manager in the network and they
can run in distribted processors. We have not implemented any collaboration
mechanism for proxy managers in this implementation; instead, we rely on
the underlying Peis-middleware and the Peis-Ecology infrastructure. We do
not allow multiple entries of a same signature in the distributed database of
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Figure 5.8: Example of how the proxy manager, proxy components, PeisInit
and other components communicate in a sample scenario.

signatures, i.e., in the Peis-Ecology, multiple PeisInit components (signature
database) cannot contain same signature entry for a particular proxied object
even though the PeisInit components are distributed in several hosts.

5.5 Use Cases

In this section, we describe four use-cases that illustrate the workings of the
concept and the design pattern in four different situations. The first case shows
how the design pattern creates and maintains a proxy for an augmented ev-
eryday objects autonomously. The second case discusses the maintenance of
dynamic properties of a proxied object. The requirement of abstracting the un-
derline communication technology is discussed in the third use-case. At the end
we see a use case that explains an additional advantage which the networked
system can get from the concept of proxies.

Case - 5.1 : Creation of a simple proxied object.

Consider a simple scenario: in a smart-home, an RFID-tag attached milk-
box is placed in the kitchen fridge. Given that the kitchen fridge is equipped
with proper communication channels, for instance RFID-tag readers. We as-
sume that a proxy manager Peis-component is running in the home PC; the
robot and all other PCs are networked; the signature database of the available
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Figure 5.9: Sequence diagram of the creation and maintenance of a proxy for
an augmented milk-box. R-1 is the RFID reader in the refrigerator and MP
is the created object proxy for the milk-box. PeisInit with id 6800 runs on a
machine with available proxy programs for a number of different objects.

latent proxy components are distributed in the capable machines in the NRS
and they are accessible by the proxy managers.

In this scenario, the concept of the proxy starts when the milkbox is placed
in the kitchen refrigerator. The sequence diagram of Figure 5.9 shows first few
steps of this example scenario.

The milk-box is detected by the RFID-reader in the refrigerator (R-1) through
the electromagnetic (EM) coupling and the interface component updates the list
of available tags to include the signature (X1) of this tag and forwards it to the
proxy managers. This triggers the proxy manager to perform a search to see
if any proxy component is already running for the signature X1. Since no so
such component is found, it continues by searching for any potential compo-
nent which can be started and whose semantics describe it as being a proxy for
objects matching X1. As soon as a matching component is found, the proxy
manager starts the proxy (MP-142) on one of the available PCs and the status
of the proxy is assigned “active”.
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This proxy (MP-142) receives as argument which specific tag (X1) to proxy
and subscribes to information about the relevant tag from any and all interface
components. In order to get RFID-tag data from the milkbox proxied object,
the MP does a wild-card subscription to tuple *.tags.X1. When the interface
components communicate with the hardware, they create/update this tuple and
push it to subscribers, for instance to the proxy, as a callback response. From
the received tuple the proxy extracts the interface component’s id and saves it
as the current interface it is communicating to. Additionally, it uses the actual
tuple data to read the properties of the milkbox and creates shape and content
tuples accordingly. By subscribing to the current interface component’s position
the milk-proxy can also updates its own position.

In this manner the proxy component interacts with the proxied object via
the interface components to compute the proxied object’s various physical and
contextual properties.

Case - 5.2 : Synchronization of dynamic properties: handling mobility.

The proxy should keep up to date the dynamic properties of the proxied
object. Such dynamic properties are e.g. location and status of the object. In
case of object proxies the status can represent, for example, whether the prox-
ied object is connected (active) to or disconnected (inactive) from the robotic
network.

We continue with the scenario in the previous use-case and modify it as
follows: A robot is asked to bring the RFID-tag attached milkbox from the
kitchen fridge to the kitchen table; where the kitchen table is also equipped
with proper RFID-tag readers.

To execute the task, the robot approaches to the kitchen-fridge, grabs the
milk-box, and after a while, arrives to the kitchen table and puts the milk-
box on it. Figure 5.10 shows the sequential steps of the scenario as well as the
synchronization of the dynamic properties: location ( myPosition) and status
of the proxied milk-box (status).

In a situation when the proxied object is not observed by any proper in-
terface, for instance, the time span between moving the milkbox from fridge
to the table (middle part of the Figure 5.10), the proxy does not receive any
information from the proxied object. Therefore, it assigns its position as “un-
known” though the proxy preserves all other information such as color, shape
or the weight extracted from the proxied communication channel. However,
when the proxied milk-box is not observed more than a given time interval, the
status of the proxy becomes “inactive”, which denotes that the object is not
accessible via the network anymore.

When the robot places the milk-box on the kitchen table, the RFID-tag (X1)
attached to the milkbox appears again to the kitchen table RFID-reader, R-2.
Since the proxy is using associative search (wildcards) it receives the update
from the kitchen-table RFID-reader and modifies the status and position tuples
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Figure 5.10: Sequence diagram that shows the mechanism of synchronizing dy-
namic properties in a proxy. Here “position” and “status” are the dynamic
properties. When the proxied object is not observed by any interface, the po-
sition is “unknown“ and if this situation continues for a given time, the proxy
becomes inaccessible to the network and thus, the status changes to “inactive”.
Both, the status and the position, are updated by the design pattern when the
proxied object is again observed by the kitchen-table RFID-reader, R-2.

accordingly. The lower part of the Figure 5.10 (from the blue box) shows the
sequential operations that update the position and status dynamic properties.

Case - 5.3 : Abstract heterogeneous nature of communication channels.
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Figure 5.11: The RFID-tag attached milk-box and ZigBee connected trash-bin
are proxied objects and represented in a robotic network. By using the mid-
dleware, Astrid’s task planner (a deliberative component) reads the location
property of the milk-box and of the trash-bin without noticing their augmenta-
tion technologies. Then the task planner generates the plans accordingly to go
those locations by using a path planner. Note that the circular numbers denote
a possible sequence of actions for the network data access.

Figure 5.11 describes a scenario, in which the robot Astrid is asked to fetch
the milk-box and throw it to the trash-bin; the milk-box is augmented by an
RFID-tag, whereas the trash-bin by a ZigBee/XBee communication module.
The milk-box and the trash-bin are respectively placed in the livingroom table
and in the kitchen. They are represented in a robotic network by the object
proxies.

On the other hand, the robot Astrid is at her “charging doc” where she can
herself charge her battery while waiting for a task. Astrid has a task planner
(configurator) that generates plans and configurations to execute a given task.
The task planner uses a path planner to generate path for given source and
destination. In the figure, we see some example sub plans (in an abstract way)
that are generated by the task planner, and that are inputs to the path planner
to execute the given tasks in the scenario. Note that we do not mention other
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intermediate sub-tasks since we are interested on accessing network data from
different network entities instead of tasks generation and thus we show only
the relevant ones.

To perform the task, the task planner in Astrid requires to know the loca-
tions of all the three components: milk-box, trash-bin, and Astrid. Since the
proxy is a NRS component and provides all information by using the NRS
middleware, the task planner can access the location properties of the milk-box
and the trash-bin in the same way regardless of the RFID or ZigBee technolo-
gies. Thus, the proxy provides an abstraction of the heterogeneous nature of
underline technologies to a NRS component.

Case - 5.4 : A proxied object uses the NRS pro-actively: tasks generator

One interesting characteristic of the proposed concept is that the objects are
not only perceived passively, but they can also communicate to other networked
components actively. This enables the simple objects to provide information
to the system as well as to use the system for performing various tasks, e.g.,
monitoring the environment in collaboration with objects and monitor systems.

Consider an example scenario: Johanna, the apartment owner, forgets the
milk-box on the kitchen table after taking the milk in a glass; the milk-box
is augmented by an RFID-tag and the table is equipped with an RFID-reader.
Milk may go bad after a while if it is not put back in the fridge. Johanna has a
service robot named Astrid capable of performing house hold tasks.

Such a monitoring scenario would be very easy to implement by the concept
of proxied objects. We can program the proxy component with the capabilities
of self monitoring, for instance, keeping track of the duration the proxied milk-
box is left outside of the fridge. This can be done just by counting the time since
the proxied milk-box’s location changes from the fridge to any other places, for
instance, the kitchen-table.

After a while, when the milk-box proxy realizes that the milk may go bad
if it is not put back in the fridge soon, the proxy itself can inform the service
robot or the monitoring NRS system about the proxied object’s condition. For
instance, the milk-box proxy can assign a task – “bring me (milk-box) to the
fridge” – to Astrid’s task planner by using the robotic middleware, showed
in Figure 5.12. Thus, the everyday objects act like the task generators for the
system in many contexts. Note that it would not be possible with all other
existing extrospective perception techniques for everyday objects.

5.6 Discussion

In this chapter, we have discussed a concept by which we can include simple
everyday objects in a robotic network in a uniform way as other robots. We
have proposed a design pattern that implements the concept. The design pat-
tern is based on the notion of object proxies. To implement the concept, we
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Figure 5.12: The proxied milk-box uses the networked system. The milk-box
proxy reminds the system pro-actively that the milk can go bad soon if the milk-
box is left outside. Thus, a proxy can initiate tasks to the context of proxied
object and the system can benefit out of it by performing such tasks. Note that
the circular numbers denote a possible sequence of actions.

require three new components in a NRS: interface, proxies and proxy manager,
and a database of signatures. The database of signatures can be pre-defined or
introduced at run-time and it can either be distributed in the existing NRS in-
frastructure, e.g., our described implementation, or can be introduced as a new
NRS component.

By using the notion of proxies it is possible to deal with very limited and
heterogeneous devices as well as a very capable but non-programmable devices
in uniform manner compatible with other, previously existing, robotic middle-
wares for the distributed environments. The steps necessary for incorporating
proxied objects in robotic environments can easily be implemented on different
middlewares. One important requirement – the middleware should be capable
of instantiating/running a process (when the proxy manager starts a proxy) at
run time – has to be satisfied.

To the best of our knowledge, this is the first approach that allows the in-
clusion of simple objects in a robotic middleware in a uniform way like other
robots and robotic devices. One additional advantage of the concept is that the
proxied object can actively use the systems. The fourth use case (in Section 5.5)
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Figure 5.13: By the design pattern of proxies (blue), we include simple aug-
mented everyday objects in a NRS. The design pattern is implemented on the
middleware for NRS such as the Peis-Kernel (green), and we achieve a system
of robots, tiny devices, and augmented everyday objects.

discusses a situation in which this additional feature affords the networked sys-
tem performing tasks that would be very critical for the system to do passively.

We have implement the concept on the Peis-Middleware as a Linux C li-
brary called libpeisproxy. The library is available with the Peis-Middleware
under an open source license in the Peis-Ecology project website [162].

To demonstrate the concept in practice, we have conducted several experi-
ments, which includes the proxied objects. The experiments are performed in
out Peis-Ecology testbed as we have mentioned in the methodology. We will
see them later in the Chapter 7 with other experiments.

By including the everyday objects and home appliances in a NRS, we ac-
complish the second step of our methodology (described in the Section 1.4).
Figure 5.13 gives a pictorial view of the achievement with respect to over all
goal. In the next chapter we will see how this design pattern can be generalized
to include humans in the robotic network.



Chapter 6
Including Humans

Many network robot systems consider the presence of humans in the system
and are dedicated to the humans. So does the Peis-Ecology project, and thus we
require a mechanism to include humans into the robotics networks. Integration
of human users in NRS not extensively studied although there exist few efforts
in the literature.

In this chapter, we point out the limitations of traditional approaches to
include humans in NRS and describe our approach in Section 6.1). We use the
generic design pattern for proxies discussed in the previous chapter (to include
simple everyday objects) and extend it here for the humans. In Section 6.2,
we describe the basic concepts for representing humans in the NRS as proxies
and some key advantages, which a NRS can achieve by the proposed concept,
over the traditional approaches. Following in Section 6.3, we focus on the re-
quirements to implement the concept in any NRS. To meet the requirements
the design pattern is generalized in Section 6.4 where we describe the new chal-
langes and how these can be overcome. In Section 6.5, we illustrate four use
cases to demonstrate the inclusion of humans in the NRS as generic network
nodes. An example implementation of the concept of human-proxies in the
Peis-Ecology NRS is described in Section 6.6. We conclude the chapter with a
short discussion in Section 6.7.

6.1 Approach to Include Humans

6.1.1 Traditional NRS Approach

When designing human user interfaces to the network robot systems, humans
are traditionally treated in a very different way from the other agents of the
system. For instance, deciding what information to send to the human is often
hard coded or implemented in a very different fashion than the design of what
data to send other agents. Similarly, interpretation of the requests or data given
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Figure 6.1: Humans are seen in NRS: (a) the traditional approach; (b) the pro-
posed view.

by the human is typically handled differently than requests from other agents
in the system.

This viewpoint risks creating a duplication of effort by implementing the
logic for deciding the appropriate form of communication and the creation or
interpretation of messages in multiple systems. Even worse, this duplication of
effort also risks introducing inconsistencies, which is bad both from the point
of view of user experience as well as code reliability.

We see in the NRS literature that the human users typically interact with
some designated devices, e.g. a wheeled or legged robot with an adequate
human-robot interaction ability or an animated character, which acts as a "me-
diator" towards the NRS. Examples of designated devices deployment projects
are Ubiquitous Robot project [112], many Japanese projects for instance Japan’s
NRS project [5] and Robotic Sick Room [139] a few to mention, Dustbot [167],
URUS [168], RoboCare [176]. Example project of using mediators is CIP by
Guarino et al. [88].

Although the most common, this single interaction by a dedicated interface
approach constitutes only one point of view, a point of view that conceptually
separates the human operators from the other parts of the system (see sub-
figure (a) in Figure 6.1), and that imposes a certain technical architecture to the
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design of the overall system. We agree that with this architecture it is possible to
design networked robotics systems that allows us to design advanced scenarios.
However, this special treatment of humans as opposed to the robotic compo-
nents lacks some advantages of a more holistic viewpoint in which humans can
be seen as a natural part of the system. We will see such advantages later in this
chapter.

6.1.2 Our Approach

We propose, in this thesis, an alternative point of view that includes humans
as parts of the robotic networks, in the same way as any other robotic devices
(see sub-figure (b) in Figure 6.1). By this view, in a NRS humans are treated
not only as objects of interest and tasks generators of the system but also as
information provider (sensor) and task performing agents (actuator) to the sys-
tem. This point of view brings a kind of generality and simplifies the overall
implementation of the NRS.

We implement this view by extending the existing notion of proxies to in-
clude computationally very simple devices in a NRS described in the previous
chapter. The design pattern provides a generic representation of objects in the
robotic middleware, which is the key point of providing the representations of
the properties and capabilities of the humans in a NRS middleware in a generic
way. This generic representation allows all other robotic devices to access prop-
erties such as location or current action, in the same way as any other robotic
devices. Note that this corresponds to the third step (Step-3) of our methodol-
ogy described in Chapter 1.

To the best of our knowledge, in the NRS research domain, it is the first
work that offers a smooth inclusion of humans in the robotic network similar
to other networked robots, devices, and objects.

6.2 The Concept of Human Proxies

Traditionally, when designing networked robotic systems that interact also with
humans, one typically designs dedicated interface points that can provide inter-
action with the humans. Examples of such interface points are dedicated robots
with screens/keyboards and/or speakers and voice recognition. These interface
points usually operate at a very different level than that of the general interac-
tion between robotic components and the interaction with the human is seen
different from the interaction between robots. For instance, for a device to pro-
vide status information to another agent it would typically just update a shared
blackboard model or send a message along a connection, while for it to do so
to a human user each such device would require the logic for deciding which in-
terface point to communicate through and to formulate the appropriate human
understandable message and send it to that interface point.
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(a) (b)

(c) (d)

Figure 6.2: In this figure, sub-figures (a,b) represent the traditional NRS ap-
proach: deploying a designated devices such as a specialized robot for human
interaction that communicates with the network to receive information and
publish goals. When the users are not within the range of this device (b), no
interaction is possible. Other two sub-figures (c,d) shows a software proxy
representing the human user. The proxy subscribes to information like any
other standard agent on the network and publishes goals like any other agents.
The proxy handles all interaction logic and selects the appropriate interaction
modalities like a cellphone (d) or an interaction robot (c) depending on the
users context.

Oppose to this traditional approach, we suggest here a different approach
which provides an abstraction that removes the requirements of handling these
decisions away from the individual robotic devices and that makes the humans
seem like just another somewhat complicated device from the point of view
of the other devices. We do this by introducing notion of a proxy, which we
redefine and customize for humans: a component of the NRS that provides a
wrapper around all interaction with the human and provides a similar inter-
face as to any other robotic component. By letting the proxy deal with all the
interface and interaction logic as well as collect all the sensed properties and
capabilities of the human users, the overall design for how any other robots
collaborate with the human is simplified significantly.

By the view outlined here, humans are treated not only as users capable of
posting goals or as objects that can be monitored, but also as sensors (informa-
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tion providers) and task performing agents (actuators). Compared to just the
solution of using a central interface point for multi-modal interfaces as used in
the human robot interface (HRI) field this proxy based viewpoint thus provide
possibilities for new types of collaboration based on an explicit representation
of the capabilities and properties of the human users.

Example - 6.1 Consider a future home in which an elderly user, Johanna, lives
with the assistance of some robotic technology. One of these robots is an au-
tonomous vacuum cleaning robot. One day when navigating the robot encoun-
ters an unknown object for which it lack some information (eg. if it can be
pushed away) and suitable sensors for measuring it. Instead of simply failing,
it queries any another agents on the network for the capability of determining
this. A human proxy agent, acting as stand-in for Johanna, answers that it can
decide the answer for a given cost. The deliberator on the robot commits to a
plan that includes this action and the proxy eventually asks Johanna who an-
swers, “no silly, you cannot push away the couch”. This answer is interpreted
by the proxy more formally as a negative, given to the robot and an alternative
plan not involving cleaning under that object is taken.

If any other agent could have reported this property at a lower cost than
the human proxy then that agent would have been used instead. By abstracting
the notion of querying for information in a proxy which performs the actual
conversation with the human, the simple cleaning robot does not require any
knowledge about human user interaction itself.

6.2.1 Advantages of generic representation of humans in NRS

Advantage - 1 : Extended application of multi-modal interfaces

The proposed concept extends the possibility for interaction with the human to
any networked component in the network and allows for multi-modal interac-
tions. As such it allows these network devices to perform complex human user
interaction using the same communication mechanisms as for the interaction
with any other networked device.

In the traditional NRS approach, all communication happens through spe-
cialized robots, and other network components interact with humans indirectly
using those robots. These communication robots typically requires to be in the
direct interaction range of humans (see sub-figure (a) and (b) in Figure 6.2).

One solution to this problem proposed in the HRI field is to design multi
modal interfaces with a centralized interaction point [88]. This typically entails
distributing multiple interaction interfaces of multiple modalities, such as mi-
crophones and speakers or screens, in the environment and requests from any
networked devices to interact with the human are sent to a device containing the
appropriate human user interface logic. These devices generate the appropriate
dialog and eventually send the actual communication through the appropriate
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input/output devices in the environment. The proxied approach subsumes the
point of view of centralized interaction points by centralizing the interaction on
a per human basis by creating one proxy for each human that is sensed in the
environment - this also makes it possible to e.g. preserve the dialog state while
transitioning from one modality to the next.

By abstracting the logic for interfaces very simple devices, such as for ex-
ample simple sensor motes monitoring the state of the environment, can still
logically interact with the human just as they would with any other agent. Even
computationally very limited devices, such as RFID-tags, that are integrated
with the remainder of the NRS through e.g. the proxied object mechanism (de-
scribed in the previous chapter) can also interact with the human. With the
traditional approach neither of these two classes of devices would be capable
of direct human interaction.

Example - 6.2 Johanna has a number of plants that she is very fond of, and has
equipped them with some simple wireless motes that can monitor the lighting
and humidity conditions of the plants. When a mote detects that the humidity
has dropped too low or that the light level has been insufficient for an extended
period, the motes can report this condition to any other interested agents in
the network. If there were to exist an automated plant watering robot, then
that agent would respond to this state, but since such a capable robot is too
expensive Johanna has simply told her proxy to register an interest for this type
of events - thus the proxy receives these messages and report them to her using
whatever user interface is currently available.

We could easily consider a scenario where two different proxies exist for
two persons sharing a home, where only one of the proxies will have registered
an interest for the health of the plants.

As we can see from the above example, the duty of the proxy is not only to
receive communication requests, but also to register which type of information
it should be given and deal with them in an appropriate way. In a blackboard
based NRS middleware this would eg. be performed by subscribing to specific
types of information, while in connection based NRS middlewares it would
be accomplished by establishing a link between the motes and the proxy. See
Figure 6.3 for an illustration of the difference between the proxied and the
traditional NRS approach here.

Advantage - 2 : Humans in the generic planning loop

Many NRS use dedicated deliberation components to generate the actions that
should be executed by each participating robot and the information flow be-
tween them in order to perform a given tasks. A simple architecture for these
systems is the use of action planners as well as configuration planners [126],
which (1) use introspection to discover the possible services that can be per-
formed by the various robotic components, (2) receive a goal state to be reached
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Figure 6.3: Example outputs in a NRS: (left) the traditional approach, each
device need to decide how to interact and through which input/output devices;
(right) the proposed view, the proxy representation decides where, when and
how to interact with humans

and (3) generate a plan detailing the actions and information flow expected to
lead to this goal.

By dealing with the presence of humans as a special case of the other par-
ticipating devices in the network, we get a generality that allows more complex
plans and actions to be performed using the same representation and planning
mechanisms as would be required for purely robotic systems.

The generality of this point of view allows us to perform planning both
in using information about the human activities, just like other robots activi-
ties, as well as to some degree to plan for cooperative actions with the human
(assuming a certain degree of non-determinism in the outcomes).

Example - 6.3 Consider again the autonomous vacuum cleaner from Exam-
ple 6.1 and imagine a situation where it attempts to enter the kitchen, only
to find the door closed. If the door was equipped with an automatic opening
function and had published this capability on the network then the robot could
find this capability and simply ask the door to open and proceed with cleaning.
Another agent that can open the door upon request, albeit with a high cost, is
the human proxy representation of Johanna. By exporting this functionality the
vacuum cleaner can commit to using the proxy if there were no other way to
open the door. It does so by asking the proxy to open the door using the same
mechanism as for any other agent. The proxy would then in turn communicate
a request to open the door to Johanna using any of the available modalities,
such as the kitchen radio. All the choices of how to communicate with Johanna
are performed by the proxy.

After a while the vacuum cleaner will find the door open and proceed, or if
Johanna ignores the request it will notice that the plan failed after a timeout.
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In order to fully exploit the capabilities of humans, without creating a tor-
rent of requests to the human user a selection mechanism must be employed as
part of the choice of capabilities to be used in the same way as when multiple
robotic agents can perform the same service. Common such selection strategies
include associating a cost to the capabilities, or filtering the capabilities by pre-
conditions, or using bidding mechanisms to decide which agent can use which
functionality. Any of the usual such strategies can be employed also on the level
of the proxies for humans.

6.3 Requirements

In order to gain the advantages above we want the system to allow any net-
worked component to interact with the humans and to allow any general delib-
eration routine, such as multi-robot action and configuration planners, to create
complex plans that involve the humans either as action performing agents or as
observable objects. This poses a number of specific requirements on the virtual
representation of humans in a NRS.

In general we require the users to have a representation of properties and ca-
pabilities and an interface for collaboration that satisfy the same requirements
as of any other agent in the NRS. More specifically, we require that the human
proxies satisfy:

• Communication capabilities: any device on the network need to be able
to communicate and share information with the representation of the
human using a shared (formal or implicit) semantic.

• Representation of properties: a formal description of all properties such
as location, preferences, activities, etc.

• Interaction capability: must be able to translate formal information such
as status notifications in a human understandable form.

• Representation of capabilities: a formal description of any capabilities
that the human can perform for the networked devices.

• Maintenance and persistence: representations must be automatically cre-
ated, saved and restored when humans enter/leave the networked envi-
ronment or enter/leave the range of sensors and interaction modalities
that can detect them.

• Multi-modal interaction capabilities: must be capable of selecting which
primitive communication device to use and formatting the output depend-
ing on the users context. For example, using text to speech when the user
is in range of a speaker or generating a short text message to the cellphone
when he is outdoors.
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6.4 The Design Pattern for Human Proxies

Here we provide the representation of properties and capabilities of the humans
in a generic way by extending the existing design pattern of proxies, discussed
in the previous chapter for including everyday objects in a NRS. We know that
the design pattern is based on the notion of proxy and the proxy gives a digital
representation of everyday objects in a consistent way as the other components
such as robots are represented. The proxied representation makes the prox-
ied object accessible to the middleware so that any networked component can
access the actual objects via the proxies by using the middleware.

Therefore, with necessary extensions this design pattern is able to represent
humans in the robotic middleware and it can become a new design tool for the
seamless integration of humans in a NRS. In this section, we see how the design
pattern for proxies is extended to meet the mentioned above requirements and
in Section 6.6 we see an example implementation of proxies for humans on the
Peis-Ecology NRS.

6.4.1 Human proxies

The human-proxy, proxy for a human in the NRS, is defined as below:

Definition - 6.1 In a distributed robot system, when a proxy represents a hu-
man digitally inside the middleware, we call it a human-proxy. Thus, human
proxies are a special case of object proxies.

As opposed to simple proxied objects the proxies for humans have both
better possibilities and higher requirements for deducing target specific infor-
mation. As such there are a few design issues that need to be resolved:

Firstly, since the human users do not have a single dedicated communica-
tion channel, such as a ZigBee module, that provides the required information
about the target - but rather can be observed by multiple channels of different
modalities - we require that the design should cope with multiple communi-
cation channels. These communication channels can be either uni-directional
or bi-directional. Examples of the former correspond to only observational de-
vices (eg. microphones, cameras, bluetooth localization devices) respectively
information providing devices (eg. status lights, lamps, loudspeakers) while ex-
amples of the later include eg. cellphones and computers or combinations of
the unidirectional devices (eg. microphones + speakers).

Some of these devices are static and have non-trivial overlap when they
can observe or communicate with the human, and some of these devices are
wearable and have non-trivial contexts in which they can be used or when they
are actually worn by the user. Humans can very often have a multitude of these
wearable devices e.g. both a cellphone and an RFID tag that provide various
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information such as location or identity of a person. Together all these devices
are considered as the hardware interfaces to proxy the humans.

Secondly, the observational devices may have an overlap when they provide
information for the human and they may present information of a different
quality and type. This generates very heterogeneous observations, which need
to be fused to create a single uniform representation of e.g. the position of
the human. For example, bluetooth receivers can provide a coarse topologi-
cal localization of a cellphone carried by the human, while cameras which are
available in only a few rooms can provide a more accurate localization. A naive
strategy to decide the location of the human is to, for instance, use the camera
based information when available and otherwise the bluetooth based one.

Thirdly, another design issue is to select the most suitable interaction modal-
ity, such as Natural Language (NL) interface, when a robotic component in-
teracts with humans. In existing works, typical interaction modalities include
display screen, speaker, SMS (Short Message Service) communication service
of phone [196], microphone, representation by light or facial expression [88].
In many indoor scenarios, it is very natural that different places are equipped
with different interfaces, e.g., a display screen interface is placed in the living
room whereas a speaker is placed in the kitchen. In addition, even if one room
has multiple interfaces, the message should be forwarded to humans depend-
ing on his/her current activity/context. Thus the human-proxy is responsible to
choose the best interface and to abstract the heterogeneous nature of interaction
modalities to the network. The human-proxy is also responsible for dispatching
messages from humans to the network components in understandable format
when humans give tasks/commands by using the interaction interface to the
network e.g., by using a microphone or by pressing a button.

Finally, humans have by their nature a large range of possible capabilities
and thus in the proxy we need a mechanism for expressing varying capabilities
and properties depending on the activity and context of the humans. This mech-
anism can range from a very simple hardcoded listing of capabilities for simple
scenarios to a more generic method that tracks the current context and activi-
ties of the human to provide more expressive capabilities. For the later, existing
work within eg. Activity Recognition [161], Social Rules and Predefined Sched-
ules can be exploited to enable the human-proxy to be context-aware and only
publish capabilities relevant to the current situation. If we, for instance, return
to Example 6.3 the capability of opening the door would only be published
when the human is in a nearby room and otherwise not occupied. By encoding
a list of capabilities with STRIPS like preconditions that can be checked against
the current context we can prevent the system from publishing capabilities that
are not applicable and avoid unnecessary and non applicable requests to the
user.

By handling these design issues and by implementing the requirements from
Section 6.3 we can design very flexible collaborations between the NRS and the
human users.
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6.4.2 Computational model for human proxies

The interface components: Each device in the environment that can serve as
an interface for human proxies must provide:

• Which observational modalities it provides, the class each modality be-
longs to and their data-types.

• For each interaction modality it provides, the class of the modality and
the expected data-types.

Note that the main reasoning for deciding topological and activity contexts as
constrains on the observation and communications is performed by the actual
proxies when they consume observations from the interface components. How-
ever, the components need to list the required information for them to do so,
examples of this includes the location of the interfaces and the area and range
upon which they work.

Signature: Similarly to the case for inanimate objects, the interfaces that can
interact with a human must publish a signature that denotes the class of proxy
to be used is a human.

Proxy management: The task of the proxy manager is to maintain a set of
running proxies, and to instantiate new ones only when new humans enter the
environment.

One complicating factor for the case of human proxies is that there exists
multiple modalities and that multiple human users can be in range of differ-
ent interaction devices at once. Furthermore the basic communication channels
typically lack unique means of identifications. This means that establishing a
mapping from the available percepts or communications with the human users
to specific instantiations of the human proxy corresponds to the cooperative an-
choring problem [48, 117]; a hard data association problem that can be dealt
with in any of the existing ways in the literature ranging from simple ad-hoc
greedy implementations to multi-hypothesis tracking.

From the point of view of the proxy manager we abstract the interaction
with the existing components responsible for solving the cooperative anchor-
ing problem by noting that percepts or communications with the human is
consumed when an existing human proxy corresponding to that percept ex-
ists. In our current implementation this is done by a simple greedy approach
in matching interfaces to existing proxies, but more elaborate cooperative data
fusion algorithms would be required for more advanced scenarios.

If there exist perceptions or communications from a human which are not
consumed by any of the existing proxies (and if the signature of this interface
denotes a human) then the proxy manager launches a new human proxy and
gives it that percept.
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Figure 6.4: Example of a proxy for a human. Blue boxes corresponds to (1)
functionalities for data fusion from multiple observations, (2) interpretation of
commands, (3) storage for properties and commands from human to NRS, (4)
storage/access to information from NRS to human, (5) dialog generation/state
machine and (6) selection and modality specific output generation.

Example - 6.4 When Johanna receives a guest, there will be two representa-
tions of humans from the face detection interfaces as well as one from the
bluetooth receivers that detect a new bluetooth enabled phone that the guest
carries. The already existing proxy for Johanna consumes the percept corre-
sponding to her, relying eg. on facial features. The proxy manager notes that
there exists unclaimed interface percepts and instantiates a new proxy that cor-
responds to the new guest. Using these sub-signatures, the proxy manager starts
a new proxy using both these signatures and assigns the available prior infor-
mation to the proxy. This proxy proceeds by claiming the new face that was
detected by the cameras and also consumes the new bluetooth MAC addresses
that was detected from the new phone that appeared.

Note that the opportunistic creation and associations between percepts and
users of the example above can lead to incorrect associations if for instance
there where a third unobserved guest who carried this cellphone. This problem
cannot be solved without relying on more advanced data association algorithms
that is beyond the scope of this thesis.

The human proxy: This is the component that performs most of the work in
order to facilitate interactions between the NRS and the human. There are three
main sources of information going from the human to the NRS.
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Firstly, prior information that are stored in the long term storage (eg. con-
figuration files on disk) include everything ranging from permissions, personal
information and preferences to the capabilities which the human can perform
for the NRS. This information coming from the proxy manger, disk and/or hard
coded information is copied into a storage accessible by the NRS. See Box (3)
in Figure 6.4.

Secondly, indirect information regarding the human. This includes the prop-
erties of the human that is sensed by the interface devices and include eg. the lo-
cation of the human as given by the position of the interface and signal strength
measurements or positions in camera images. Due to the heterogeneous nature
of the interface devices used for proxying humans, these perceptions of the
human can be of very different forms and of different qualities. As such the hu-
man proxy requires a data fusion module (Box (1) in Figure 6.4) that provides
a homogeneous merged version of this information to the NRS.

Thirdly, the human can give direct information to the system through eg.
voice or text commands, using graphical interfaces or any of the other interfaces
in the environment. Again, due to the heterogeneity and complexity of this
information, the human proxy requires a functionality (Box (2) in the Figure)
that merges the information from different modalities and that interprets it
according to the current state of the dialog with the human and makes any
requests or updated information available to the NRS (Box (3)).

Example - 6.5 When Johanna is first seen after power outage that rebooted
the whole NRS, the proxy for her recovers the configuration from disk and
records that she has full permissions over the NRS and a number of capabilities
and preferences. The cameras in the apartment detect a percept of a human in
a specific coordinate in the kitchen and a bluetooth localization device detect
the presence of a signal from roughly the kitchen area. The data fusion module
decided that these percepts are of Johanna, consuming them from the NRS, and
stores the merged percepts. When the microphone in the kitchen picks up the
request “what happened?” with Johannas voice, the proxy interprets this as a
request for a status update and stores this as a requested goal.

In the interaction with the human, the NRS may need to present new in-
formation such as status updates of jobs or routing requests to the human to
perform tasks. Again, due to the heterogeneous nature of the possible interac-
tion devices the dialog generation and dialog state is here abstracted in Box (5)
of Figure 6.4. This dialog state is in sending dialog fragments to a functionality
(Box (6)) that selects the suitable output device and encodes the dialog frag-
ment in a suitable output form such as a text message or a voice recording.
Additionally the dialog state provides information for the interpretation of the
human responses.
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Example - 6.6 If we continue Example 6.5 we can expect the NRS to respond
to the requested goal. This is done by a deliberator part of the NRS which
generates a plan that involves presenting this information to the human proxy,
it receives this information and generates suitable dialog fragments consisting
of the natural language text that explains about the power failure. These are
translated to audio form and sent to the human through the loudspeakers in
the kitchen radio.

6.5 Use Cases: Humans as a generic NRS-node

In this section, we demonstrate how humans are treated as a generic NRS-node
by the proxied representation of humans using the design pattern of proxies.
We do it by describing four use cases in which humans are considered as: task
generator, objects of interest, action performing agents (actuators), and infor-
mation provider (sensors) in a NRS.

Case - 6.1 : Enabling the user to interface to the NRS

By exploiting the concept of human proxies, the NRS system allows users to
interface to the NRS and thus, the user can give tasks to the NRS such as would
be directly done using natural language (NL) user interfaces. In an intelligent
robotic environment this task assignment is typically done using multiple het-
erogeneous interfaces ranging from computer keyboards, to cellphone based
interfaces or even speech recognition system. This plurality of interfaces poses
an interesting challenge in letting each NRS component that can receive tasks or
that can produce outputs to receive tasks or send outputs to the right interfaces.

One advantage of the proxied concept is to allow multiple different user in-
terfaces by routing them all to the proxy, combining tasks given using different
interfaces and having the proxy route any results or errors to the appropriate
at any given time. Thus proxies abstract the notion of the users and allow for a
more generic design of the rest of the NRS. By thus creating a centralized point
where the natural language aspect of communication is handled we can ensure
consistency in what commands are understood and can even continue dialoges
when the user switches modalities.

Example - 6.7 Consider a scenario in a smart apartment. The apartment owner
Johanna sitting in the living room asks the service robot Astrid to bring milk
and a glass. In the traditional NRS approach, to execute this scenario Astrid
and Johanna need to be in the direct communication and Astrid has to be
fully capable with necessary interfaces and software to realize the commands
given by Johanna. On the other hand, in an intelligent environment if there
exist speech-to-text interface and proxied representation of Johanna (let’s say
Johanna-proxy), Johanna can assign this task by vocal command. The vocal
command is dispatched to the Johanna-proxy as text. The proxy translates the
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text as the input format of Astrid and sends it to Astrid using the middleware.
Thus, Astrid receives the task as if it is given by any network components re-
gardless of humans or robots.

If Johanna provides the commands by using some other modalities, such
as a keyboard or pressing a button or by the cellphone message service (SMS),
the commands would have been translated accordingly by the interface and
forwarded to the Johanna-proxy. In the same way as before, the proxy routes
the commands to the recipient, for instance, Astrid in computer understandable
format. Thus, the human-proxy abstracts the task input media (interface) to the
NRS, sends the task to the right network component, and enables the human
user to assign tasks to the robot network as task generator similar to other
network components.

If we in the above scenario instead had considered the case of a an intelli-
gent environment without the notion of a proxied representation of Johanna
the situation would look different. Here the speech-to-text interface would typ-
ically instead require the capability to extract the message in correct format of
the message recipient, for instance, Astrid and to route the message to the exact
recipient. In case of multiple existing such interfaces, all the interfaces should
have the same capability. At the same time, to know the location of Johanna,
Astrid would require the capability to detect the proper perception interfaces
and to arbitrate the most correct location of Johanna if such multiple interfaces
exist in the environment. Although it is possible for Astrid, we have already
seen in Section 6.2.1 that it is not possible for simple devices such as wireless
network motes.

Case - 6.2 : Enabling the NRS to interface to the user

This use case includes examples in which networked components communicate
to humans by sending messages using the middleware. This entails the require-
ment of selecting right modality to convey messages to humans considering the
user’s current status or context. In our approach this is done in the human-
proxy and thus, the proxy enables rest of the NRS to interface to the human
users in a generic way such as using only the middleware. Moreover, the proxy
abstracts the heterogeneous nature of NL user interfaces to the network when-
ever communication happens from network to humans.

Consider an autonomous network robot system which delivers the users
various services according to a predefined agenda e.g. reminder for the health-
care routine works such as going out for a walk, taking medicine, taking rest,
etc. To provide such information, the system requires to know the context e.g.
location of the service user, as well as to know the communication medium to
convey the message to the user.

In the traditional NRS approach, the designated robots or devices acquire
the location of the user by using the system (if possible) and convey the message
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to the users themselves. In the ecological or intelligent environment approach
without the human-proxy, the reminder module itself perceives the location
of the user by using the distributed perception system. To provide the message,
the reminder module itself is responsible to select the best modality with respect
to the user context. If there exist many modules like the health-care reminder
module, all those modules should have the same capabilities.

In our approach, the health-care reminder module forwards the message to
the human-proxy using the middleware. The proxy arbitrates the most suitable
NL interface considering the context of the user to convey the message to the
user. In the scenario, if the user is sitting on the living room and if a display
screen is available in the living room, the proxy uses the display screen to dis-
play the message. Again, if the user moves in the bed-room where a speaker
exists as the communication modality, the proxy forwards the message to the
user by using the speaker instead of the display screen depending on the lo-
cation context of the user. Any network component which wants to send any
information to the human user, sends the message to the human proxy. Thus,
the human-proxy abstracts the availability of devices to the system and enables
the NRS system to provide services to the user.

Case - 6.3 : Humans as action performing agents in the NRS

The proxied representation of humans brings generality to a NRS and thus, de-
liberative network components, such as planners or configurators, can consider
humans as the action performing agents in their planning and/or configurations.
In many real life scenarios, performing tasks becomes easier if humans are in-
volved depending on their capabilities, position, context or status. However,
requiring humans to perform actions should be minimized as far as possible,
something which can be done by associating a high cost to these actions in the
planner.

Example - 6.8 Imagine a smart home in which Johanna asks the service robot
Astrid ”bring me a cup of coffee from the kitchen“. After getting the coffee
from the kitchen, Astrid’s planner generates the plan for going to the Johanna’s
desk. At this point, the planner realizes that Astrid is unable to open Johanna’s
bedroom door to deliver the coffee. However, from the proxied representation
of Johanna, the planner finds that Johanna can open the door. Thus, the planner
generates the plan for Astrid considering Johanna as one of the components in
the network to go from kitchen to Johanna’s current location.

In such scenarios, we see that involving humans to perform the sub-task
affords the NRS to achieve the global and final goal. Otherwise, the task would
not be executed in the aforementioned scenario. Note that such scenarios ex-
ploit the introspection capabilities of a NRS in order to find the capabilities
of humans. For a generic planner like deliberative component it is affordable
only when human users are considered as parts of the NRS indifferently like
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other devices. This representation of humans provides a natural way for the
NRS to "use the human users" as a generalization of the standard practice of
introspection and planning.

Case - 6.4 : Humans as information provider (sensor) in the NRS

Recall Example 6.1 in which an automated cleaning robot utilizes a human in
order to query for properties regarding an unknown obstacle. This is imple-
mented as a sensing capability of the human proxy, with a cost function that is
context dependent and provides this capability eg. only when the user is avail-
able and not previously occupied as repored by activity monitoring modules in
the robot ecology.

Given the presence of this sensing capability, the deliberator for the au-
tonomous vaccum cleaner can include the step of using the human proxy as
an observational action and adapt the execution correspondingly. When this
observational action is performed, the human proxy selects a suitable interface
modality to use and an appropriate dialog state, and gives the query to the
human user.

When, and if, an answer is given this answer is interpreted within the human
proxy and sent back to the cleaning robot using the same formal semantics
as is used for any other observational queries in the NRS. If, on the other
hand, the human ignored the request the human proxy can after a timeout send
back a failure as the outcome of the observational action, again triggering the
deliberation mechanism.

In this use case, we see that the proxied representation of humans enables
the NRS to consider humans as information provider such as sensor like per-
ception devices. The additional information provided by humans, in many sce-
narios, are helpful for the NRS system for decision making.

6.6 Peis Human-proxies: Peis-Ecology
Implementation of the Human proxies

We have implemented this extended design pattern in the Peis-Ecology NRS to
include humans in the robot ecology. In this implementation all ingredients of
the design pattern are Peis-components. It is worth to mention that we assume
only one person exists in our ecology of robots to simplify the implementation.
As a result, interface components for human interactions are dedicated to only
one users.

Interface Peis-components: The interface components are full-scale Peis-components
and follow the same algorithm proposed for the object proxies. In the human-
proxy implementation, they provide some additional information that classify
their interface types and I/O patterns. Thus, an interface component has the
following basic tuples:
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• interface.type: this tuple tells the human-proxy either it is a perception
only interface e.g. video person tracker or an interaction interface such as
natural language (NL) interface.

• interface.IO-type: if the interface is a NL interface then this tuple in-
forms the human-proxy its interaction direction which is used to transmit
messages between human-proxy and the robot network. In our imple-
mentation, we have used I/O-type = 1 and 2 respectively for the inter-
faces which transmit messages from ecology to humans and the opposite
direction i.e., humans to ecology; 3 for the bi-directional interfaces e.g.
cellphone SMS.

• interface.signature-list: this tuple contains the list of signatures de-
tected by the interface at this moment.

• interface.signature-data: it contains the perceived data in case of ob-
server interfaces. For instance, for the stereo person tracker this tuple
provides the position of person whom it is tracking.

• position: This is the position tuple which tells the current location of
the interface. This information is used in the proxy for selecting the most
suitable interaction interfaces between humans and the middleware at
runtime.

The Peis-proxy Manager: We need a simple modification in the proxy man-
agement algorithm which we have developed for object proxies in the previ-
ous chapter: to support the signature for proxied entities consisting of multiple
channels instead of only one. To do this, we allow partial matching of the sig-
nature as well to start or activate a proxy in addition to a complete matching
in our implementation. More specifically, we update the conditional statement
at line 6 accordingly in the proxy management algorithm described in the Fig-
ure 5.7 in the previous chapter.

The Peis Human-proxy: The Peis human-proxy program is customized ac-
cording to the design description in the Section 6.4. Compare to the object
proxies, the most important additional feature required to the human proxies
is to select the best NL interfaces. We do this, in this implementation, in a loop
by using the position of humans retained in the human proxy and the position
of the available interfaces at the moment. The proxy also considers the I/O type
of the interface to classify the interface for different types of communication,
for instance, ecology-to-humans or humans-to-ecology. We use cellphone as the
default interface when others are neither competent enough nor available.

By using the interface.type tuple of the interfaces, the human proxy de-
cides the proper interfaces to perceive the humans. By fusing received informa-
tion from these perception interfaces, the proxy determines the humans context
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Figure 6.5: Outcome of the third step (step-3) of the methodology: the extented
design pattern of proxies includes humans in the NRS as generic NRS nodes.

related properties e.g. position of the human, as well as keeps these properties
up-to date. Note that similar to the object proxies, human proxies also publish
the capabilities and descriptions of humans as tuples since the creation time.
Thus, the human proxy represents various properties of humans in the Peis-
Middleware and keeps them up-to date in course of time.

We will see in the experiments in the next chapter how these Peis-components
integrate the human user of the Peis-Home in the integrated robots-devices hy-
brid network as the proof-of-concept.

6.7 Discussion

In this chapter, we have discussed a view in which humans are seen as parts of
a NRS. We have also described a design pattern based on the notion of proxies
that implements the proposed view. This design pattern gives a generic repre-
sentation of properties and capabilities of humans similar to other components
in a NRS. Therefore, the human-proxy as a mediator affords interaction and
facilitates cooperation between humans and network components. Of course,
the human participants in a system have a number of complicating factors,
such as being inherently non-deterministic and possibly even non-cooperative,
but this is rather a matter of a degree of non-determinism rather than a unique
attribute not present in the other robotic devices.
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The presented case studies show situations where this tool has clear conve-
nient features in comparison to others. We have shown that including human
users by this approach gives a generic way for the deliberative components to
consider humans as action performing agents (actuator) as well as perception
agents (sensor) if necessary. Representing humans as proxies in a NRS is an-
other tool in the repertoire of the NRS designers.

This work accomplishes the third step (Step-3) of the methodology de-
scribed in Chapter 1 and we achieve the third goal - inclusion of humans in
the robotic network in a uniform way by using the design pattern of proxies
(a pictorial view is shown in Figure 6.5). An experiment that demonstrates the
inclusion of humans in the Peis-Ecology is illustrated in the experiment chapter,
Chapter 7.



Chapter 7
Experiments and Evaluation

In the previous three chapters, Chapter 4-6, we have seen the descriptions
and example implementations with conceptual exercises, in detail, on how we
can extend an existing NRS by the smooth integration of tiny sensor-actuator
devices, augmented everyday objects, and even humans. In this chapter, we
present a set of experiments that demonstrate and validate the developed works,
in different ways - quantitatively, qualitatively, and real world deployments as
mentioned in the methodology (in Section 1.4.4). The experiments are con-
ducted in the Peis-Ecology NRS experimental testbed known as Peis-Home, as
well as, in a common relaxing place for the employees at our worksite.

First in Section 7.1, we illustrate a series of experiments that demonstrate,
in a qualitative way, a proof-of-concept of the developed works. Then in Sec-
tion 7.2 we report experiments aiming at assessing, in a quantitative way,
the performance of the heterogeneous peer-to-peer network maintained by the
Peis-Middleware, particularly, on the integration of robots and tiny devices.
To evaluate the practical viability and reliability of the developed works (real
world deployment), we conduct a longtime running scenario execution that is
described in Section 7.3. Following in Section 7.4, we mention several experi-
ments, which are conducted by other students, and which contain other higher
level existing Peis-components such as planner, configurator, etc. These full-
system experiments prove the interoperability with other existing NRS compo-
nents and applicability in the test frame-work. A short discussion in Section 7.5
concludes the chapter.

137
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(a) (b) (c) (d)

Figure 7.1: a) Service robot Astrid equipped with cameras, laser scanner, grip-
per, etc. b) A view of the kitchen at our Peis-home. c) Kitchen fridge equipped
with RFID reader, gas sensor, PC-104, etc. d) Top and bottom view of the RFID
reader mounted kitchen table.

7.1 Qualitative Experiments: Proof-of-Concepts

In this section we demonstrate some experiments which prove the validity of
works developed in this thesis and most of which are published and/or pre-
sented in different scientific events. In this perspective, the experiments also
stand for the demonstration of contributions.

All experiments, mentioned in this section, are conducted in the Peis-Ecology
experimental testbed, the Peis-Home described in the Section 3.6. Before go-
ing through the series of experiments, we describe briefly, few of the available
robots, PCs and software components that are commonly used in different ex-
periments described in this section. Note that we mention only those compo-
nents that already existed before the thesis started, and here we will see how this
testbed becomes richer with the seamless integration of different components
developed during this thesis.

Astrid: a PeopleBot [1] mobile robot by Activmedia, equipped with a rich
sensor suite (laser range finder, PTU camera, panoramic camera, two sonar
rings, etc) and with a gripper. The Astrid is shown in sub-figure (a) at Fig-
ure 7.1, where we also show the Peis-home’s kitchen (b), kitchen fridge (c)
and kitchen table (d). Astrid has an on-board embedded PC 104 computer and
802.11g wireless connectivity. The PC runs the full version of the Peis-Kernel
over Linux, as well as a number of Peis-components for vision, navigation, task
planning, and so on.

Kitchen-fridge Peis: an instrumented refrigerator in the kitchen, which has
been equipped with an opening mechanism, a custom-build robotic arm, a
short range RFID-reader, simple Figaro TGS-2600 gas sensors [75] and a PC-
104 computer (see sub-figure (c) in Figure 7.1 ). This PC-104 runs full Peis-
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Kernel on board. The RFID-reader interface is connected to a RFID-reader
Peis-component running on the PC-104, and it publishes a list of tags detected
inside the refrigerator and the binary data written into those tags. The Figaro
sensors are connected to the I/O boards of the PC-104. A full Peis-component
in the PC publishes the readings of the Figaro sensors to the ecology as tu-
ples. All running components are given the initial value “kitchen-fridge“ to the
context information tuple position.

Kitchen-table Peis: short range RFID-reader mounted table in the kitchen
and sub-figure (d) in the Figure 7.1 shows its top and bottom views. The reader
is connected to a RFID-reader interface Peis-component running on the refrig-
erator control PC-104. Similar to the kitchen RFID-reader component, it also
publishes a list of tags detected on top of the table as well as the binary tag-data
written into them. The context information, position tuples of this interface
has been given the initial values of "kitchen-table".

Home PCs: Several computers are available in the Peis-Home and they are
called as SandN: 64 bit multi-core workstation home monitoring PCs named
Sand68 and Sand65, and another PC-104 as fridge controller called Sand94.
All PCs run the full Peis-Kernel on board.

7.1.1 Experiment - 1: Validation of Robot and Tiny Device
Integration

Theme: Seamless cooperation between Big-robots (full-Peis) and tiny-devices
(tiny-Peis).

Objective: To demonstrate the following arguments:

• The Peis-Ecology concept and middleware allow the smooth integration
of robotic devices (e.g. mobile robots) and tiny devices (e.g. WSN sensor-
actuator nodes) i.e., the integration of full-Peis and tiny-Peis.

• The Tiny Kernel runs on heterogeneous platform: off-the-shelf motes as
well as custom-build micro-controller boards.

• The Tiny Kernel provides distributed sensing and actuation functionali-
ties.

Scenario: A home mobile robot, called Astrid, has received the task to take
a photo of the sofa in the living room and to send it to the owner’s mobile
phone. While Astrid is moving to the living room, a Mote installed on a plant
near the window detects that the plant is receiving too much direct sunlight.
Consequently, this Mote sends a shut request to the window blinds, which are
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Figure 7.2: A snapshot taken during the execution of the experiment. The labels
indicate the main Peis involved in this experiment.

equipped with a motor and a micro-controller. When Astrid is about to take
the photo, she realizes that the light is insufficient. Since the window cannot
be open due to the conflicting request from the plant, Astrid sends a turn-on
request to the living room floor lamp, which is controlled by a Mote. Astrid
can now take the photo and complete the task.

Setup: For the execution of the target scenario, the following tiny-Peis have
been deployed — see Figure 7.2:

Plant: an apartment plant with a MoteIV TMote attached to it. This mote
includes sensors for humidity, temperature and light. It runs the Tiny Peis-
Kernel over TinyOS and publishes the light sensor reading in every second as
light-value tuple. In addition, this simple Peis-component sends a “blind-
open” tuple to the blind controller if the light sensor readings exceed some
pre-defined thresholds, otherwise sends “blind-close” tuple.
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Figure 7.3: The Peis-Ecology configuration used in our example scenario.

Actuated Lamp: a floor lamp controlled by a second MoteIV TMote, con-
nected to a light dimmer. It runs the Tiny Peis-Kernel over TinyOS, and is a
simple Peis-component that changes the light intensity in response to “light-
value” tuples. It also contains another tuple "light-status", which denotes the
status of the dimmer at times. The value of the "light-status" is 1 when the light
is on, otherwise 0.

Blind: an electrically actuated blind, controlled by a Peis-Mote (PMote)
connected to a stepper motor driver circuit. We recall that the Pmote is a
custom-build mote platform consisting of a Robostix hobbyist micro-controller
and a XBee 802.15.4 wireless module [24]. It runs the Tiny Peis-Kernel over
TinyOS, as well as a simple actuation Peis-component that opens and closes
the blinds in response to ‘blind-open’ and ‘blind-close’ tuples.

The Tiny-gateway: The translator between the 802.11g network and to the
802.15.4 network is running on the Home PC. A Tmote Sky node is used as the
base-station for the 802.15.4 network. It translates tuples and other messages
between networks.

Configurations: Robots, Plants, actuated Lamp and window Blind Peis are
configured during the deployment as shown in Figure 7.3 (other components
e.g. used for robot navigation or planning are not shown since they are not the
focus of this experiment). The Plant is sending tuples to the window Blind, and
Astrid is sending tuples to the Lamp.

Execution: When the experiment begins, Astrid starts executing its plan - to
move close to the sofa and take a photo. At the same time, the Plant tiny-Peis
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detects too much direct sunlight, so it sends a request to the tiny-Peis actuated
Blind to shut. This is done by the Plant posting the tiny tuple (simplified syntax)

<3, 43, 0>

where 3 is the Peis-ID of the Plant, 43 is the integer translation (defined at the
compilation time) of the key TiltValue, and 0 indicates fully closed blinds.
The Blind tiny-Peis receives the request and closes the blinds. Note that these
nodes are single hope neighbor to each-other under the same network protocol
IEEE-802.15.4 and therefore, these tiny-Peis exchange packets between them
without using the Tiny-gateway.

When Astrid finds that the camera images are too dark, it sends a request
to turn on the floor lamp by posting the tuple

<5, "LightValue", 100>

where 5 is the Peis-ID of the Lamp, LightValue is the key given as a string
because Astrid is running the full Peis-Kernel. As a result, the Lamp turns on
the light. Since Astrid is a robot and Lamp is a tiny-Peis when communication
happens between them, it is routed through the Tiny-gateway and is converted
to the Tiny-tuple as:

<5, 42, 100>

where 42 is the integer translation of the string key LightValue.
For the notification, Astrid subscribes to the Lamp’s status tuple presented

in integer key format as 41. This tuple has a string key translation LightSta-
tus and is translated back and forth same way in the Tiny-gateway. When
the light is turned on, the tuple 41 is updated accordingly and is pushed to
the subscribers, for instance Astrid. Since Astrid has a different communica-
tion protocol than the Lamp, she is not belong to the single-hop neighbor of
the Lamp. Therefore, the Tiny Kernel of Lamp forwards this message to the
nearest Tiny-gateway. The tuple is converted as below and routed to Astrid

<6001, LightStatus, 1>

where 6001 is the Peis-ID of Astrid and the value 1 denotes the lamp’s on
status.

Finally, Astrid is notified that the light is on, takes a photo with sufficient
brightness, and the experiment concludes. Note that the same scenario is exe-
cuted slight differently in our article [26]. The video of this scenario execution
is available on the Peis-Ecology project website [162].

7.1.2 Experiment - 2: Validation of Light-weight
Reconfiguration Mechanism

Theme: Dynamic reconfiguration of robots and tiny sensors-actuators at run-
time by a deliberative component.
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Objective: The objective of this experiment is to show that any deliberative
component can reconfigure the tiny devices similar to robots. This demonstrates
the following:

• the dynamic reconfigurability of the Tiny Kernel at runtime by imple-
menting the notion of indirect reference (meta-tuple).

• the mechanism is interoperable with an existing NRS.

Scenario: The Lamp is turned on depending on the ambient light of the room
when the light intensity is above a given threshold, otherwise it is turned off;
where the devices are not configured to their inputs and outputs in advance.
Fortunately, a configurator Peis-component configures these distributed sensors
and actuators at runtime.

Setup: The following components are deployed in the Peis-Home for this
experiment and Figure 7.4 shows the deployment:

Tiny-gateway: The Tiny-gateway is running on PC Sand65. This experiment
relies on the classification of keys in the key-repository for different purposes,
such as meta-input and meta-output. This classification is arbitrary and they are
as follows: i) 60000<intkey<62000 for meta-tuples that are used for receiving
inputs from sensors (i.e. mi-xx), ii) 62000<intkey<maxLimit for meta-tuples
that are used for providing values to other component (i.e. mo-xx), and iii)
the rest are for ordinary tuple keys. This classification is known to the Tiny-
gateway.

Lamp tiny-Peis: The light is controlled by a tiny-actuator, which is a Tmote
Sky node and runs the Tiny Kernel on-board. This actuator tiny-Peis has a
tiny meta-tuple mi-sensor=(META owner tuple(int)) which accepts a tuple
key and the address of tuple owner as indirect input, and reconfigures itself
accordingly. The actuator is given peis-id=5. We assume the integer translation
of the mi-sensor meta-key is 60001. Therefore, the < integer, string > key
pairs in the key-repository are <30,light-value> and <60001,mi-sensor>.

Light sensor tiny-Peis: The ambient light in the room is provided by a tiny-
sensor. It is a light sensor mounted Tmote Sky WSN node and runs the Tiny
Kernel on-board. The light-sensor tiny-Peis has peis-id=8 and a tuple called
light-value, whose integer translation is lower than 60000, for instance 30.
It publishes the sensor readings as the tuple data at 1Hz.

Apart from the mentioned components, we have a configurator that config-
ures the ecology at runtime [125]. The configurator runs on the robot Astrid.
Note that we do not demonstrate here the underlying mechanism of the config-
urator for components discovery since it is out of the scope of this thesis. We
refer the readers to Lund et. al. [125] and Gritti et. al. [86] for this.
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Figure 7.4: Astrid pushes a meta-tuple to the actuator (dotted red arrow). The
actuator uses light-sensor as input as the realization of meta-tuple (blue arrow).

configuration: To execute the scenario we need a configuration between the
Lamp and the light sensor tiny-Peis where the output of the sensor is fed to the
input of the Lamp (the blue-arrow in Figure 7.4). However, this configuration
is not given during the deployment since the Peis-id of the components are not
known in advance. Therefore, we rely on the configurator and configurations
at runtime.

Execution: The configurator on Astrid computes a configuration as:

B[5 :: mi-sensor]← 8 :: light-value

which means the mi-sensor input port of the device 5 will read from the light-
value output port of the device 8 using the blackboard system B. Astrid sends
this configuration to the Lamp tiny-Peis as mi-sensor=(META 8 light-value)
(the dotted red arrow in the Figure 7.4). Since the Astrid and the Lamp has
different networks, the message passes through the Tiny-gateway. There the
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meta-tuple is translated to 60000=(META 8 30) tiny meta-tuple format and is
forwarded to the tiny actuator, Peis-5.

Upon receiving the tiny meta-tuple, the actuator tiny-Peis subscribes to the
light-value (integer translation=30) tuple of the light sensor tiny-Peis, Peis-8
(the blue arrow in the Figure 7.4). As a reply of this runtime subscription, the
tiny actuator receives the light intensity of the room and performs the given
tasks.

Thus, the implementation of the concept of indirect reference i.e., meta-
tuple on the Tiny Kernel enables a tiny-Peis being dynamically reconfigurable
as well as interoperable to an existing dynamically reconfigurable robotic net-
work. This experiment is presented in SUTC 2010 [172].

7.1.3 Experiment - 3: Everyday Objects in Peis-Ecology NRS
by the Design Pattern

Theme: Experiments on proxied-Peis.

Objective: This experiment illustrates the workings of the concept of object
proxies and thus, the following situations we need to demonstrate:

• representing simpler everyday objects in a middleware as well as all op-
erations required to keep all information regarding the proxied object up
to date.

• how the concept affords context-aware information, for instance the po-
sition of the object, i.e., handling mobility of proxied objects in course of
time.

• providing an abstraction of underlying communication channels for prox-
ied objects to the users by the concept.

Scenario: Johanna, the owner of the apartment moves a proxied milkbox
from the kitchen fridge to the kitchen table and places next to a box of cookies,
which is also a proxied object. After pouring herself some milk and starting
with the cookies, Johanna decides to watch a movie and takes the food with
her to the livingroom. Since she doesn’t want to get up afterwards, she also
brings the proxied trash-bin so that she can discard the leftovers of the food.
The proxied trash-bin triggers an alarm when the odor raises above a threshold
and the robot ecology realizes it.

Setup: In this experiment, we have used two different types of proxied ob-
jects, few full-fledged Peis-components, and the necessary ingredient compo-
nents for implementing the concept, such as the Peis-proxy manager and the
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Figure 7.5: The proxied objects: RFID-tags attached cookies and milk boxes
(left), and XBee connected Figaro TG-2600 gas sensor mounted trash-bin prox-
ied objects (right).

PeisInit. The description of all necessary Peis and Peis-components are as fol-
lows:

Proxied milk box and cookies box: the milk box and the cookie package are
ordinary objects equipped with Texas Instruments "Tag-IT" RFID-tags [174]
(see left image of the Figure 7.5). The proxies for these objects translate the
written tag-data in a meaning-full way and publish them in the middleware
with various information related to the proxied objects, such as description,
date of expire, location and status of the objects, as tuples.

Proxied Trash-bin: a simple trash-bin that contains a simple Figaro TGS-
2600 gas sensor [75] to detect air contaminants. The Figaro sensor is connected
to the analog inputs of a MaxStream XBee [225] IEEE 802.15.4 communica-
tion module, see the right image of the Figure 7.5. Thus the trash-bin is proxied
using ZigBee radio channel and the proxy for trash-bin publishes the proper-
ties of the trash-bin, such as, the intensity of the odor every second as figaro-
reading tuple and the location of the trash-bin as position tuples.

Interface Peis-components: The RFID readers placed in the kitchen fridge
and the kitchen-table are used as the interface components for RFID-tag at-
tached objects. We already know that their context information, position tu-
ples have been given the initial values "refrigerator" and "kitchen-table", re-
spectively. Two additional XBee devices are used as interface for XBee and
they are respectively connected to home PC Sand65 and the kitchen-fridge con-
troller Sand94 by serial cables. These XBee interfaces publish all detected XBee
nodes and data streams from the XBee nodes in the communication range.
The context information, position tuple are set "kitchen" and "livingroom"
respectively to these two XBee interfaces.

The Peis-proxy managers: one proxy manager component is running on
the refrigerator PC, Sand94 and another manager component is running on the
home monitoring PC, Sand65.
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Figure 7.6: The initial position (left) and final position (right) of the milkbox
during the execution.

The peisalarm: a monitoring component which is running on one of the
PC’s. This component monitors the sensed gas levels published by all gas sen-
sors in the environment and triggers an alarm (send a mobile robot to the source
of any discrepancies) when the air contaminants exceed a threshold value given
by the threshold tuple.

In addition, the PeisInit components are used as the database of latent prox-
ies available in a full-Peis. Note that the detail description of the PeisInit is
already given in Section 3.5.1.

Configuration: The proxy managers are configured to receive all signatures
for the proxies whenever detected by the interface components as well as all
available latent proxies that can be started by the PeisInit. In the other side, the
peisalarm component is subscribed to all available Figaro gas sensor readings
provider components, for instance to the proxied Trash-bin and the kitchen
refrigerator. Rest of the configurations are done dynamically at runtime when
necessary.

Execution: The execution of the experiment starts with the introduction of the
milkbox in the refrigerator (see the left image in Figure 7.6). The RFID-reader
in the refrigerator detects the milk-box, includes the tag-id, say X1, in the list
of available tags and forwards the signature (channel-type.u-id), RFID.X1 to
the subscribed proxy managers. The RFID-reader publishes the tag’s data as
RFID.X1.data tuple.

After receiving the RFID.X1 signature from the kitchen RFID-reader, the
proxy manager searches in the available Peis-Ecologies to see whether a proxy
component is already running for the received signature. (We recall that in the
Peis-Ecology, we can check the status of any running Peis-component by using
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(a) (b)

(c) (d)

Figure 7.7: Snapshots (from the tupleview (GUI)) of the execution of experi-
ment (focusing on the milkproxy) . a) Structure of the milkproxy; b) The milk-
box is in the kitchen fridge; c) while the milkbox is moved from the fridge and
not placed on the kitchen table yet; and d) the milkbox is placed on the kitchen
table.

the PeisInit components.) Since no proxy is already running for the signature,
the proxy manager continues searching in the latent proxies database, PeisInit
for a proxy whose semantics describe it as being a proxy for the signature.
After finding a matching component, the proxy manager starts the proxy for
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the milk-box via the PeisInit and initializes the necessary information for the
proxy, such as the specific tag X1.

This new proxy, say milk-proxy, does a wild card subscription to tuple
*.RFID.X1.data for the RFID-tag data from the proxied milk-box. As a result,
the proxy receives this tuple from the fridge RFID-reader, extracts the interface
components Peis-id and saves as the current interface. It also uses the actual
tuple data to read the properties of the milk-box and publishes them as tuples.
By subscribing to the current interface component’s position, the proxy also
update its own position, for instance, “refrigerator”.

All other proxies such as cookie-proxy for the box of cookies, and trash-bin
proxy for the trashbin are created and maintained in the same way. Figure 7.7
shows some snapshots of the experiment that are taken using the tupleview,
the Peis-Ecology GUI tool. Sub-figure (a) shows the tuples implemented for the
milkproxy and (b) shows the current position of the milkbox right after the
creation of milkproxy.

When the milkbox is later moved to the table (see right image in Figure 7.6),
the tag X1 disappears from the fridge RFID-reader’s tags list and appears again
to the table RFID-reader’s tags list. Since the proxy is using associative search,
it receives the update from the second RFID-reader and modifies the tuples,
accordingly, including the position such as “kitchen-table”. Notice that the time
interval of moving the milkbox between fridge and the table, the milkbox is not
perceived by any RFID reader interfaces and thus the position is “unknown".
Sub-figures (d) and (c) of Figure 7.7 show the snapshot of these two situations
respectively. All other proxies deal with the position and other properties in
similar way to the milk proxy.

On the other side, the trashbin proxy initially receives binary data from the
XBee interface component deployed in the kitchen, translates it into decimal
format and publishes the latest few samples as proxied data to the ecology.
At the same time, the Peis-component for Figaros in the kitchen fridge also
publishes latest few Figaro sensor readings to the network similar to the proxied
trashbin.

The tuples produced by all proxies here are working like any other data used
by the remainder of the robotic components. As such it is completely transpar-
ent for the peisalarm Peis-component if it receives sensor data from the mobile
trashbin or from the refrigerator. In both cases it receives a set of samples for
which it can compute the mean value and compare to a given threshold func-
tion in order to trigger an alarm. Also, when a robot is asked to approach a
source of the alarm, such as a sensor in the refrigerator or the trashbin, it can
transparently fetch the position without any considerations of the type of device
(fully fledged control PC or a simple XBee module) with which it is interacting.
This experiment is presented in Rashid et al. [173] and the video is available on
the Peis-Ecology project homepage [162].
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7.1.4 Experiment - 4: Cooperation of Robots, Tiny Device, and
Everyday Objects

Theme: Astrid, bring the milk to the kitchen-table.

Objective: Here we demonstrate performing a complex task by the cooper-
ation of tiny devices, proxied everyday objects, and full-fledged robots in an
integrated environment.

Scenario: Astrid is asked to bring the milk-box and to place it on the kitchen-
table. To perform the given task, Astrid realizes the location of the milkbox
by posting a query in the ecology and approaches towards the fridge. When
Astrid arrives to the fridge, she detects that the light is not enough there for her
to recognize the milkbox by a camera snapshot as well as to grab it. At this
moment, Astrid sends a request to the actuated lamp in the kitchen to turn on.
Then Astrid grabs the milkbox and brings it to the kitchen-table.

Setup: In this experiment, we have basically used a full-scale robot Astrid, a
Tmote actuated Lamp tiny-Peis and a Milkbox everyday object which is prox-
ied by using RFID communication channels (see left image in the Figure 7.8).
All proxied objects publish their context tuples as position, which contains
their current locations. On the other hand, the actuated Lamp turns on and off
depending on the values “0“ and “1“ of its LightValue tuple. The Jar and
cookiesbox (in Figure 7.8) are also two other everyday objects included in the
Peis-Ecology by the object proxies, but they are not used in this experiment.

We also use some other additional available Peis and Peis-components in
the Peis-Home for the sake of scenario, for the tiny-Peis, and the concepts of
proxied objects, but they are not our main concern in this experiment. They
are home monitoring PCs, kitchen-fridge, kitchen-table, Tiny-gateway running
on one of the monitoring PCs, Peis-proxy managers, PeisInit, configurator and
planner running on Astrid, navigation and localization components for Astrid,
etc. Note that this scenario execution is presented in Rashid [171] and the video
is available to the Peis-Ecology project website [162].

Configuration: All configurations are generated and committed during the ex-
ecution of the experiment by the configurator running on Astrid. Firstly, Astrid
subscribes to position tuple of the proxy for milkbox. Secondly, configuration
between Astrid and the Lamp, where Astrid sets the LightValue tuple of the
Lamp tiny-Peis.

Execution: All proxied objects are created and their status and properties are
maintained and presented to the network by using the design pattern of proxies,
which is already demonstrated in the Experiment 7.1.3. Since the milkbox is
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Figure 7.8: Left: the initial state of the experiment that shows involved Peis in
different scales: a full-scale Peis Astrid, the Lamp tiny-Peis, and other objects
proxied (proxied-Peis) by RFID-tags. Middle: intermediate step of the execu-
tion when Astrid and the Lamp communicates to each-other. Right: shows the
final step of the scenario when the milkbox is placed on the table by Astrid.

initially placed in the kitchen fridge, the value of the context tuple of milkbox
is

<305, poistion, kitchen-fridge>

where 305 is the Peis-id of the milkbox. Similarly, "kitchen-table" is for the
cookies-box and jar with their own Peis-id.

Since Astrid is not given the current location of the milkbox, she has to
sort it out either by herself or by using the ecology. Astrid uses the ecology and
performs associative searches for name and position tuples in the ecology. As
a consequence, Astrid realizes that the milkbox is in the "kitchen-fridge", her
planner generates a plan to go to the fridge, and she approaches towards the
kitchen-fridge (see Left image in Figure 7.8). Thus by utilizing the information
provided by the everyday objects using the concept of proxies, a robot can
perform complex tasks easily.

After a while, Astrid reaches to the fridge to fetch the milkbox. At this
point Astrid finds that the light is not enough for her to recognize and grab
the milkbox. Hence Astrid sends a request to the Tmote actuated Lamp to be
turned-on by setting the LightValue tuple in the distributed tuple space as
below:

<5, LightValue, 1>

where 5 is the Peis-id of the Lamp tiny-Peis. The Lamp is turned on (see the
Middle image in Figure 7.8) and then Astrid grabs the milk-box 1 after recog-
nition. Her planner generates plans for going to the kitchen-table and she puts
the milkbox on it afterwards (see the Right image in Figure 7.8). Note that
exchanging tuples between Astrid and Lamp tiny-Peis happens through the

1Since Astrid does not have any real gripper, we have simulated grabbing the milkbox task with
the help of a human.
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Tiny-gateway, and we have already seen these translations in detail in the Ex-
periment 7.1.1.

Thus we see that robots, sensor and actuator devices, and objects of differ-
ent scales have become capable of working together for performing complex
tasks by adapting the developed models in this research study.

7.1.5 Experiment - 5: Human Proxies - Humans in the
Peis-Ecology NRS

Theme: Humans in the Peis-Ecology NRS.

Objective: To demonstrate the seamless inclusion of humans in an existing
NRS, for instance the Peis-Ecology, using the notion of human proxies.

Scenario: Johanna, the apartment owner comes back to her apartment from
outside. As soon as Johanna is detected by the face recognition system at the en-
trance, the proxy for Johanna called Johanna-proxy is created. The proxy con-
tinuously tracks the position of Johanna and routes communications through
the closest appropriate interface. By observing positions and interactions with
other components in the environment, the proxy also attempts to estimate the
current activities of Johanna for use in the activity planning of other devices.

Setup: We assume an environment like the Peis-Home with the following
perception interfaces, natural languages interfaces to interact with humans, and
robots:

Video person tracker: a video person tracker that gives the current location
of the tracked person as a tuple that has tuple key with a unique identifier for
the tracked person.

Face Recognition System (FRS): a face recognition system, which provides
an unique identifier (possibly different than video person tracker) as tuples for
the tracked person.

Two wireless tracking system: an RFID based identification and tracking
system, and a wearable bluetooth based tracking system. These tracking sys-
tems also have tuples similar to the video person tracker.

Natural Language (NL) interfaces: A display screen that accepts input via
a tuple and displays to the screen, a speech-to-text system which perceive the
human commands and translates it to a tuple, and several loudspeakers that
receive a tuple as input and produce human understandable audio speech.

Mobile Robots: One or more mobile robots which have some audio-visual
interaction modalities.

We have in fact a real environment where some of the above perception in-
terfaces, NL interfaces and robots are available (see Figure 7.9), for instance, a
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(a) (b)

(c) (d)

Figure 7.9: The views of the Peis-Home experimental testbed. (a) The overall
view showing bed room, living room and kitchen. The living room contains a
fixed display screen human user interface. (b) The ceiling mounted with blue-
tooth signal receiver interface, and cameras that have microphone and speak-
ers on-board. (c) The living room, with the human-interface robot Astrid at
its parking position. d) The Giraff platform with audio-visual interfaces (taken
from [114]).

stereo based video person tracker [143], a face recognition system 2 , a wearable
bluetooth based tracking system (on going student project), a speech-to-text
system [208], Astrid and Giraff [114] robots having audio-visual platforms.

For this experiment, however, we have preferred not to use the real, physical
perception and NL interfaces, and instead we have simulated the input from the
interfaces by entering the corresponding tuples by hand, during the experiment,
using the tupleview GUI. By manually simulating the inputs to the system we
eliminate unwanted variables caused by practical implementation issues such

2This is developed by few students in our lab using OpenCV system. It is ongoing work and not
published yet.
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(a)

(b)

Figure 7.10: a) Snapshot from tupleview: the signature databse peisinit has two
latent proxies that it can run on request. b) Initial configuration, where the
proxy manager performs wildcard subscriptions to signature database peisinit.

as the reliability of the current prototype systems used for sensing. Note that
the simulation of the inputs uses identical data and behaviors as the prototype
sensing systems and thus serves to focus the scenario on testing only the proxy
mechanism.
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(a)

(b) (c)

(d)

Figure 7.11: a) All used interfaces, peisinit and proxy manager. Sub-figures (b)
and (c) are respectively examples of a perception interface (vision based track-
ing) and a natural language interface (display screen). The subscriptions are
showed in sub-figure (d): proxy-manager performs an wildcard subscription
to all perception interfaces and tupleview does an wildcard subscription to all
components.
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Configuration: The proxy manager subscribes to the observer interfaces for
humans, and to the latent proxies database, for instance, the PeisInit (see Fig-
ure 7.10). This enables the proxy manager to start human proxies whenever it
receives a signature (or parts of a signature) for the human proxies from any of
the subscribed observer interfaces. All other configurations are done at runtime
as we will see during the execution.

Execution: Typically, the perception interfaces provide information using dif-
ferent identifiers. The merging of this different types of identifiers is done in
an ad-hoc hard coded fashion in this implementation, requiring more advanced
data fusion methods for larger scenarios with more than one human present.

In our setup, we want to use all deployed perception interfaces (see sub-
figure (a) in Figure 7.11) to perceive Johanna for keeping information about
her up-to date. Thus, the proxy for Johanna called Johanna-proxy is given sig-
nature {(FRS F1) (Stereo S1) (RFID 123) (BT AA:BB:CC)}; where FRS,
Stereo RFID, and BT respectively denoting the Face Recognition System, Stereo
based tracking system, RFID interface and Bluetooth based person tracking. (In
Figure 7.12, sub-figure (a) shows the structure and signature of Johanna proxy
and (b) shows the structure of a perception interface, for instance bluetooth in-
terface.) None of these percepts are claimed by any previously running proxy.

Since there are unclaimed percepts the proxy manager searches the latent
proxies database for a matching proxy. Since we have a simplified setup with
only one possible human user the corresponding human proxy matches any of
the percepts and is launched. In more advanced scenarios these comparisons
would be done relying on the identification parts of the percepts (eg. encod-
ing the facial features in the identifier F1 or recording that AA:BB:CC is the
cellphone of Johanna). Such an implementation would introduce a set of possi-
ble specific human proxies instances with fallbacks for human proxies for new
unknown users.

After starting the human proxy, all four of the percepts are recorded as
claimed in the proxy manager and no further proxy instances need be created.
Again, in more advanced scenarios this would have been handled by anchoring
algorithms within the proxies.

As prior information, the newly started Johanna proxy contains her phys-
ical description and capabilities, which are hard-coded in the proxy in ad-
vance. The capabilities are "open-door, turn-on light" and the physical de-
scription is "skin-color: white, hair-color: dark, with-glasses: yes,

type: apartment owner". Although we have hard-coded the prior informa-
tion for this implementation, the proxy can acquire this information from other
sources such as a knowledge-base or the Internet.

In order to keep the context information such as eg. position up to date,
Johanna-proxy subscribes to all perception interfaces, that are mentioned in its
signature (see Figure 7.13). Therefore, after the Johanna-proxy started, it sub-
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scribes to FRS, Stereo based, RFID-based, and Bluetooth based person tracking
interfaces. As a response Johanna-proxy receives position information from
them whenever they perceive Johanna and update their tuples to providing her
most current location (see sub-figure (c) in Figure 7.12).

When multiple perception interfaces perceive Johanna at the same time, we
have implemented a simple arbitration mechanism to conclude the final loca-
tion of proxied humans. We arbitrarily prioritize the deployed interfaces: Stereo
based system highest priority, RFID-based system medium, and bluetooth based
system lowest priority. Although using complex sensor fusion algorithm for
better accuracy is another option, we have implemented a very simple solution,

(a) (b) (c)

(d) (e)

Figure 7.12: Sub-figure (a) and (b) respectively show the structures of the
human-proxy and a perception interface (e.g. bluetooth based localization).
The current location of the human is showed in sub-figure (c) and sub-figure
(d) shows the most suitable NL interface based on the current location of the
proxied human. In sub-figure (e), we see that the human proxy can accept in-
puts from other components, such as activity recognition module, by imple-
menting a meta-tuple.
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which is sufficient for our scenario execution as well as to demonstrate the
concept of human proxies.

To select the most suitable interfaces for communicating with the proxied
humans, Johanna-proxy performs an associative search in the middleware for
the position tuples and the message transmission direction tuples of the inter-
faces. Depending on Johanna’s current location and activities, the proxy selects
the best interaction modality. In this Peis-Ecology implementation, we have im-
plemented this selection in a simple rule based function mapping each possible
location to a preferred interface. In our experiment, we can see the most suit-
able NL interface via the tuple best-NL-Iface, showed in sub-figure (d) of the
Figure 7.12.

To publish the current activity or status of the Johanna, the Johanna-proxy
subscribes to the PeisActivityRecognition module, which implement algorithms
to decide the current activity of a given person. We do it by using the meta-tuple
showed in sub-figure (e) in Figure 7.12. As the response of this subscription
request, the Johanna proxy receives the current activity of Johanna, for in-
stance, “resting on the bed in the bed-room” and publishes it via the proxy.my-
activity tuple. Note that for this demonstration we have also simulated this
activity recognition module since developing algorithms for activity recognition
is not part of this work.

Thus, by using human proxy we make the functionalities, capabilities and
properties of Johanna accessible to the network and include Johanna to the
Peis-Ecology like any other robots and devices. Note that this experiment is
part of the accepted to appear journal article (in JoPhA) entitled “Human Prox-
ies: A Design Pattern for Including Humans in a Network Robot System”.

7.2 Quantitative Experiments

In this section, we study the performance of the integrated networks. We mainly
focus on the networks consisting of full-Peis and tiny-Peis. We have already
seen that the proxied-Peis do not run any middleware kernel on board and in-
stead, they run in the robotic middlewares. This entails that the performance of
the proxied-Peis relies on the underline middlewares and the used hardware to
proxy the objects. Thus, the proxied-Peis would not add a meaningful contri-
bution and we do not include them in our analysis. Note that this quantitative
evaluation is a part of our one article that has been submitted to the Journal of
Pervasive and Mobile Computing (PMC) [67].

Some common metrics are used in the literature to analyze the performance
of realistic wireless sensor networks [74, 157, 9]. These include: received signal
strength indication (RSSI), throughput, delay, and energy consumption.

At the abstraction level of the middleware for NRS, however, two metrics
are more relevant: reliability, that is, the ratio of abstract packets that are cor-
rectly transmitted over a time span; and visibility of a component from the
other ones as long as the former is part of the network. Reliability is a critical
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property in highly heterogeneous systems, in which very simple devices share
the same network with powerful ones. Visibility is an important property in
NRS, in which each component in the system must be continuously aware of
the presence of other components in order to share functionalities.

Since our works include more entities in the NRS, it is important to evalu-
ate both the reliability and visibility of this inclusion i.e., the extension of our
experimental Peis-middleware. In this section, we first define the metrics and
then we describe the experiments in different situations.

7.2.1 Performance Metrics

We begin by defining how we measure visibility and reliability. Then we move
on the experimental setup and executions.

Visibility

In the Peis-Ecology framework, any Peis-component broadcasts a periodic net-
work beacon message. This is used by other components in the network to real-
ize the presence of that component. Conversely, the absence of beacon messages
from a component indicates that the component is unavailable in the network
at this time. Therefore, we relate the visibility of a node in the network to the
number of missed beacon messages.

More precisely, given a fixed interval of time T , we denote by Nsent
B the

number of beacon messages sent during T . Since beacons are sent periodically,
the value ofNsent

B can be estimated a priori. We also denote byNmiss
B the number

of beacon messages missed during T . We know what beacons have been missed
since beacons are sent periodically. The received beacon message ratio, then, is
given by

x = 1 −
missing beacons

total beacons
= 1 −

Nmiss
B

Nsent
B

(7.1)

The reason why we count missing beacon messages instead of received ones
is that a node is marked as non-visible (e.g., it has been turned off or it has
physically left the network) when it stops broadcasting, that is, after a certain
number of expected beacon messages are not received. Therefore, missed bea-
cons are the critical measure for visibility. Just counting the number of received
beacons is not enough to measure visibility: some beacons may arrive long af-
ter they were expected, e.g., due to network congestion, and therefore the node
may be marked as non-visible for some period, although the total received bea-
con count is fine.

If we deem a node non-visible after a single beacon message is missing, than
the time during which the component may become invisible once is Tvisibility =
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∆t
1−x , where ∆t is the beacon sending period. In general, if we deem a node
non-visible after c consecutive missing beacons, we have

Tvisibility =
∆t

(1 − x)c
(7.2)

where we assume probabilistic independence of beacon messages. We call the
c the sensitivity of visibility. For instance, if ∆t = 4, x = 0.8 and c = 2, we
expect the node to become non-visible once in 100 seconds.

Reliability

In the Peis-Ecology framework, a consumer Peis-component can subscribe to
tuples of a given type from a given producer Peis-component. When this is
done, the consumer Peis-component should receive all tuples of that type gen-
erated by the producer Peis-component. Moreover, these tuples should arrive
in the order in which they are produced. Accordingly, we define reliability as
the accuracy of sending and receiving data as tuples between components, and
we measure it by the ratio of correctly received tuples over the total number of
tuples sent.

For example, consider a temperature sensor Peis-component, Tpc, which
takes temperature measurements at 1 Hz frequency, and publishes each mea-
surement as a tuple with key Tpc.temperature. Consider then a monitoring
Peis-component, Mpc, which subscribes to these tuples. Full reliability means
that Apc receives in average one temperature reading per second from Tpc,
and that these readings arrive in the same order as they have been generated.
Suppose, for instance, that Tpc sends a sequence tuples containing the values
(1 2 3 4 5 6 7 8), and that Mpc receives the sequence (1 2 3 3 4 6 8 7 7). In
this case, although nine tuples have been received, only four of these tuples are
regarded as correctly received: (1 2 3 4). Of the others, two have been repeated
because of packet resending: (3 3) and (7 7); one is missing (5); and five are
mismatched: (3 3), (4 6), (6 8), (7 7) and (8 7). The reliability in this case is:

Rel =
correctly received tuples

sent tuples
=

4
8

= 0.5 .

More generally, consider P producers and C consumers. Let Si denote the
number of tuples generated by producer i over a given time span, and sent to all
its subscribed consumers. Let Rj denote the number of tuples correctly received
by consumer j over the same time span. The reliability over the given time span
is measured by:

RelP,C =
total correctly received tuples

total sent tuples
=

∑P
j=1 Sj∑C
i=1 Ti

(7.3)
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7.2.2 Tested Situations

In our experiments, we have systematically analyzed two paradigmatic types of
situations:

• N full Peis-components are subscribed to one tiny-Peis, and

• N full Peis-components are subscribed to M tiny-Peis-components.

In each experiment of each kind, the number of tuples sent and the tuple
payloads are fixed: in most cases, one tuple with payload of three bytes. The
first situation focuses on the performance of our middleware on one single
tiny-Peis; the second situation considers more complex cases in which several
tiny-Peis share functionalities with a several ordinary Peis-component.

The reason why we focus on the above types of situations is that these
are the most challenging ones. Situations in which a full Peis-components has
multiple subscribers would not be very interesting, since full Peis-components
typically run on relatively powerful processors, with few memory and pro-
cessing limitations, and therefore visibility is usually guaranteed even with a
large number of subscribers. Tiny Peis-components, however, typically run
on memory constrained devices like WSN motes, which may affect reliabil-
ity when the number of subscribers is high — which results in more tuples
being sent out from the tiny-Peis-component. Theoretically, visibility of a tiny-
Peis-component should be independent of the number of subscribers. Visibility,
however, may suffer when several tiny-Peis-components are connected to the
wired network via a base-station, due to the limited capacity/performance of
the base-station, as well as to the acknowledgment mechanism and memory
limitation (which forces us to use the limited size of the message queue) of
the Tiny Kernel. The two types of situations considered above, then, focus our
analysis on the “weakest” part of a Peis-ecology: tiny-Peis-components with
multiple subscribers.

7.2.3 Situation 1: N Peis-components subscribe to one
tiny-Peis

Experimental Setup: In this experiment we use a single tiny-Peis producer
and 20 full-Peis-components consumers. The tiny-Peis is a MoteIV Tmote
Sky running Tiny Kernel on board. This mote has 250 kbp/s Chipcon wireless
transceiver, and the suggested maximum radio buffer is 100 bytes. The tiny-Peis
generates and publishes a tuple every second, whose key is counter-value and
whose value is a counter that starts at 0 and is increased at each cycle until
255. The full Peis-components all subscribe to the counter-value tuple, and
therefore they receive the value whenever the tuple is published and/or updated.

The tiny-Peis and the full-Peiss are connected through a Tiny-gateway, for
which we have used a second Tmote Sky. At the Tiny-gateway, the packet send-
ing rate over the radio is set to 100 packets/sec, with maximum packet length
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100 bytes. This frequency is more than the requirement for this experiment.
On the other hand, the packet sending frequency in the Tiny Kernel is 20 pack-
ets/second, and the message Queue length is 20. Both at the Tiny-gateway and
the Tiny Kernel the packet resending interval is set to 2 seconds, and a packet is
sent maximum 3 times, unless it is an acknowledgment or a broadcast packet.
The payload of the tuples is kept at a constant value of 3 bytes in all experi-
ments in order to avoid introducing difficulties related to variable bandwidth.

Each experiment in this set was run for about 15 minutes, using a different
number of subscribers and/or different values of the parameters. The number of
sent tuples was recorded by the producer tiny-Peis, and the numbers of success-
fully received tuples were recorder by each of the subscriber Peis-components.
Since all tiny-Peis are 1-hop neighbors of the Tiny-gateway, the beacon mes-
sages are collected by the Tiny-gateway rather than by the actual subscribing
Peis. The sampling rate of the Tiny-gateway is 10 samples a minute, i.e., the
sampling interval is 6 seconds.

Visibility Analysis: To see how the visibility of a tiny-Peis is affected by the
number of subscribed Peis-components, we have Figure 7.14 summarizes the
results, where visibility (Y axis) is measured by the beacon message ratio x de-
fined in equation 7.1 above. The corresponding time lengths Tvisibility during
which the tiny-Peis is expected to become invisible to the network (i.e., to the
Tiny-gateway) can be computed through equation 7.2 above. The table in Fig-
ure 7.15 shows the actual number of times, in the experimental runs, when
the tiny-Peis was invisible to network for different values of the sensitivity
parameter c. These results are in good agreement accordance with the above
expectation. Given these results, we have decided to set c = 4 in most of our
applications.

Since the network beacon messages are given the highest priority in our
design, the tiny-Peis should remain visible independently of the number of the
subscribers, until the node actually leaves the network — e.g., it turns off or
it goes outside radio coverage. From our experimental analysis, we conclude
that the invisibility occurrences of the tiny-Peis are indeed negligible when the
sensitivity parameter c is set to 2 or higher. This is an important property, which
ensures that our middleware is suitable to practical applications that need to
integrate tiny devices in a large network.

Reliability Analysis: To see how reliability depends on the number of sub-
scribers, we have run 25 experiments with an increasing number of subscribers.
Figure 7.16 summarizes the results, where reliability (Y axis) is measured ac-
cording to equation 7.3 above. We see that the tuples sent by the tiny-Peis are
transmitted with more than 95% reliability as long as there are 10 subscribers
or less. Reliability decreases almost linearly with the number of subscribers
after this point.
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Figure 7.14: Rate of correctly received beacon messages from tiny-Peis as the
number of subscribed Peis-components increases.

Figure 7.15: Number of times when the tiny-Peis was regarded as invisible in
our experiments, for different numbers of subscribers and different values of
the sensitivity parameter c.
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Figure 7.16: Reliability value as a function of the number of subscribers.

The reliability is affected by several parameters in the Tiny Kernel, such
as the length of the message queue and the package transfer rate over the ra-
dio. Figure 7.17 (a) plots the measured values of reliability and network perfor-
mance with an increasing number of subscribers using different queue lengths,
while radio speed is set to 20 packets/sec. Figure 7.17 (b) plots the same values
using different radio speeds, while queue length is set to 20. Network perfor-
mance is computed as the ratio of the successfully arrived tuples versus the total
number of sent tuples: this value differs from the reliability value since it does
not take into account the ordering of the tuples. From these data, it appears
that longer queue values slightly increase reliability but seriously decrease per-
formance, while values of radio speeds higher than 25 decrease both reliability
and performance. We have therefore decided to set the queue size to 20 and the
radio speed to 20 packets/sec in all our experiments.

7.2.4 Situation 2: N full-Peis subscribe to M Tiny-Peis
(N×M subscriptions)

Experimental Setup: In this series of experiments, many full-Peis receive tu-
ples from more than one tiny-Peis. The runs were performed in our Peis-Home
experimental facility, described below. Six tiny-Peis are spread in one room of
the Peis-Home, and are all acting as tuple producer. As in the previous exper-
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(a)

(b)

Figure 7.17: Impact of some Tiny Kernel parameters on reliability and network
performance. Sub-figure (a): impact of the message queue size. Sub-figure (b):
impact of the radio speed.

iment (7.2.3), each tiny-Peis generates and publishes tuples at 1 Hz frequency,
with key counter-value and with a sequential number as value. All full Peis-
component subscribe to the counter-value tuples from all the existing compo-
nents in the network. In the Peis-middleware, this is done by using an associa-
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tive (wildcard) subscription. As before, the setup includes a TMote Sky used as
Tiny-gateway to bridge the full and the Tiny-sides of the network. Each exper-
imental run has been run for 15 minutes, using a different number of producer
and/or consumers.

Visibility Analysis: Figure 7.18 summarizes the ratio of correctly received bea-
con messages obtained in 38 runs using increasing numbers of producers and/or
consumers. The ratio was computed according to equation 7.1 above. The ex-
pected time of invisibility of components can be derived from this data through
equation 7.2. As expected, the beacon message ratio decreases when the to-
tal number of subscribers and producers increases. However, the ratio of cor-
rectly received beacon messages is still higher than 85%, even with seven sub-
scriber all subscribing to six producers. According to equation 7.2, this gives us
a Tvisibility of about 8,000 sec for c = 4 and ∆t = 4, that is, the component may
disappear once every 8,000 sec. In more typical monitoring situations, where
1–2 subscribers receive data from all producers, the beacon message ratio ex-
ceeds 95%, resulting in a Tvisibility of more than 170 hours. These values are
more than acceptable for most applications.

Figure 7.18: Ratio of correctly received beacon messages when N full-Peis are
subscribed to M tiny-Peis. In Y is the number of tiny-Peis producers; in X, the
number of Peis subscribers.
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Reliability Analysis: Figure 7.19 summarizes the results of a suite of experi-
ments run with configurations where a number M of producer tiny-Peis pro-
vides tuples to a number N of subscribing Peis, where M ranges from 1 to 6
and N from 1 to 15. Reliability is computed according to equation 7.3 above.
For each value of M, there is a critical value for N after which reliability be-
gins to decrease. From the visibility analysis, we know that one tiny-Peis can
provide tuples to up to 10 subscribers with more than 95% reliability. Accord-
ingly, we conjecture that loss of reliability in this experiment suite is mainly
due to dropped packets at the base-station, and hence that reliability could be
improved by using a more powerful processor as base-station than the standard
mote used in this experiment.

Figure 7.20 shows in detail how reliability changes as a function of the num-
ber M of producer tiny-Peis when there is a single consumer Peis subscribed
to all tiny-Peis. In this case, which is typical of many monitoring application,
tuples are transferred with reliability in excess of 97.5%.

By comparing figure 7.19 with figure 7.18, we notice that reliability usu-
ally reaches higher values than the ratio of correctly received beacon messages.
The reason for this is that beacon messages and tuple messages are treated dif-
ferently in our design. Beacons are sent by broadcast with high priority, while
tuples are sent by unicast with low priority. Lower priority messages may be dis-

Figure 7.19: Reliability values with up to 15 full-Peis subscribed to up to 6
tiny-Peis. Each line refers to a given number nMote of tiny-Peis.
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Figure 7.20: Reliability values with a single full-Peis subscribed to up to 6 tiny-
Peis.

carded when the message queue is full; on the other hand, unicast messages are
acknowledged. This means that beacon messages are less likely to be lost, and
tuple messages are less likely to be incorrectly received. These design choices
are intended to maximize visibility of beacon messages while ensuring high re-
liability of tuple data transmission.

7.3 Long Term Realistic Deployment

This experiment aims at demonstrating the practical applicability of the de-
veloped works for a NRS middleware, for instance, the Peis-Middleware in
realistic domains, where Peis of highly heterogeneous nature must coexist and
inter-operate. The experiment scenario is conducted for a longer time, more
than two weeks, rather than just executing once or so. Although the experi-
ment is a proof-of-concept, we present the results in terms of successful and
failure executions (in quantitative manner with some underlying assumptions)
to show a sort of concrete indication on the performance. Thus, the experiment
proves the stability and reliability of the systems in real-life scenarios.

Experimental Setup: For the purpose of the experiments discussed in this sec-
tion, we have used a small subset of the devices available in the Peis-Home,
including two full Peis, six tiny-Peis, and eight proxied-Peis. These Peis are
spread in the Peis-Home and relax room (Figure 7.21), the department’s coffee
room adjacent to the Peis-Home kitchen.

More specifically, the two full Peis are kitchen-fridge called Sand94 and a
regular home PC at the monitoring deck called Sand65. Sand65 runs a datalogger
Peis-component, which logs data obtained from all the deployed nodes as well
as from the proxied objects for analytical purposes. Sand65 also carries a Tiny-
gateway to bridge the tiny and the regular parts of the network.
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Figure 7.21: The coffee room adjacent to the Peis-Home kitchen, which is be-
hind the black-wall. The sofa with pillow is our focused object.

The six tiny-Peis are all Tmote Sky motes. Three motes, named mote-3,
mote-7 and mote-8, are respectively placed in the kitchen, the bedroom and the
livingroom. They measure ambient light publish tuples with key light-status,
with values ON or OFF, whenever the status of the light changes. Light status is
decided taking the average of last five ambient sensor readings, and comparing
it with a threshold given at run-time by setting the tuple threshold. One
additional mote (mote-9) is installed in the department’s relax area and is set
to measure ambient light in that area. The last two motes (mote-5 and mote-6)
are attached to a floor lamp (see left image in Figure 7.22): mote-5 turns the
lamp on and off; mote-6 senses the actual light value. 3 The lamp so equipped
is effectively a tiny-Peis, which accepts actuation tuples lamp-request and
produces feedback tuples lamp-status.

The eight proxied objects are five everyday objects, one bed and two sofas.
The five everyday objects are a book, box of milk, a box of cookies, a plate
and a glass, and each has an RFID-tag attached. The proxy communication
interfaces for these objects consist in three RFID-readers: one in the fridge,
one under the kitchen table, and one under the sofa table in the living room.
The first two readers are connected to the fridge PC-104 computer, and the
third one to the home PC. The interface programs are given position tuples to
the corresponding RFID-readers, with value kitchen-fridge, kitchen-table

3In a concrete application, a single mote could be used for both purposes. The additional com-
plexity was introduced here to make our experiments richer, for instance distributed actuation and
sensing.
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Figure 7.22: The left image shows the actuated lamp and the monitoring mote
(mote-6). The right image is the proxied sofa in the coffee room.

and livingroom-table, respectively as the initial context values. The proxied
bed is in the Peis-Home bedroom and the two proxied sofas are one in the
department’s relax (coffee) area (the right image in Figure 7.22) and one in the
Peis-Home living room. All of them are equipped with pressure sensors under
the legs, connected to a XBee module that transmits the sensors’ values at 1 Hz.
The communication interfaces for the bed and the sofas consist in three XBee
modules, respectively connected two to the Sand94 and one to the Sand65. The
corresponding interface programs provide the values bed-room, coffee-room
and living-room for the position tuples.

The proxy programs for the proxied objects are very simple: they simply
publishes the position tuple of the object according to the design pattern of
proxies; the value currently received by the interface which has detected it,
or to unknown if the object is not detected. In addition to position, the proxy
programs for the bed and sofas compute and publish the bed-status and sofa-
status (empty or occupied). It is based on a simple filter: take the maximum
value received by the pressure sensors, average the last five readings, compare
to a given threshold. The filter is implemented in the proxy program.

Finally, two proxy managers run on the fridge computer and on the home
PC, respectively. Both proxy managers can start the relevant proxy for XBee
and RFID channels, according to an object signature. Recall that in the Peis-
middleware, the special component called Peisinit act as the signature database
for proxied objects.

We would like to mention here that some of the tiny-Peis and the proxied-
Peis mentioned here are developed by other users. These are the light sensor
tiny-Peis in the bed-room and livingroom, RFID-tag attached book, plate and
glass as well as pressure sensor mounted proxied sofa and bed in the Peis-
Home. This shows that the Tiny Kernel and proxied mechanism are ready to
be used by other users. In addition, the developers of these components are not
experienced in programming TinyOS, which shows the simplicity and easy-to-
use nature of the Tiny Kernel API.
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Figure 7.23: The experimented area (left) and the deployment (right) of sensor
motes, actuated lamp and and the used XBee node to proxy the sofa.

7.3.1 An Extended Run: A Longtime Scenario Execution

Here we describe an experiment, which was run for a total of 350 hours, i.e.,
more than two weeks. To make the experiment less controlled, we have used
the relax/coffee area (please see the Figure 7.21) in our department under nor-
mal activity: most of the users of this area were not aware of the ongoing
experiment.

Obective: The goal is to test the stability and reliability of our system in a
real-life situation.

Scenario: The lamp should be on whenever someone is sitting on the sofa
and the ambient light is not enough to read at the sofa area in the coffee room.

Used components: For this experiment we used the following subset of the
devices described above in the setup section (Figure 7.23 shows the deployment
of Peis for this experiment): the proxied sofa placed in the coffee area; the lamp
tiny-Peis, which was placed beside the sofa; the ambient light sensor mote-9;
the fridge and home computers; the XBee interfaces; and the Tiny-gateway.
Obviously, the datalogger, which is a full Peis-component, is used to collect
data during the scenario execution and it saves all data in the home PC.

Configurations: A dedicated Peis-component running on the home PC im-
plemented a simple decision making program. This program subscribes to the
sofa-status tuple from the sofa proxy, the light-value tuple from the mote-9
tiny-Peis, and the lamp-status tuple from mote-6 in the lamp. The program
uses two rules to decide when to switch the lamp on and off:

Rule-1: "Turn Lamp On"

IF (sofa-status=SITTING and light-value<ENOUGH and lamp-status!=ON)
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THEN (switch(lamp,ON))

Rule-2: "Turn Lamp Off"

IF (sofa-status=EMPTY and lamp-status!=OFF)

THEN (switch(lamp,OFF))

This dedicated Peis-component switches the lamp on and off by setting
the lamp-request tuple of mote-5 in the lamp. In addition, the datalogger

subscribes to all deployed components for all related tuples, for instance, the
tuples mentioned here.

Figure 7.24: Summary results from two weeks of execution of the “sofa-lamp”
scenario.

Results and Discussion: Figure 7.24 summarizes the data collected during
two weeks of execution. The “expected sofa state changes” is the number of
changes in the sofa state, from SITTING to EMPTY or vice-versa. Transient
changes of less than 4 seconds are not considered, since both the sofa and lamp
monitor average readings over five seconds. The “detected sofa state changes”
is the number of times when a rule is activated and hence the light is switched on
or off. Ideally, this number should be the same as in the previous column. The
difference between those numbers is reported in the “error” column: positive
values indicate false negatives, i.e., the sofa status has changed but the lamp
has not been switched; negative values indicate false positives, i.e., the light has
been switched although the sofa status had not changed.

Note that the data from days 8, 10 and 13 were corrupted due to exter-
nal reasons — students rebooted the home PC, and a pressure sensor broke.
Excluding these data, the overall experiment contains 145 sofa status changes,
141 of which have been correctly detected, corresponding to a success rate of
97.24%. Of the 144 light switches, 3 were due to false positives, corresponding
to a false positive rate of 2.08%. Although the results are episodic, since this
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experiment was simply meant as a proof of concept, these data indicate that
the extension of a NRS done in this thesis can be reliably used in real-world ap-
plications that use full processors, micro-controller based devices, and proxied
everyday objects.

7.4 Full Systems Experiments

Here we mention few experiments, which use different types of Peis-components;
some of which are developed by using the concepts in this thesis (not necessar-
ily with the direct involvement of the authors) and some are not in this thesis
but part of the Peis-Ecology projects. These experiments are proof-of-concept:
as such, the results are reported in the form of sample executions on illustrative
scenarios rather than in the form of quantitative assessments. These experi-
ments are conducted in the same experimental setup as discussed in the pre-
vious section, Section 7.3. Note that these experiments are conducted without
the author’s direct involvement.

This set of experiments show basically two objectives: first, testing the in-
tegration and the interoperability with other parts of the full Peis-Ecology and
second, the proof of the easy to use nature of the API of the developed libraries,
which are also our design targets (mentioned in Section 1.4).

7.4.1 Demo - 1

In one experiment, fully reported in [184], a plan-based technique is used to
self-configure a system that includes a combination of full Peis (a mobile robot),
tiny Peis (a mote actuated lamp) and proxied Peis (a RFID-tagged book). The
system is automatically configured to perform a given task (fetch a book and
bring it to a person), and is re-configured after a failure. The framework de-
scribed in this thesis allows the mobile robot to get information about the
book’s position via the book proxy, and to turn on the light via the tiny-Peis to
navigate more safely.

7.4.2 Demo - 2

The second experiment, fully reported in [41], is about activity recognition. A
number of full Peis, tiny-Peis and proxied-Peis are deployed in the Peis-Home
to collect data about the usage of objects and appliances by the inhabitant.
Full Peis include a camera-based system that tracks the position of the human.
Tiny Peis include motes sensing the status of the stove and the bed-room light.
Proxied Peis include a sofa and a bed equipped with pressure sensors which
communicate through XBee interfaces, and a number of tagged objects which
communicate via RFID interfaces. The framework described in this thesis al-
lows the data from all these objects and devices to be seamlessly transmitted to
the monitoring program, which runs as a regular Peis-component on the home
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PC. The monitoring program has been used to infer the activities and plans of
the user over extended periods of time.

7.5 Discussion

In this chapter, we have discussed four groups of experiments: i) five experi-
ments to demonstrate the proof-of-concepts in a qualitative way; ii) a series of
experiments to analyze the performance, in terms of visibility and reliability,
of the integrated system in a quantitative way; iii) one long term scenario ex-
ecution in the realistic domain that proves the viability and reliability of the
system in practice; and iv) two demonstration scenarios, in which the devel-
oped concepts and components are part of the full-system and thus show the
interoperability and applicability of the developed works with the full-system.

All these experiments are conducted in the Peis-Ecology NRS framework
and its experimental testbed. By the implementations done in this thesis, we
extend the Peis-Ecology NRS to include tiny devices, everyday objects and hu-
mans in a uniform way in the existing robotic network, as well as, we achieve
our last two goals: implementing the concepts in an existing NRS and evalu-
ating the integrated system. The videos of several experiments and the imple-
mented libraries are available in the Peis-Ecology project website [162].

With the evaluations discussed in this chapter, we complete the final phase
of our methodology described in Chapter 1.





Chapter 8
Conclusion

In this final chapter, we discuss what are achieved in this thesis, the major con-
tributions, the limitations of the approaches and implementations, and some
directions for future.

8.1 Achievements

In this thesis we have developed methods and techniques to extend a networked
robot systems (NRS) by including three new types of entities in the robotic net-
work. The three entities are i) small and computationally simple embedded
devices for ubiquitously distributed sensors and actuators; ii) augmented ev-
eryday objects and home appliances; and iii) humans. We have seen several
example scenarios and case studies that show how the NRS can benefit from
the inclusion of these entities.

Our view is to give a generic representation of these new entities in the
robotic network i.e., to include them as network nodes so that they become
accessible to and can access any networked components.

We have assumed that an existing robotic middleware is available, which
provides a common communication and collaboration infrastructure for net-
worked robots, and we have shown how to extend it by integrating the above
mentioned new entities. For the generic representation of the new entities, we
have created a tiny version of the NRS model for tiny embedded sensor-actuator
devices, and proposed a design pattern based on the notion of proxies for the
rest i.e., augmented everyday objects and humans.

For the practical realization of the concepts, in this thesis we have used
the Peis-Ecology NRS model as the experimental frame-work. The commu-
nication and collaboration between components is provided by a middleware
called Peis-Kernel.

To include tiny devices, we have discussed general requirements and existing
approaches with their pros and cons in detail in Chapter 4. From the discussed
approaches we have evaluated and implemented the twin-version approach –

177
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creating a light-weight version of the NRS model that can run on tiny devices
and making it interoperable with the existing robotic network by using a de-
vice of interoperability such as the notion of gateway. We have demonstrated
a proof-of-concept implementation of the approach in the Peis-Ecology NRS
testbed. This tiny implementation of the Peis-Ecology NRS model is called Tiny
Peis-Kernel and the associated gateway is called Tiny-gateway. By running the
Tiny Kernel on board, tiny sensor actuator devices have become part of the
Peis-Ecology and enriched the system by adding the ubiquitous sensing and ac-
tuation capabilities. Although we have given one example implementation, the
implemented approach is, however, a generic mechanism to include tiny devices
in a NRS.

The design pattern of proxies includes the simple everyday objects and home
appliances that are incapable ( e.g. RFID-tag attached milk-box ) or non cus-
tomizable (e.g. smart cleaning robot Roomba) to run the middleware kernel on
board. We augment such an object/device by mounting a simple communica-
tion channel and introduce a proxy program (object proxy) for the augmented
object. The proxy runs in the robotic middleware and represents the proper-
ties (static, dynamic and contextual) and capabilities of the proxied object in
the network. The design pattern requires mainly three additional components
in an existing NRS: proxies, interfaces, and proxy managers. In addition, the
database of signatures either can be implemented as a new network component
or can be imposed in the NRS infrastructure. We have given a general design
description of the concept and its constituent components as well as showed a
concrete implementation in the Peis-Ecology framework in Chapter 5.

Finally, this thesis has showed the inclusion of humans in a NRS in Chap-
ter 6. In the consideration of humans, we have discussed a new point of view, in
which the humans are not only users of the system but also a natural part of it.
This enables the system to use the humans as information provider (sensor) and
action performing agent (actuator), just like a generic NRS node. To give such a
generic representation of humans in the network, we have used human proxies,
which is a generalized version of the object proxies. Thus, the design pattern of
proxies has become a common tool to include simple everyday objects as well
as humans in a NRS.

To validate the concepts and its implementation, this thesis has presented
several groups of experiments that have been conducted in the Peis-Ecology
testbed. For the qualitative evaluation, a series of experiments have been con-
ducted to validate the concepts. The quantitative assessment has been done to
show the performance of the integration of robots and tiny devices that showed
the scalability of the integrated network. The practical viability and reliability
of the developed works are evaluated by analyzing a longtime running scenario
execution. To demonstrate the interoperability and applicability of the devel-
oped components with other existing NRS components such as task planner,
system configurator, etc. several experiments are reported.
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8.2 Major Contributions

The major contributions of this thesis are the followings:

• Demonstrating how a tiny version of a robotic middleware can be imple-
mented for the computation and memory constraint embedded devices
and how it can collaborate seamlessly with the large network using the
notion of a gateway.

• Introducing a new light-weight mechanism for the runtime dynamic re-
configuration of devices in a hybrid network consisting of robots and tiny
devices.

• Proposing a design pattern that includes everyday objects (smart or dumb)
in a robotic network just like other robotic devices e.g. same protocol to
read data from a camera and from a milk box.

• We offer a new design tool, human-proxies, to the NRS and heteroge-
neous system designers for including humans in the system as a natural
part of the system.

• This thesis defines formally the metrics (reliability and visibility) for bench-
marking of hybrid/heterogeneous NRS; note that there is currently no
general benchmark of performance metric or evaluation procedure for
these systems.

In addition to these five specific contributions, perhaps the most general
contribution of this thesis has been to show, in a constructive way, how robots,
small and computationally simple devices, augmented everyday objects, and
humans can be integrated into one uniform system.

8.3 Limitations

In this section, we discuss the limitations, both from the design and the imple-
mentation perspectives, of the works done in this thesis.

One practical limitation of the Tiny Peis-Kernel’s current implementation
is that the Tiny Peis-Kernel routes network packages between the neighbor
nodes and Tiny-gateways, which are in the direct communication (one-hop)
range. This requires the Tiny-gateway to be in the direct communication range
of a remote node; otherwise, the remote node is not visible to the robotic net-
work. However, this is more a limitation of the implementation than that of
the concept. By implementing a multi-hop routing algorithm, we can thus over-
come this limitation, while the memory usage increases depending on the im-
plemented algorithm.

The Tiny Peis-Kernel is not very energy efficient for a pure WSN applica-
tions that have very often static network topology and thus, do not require
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dynamic reconfiguration at runtime. We have used periodic beacon messages
and stateless subscription mechanism, which require more energy than the sen-
sor nodes used in typical WSN - where peer-to-peer communication are not
obligatory, data flow is mostly from remote nodes to the base-station sinks,
and above all the packets transmission is synchronous. This is the design trade-
off in a dynamic environment that demands asynchronous data transmission
between peers deciding at runtime, sensing and actuation functionalities, pos-
sibly more frequent (real-time) data transmission and less memory usage. Note
that we, in this study, focus more on validating the design concepts than the
energy efficiency.

The Tiny Kernel cannot not have the PeisInit component which requires
running multiple processes on a processor. This limitation is inherited from the
underlying OS and tiny devices that do not provide the facility to run multiple
processes on a single micro-processor.

The design pattern for proxies is meant to be general, that is, applicable
on top of any middleware, but in fact there are assumptions on the underlying
middleware that limit its applicability. First, it requires the used middleware
to support dynamic instantiation of the proxy programs. Second, the design
pattern uses dynamic subscription and unsubscription between ingredient com-
ponents for several purposes. As an example: for a proxy to decide the most
suitable interface, it performs an associative searches (wildcard subscription);
the proxy arbitrates the most suitable one and unsubscribes from the rest which
allows the proxies to cope in a dynamic environment.

The implementation of human proxies is very preliminary. The related ex-
periments are very limited, e.g. the assumption of only one humans in the sce-
nario); the used interfaces for the experiment are simulated and the data are
provided via the tupleview GUI. However, to validate the basic concept, imple-
menting the design pattern and human-proxy mechanism is sufficient, and the
more concrete implementation using many real interfaces can be the continua-
tion of the current work.

Another limitation on the overall work done in this thesis is that there is no
mechanism to provide privacy and security. We do not resolve this issue here
since we believe that it requires more in-depth research and it is out of scope of
this thesis plan.

8.4 Future Directions

Here we discuss some works that can be done in future. Although we have
achieved our expected goals in this thesis work, there are still some opportu-
nities to add some features and improve the design and implementations. We
mention few such major points in this section. We also discuss some open re-
search issues that are interesting to investigate using the proposed concepts in
this thesis.
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• Making the Tiny Kernel energy efficient is one interesting step that can be
done in future.

• Implementing a multi-hop routing algorithm on the tiny kernel is another
future work. This work will enable the robot ecology accessing more re-
mote sensor-actuator nodes beyond the direct communication range of
the Tiny-gateway.

• Introducing a mechanism to tiny sensor actuator devices for executing
heterogeneous tasks at runtime in addition to the dynamically reconfigu-
ration on network level and input level. This will increase the capability
and usability of tiny nodes. This can be done by following the approach
implemented in RUNES [53], i.e., by uploading a snip of codes that ex-
ecutes tiny algorithms for decision making. In our approach, this binary
code should be given using tuples.

• An improvement can be done in the Tiny-gateway implementation in
the context of Peis-Ecology NRS: allowing a mechanism to the Tiny-
gateway for publishing meta-information of a tiny device to the NRS via
the PeisInit (discussed in Section 4.1.3 and Section 4.3 – third requirement
of interoperability). Note that this improvement relies on a modification
of PeisInit implementation: allowing addition and deletion of data entry
at runtime.

• The integration of various lower level WSN middlewares and higher level
pervasive computing middlewares are getting more attention [214]. Using
the design pattern of proxies to integrate WSNs in the pervasive comput-
ing middlewares is an interesting research problem to investigate. For
example, we can represent a sensor network as a proxy component (say
WSN-proxy) to the robotic network and can implement complex algo-
rithms to reconfigure the WSN according to the application’s need. The
WSN-proxy provides the collective information from the WSN to the
pervasive computing middleware. Thus, the design pattern of proxies can
abstract the nature of WSN and represent the physical phenomena to
the pervasive computing middleware. In addition, several heterogeneous
lower level WSN networks such as ZigBee, RFID or bluetooth based net-
works can be integrated to the robotic middlewares.

• Another interesting research topic to investigate is to use the design pat-
tern of proxies as a generic framework for “Internet of Things” 1. For

1The term “Internet of Things” has come to describe a number of technologies and research
disciplines that enable the Internet to reach out into the real world of physical objects. Technologies
like RFID, short-range wireless communications, real-time localization and sensor networks are
now becoming increasingly common, bringing the Internet of Things into commercial use. They
foreshadow an exciting future that closely interlinks the physical world and cyberspace [102].
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instance, including traditional WSN as a proxied node or providing an
interface for accessing the Internet as proxied node to the network.

• Using the human-proxy with multiple interfaces and sensor modalities
creates strong links between the concept of human-proxy and the tech-
niques like people tracking, data association, and anchoring. This link
can be investigated.

• To resolve the security and privacy issues for the tiny kernel and the de-
sign pattern of proxies can be studied.
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Implications. Human and Ecological Risk Assessment: An International
Journal, 10:763–785, 2004.

[23] P. Bonnet, J. Gehrke, and P. Seshadri. Towards Sensor Database Systems.
Lecture Notes in Computer Science, 1987:3–14, 2001.

[24] M. Bordignon. An open framework for networked embedded robotics.
Master’s thesis, University of Padova, 2007.

[25] M. Bordignon, E. Pagello, and A. Saffiotti. An inexpensive, off-the-shelf
platform for networked embedded robotics. In Proc of the Int Conf
on Robot Communication and Coordination (RoboComm), Athens,
Greece, 2007.

[26] M. Bordignon, J. Rashid, M. Broxvall, and A. Saffiotti. Seamless inte-
gration of robots and tiny embedded devices in a peis-ecology. In Proc of
the IEEE/RSJ Int Conf on Intelligent Robots and Systems (IROS), San
Diego, CA, 2007. Online at http://www.aass.oru.se/˜asaffio/.

[27] A. Borissov, J. Janecek, F. Pecora, and A. Saffiotti. Towards a
network robot system for object identification and localization in
robocup@home. In Proc of the IROS-08 Workshop on Network Robot
Systems, Nice, France, 2008. Online at http://www.aass.oru.se/˜asaffio/.

[28] J.W. Branch, J.S. Davis II, D.M. Sow, and C. Bisdikian. Sentire: A frame-
work for building middleware for sensor and actuator networks. In Proc
of the IEEE Int Conf on Pervasive Computing, pages 396–400, 2005.

[29] A. Brooks, T. Kaupp, A. Makarenko, A. Oreback, and S. Williams. To-
wards Component-Based Robotics. In IEEE/RSJ International Confer-
ence on Intelligent Robots and Systems (IROS 2005), pages 163–168,
2005.

[30] A. Brooks, T. Kaupp, A. Makarenko, S. Williams, and A. Oreback.
Orca: a component model and repository. Software Engineering for Ex-
perimental Robotics, Springer Tracts in Advanced Robotics, 30(2):231–
2007, 2007.

[31] M. Broxvall. A middleware for ecologies of robotic devices. In Proc.
of the Int. Conf. on Robot Communication and Coordination (Robo-
Comm), pages 16–22, 2007.

[32] M. Broxvall, S. Coradeschi, A. Loutfi, and A. Saffiotti. An ecologcial
approach to odour recognition in intelligent environments. In Proc of
the IEEE Int Conf on Robotics and Automation (ICRA), pages 2066–
2071, Orlando, FL, 2006.



186 REFERENCES

[33] M. Broxvall, M. Gritti, A. Saffiotti, B.S. Seo, and Y.J. Cho. PEIS ecology:
Integrating robots into smart environments. In Proc of the IEEE Int
Conf on Robotics and Automation (ICRA), pages 212–218, Orlando,
FL, 2006.

[34] M. Broxvall, B.S. Seo, and W.Y. Kwon. The PEIS Kernel: A middleware
for ubiquitous robotics. In In Proc. of the IROS-07 Workshop on Ubiq-
uitous Robotic Space Design and Applications., pages 212–218, 2007.

[35] H. Bruyninckx. Open Robot Control Software: the OROCOS project.
In In Proc. of the IEEE Int. Conf. on Robotics and Automation (ICRA
2001), Seoul, Korea, May, 2001.

[36] P. Buonadonna, J. Hill, and D. Culler. Active message communication
for tiny networked sensors. In Proc of the 20th Joint Conf of the IEEE
Computer and Communications Soc, 2001.

[37] M. Ceriotti, L. Mottola, G. P. Picco, Amy L. Murphy, S. Guna, M. Corra,
M. Pozzi, D. Zonta, and P. Zanon. Monitoring Heritage Buildings with
Wireless Sensor Networks: The Torre Aquila Deployment. In In Proc.
of the 8th ACM/IEEE Int. Conf. on Information Processing in Sensor
Networks (IPSN/SPOTS), San Francisco (CA, USA), April 2009.

[38] A. Cesta, S. Bahadori, G. Cortellessa, G. Grisetti, M.V. Giuliani, L. Ioc-
chi, G.R. Leone, D. Nardi, A. Oddi, F. Pecora, R. Rasconi, A. Saggese,
and M. Scopelliti. The RoboCare Project: Cognitive Systems for the Care
of the Elderly. In Proceedings of International Conference on Aging, Dis-
ability and Independence (ICADI), Washington D.C., USA, 2003.

[39] A. Cesta and F. Pecora. The RoboCare Project: Intelligent Systems for
Elder Care. In Proceedings of the AAAI Fall Symposium on "Caring
Machines: AI in Elder Care", Washington, DC (USA), 2005.

[40] L. Chaimowicz, A. Cowley, V. Sabella, and C.J. Taylor. ROCI: a dis-
tributed framework for multi-robot perception and control. Proc of the
IEEE/RSJ Int Conf on Intelligent Robots and Systems (IROS), pages
Volume: 1, On page(s): 266– 271 vol.1, 2003.

[41] M. Cirillo, F. Lanzellotto, F. Pecora, and A. Saffiotti. Monitoring Do-
mestic Activities with Temporal Constraints and Components. In 5th
Int Conf on Intelligent Environments, 2009.

[42] W. J. Clancey, M. Sierhuis, R. L. Alena, D. Berrios, J. Dowding, J. S.
Graham, K. S. Tyree, R. L. Hirsh, W. B. Garry, A. Semple, S. J. B. Shum,
N. Shadbolt, and S. M. Rupert. Automating CapCom Using Mobile
Agents and Robotic Assistants. In American Institute of Aeronautics
and Astronautics 1 st Space Exploration Conference (AIAA), Orlando,
FL, 31 Jan-1 Feb, 2005.



REFERENCES 187

[43] A. Clodic, H. Cao, S. Alili, V. Montreuil, R. Alami, and R. Chatila.
SHARY: A Supervision System Adapted to Human-Robot Interac-
tion. Experimental Robotics, The Eleventh International Symposium,
54:229–238, 2009.

[44] A. Clodic, M. Ransan, R. Alami, and V. Montreuil. A management
of mutual belief for human-robot interaction. In IEEE Int. Conf. on
Systems, Man and Cybernetics, pages 1551 – 1556, 2007.

[45] Toby H.J. Collett, Bruce A. MacDonald, and Brian P. Gerkey. Player
2.0: Toward a practical robot programming framework. In Proc. of the
Australasian Conference on Robotics and Automation (ACRA), Sydney,
Australia, 2005.

[46] Gaia Project. http://gaia.cs.uiuc.edu/.

[47] Contiki. Website. http://www.sics.se/contiki.

[48] S. Coradeschi and A. Saffiotti. An introduction to the anchoring prob-
lem. Robotics and Autonomous Systems, 43(2-3):85–96, 2003.

[49] Microsoft Corporation. COM: Component Object Model Techonolo-
gies. www.microsoft.com/com/default.mspx.

[50] Microsoft Corporation. Microsoft Robotics Developer Studio (MRDS).
www.microsoft.com/robotics.

[51] P. Costa, G. Coulson, R. Gold, M. Lad, C. Mascolo, L. Mottola, G. P.
Picco, T. Sivaharan, N. Weerasinghe, and S. Zachariadis. The RUNES
Middleware for Networked Embedded Systems and its Application in a
Disaster Management Scenario. In In Proc. of the 5th IEEE Int. Conf. on
Pervasive Computing and Communications (PERCOM07), NY, USA,
March 2007.

[52] P. Costa, G. Coulson, C. Mascolo, L. Mottola, G. P. Picco, and
S. Zachariadis. A Reconfigurable Component-based Middleware for
Networked Embedded Systems. In Int. Journal of Wireless Information
Networks, 14(2), June 2007.

[53] P. Costa, G. Coulson, C. Mascolo, G. P. Picco, and S. Zachariadis. The
RUNES Middleware: A Reconfigurable Component-based Approach to
Networked Embedded Systems. In In Proc. of the 16th IEEE Int.
Symposium on Personal Indoor and Mobile Radio Communications
(PIMRC05), Berlin, Germani, Sep 2005.

[54] G. Coulouris, J. Dollimore, and T. Kindberg. Distributed Systems: Con-
cept and Design. 4th Edition, Addison-Wesley, 2005.



188 REFERENCES

[55] G. Coulson, R. Gold, M. Lad, C. Mascolo, L. Mottola, G. P. Picco, and
S. Zachariadis. Dynamic Reconfiguration in the RUNES Middleware.
In In Proc. of the 3rd IEEE Int. Conf. on Mobile Ad-hoc and Sensor
Systems (MASS06), Vancouver (Canada), Oct 2006.

[56] Crossbow home page. http://www.xbow.com/.

[57] C. Curino, M. Giani, M. Giorgetta, A. Giusti, Amy L. Murphy, and G. P.
Picco. Mobile data colleciton in sensor networks: The TinyLime middle-
ware. Journal of Pervasive and Mobile Computing,Elsevier,, 4(1):446–
469, 2005.

[58] C. Curino, M. Giani, M. Giorgetta, A. Giusti, Amy L. Murphy, and
G. P. Picco. Mobile Data Collection in Sensor Networks: The TinyLime
Middleware. Journal of Pervasive and Mobile Computing,Elsevier,,
4(1):446–469, 2005.

[59] C. Curino, M. Giani, M. Giorgetta, A. Giusti, Amy L. Murphy, and
G. P. Picco. TinyLIME: Bridging mobile and sensor networks through
middleware. In Proc of the 3rd IEEE Int Conf on Pervasive Computing
and Communications (PerCom 2005), pages 61–72, March, 2005.

[60] A. Demers, J. Gehrke, R. Rajaraman, N. Trigoni, and Y. Yao. The
Cougar Project: a work-in-progress report. SIGMOD Rec., 32:53–59,
December 2003.

[61] A.K. Dey and G.D. Abowd. The context toolkit: aiding the development
of context-aware applications. In Workshop on Software Engineering
for Wearable and Pervasive Computing, 2000.

[62] E. Di Lello, A. Loutfi, F. Pecora, and A. Saffiotti. Robotic furniture in
a smart environment: The peis table. In Proc of the 4th Int Workshop
on Artificial Intelligence Techniques for Ambient Intelligence (AITAmI),
Barcelona, Spain, 2009.

[63] F. Dressler. Self-organization in autonomous sensor/actuator networks.
In Prof of the Int Conf on Architecture of Computing Sys, 2006.

[64] A. Dunkels. Programming Memory-Constrained Networked Embed-
ded Systems. PhD in Bioinformatics, Department of Computer Sci-
ence and Electronics, Malardalen University, Sweden, 2007. ISBN
9789185485369.

[65] V. Dyo. Middleware design for integration of sensor network and mobile
devices. In DSM ’05: Proceedings of the 2nd international doctoral sym-
posium on Middleware, pages 1–5, New York, NY, USA, 2005. ACM.

[66] eGadget Consortiom. Project web site. www.extrovert-gadgets.net.



REFERENCES 189

[67] Elsevier. Journal of Pervasive and Mobile Computing (PMC).
www.elsevier.com/wps/product/cws_home/704220.

[68] D. Estrin, D. Culler, K. Pister, and G. Sukhatme. Connecting the physical
world with pervasive networks. IEEE Pervasive Computing, 1(1):59–69,
2002.

[69] ETRI. Electronic and Telecommuncation Research Institute (ETRI), Ko-
rea. http://www.etri.re.kr/eng.

[70] Ambient Devices. www.ambientdevices.com/.

[71] Daily Life Computing Lab. www.tuat.ac.jp/˜fujinami/lab/English.html.

[72] Things That Think consortium. http://ttt.media.mit.edu/.

[73] TinyDB Homepage. http://telegraph.cs.berkeley.edu/tinydb.

[74] G. Ferrari, P. Medagliani, S. Di Piazza, and M. Martalo. Wireless
sensor networks: Performance analysis in indoor scenarios. EURASIP
Journal on Wireless Communications and Networking, 2007(Article ID
81864):14, 2007.

[75] FIGARO TG-2600 home page. http://www.figarosensor.com/.

[76] T. Fong, C. Kunz, L. M. Hiatt, and M. Bugajska. The human-robot
interaction operating system. In HRI ’06: Proceedings of the 1st ACM
SIGCHI/SIGART conference on Human-robot interaction, pages 41–
48, New York, NY, USA, 2006. ACM.

[77] T. W. Fong, I. Nourbakhsh, R. Ambrose, R. Simmons, A. Schultz, and
J. Scholtz. The Peer-to-Peer Human-Robot Interaction Project. In AIAA
Space 2005, September 2005.

[78] K. Fujinami, F. Kawsar, and T. Nakajima. Awaremirror: A personalized
display using a mirror. In International Conference on Pervasive Com-
puting (Pervasive 2005), pages 315 – 332, Munchen, Germany, 2005.

[79] B. Garbinato, H. Miranda, and L. Rodrigues, editors. Middleware for
Network Eccentric and Mobile Applications. Springer-Verlag, Berlin,
Germany, 2009.

[80] D. Gelernter. Generative communication in Linda. ACM Tran on Pro-
gramming Languages and Systems, 7(1):80–112, 1985.

[81] B. Gerkey, R. Vaughan, and A. Howard. The Player/Stage Project: Tools
for Multi-Robot and Distributed Sensor Systems. In In Proc. of the 11th
Int. Conf. on Advanced Robotics (ICAR 2003), pages 317–323, Coim-
bra, Portugal, June, 2003.



190 REFERENCES

[82] Brian Gerkey, R. Vaughan, K. Stoy, A. Howard, G. Sukhatme, and
M. Mataric. Most valuable player: A robot device server for distributed
control. In In Proc. of the IEEE/RSJ Int. Conf. on Intelligent Robots and
Systems (IROS 2001), pages 1226–1231, Wailea, Hawaii, Oct, 2001.

[83] Google Calendar. http://code.google.com/apis/calendar.

[84] Google Data Protocol. http://code.google.com/apis/gdata.

[85] B. Greenstein, D. Estrin, R. Govindan, S. Ratnasamy, and S. Shenker.
DIFS: A Distributed Index for Features in Sensor Networks. In In Pro-
ceedings of First IEEE International Workshop on Sensor Network Pro-
tocols and Applications, 2003.

[86] M. Gritti, M. Broxvall, and A. Saffiotti. Reactive self-configuration
of an ecology of robots. In Proc. of the ICRA-07 Workshop on
Network Robot Systems, pages 49–56, Rome, Italy, 2007. Online at
http://www.aass.oru.se/˜asaffio/.

[87] Object Management Group. The OMG CORBA web site.
www.corba.org.

[88] D. Guarino and A. Saffiotti. Using fuzzy logic to monitor the state of an
ubiquitous robotic system. Journal of Uncertain Systems, 2(2):121–132,
2008. Online at http://www.aass.oru.se/˜asaffio/.

[89] Y-G. Ha, J-C. Sohn, Y-J. Cho, and H. Yoon. A robotic service framework
supporting automated integration of ubiquitous sensors and devices. In-
ternational Journal of Information Sciences, 177(3):657–679, 2007.

[90] Y-G. Ha, J-C. Sohn, Y-J. Cho, and H. Yoon. Towards Ubiquitous
Robotic Companion: Design and Implementation of Ubiquitous Robotic
Service Framework. ETRI Journal, 27(6):666–676, Dec, 2005.

[91] S. Hadim and N. Mohamed. Middleware for Wireless Sensor Networks:
A Survey. In In Proc. of the 1st Int. Conf. Communication System Soft-
ware and Middleware, (Comsware), New Delhi, India, Aug 2006.

[92] N. Hagita. Network robots project. In IEEE/RSJ International Con-
ference on Intelligent Robots and Systems (IROS), JST Workshop on
Robotics Projects and Future Funding Strategy, pages 28–33, Sendai,
Japan, Oct, 2004.

[93] W. Heinzelman, A. Murphy, H. Carvalho, and M. Perillo. Middleware to
Support Sensor Network Applications. IEEE Network Magazine Special
Issue, Jan 2004.



REFERENCES 191

[94] S. Helal, W. Mann, H. El-Zabadani, J. King, Y. Kaddoura, and E. Jansen.
The gator tech smart house: A programmable pervasive space. IEEE
Computer magazine, pages 64–74, March, 2005.

[95] K. Henricksen and R. Robinson. A survey of middleware for sensor net-
works: state-of-the-art and future directions. In MidSens ’06: Proceed-
ings of the international workshop on Middleware for sensor networks,
pages 60–65, New York, NY, USA, 2006. ACM.

[96] H. Hirukawa, F. Kanehiro, and S. Kajita. OpenHRP: Open Architec-
ture Humanoid Robotics Platform. In In Proc. of Int. Symp. Robotics
Research, 2001.

[97] T. Hofer, W. Schwinger, M. Pichler, G. Leonhartsberger, and J. Altmann.
Context-awareness on mobile devices – the hydrogen approach. In Pro-
ceedings of the 36th Annual Hawaii International Conference on System
Sciences, page pp.292âĂŞ302., 2000.
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