
 

 

Unmanned Operation of Load-Haul-Dump Vehicles  
in Mining Environments 

 



 

 

  
  

 



 

 

Örebro Studies in Technology 51 
      

 
 

 
 
 

JOHAN LARSSON 
 
 

Unmanned Operation of Load-Haul-Dump Vehicles  
in Mining Environments 

      



 

 

 
 

© Johan Larsson, 2011 

Title: Unmanned Operation of Load-Haul-Dump Vehicles in Mining Environments. 

Publisher: Örebro University 2011 
www.publications.oru.se 

trycksaker@oru.se 
 

Print: Örebro University, Repro 2011-11-21 

ISSN 1650-8580 
ISBN 978-91-7668-829-8 

http://www.publications.oru.se/�
mailto:trycksaker@oru.se�


Abstract

Underground mines typically do not represent the best working conditions for hu-
mans, and many mining companies have the intent to remove all humans from the ore
extraction areas. To achieve this goal automation of the mining machinery is required.
One of the riskier jobs in a mine is to operate the Load-Haul-Dump (LHD) vehicles
that are used to transport the ore from the blast site to a truck, lorry or directly to
a crusher. Today these vehicles are typically controlled by an on-board manual op-
erator. The purpose of the work presented in this thesis is to develop and evaluate
algorithms and methods to enable high productivity unmanned operation of LHDs,
including two different operating modes.

The first mode is fully autonomous navigation, applicable to static environments,
where the LHDs are repeatedly driven along the same paths for extended periods.
Here, an existing framework for reactive navigation based on fuzzy logic has been
extended with novel feature detection algorithms for tunnel following and topolog-
ical localisation based on 2D laser range scanner data. These algorithms have been
verified in quantitative tests to be fast, reliable and tolerant to noise in the sensor
data. Moreover, the whole navigation system has been evaluated in qualitative tests
in indoor environments using an ordinary research robot. The autonomous navigation
system for LHDs currently commercialized by Atlas Copco is partly based on the
experiences gained from the work presented here.

The second mode explored is semi-autonomous operation, where local-autonomy
functionality on-board the machine assists a tele-remote operator in driving the ve-
hicle along a collision-free path. This mode is intended for mines where the driving
path of the machine changes frequently, so the setup needed for a fully autonomous
system becomes impractical. In this part of the work a user study in a real mine
has been performed, showing that local autonomy has the potential to significantly
improve the productivity of a tele-remote operated LHD. Based on these results, a
commercial tele-operating system for underground mines has been extended with a
novel local autonomy functionality, inspired by existing autonomous navigation sys-
tems. The performance of this system has been verified in experiments performed on
a real 38 tonnes LHD in a test mine, and in simulations aimed to show that the system
works in arbitrary underground mine environments.
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Chapter 1

Introduction

This thesis is the result of a cooperation between Atlas Copco and Örebro University
in the form of an Industrial Ph.D. project. The purpose of an industrial Ph.D. project is
to promote mutual knowledge transfer between Swedish universities and commercial
businesses, by contributing to new or improved products or processes within industry,
and enhancing academia’s understanding of how the outcome of research evolves into
new innovations that can be commercialized.

Thus, the research was driven by the conjunction of motives from two worlds:

Academia To identify gaps in current knowledge, and contribute to fill these gaps.

Industry Use and extend the current knowledge into new innovations that can be
commercialized.

Hence the work in this thesis was performed in close cooperation between indus-
try represented by the employer of the author, Atlas Copco Rock Drills, and academia
represented by Centre for Applied Autonomous Sensor Systems (AASS), Örebro
University where the research has been performed.

1.1 Motivation

In underground mining, LHD (Load-Haul-Dump) vehicles are typically used to trans-
port ore from the muck-pile (point of extraction) to a dumping point. A number of
reasons have led to the desire to automate the operation of LHD vehicles, thus remov-
ing the need to have a human operator constantly on-board the vehicle. First, a mine
does generally not offer the best environment conditions for humans. Second, the na-
ture of this task is such that the vehicle and it’s operator are continuously subject to
the risk of being hit or buried by falling rocks since the load operation is performed
in unsecured areas. Third, an automated LHD vehicle could allow reduced operating
costs and increased productivity. Fourth, automatic control of the LHD vehicle could
lead to less mechanical strain, which would in turn reduce the maintenance costs. In
some mines, tele-operation of LHDs is used to increase safety, but this often leads to

1



2 CHAPTER 1. INTRODUCTION

reduced productivity since a remote operator is not able to drive the vehicle as fast
as an on-board operator. In addition, the maintenance cost of the vehicles tends to
increase with tele-operation due to intensified wear and tear.

These issues have led to the desire to automate the whole work cycle performed
by the LHD vehicles, or to use a combination of performing some tasks autonomously
and others by tele-operation. Since the lion’s share of the time in the work cycle is
spent tramming (moving or hauling), this is the part that would benefit most from
automation. This thesis addresses the development of control systems allowing high
productivity unmanned operation of LHD vehicles in a mining environment.

1.2 Domain

The LHD (Load–Haul–Dump) vehicle that is the target application for the research
in this thesis is a versatile workhorse in underground mines. Not only is it used to
transport ore but also for various other tasks, e.g. keeping the road bed flat and free
of debris. The key function of the LHD vehicle is however to transport ore from the
muck pile to a dump point. Most often the ore is dumped into an ore pass, a nearly
vertical shaft where the ore falls down to a crusher or can be loaded on for instance
railroad carriages. The duration of a full LHD cycle varies, but can in some cases be
10 minutes or more, depending on the distance between the load and dump points.
Typically the hauling distance is less than a few hundred meters. In this thesis the
work is limited to the transportation phase of the Load–Haul–Dump cycle. I.e. no
research has been done in the area of loading and dumping, it is solely the tramming
between the load and dump points that is relevant for this work.

Figure 1.1 shows the two target vehicles used in the work presented in this thesis,
the older prototype vehicle ST1010C and the newer ST14, both produced by Atlas
Copco. An underground LHD vehicle can be compared to a normal wheel loader
intended for use above ground. The LHD has a bucket, four wheels, a cabin for the
driver and is always articulated. The bucket and steering of the LHD is hydraulically
operated, as are the brakes. A typical LHD is equipped with four wheel drive and
is most often powered by a diesel engine, but there are also examples of electrically
powered vehicles.

The top speed of an unloaded LHD vehicle is usually somewhere between 18
and 30 km/h, and slightly less fully loaded. The normal load to weight ratio of an
underground LHD vehicle is approximately 1/3, i.e. the vehicle is able to transport
one third of its own unloaded weight in the bucket.

When it comes to the working environment of underground LHD vehicles the
layout of a mine can can vary significantly. Mostly the operating area of a LHD is
rather flat, but both up and down slopes can occur. In the large mines where the desire
to automate the operation of the LHD vehicles is highest, the working area is often
structured with straight tunnels and repeated patterns of intersections between tunnels
at constant angles.

In other mines one can find tunnels that are not straight, without a constant width
and where the angle between intersecting tunnels can be almost anywhere between 0
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Figure 1.1: The prototype vehicle ST1010C (upper) and ST14 ARV (Automation Ready Ve-
hicle) (lower). Note the size of the operator in relation to the vehicle.

– 180◦. Both of these extremes are a challenge to an autonomous navigation system,
the first with the risk of perceptual aliasing [6], the second in which it is difficult to
implement a reliable guidance function.

Moreover, these geometric disparities also imply differences in the mining oper-
ating methods. Where a LHD in a highly structured block caving mine can operate
in the same area for years, there are also more dynamic mining operations such as
sub-level stoping or room and pillar mining where the operating time can be in the
order of a few days before moving the machine to a new area.

Regarding security in areas where autonomous LHD vehicles are intended to op-
erate, it has been assumed during this research that the vehicles will operate in human
free environments. In other words the focus of the work is how to navigate and travel
through tunnels without hitting walls or other infrastructure, not how to avoid humans
and other relatively small objects.

1.3 Requirements

In order to be commercially viable, any solution for unmanned operation of LHD ve-
hicles should meet a number of requirements. The requirements presented here have
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been identified through literature surveys, interviews with people at Atlas Copco, and
from experience during the work presented in this thesis. The most important are:

• The solution should require minimal setup and maintenance effort

• It should require only little additional infrastructure on the mine, or possibly
none at all

• It should not require that an accurate geometric map of the mine is provided a
priori

• It should afford navigation speeds comparable to the ones reached by a human
operator (> 20 km/h for a LHD)

• It should be viable in arbitrary underground mining environments

• It should guarantee extremely high safety and reliability. That is, faults should
have low probability, and there should be mechanisms to detect these faults and
to stop the vehicle.

• The control algorithms should be designed to handle the vehicle in such a way
that the maintenance of the mechanics and hydraulics of the vehicle can be kept
to a minimum

• It should be designed to run in the embedded control systems used for mining
equipment

• The administration of the system should be simple, so that it can be handled by
the LHD vehicle operators and the ordinary service staff of the mines

Some of these requirements are obvious and were well defined from the begin-
ning of the work. Other requirements have emerged or changed during the research
presented in this thesis, mainly due to new information from the mines that are in the
front line of automating the LHD operation.

One requirement that emerged during the research was that an infrastructure-free
navigation system is highly desirable. One could argue that in environments in which
LHD vehicles will operate for years, it would be acceptable to install some low main-
tenance infrastructure. However, since there were infrastructure-free navigation sys-
tems available, that was what the customers in the mine industry demanded, even
though they were not yet proven to be completely reliable at that time.

Another requirement that has changed during the research is the ability to navigate
at high velocity. From the beginning the requirement was that the autonomous nav-
igation system should be able to navigate the vehicle at velocities comparable those
achievable by an on-board operator. Due to better insight in the mining operation, and
once again the information from the mines in the front line of LHD automation, this
requirement has changed. In many mines the LHD operators spend a lot of time trav-
eling to and from the work site, sometimes up to two hours per day. This sums up to
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a lot of unproductive time, so in comparison with a manual operator the autonomous
navigation system could be active during a greater time span. Owing to this, the pro-
ductivity would increase so much that it is not necessary for the autonomous system
to able to travel at the same speed as a skilled manual operator.

Moreover, as several mining companies today have the goal to remove all hu-
mans from the ore extraction areas the target application of automation of LHDs has
expanded. This increase is going in the direction from a relatively small number of
highly structured block caving applications, to a larger number of mining applications
with more diverse constitution.

1.4 Temporal development of the thesis

The original plan of this thesis was to use an approach with two main phases to de-
velop an autonomous navigation system for mine vehicles. In the first phase, with fo-
cus on fast and reliable feature detection, laser based feature detection algorithms and
a topological navigation system were developed on a small outdoor research robot,
starting from an existing framework for autonomous navigation [10]. One of the ob-
jectives with this approach, was to get a head start before the real target vehicle was
available, and for evaluation of the corridor detection and localisation functions the
size and shape of the vehicle carrying the necessary sensors were less important. The
bulk of the development and evaluation of the perceptual algorithms were done us-
ing off-line processing of real sensor data, which had been collected using the real
sensor in a real mine environment, but not mounted on the target vehicle. In addition
to the off-line experiments, the topological navigation system was also evaluated on
a research robot in a model of a mine with a drift width slightly less than two me-
ters, in long corridors inside a building and in the tunnels of a real mine. This work
corresponds to PAPER I — IV, and is further described in the first three sections of
Chapter 2.

During the first phase the Atlas Copco management got an increased interest for
autonomous navigation of LHD vehicles, and allocated resources to quickly get a
product on the market. This resulted in a co-operation between Atlas Copco and
an industrial partner, MDA Space Missions, that already had existing solutions for
both tele-operation as well as autonomous navigation of LHD vehicles. The indus-
trial partners original solution for autonomous navigation did however turn out to
not meet the new requirements of applicability to an extended range of underground
mine types. Instead a novel autonomous navigation system was developed by MDA,
in compliance with the requirements found during the first phase, and integrated in
Atlas Copco’s embedded control system. During this period the author worked with
the integration of the tele-operation and autonomous navigation systems into the con-
trol system of the machines, applying the experiences and knowledge gained from
the previous research as well as transferring this knowledge to the colleagues at Atlas
Copco, in correspondence with the objectives of an industrial Ph.D. student project.
The implementation and testing of the autonomous navigation system corresponds to
PAPER V, and is further described in Section 2.4.
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Since the co-operation between Atlas Copco and MDA resulted in an autonomous
navigation system that had already been proven in field trials and productified, there
was no point in continuing the research in the area of fully autonomous navigation.
Instead the focus of the second phase of the thesis turned towards another highly
interesting research area. For many mine applications a fully autonomous solution
is simply not flexible enough. Instead a human-in-the-loop solution with tele-remote
operation of the vehicle, is a better approach to remove the operator from the machine.
However, the productivity is generally reduced in tele-remote operation as compared
to an on-board operator. Based on this, the second part of the thesis was directed
towards using methods from mobile robot research to improve the productivity of
tele-operated LHDs. This work is further described in Chapter 3 and corresponds to
PAPERS VI and VII.

1.5 The contribution of this thesis

Main contributions - Scientific

The main contributions to the scientific community offered by this thesis are:

1. We have developed anew algorithm for corridor detectionbased on the Hough
Transform intended for 2D laser range data. The algorithm is fast, reliable and
tolerant to noise in the sensor data. In addition it executes in deterministic time,
a property that is crucial in an embedded control system implementation. The
algorithm is mainly intended for tunnel following in underground mines, but is
directly applicable to detection of corridor attributes in indoor environments as
well (PAPER II).

2. We have developed anew algorithm for detection of intersectionsin raw sensor
data. This algorithm is able to detect intersecting corridors/tunnels far ahead of
the robot, and does not require that the walls of the tunnel (or corridor) are
first detected. The algorithm is intended for mine environments, but can easily
and intuitively be tuned for detection of open doors and intersecting corridors
in indoor environments as well. In addition the algorithm is computationally
efficient, and executes in deterministic time (PAPER III).

3. We haveadaptedandextendedan existing method for sensor-based path plan-
ning to use input from a tele-remote operator to direct the path planning ac-
cording to the operator’s commands and to estimate a suitable reference speed
based on the environment. These changes transform the original method for
sensor-based path planning into a local autonomy functionality that enables
high speed navigation of tele-operated mobile robots despite the typical short-
comings of tele-remote interfaces. The new functionality is mainly intended for
tele-operation of LHD vehicles in underground mines, but is directly applicable
to tele-operation of any mobile equipment (PAPER VII).
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4. A constant effort to find adequate ways to validate algorithms, functions and
hypotheses embues our work, and thus contributes to the emerging debate on
“sound experimental methodology” in the robotics field. Examples of this are:
the evaluation of the corridor detection algorithm using data corrupted with
different levels of noise (PAPER II); the usage of “Wizard of Oz” method-
ology in the case study of local autonomy (PAPER VI); and the hybrid Tar-
get/Simulation approach used to generalize the results achieved in one specific
mine to more general mine environments (PAPER VII).

Main contributions - Industrial

The main contributions to the mining industry offered by this thesis are:

1. We have identified a set ofrequirementsfor an autonomous navigation system
for underground mine operation, and the suitable sensor modalities (PAPER I).

2. We have contributed to the development of Atlas Copco’s current product for
autonomous navigation of LHD vehicles (PAPER V).

3. We have evaluated the potential impact of applying local autonomy to tele-
operation of vehicles in underground mines. This evaluation shows that signif-
icant improvement of productivity can be achieved while reducing the mainte-
nance cost of the vehicles (PAPER VI).

4. We have adapted an existing method for path planning based on 3D laser data to
the sensors and computational capabilities available on the embedded control
system of Atlas Copco’s LHD vehicles. In addition we have alsoimprovedthe
algorithms ability to find the optimal path for a LHD vehicle in narrow tunnels
in underground mines (PAPER VII).

5. We have developed local autonomy functionality to enhance tele-operation of
LHD vehicles, that has been integrated and verified in Atlas Copco’s current
tele-operation system (PAPER VII).

1.6 The structure if this thesis

The following chapters provide an overview of the work performed in this theses, and
introduce the papers where this work is reported in full detail.

Chapter 2 Full autonomy, describes our work towards an autonomous navigation
system for LHD vehicles in underground mines, including motivations for the
design choices that have been made, and descriptions of the algorithms that
have been developed. We also report on thorough empirical evaluations of de-
veloped functionalities in both off-line experiments on recorded data, and on
research robots in tunnel like environments.
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Chapter 3 Tele autonomy, reports on our effort to improve the productivity of tele-
operated LHDs. Here we report on the design, implementation and evaluation
of our local autonomy functionality, as well as on a user study in which the
impact of applying local autonomy to tele-remote operated LHDs is assessed.

Chapter 4 Empirical evaluation methodology, describes the careful empirical eval-
uation applied to verify the developed algorithms, functions and hypothesis.
Here we also motivate and discuss the introduction of empirical evaluation
methods that are new to the mobile robotics field.

Chapter 5 Conclusions, concludes with a summary and discussion of what has been
achieved. We also discuss the limitations and applicability of the described
techniques.

The structure above does not have a 1-to-1 mapping between chapters and PA-
PERS I — VII. Chapters 2 and 3 roughly follow the temporal development of this
work, and therefore there is a tight connection between the sections of these chap-
ters and PAPERS I — V respective VI — VII. Chapter 4 deals with an important
“horizontal” issue, which is related to most of the papers.



Chapter 2

Full autonomy

This chapter describes the parts of the thesis work that are related to fully autonomous
navigation. The bulk of the work has been performed off-line using data recorded in
real mining environments and in indoor office environments, although on-line exper-
iments using research robots as well as a LHD have also been performed.

The remainder of this chapter is divided in four sections. In Section 2.1 we de-
scribe our design choices based on literature studies and initial evaluations of suitable
sensors (PAPER I). Section 2.2 reports on the background, design and performance
evaluations of the novel feature detection algorithms that were developed to enable
reactive navigation and localisation in an underground mine environment (PAPER II,
III). Section 2.3 presents the integration of the novel feature detection algorithms and
the corresponding reactive behavior for tunnel following into the existing framework
for autonomous navigation that was used as a base for this work (PAPER IV). Finally
Section 2.4 describes the autonomous navigation system that was developed for At-
las Copco partly based on the experiences from the previous work on autonomous
navigation presented in this thesis (PAPER V).

2.1 Exploratory investigations

During the development several design choices were made regarding suitable tech-
niques and sensor modalities to use in the development of an autonomous navigation
system for LHD vehicles in underground mines. These investigations included both
literature surveys, interviews with people from the mining industry, as well using
ordinary research robots to evaluate the appropriate sensor modalities for an under-
ground mine environment. In this section we report on the conclusions of these ex-
ploratory investigations that are detailed in PAPER I as well as in a literature survey
presented in a technical report from Örebro University [6].

9



10 CHAPTER 2. FULL AUTONOMY

2.1.1 Reactive versus Absolute navigation system

One of the first conclusions from the literature survey regarding underground naviga-
tion (PAPER I) and from additional information from people in the mining industry,
was that it is desirable to have an infrastructure-free navigation system. That is, a
navigation system that does not rely on any specific infrastructure for the navigation
and localisation.

Another requirement was that it should be possible to incorporate the naviga-
tion system developed into the control systems of Atlas Copco’s LHD vehicles. This
might at a first glance not impose any restrictions on navigation system selection.
An absolute navigation system is however dependent of an accurate metric map, and
with an operating area of the vehicle that can be in the order of hundreds of meters,
such a map would require considerable amounts of memory, something that was not
available in the embedded control system computers.

Moreover, a preference for a navigation system that did not require an accurate
geometric map to be provided a priori lead to the conclusion that a reactive navigation
system was preferred compared to an absolute navigation system.

2.1.2 Selection of control system paradigm

As described in the literature survey [6] three different paradigms of how to design an
autonomous navigation system have evolved. These paradigms are theHierarchical,
Reactive and theHybrid Deliberative/Reactive, all having their individual strengths
and weaknesses. In short the emphasis of the Hierarchical method is planning, while
in the Reactive paradigm no planning at all is performed in the actual control system.
Instead, the plan or task has to be designed into the control system. On the other
hand the control systems of the Reactive paradigm are robust to changes in their
environment, something that a control system designed according to the Hierarchical
paradigm can not handle, at least not without replanning.

However, for an autonomous LHD intended to transport ore from a muck pile to
a dump point, both the abilities to plan how to perform a task, and to quickly react
to changes in the environment were considered to be of great importance. The ability
to plan is necessary when for instance given the task “Draw 50 tonnes of ore from
drawpoint 1B to dump point Q3” and a map of the working area. The capacity to
quickly react to changes in the environment is obviously needed when 30 tonnes of
machinery move around at 15 - 25 km/h in narrow mine tunnels.

Due to the need for both planning capacity and ability to quickly react to changes
in the environment the navigation system of this thesis was designed according to
the Hybrid paradigm. As described in the literature survey [6] the Hybrid paradigm
combines the planning capacities of the Hierarchical paradigm with the abilities to
react to the environment that the Reactive paradigm possesses.

The use of reactive behaviors was considered as particularly appropriate when
navigating in underground mines. Most of the time, the only two options of the ve-
hicle are to follow the current tunnel either forward or backward, a well defined task



2.1. EXPLORATORY INVESTIGATIONS 11

Figure 2.1: Example of a topological map.

that is highly suitable to implement as a reactive behavior. Such a tunnel following
behavior requires neither a world model, nor a memory of the past and fits well to
the Sensor - Action pair used in reactive behaviors. Simplified the task of such a
behavior would be:“Go forward in the free direction”.

With this type of reactive behaviors the localisation only needs to be invoked
when the vehicle reaches an intersection or some other point of interest, to provide
the navigation with the information about where to go. As soon as the intersection is
passed the navigation can fall back to simply following the current tunnel again until
the next junction is detected.

2.1.3 Map type

Due to the issues mentioned in Section 2.1.1 it was decided that the navigation system
should be based on a coarse topological map. With this approach the memory usage
and path planning effort could be kept to a minimum, since a topological map can
represent large areas in a dense way and is highly suitable for path planning. In the
topological map representation used, the nodes correspond to junctions and other
relevant locations. The tunnels between the junctions correspond to the edges that
connect the nodes of the node map. Figure 2.1 depicts an example of a topological
map. Other relevant locations that were represented by nodes were dead ends and
plain points. The former is the end of a tunnel, while the latter is a point located
within a tunnel. Nodes representing dead ends are important since it is here the load
and dump points are located. The use of plain points is not as obvious, but these points
were intended to be used for instance to specify a location where a machine could be
stopped for handover between manual and autonomous mode. Another possible usage
of this node type was when several vehicles operate in the same area. In this case the
situation where two vehicles want to traverse the same tunnel can occur. Then, the
plain points could be used both for input as to which vehicle that should be allowed
to pass through the common tunnel first, and as a waiting point for the other vehicle.
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Figure 2.2: iRobot Magellan Pro robot attached to the roof of a car. The small research robot
is equipped with sonars, video camera and laser range scanner.

2.1.4 Selection of main navigation and guidance sensor

Using infrastructure free navigation means that the guidance and navigation at all
times are dependent on sensors that can provide enough information about the envi-
ronment to both track the position of the vehicle, and avoid hitting the walls of the
tunnels. For this purpose several sensors commonly used in the mobile robot com-
munity are available, although most of them were unproven in underground mine
applications.

The choice of using a laser scanner as the main guidance and navigation sensor
was based on both the results of a literature survey (PAPER I), and our own evalu-
ations in a real mine. Two main conclusions were drawn from the literature survey:
first, that the laser scanner works for navigation purposes in underground environ-
ments; and secondly, that the sensor itself can survive in the rough environment of a
mine. Nevertheless, since the laser scanner is an expensive piece of equipment, some
experiments were made to evaluate other sensor types as well. In these tests video
cameras and sonar sensors were evaluated, two commonly used sensors in mobile
robotics. At the time no LHD equipped with these types of sensors were available.
Instead an ordinary Magellan Pro research robot equipped with a SICK PLS laser
scanner, video camera and360◦ sonar ring were attached to the roof of a car, see
Figure 2.2. The conclusions of this test were that neither the sonars nor the video
cameras were able to provide data with high enough qualityin the evaluated envi-
ronment to provide a basis for the localisation or tunnel following. Figure 2.3 (left)
shows one example image from a section of a tunnel with permanent illumination
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Figure 2.3: Left: Illuminated tunnel in the test mine with entrance to side tunnel to the right.
Right: Laser data from the same location as in the left picture. The blue triangle in the bottom
of the picture is the location of the laser scanner. Distances between scale lines (gray arcs) are
10 m.

from fluorescent lamps. From looking at the image the obvious conclusion was that
it would be very difficult to extract features such as borders between floor, walls and
roof. This conclusion was later confirmed when video images from a real LHD in
an underground mine were available. Due to the design of a LHD and the fact that
no parts of the vehicle or its sensors should be located higher than the cabin roof, a
large share of the available video image from a forward looking camera placed in the
optimal location of the vehicle is obstructed by the bucket. It is thus almost only the
tunnel ceiling and the walls from the height 2 m and above that are visible in the video
image, see Figure 2.4. Moreover the lighting conditions is much worse in a real LHD
application with no background light, as compared to the images from the evaluation
using the research robots in tunnels with lighting from fluorescent tubes.

On the other hand the data from the laser scanner were better than expected,
providing good enough information for both tunnel following and localisation, see
Figure 2.3 (right).

Later on, during the field test of the system described in PAPER V, the laser
range scanners have also been verified to work well in dusty environments where the
visibility for on-board cameras was non-existent.

2.2 Sensor interpretation

In order to serve a reactive tunnel following behavior and topological localisation
with information, the range data from the laser scanners providing information about
the environment of the machine has to be analyzed. The two most important features
to support tunnel following and topological localisation that were identified were:
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Figure 2.4: Snapshot of the video image provided by the forward looking on-board camera in
a typical mine tunnel.

Corridor/Tunnel line The direction of and distance to the center line of the corri-
dor in relation to the robot, as well as the corridor width. Used for corridor
following.

Intersecting tunnels The presence of openings in the corridor or tunnel wall that
indicate the presence of an intersecting corridor or tunnel. Used for localisation
and navigation.

Since the intention was to run the feature recognition algorithms on an embedded
system controlling a vehicle at high speed, it was most crucial that the algorithms
were effective and computationally cheap, but still robust and reliable in all situa-
tions. A second condition was that the corridor detection algorithm had to be able
to identify the corridor parameters even though the corridor was a mine tunnel with
rough walls interrupted by numerous side tunnels, see Figure 2.5. In Sections 2.2.1
and 2.2.2 that correspond to PAPER II and PAPER III, we report on the motivation,
function and evaluation of two novel algorithms for Corridor/Tunnel line extraction
and intersection detection.

2.2.1 Laser based Tunnel/Corridor detection

A follow tunnel behavior can be implemented in several ways, examples are for in-
stance a behavior that follows one of the walls of the tunnel, or a behavior that tries
to follow an imaginary line in the center of the tunnel. In this work the latter was cho-
sen, mainly since the imaginary centerline is a better representation of a tunnel due
to the fact that it is based on more data. It would for instance be almost impossible to
follow the tunnel based on the data from only one of the walls in Figure 2.5. Corridor
following is a standard technique within mobile robotics, and a literature survey was
performed in order to find suitable methods to detect the properties of a tunnel based
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Figure 2.5: Example of laser data recorded in one of the main tunnels of the test mine. The
location of the laser is the blue (gray) triangle in the bottom of the figure, looking up. The
distance between the scale lines (gray) are 10 m.

on data from a laser range scanner, see PAPER III. Several methods for line and corri-
dor extraction were found. However, these methods were either relying on evaluation
and line fitting of consecutive points in the data set, or reported to have execution
times of several hundreds of milliseconds. Whereas the former methods would have
great difficulty to extract the corridor attributes from a tunnel according to Figure 2.5,
the long execution times of the later ones are not acceptable in the embedded control
system of an LHD. Thus there was a need for a new method that would fulfill these
requirements.

In the rest of this section we give a brief introduction to our novel Tunnel/Corridor
detection, and report on experiments performed to evaluate the performance and reli-
ability of the algorithm.

Description of the algorithm

Our method is based on the Hough Transform [4], and is designed to operate on
an array of range measurements, i.e. a single frame of data from a range scanner.
The algorithm is parametrized and can therefore be adjusted to work in both indoor
corridors as well as tunnels in mine environments. However, for convenience reasons
the algorithm will here be referred to asCorridor detection even though it works
just as well in mining environments.

Output from the algorithm is thedirection of anddistanceto the center line of
the corridor in relation to the robot as well as the corridorwidth, along with a value
[0.0—1.0] representing the reliability of the calculated attributes.

One of the major strengths of the algorithm is that it is time deterministic since
the execution time is proportional to the number of range readings in the laser scan.
The execution time of the algorithm was in the order of 13–15 ms in the standard em-
bedded control system of an Atlas Copco LHD on an AMD Geode GX1 processor at
200 MHz, with 181 range readings per scan (angular resolution of1◦). Corresponding
values on a 1.5 GHz Pentium M running Linux in the off-line tests were 2 – 6 ms.
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(a) (b)

(c) (d)

Figure 2.6: Images from the different areas where the data sets have been recorded. (a) Base-
ment, (b) Office, (c) Tunnel, (d) Gallery.

Experimental Setup

To assess the performance of the corridor detection algorithm, an experiment was de-
signed where the algorithms ability to correctly estimate the corridor attributes were
measured. The experiments were performed as off-line evaluation of four different
data sets. In the evaluation the output from the algorithm was compared to a corre-
sponding set of corridor reference attributes. Of the four data sets two were recorded
in indoor environments, and two in real mine environments, see Figure 2.6. All the
data sets were recorded using research robots equipped with SICK laser range scan-
ners. The mine environment data sets were recorded with the robot attached to the
roof of a car, see Figure 2.2. These four sets of data will henceforth be referred to
asBasement,Office,TunnelandGallery. Each data set consist of a number of range
arrays, i.e. scans, where each scan represents the distances to the closest obstacles in
181 different directions in a180◦ field of view. Detailed descriptions of the data sets
are provided in PAPER II.

To evaluate the robustness of the corridor detection algorithm the data was arti-
ficially corrupted with different amount of disturbances by changing randomly dis-
tributed readings to maximum readings, similar to thesalt & pepper noise[3] used
in computer vision and image processing. Moreover, to simulate the usage of signif-
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Figure 2.7: Result from Tunnel data set with different levels of noise added, no scan is rejected
by the corridor detection algorithm.

icantly smaller amount of data for each scan, thus giving shorter execution time, we
have eliminated every second, two out of three, and three out of four values for each
scan. In this way, we could evaluate the results of a calculation based on only 90, 60
or 45 range measurements for each scan, corresponding to an angular resolution of
2◦, 3◦ and4◦ from the scanner. The original angular resolution was1◦.

Results and Discussion

Figure 2.7 shows the impact of different levels of noise in the data, and is represen-
tative for all environments except the Gallery data set, which has significantly worse
performance for noise level 33% and above. The results are viewed as box plots of the
errors for the calculated corridor attributes compared to the ground truth values. In
each figure, the top graph shows the error in the corridor direction, while the middle
graph shows the error in corridor offset. The bottom graphs show the percentage of
rejected scans for each test case, i.e. those scans in which the algorithm is unable to
detect a corridor with a reliability greater than a given threshold value. Each box in
the box plot has its top at the 75th percentile and its bottom at the 25th percentile.
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The median is shown by the horizontal line inside the box. Dashed lines extend from
the box to the maximum and minimum values of the data.

The changes in precision due to added noise are very modest. The 75 percentile
value of the direction error varies within a couple of degrees for all environments, and
the variations of the corresponding values for the offset are small as well. Even though
the direction error peaks at7.8◦ for the Tunnel environment, this is not a problem
when it comes to tunnel following with frequent updates of the corridor attributes. As
for the offset error with a 75 percentile value of 0.21 m for the case with uncorrupted
data, these values have to be set in relation to the size of the environment. Here the
tunnel width is 11 m, and the median error of 0.13 m is considered good, while the
maximum error of 0.74 m is acceptable for reactive navigation. The offset errors in
the indoor environments are one order of magnitude smaller than it is in the mining
environments.

We also made experiments using different angular resolutions in the scans. The
only critical case was the Gallery data set. In this type of environment the standard
1◦ range resolution with 181 measurements per scan is required to get reliable results
from the corridor detection (see Figure 8 in PAPER II). For the other evaluated en-
vironments the performance is more or less unaffected even when the resolution is
reduced to4◦ and only 45 range readings are available.

The conclusion of the experiment was that the algorithm is robust to noise in
all the evaluated environments. In the environments with good conditions to compute
the attributes of the corridor, the algorithm can also handle significantly lower angular
resolution in the laser scans. However, for the more difficult environment, the Gallery
data set, the algorithm requires all the data available from the laser scanner to produce
reliable corridor estimations.

2.2.2 Laser based Intersection detection

The purpose of the intersection detection is to provide input to the topological locali-
sation, i.e. to create a connection between the topological objects in the map and the
vehicle environment as perceived by the exteroceptive sensors. In the literature sur-
vey presented in PAPER III several approaches to detection of topological landmarks
such as intersections between corridors and doors are described. A couple of these
methods are based on machine learning, and work well in structured indoor environ-
ments. However, in an underground mine the junctions can not be assumed to consist
of perpendicular intersections between straight tunnels and a more general approach
is therefore needed.

The key to robust detection of mine tunnel junctions, are the openings in the tun-
nel walls where the intersecting tunnels can be entered. In this case no presumptions
are made about the angle between the intersecting tunnels, thereby enabling robust
detection of the junctions. A few methods utilizing this more general approach to de-
tect discontinuities in the corridor or tunnel wall was found. However, these methods
are dependent on preprocessing of the sensor data to be able to find the holes in the
walls that indicate the presence of a door or junction. All methods require that either
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the lines of the tunnel walls are detected, or that the sensor data is transformed and
aligned to the direction and location of the detected corridor. Unfortunately we can
not make the assumption that the walls will be straight in the final target environment,
a mine, and as a consequence of that none of the methods found are applicable to our
domain.

In the rest of this section we briefly describe our implementation of a novel algo-
rithm satisfying the requirements of intersection detection in mine environments, and
reports on the experimental evaluation of this algorithm. Detailed descriptions of the
algorithm implementation and evaluation are available in PAPER III.

Description of the algorithm

The algorithm is based on the fact that the presence of an intersecting corridor will
result in a discontinuity in the laser range array, and that such an event therefore can
be detected directly in sensor coordinates. By evaluating the difference in range of
consecutive laser points all discontinuities of the corridor walls can be detected, at
least within a certain range determined mainly by the environment.

Input to the algorithm is an array of range readings from a laser scanner, while
the only setup parameters are a threshold value for minimum width of the openings
to detect and the maximum range within which to search for such openings. The al-
gorithm can thus easily be configured to detect open doors or corridor intersections in
indoor environments. Output from the intersection detection is two sets of openings,
one for each side of the corridor/tunnel surrounding the robot.

Experimental setup

The purpose of this experiment was mainly to get some figures of the success rate of
the algorithm, but also to investigate if any systematic classification errors occurred.
If such systematic classification errors occurred, this information could be used for
improving the algorithm.

The experimental setup was similar to the evaluation of the corridor detection,
using the same pre-recorded data and off-line analysis. In this experiment however,
only the data from the mine environments were used, and the ground truth values
were represented by a map of the mine area where the data was recorded. Figure 2.8
displays the graphical representation of the intersection detection output (Left) and a
map of the corresponding area in the mine where the displayed data were recorded
(Right).

Results

In the experiment the algorithm was analyzed using 7 m minimum width of openings,
and three different active detection ranges, 35 m, 25 m and 15 m. The success rate for
the opening detection algorithm was found to be high for all of the evaluated ranges,
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Figure 2.8: Left: A scan from the Gallery dataset, the robot/laser scanner is located in the
bottom of the image (Blue triangle) facing up. Two openings are detected (light blue lines), the
one to the left corresponds to a shallow cavity only about 10 m deep.Right: The same area as
shown left, extracted from the map of the mine. The shallow cavity detected to the left by the
algorithm is marked 262.

with 96%, 97% and 90% of the openings detected for 35 m, 25 m and 15 m active de-
tection range respectively. However, clustering of the reasons to failures show that the
performance of the algorithm could be further improved with some small modifica-
tions. For instance many of the false positives would be avoided if laser readings close
to the machine were dismissed from the evaluation. Two such examples are shown in
PAPER III:Figure 10. This type of error occurs when the longitudinal distance to the
side tunnel is short. In a real application, the opening would then already have been
detected in several previous scans while approaching the intersection.

2.3 Integration and evaluation

As mentioned above, the main purpose of the first phase of the work was to develop
fast and reliable feature detection algorithms based on data from laser range scan-
ners. To quickly get started with this task it was decided to use an existing framework
for autonomous navigation, and to this framework add the necessary functionality to
enable topological navigation and tunnel following. The choice fell on a well tested
framework calledThinking Cap[9] that was already in use at AASS, Örebro Univer-
sity, where the research described in this thesis has been performed.

The reasons for using the Thinking Cap as basis for the work were several, and the
most important ones were:

1. It is aHybrid Deliberative/Reactive system [6]

2. It is extensive with features and functions to aid development and debugging

3. It has been in use for quite some time and is therefore well tested and reliable
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4. It was already in use at AASS when the work described in this thesis started

TheThinking Capis implemented according to a two layered structure. The lower
level contains the sensori-motoric functionalities for perception and behavior based
control, while the cognitive functionalities for world modeling and goal-oriented
planning belongs to the higher layer. Originally the Thinking Cap only had percep-
tual routines for handling sonar and vision data. However, by integrating the feature
detection algorithms for corridor and intersection detection described above, support
for using data from laser range scanners was added to the navigation system.

To enable tunnel following at the used research robots top speed (1.7 m/s) the
original behaviors [10] based on fuzzy logic, only needed minor modifications despite
originally being tuned for top speeds of about 0.3 m/s.

The higher layer of the Thinking Cap used for goal-oriented planning and world
modeling was based on a hybrid patchwork map with local metric maps. Since no
metric information can be assumed to be provided in advance for the mine navigation,
and the original planner was dependent on a hybrid map, the entire top level was
discarded. Instead a topological map and a simple path planner based on standard
search techniques was implemented. The output from path planner is a list of nodes
to be traversed in order to reach the goal. This node list is then transformed into a set
of corridor following behaviors that are activated when the localisation detects that the
robot has reached a new node using context dependent blending [10], or simplified:
based on the topological localisation. For a thorough description of the Thinking Cap
and the integration of laser based perception and topological localisation see PAPER
IV.

The rest of this section reports on experiments where the autonomous naviga-
tion system was evaluated using an outdoor research robot in different environments.
Here we have focused on two important experiments performed in indoor environ-
ments, but the navigation system has also been tested using a research robot in a real
underground mine, PAPER I. In parallel to the integration and evaluation of the entire
navigation system, the corridor detection algorithm and a tunnel following behavior
was also integrated in the control system of a real LHD. For further details on the
initial tests of this functionality on a real 26 tonnes LHD in a real mine see PAPER
IV.

2.3.1 Evaluation of the navigation system in a simplified scale

model of a mine

To assess the navigation systems ability to navigate in a simplified tunnel-like envi-
ronment an experiment was performed in a simplified scale model of a mine using an
ATRV-Jr research robot. Figures PAPER IV: 5 and 6 displays a metric and a topolog-
ical map of the mine model. The test was performed during an Atlas Copco internal
exhibition where the spectators had the opportunity to command between which two
nodes the robot should move, and thus imitate the operations of a LHD going back
and forth between a load point and a dump point. The exhibition was held in May
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2005 at the Atlas Copco Rock Drills premises in Örebro, Sweden, and the visitors
were managers from Atlas Copco companies world wide, including the top manage-
ment.

Result

The experiment includes several hours of autonomous navigation, where the robot
continuously moved between two of the nodes in the mine model. Out of 88 missions,
where a mission consisted of traversing 6 – 8 nodes, 70 were successful. However, out
of the 18 failed runs 17 were related to the experimental setup and would not appear
in an implementation on a mine vehicle, see PAPER IV: Section III.B for details.
This experiment thus indicated that the navigation system was capable of performing
autonomous navigation in a tunnel (mine) like environment.

2.3.2 Indoor trials in basement corridors

Before going to a real mine, the navigation system was qualitatively evaluated in a
tunnel-like indoor environment, PAPER I. The purpose of this test was to verify that
the navigation system would be able to handle larger distances between the nodes, as
well as environments that were not as arranged as the model of the mine described
above.

Setup

The tests were performed in the basement of the university in an area where small
open areas join staircases with long corridors of varying width. These staircase areas
have a width that correspond to the size of the corridors in the basement and it is
therefore impossible to discriminate between the open areas and intersecting corridors
from a distance. In preparation for the experiment an RFID reader was attached to
the robot. Three different test cases were run in this experiment. One with the pure
topological map, one where the topological map had been enhanced with the length
of the edges, and one where RFID-tags were added to the intersections and the IDs of
the tags added to the corresponding nodes of the map. When the map and environment
were enhanced with RFID-tags, no lengths of the edges were provided in the map.
In all three cases the robot started at node N1 with N8 as the goal node, see Figure
2.9, and then returned the same way by setting N1 as the target. The distance between
nodes N1 and N8 was nearly 200 m.

Result

During the runs with a pure topological map the navigation system failed each run
when reaching the first staircase, see Figure 2.9, due to detecting the staircase as an
intersection and deciding to turn before detecting that the staircase is just a shallow
hole in the wall. By enhancing the topological map with metric information about
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Figure 2.9: Schematic metric map of an area in the basement of the university. The white
“snakes” symbolize that the metric properties of the map are disturbed at these locations.

the length of the edges, and using odometry information from the robots sensors,
the navigation system was able to discriminate between node N6 and the staircases
between node N4 and N6. Similar results were achieved when the intersections were
marked with RFID tags mounted in the ceilings, and the ID’s of the tags were added
to the corresponding nodes of the map.

The conclusion of this experiment was thus that in order to cope with non ideal
environments the navigation system is dependent on either enhancing the map with
metric information, or adding infrastructure (RFID-tags) to the environment.

In addition to the above conclusion the experiment also indicated that small open
areas that are likely to appear in any indoor environment, like the staircase areas in this
experiment, introduce difficulties for the navigation system that can not be conquered
by a simple corridor following behavior. All areas can apparently not be represented
by the three attributes used by the corridor following. Therefore additional behaviors
to handle these type of areas, that very well can occur in mine environments as well,
are required to be able to perform successful autonomous navigation.

2.4 Final target implementation and evaluation

The novel navigation system described in PAPER V was developed in conjunction
with the conclusions from the evaluation of the topological navigation system de-
scribed in previous sections, as well as with the new requirement that emerged during
the thesis work: to be able to operate in most mine types and not just highly struc-
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tured block caving mines. During the development of Atlas Copco’s LHD automation
product, the author was responsible for the integration of the navigation system to the
embedded control system of both a demonstrator based on MDA’s tele-operation so-
lution and the ST1010C vehicle, as well as in the final product based on the new
ST14 vehicle and a new tele-operation system developed at Atlas Copco. Thus, PA-
PER V represents a direct line of movement from the research presented in this thesis
towards a commercial product, in accordance to the purpose of an industrial Ph.D.
student project as described in the introduction.

In addition to the development and integration of the navigation system large
efforts have also been made to make the system fulfill the requirement of simple
administration, and today the autonomous navigation system can be maintained by
the service organization of the mines [7].



Chapter 3

Tele autonomy

In the second part of the thesis work, the focus turned from fully autonomous navi-
gation towards another interesting research area: How to improve the productivity of
tele-remote operated LHD vehicles.

The background for this, is that in many mining applications the currently avail-
able autonomous navigation systems are not cost-effective. This, since the time re-
quired to setup the navigation system is significant (too large) in relation to the total
operation time, see Section 1.2. In these cases the total cost is less with a human-in-
the-loop system, than with an autonomous one, even though the productivity during
operation is lower.

This chapter describes our work related to increasing the productivity of tele-
operated LHDs and is structured as follows. Section 3.1 gives an introduction to the
problems related to tele-operation of LHD vehicles, and our approach to improve
the performance of tele-operated LHDs. In Sections 3.2 and 3.3 we report on a pre-
study performed in order to evaluate what functionality is most advantageous, and
if this functionality has the potential to improve the performance of tele-operated
vehicles. This section corresponds to PAPER VI. Finally Sections 3.4 and 3.5 describe
the design, implementation and evaluation of a system for Tele-Autonomy in mining
environments. These sections correspond to PAPER VII.

3.1 Domain and approach

Tele-operation of a mobile robot simply means that the robot is operated from a dis-
tance. In tele-operation however, on the contrary to line-of-sight remote control, the
state of the robot can not be perceived directly by the operator. Instead the operator
is provided with information about the robot state from sensors on board the robot
through the tele-operation interface. Traditionally, the most common method for tele-
operation is via direct control. Here the operator gives control commands to the ve-
hicle through for instance joysticks to provide desired vehicle rates. Visual feedback
is provided through the tele-operation interface from cameras mounted on the robot.

25
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Figure 3.1: Display of the Operators station with status information and video on the right
side, and the laser view to the left. The yellow parts and the black rectangle represents the
machine and the bucket. The dark gray areas in front of and behind the machine is the free
areas as sensed by the laser scanners. Note that no laser information is available between the
wheel axles due to the limited field of view and mounting location of the lasers.

Vision systems provide much information about the environment, although they also
require high bandwidth and much attention from the operator.

The tele-operation system described here is Atlas Copco’s solution for tele-operation
of LHDs, but the problems that we report on are common for most, if not all, tele-
operation systems for LHDs in underground mines.

3.1.1 A commercial tele-operation system

The LHD tele-operation system is based on two main parts: First, a LHD vehicle
prepared with communication capabilities, video cameras and some extra sensors;
Secondly, the operator station from which the operator controls the vehicle.

The operator station (OPS) consist of a display and a operator console, Figures
3.1 and 3.2. The display shows the video stream from the selected camera, as well
as a speedometer and an area where system state information, warnings and errors
are displayed. In addition to these basic tele-operation cues, almost half the screen of
the display is reserved for showing data from the laser range scanners of the machine.
Here the laser data from both the front and rear laser scanners are fused using the data
from the machines articulation angle sensor, creating a local track-up representation
of the environment as perceived by the lasers. This multi sensor display layout has
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Figure 3.2: Control panel of the Operator’s station. The panel is equipped with two 2-axis
joysticks (1 and 2), several pushbuttons for e.g. park brake and gear selection, as well as a
jog-dial for menu navigation (3).

proved to be very useful for both inexperienced and experienced operators, allowing
tramming at higher speed than what would otherwise have been possible.

The operator console is equipped with two 2-axis proportional joysticks for con-
trolling vehicle motion (left joystick) and the boom and bucket (right joystick). It also
has several push buttons for event based commands, e.g. releasing the park brake or
to start and stop the engine. Both joysticks are equipped with three push buttons that
are utilized for actions such as selecting cameras, direction of travel etc. that have to
be accessed without releasing the joysticks. The operator console also has a jog-dial
used for menu navigation and selection.

3.1.2 Drawbacks of tele-operation

Even though tele-operation of LHDs is a commonly used solution to gain safety and
improve the working conditions for the operators it has a few drawbacks. Firstly,
tele-operation often leads to reduced productivity as a result of low tramming speed.
Secondly, the maintenance cost of the vehicles tends to grow with tele-operation, due
to increased wear and tear of the machine. Both of these issues originate partly from
problems that are general to tele-operation of mobile robots, and partly the design of
LHDs.

General problems with tele-operation

In many cases the visual feedback from on-board video cameras is insufficient and
gives the operators a sense of trying to understand the environment through a “key-
hole”. This in turn results in low situational awareness, poor attitude and depth judg-
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ment as well as failure to detect obstacles. The level of awareness of the environment
is often referred to as telepresence.

In addition to the limited telepresence provided by video cues, time delay of
the control commands and sensor feedback also reduces the performance of tele-
operation systems due to control loop instability.

LHD specific problem with tele-operation

In addition to the general problems of tele-operation, the steering principle used for
controlling the hinge angle and thus the steering of an LHD vehicle, makes tele-
operation of a LHD extra tricky. On most vehicle types, e.g. cars or tractors, the
steering is controlled by using a steering wheel and the position of the steering wheel
corresponds to a specific turn radius. For a typical LHD on the other hand, the location
of the steering input device, a joystick, corresponds to the rate at which the turn radius
changes. This makes it difficult to find the articulation angle at which the machine
moves along the desired path, especially in tele-operated mode where the delay in the
control loop tends to result in wobbly steering even at rather low speed.

Due to the difficulty of controlling the vehicle at high speed in tele-operation,
the maximum allowed gear of commercial LHD tele-operation solutions is often set
to second gear, resulting in a highest achievable tramming speed of approximately
10 km/h.

3.1.3 Development approach

To achieve a good solution to the problem of high speed tele-operation the work was
divided in four major tasks:

Task 1 Perform a thorough survey in the area of tele-operation of mobile robots to
find techniques that have the potential to improve the tramming speed of tele-
operated LHDs

Task 2 Evaluate the best approach for assisting the operator in high speed tramming
in tele-operation mode

Task 3 Design and implementation of the preferred functionality

Task 4 Integrate the techniques developed into the Atlas Copco tele-operation sys-
tem and evaluate its applicability to arbitrary mine environments

The rest of this chapter is divided in four sections corresponding to the tasks
above.

Note that the descriptions of the design and experiments provided in this chapter
are very brief, but that the details about the design, implementation and experimental
setups can be found in PAPERS VI and VII.
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3.2 Task 1, Literature survey

The main problem with tele-operation of LHDs is that it is difficult to navigate the
machine along the desired path even at speeds as low as 10 km/h. The problem with
low performance in tele-operation applications is however not unique for the domain
of LHD vehicles in underground mines. On the contrary, problems such as limited
awareness of the environment and machine state through the video image, as well
as delay of control and feedback signals are common for all tele-operation systems.
These issues have been extensively studied in the mobile robot community, and there-
fore a literature survey were performed with the purpose of identifying existing solu-
tions that cope with the above mentioned problems.

The survey that we report on in PAPER VI, showed that the methods to overcome
the problems of tele-operation can be classified in four main groups:

Network control How to design stable closed loop control with varying delay in the
loop

Interface design How to present data to the operator, including sensor fusion

Local autonomy Use robot on-board functionality in order to let the operator super-
vise the robot with high level commands instead of direct control

Haptic feedback Using tactile interfaces to increase the operators tele-presence

Of these approaches local autonomy was found to have the best potential to in-
crease the productivity of tele-operated LHDs. Since the local autonomy approach
addresses both of the main problems in tele-operation, limited telepresence and la-
tencies in the control flow, this is an ideal method for increasing tele-operation pro-
ductivity by enabling higher tramming speed. In the local autonomy approach much
of the control is performed in a control loop that is closed locally on board the robot,
and is therefore less dependent of the time varying delays in the flow to and from the
tele-operation control station.

For an LHD tele-operation application, heading control with obstacle avoidance
where the local control loop on the machine helps the operator to drive along a col-
lision free path is the preferred solution. Such local autonomy functionality would
assist the operator in controlling both steering and speed, making sure the vehicle is
traveling along a collision free path while responding to operator commands to turn
or change speed. Figure 3.3 shows a schematic figure of the local autonomy imple-
mentation used in this work and the control flow from the operator to the vehicle
actuators.

3.3 Task 2, Evaluation of benefits with local

autonomy

Results from the literature survey indicated that a vehicle in local autonomy mode
would be able to drive faster than the same vehicle in normal tele-operation. While
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(a) Schematic figure of the on-board vehicle controller in normal tele-operation.

(b) Schematic figure of the local autonomy functionality running in the on-board
vehicle controller.

Figure 3.3: Control flow from the operator to the vehicle actuators in manual tele-operation
(a) and tele-operation with local autonomy (b).

these expectations are reasonable, there are no systematic studies that validate them.
Moreover, none of the systems for local autonomy described in the literature offered
the functionality required to assist in navigation of a large vehicle (3x11 m, 38 tonnes)
with non-holonomic constraints, operating at high speed (up to 20 km/h) where the
side clearance to the tunnel wall can be down to 1/6 of the vehicle width during
normal operation. Before investing the time and money in developing a full fledged
solution for local autonomy in arbitrary underground environments, it was thus de-
sirable to evaluate if local autonomy holds promise of the improvement of tramming
speed, and thus increased productivity.
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Figure 3.4: The display of the OPS when driving with local autonomy activated. Note the
planned path displayed ahead of the vehicle.

3.3.1 Methodology

Our approach to evaluate if local autonomy meets the expectations of improved tram-
ming speed and reduced wear was to perform a comparative case study. The exper-
iment was designed as a user study in which several subjects drove the ST14 target
vehicle along a specific test course in two different modes: (a) normal tele-operation
using the original Atlas Copco tele-operation system; (b) the same system augmented
with local autonomy functionality. These two modes are here referred to asManual
andLocal Autonomy. Note however, that the study was performed to evaluate the im-
pending benefits of local autonomy before the actual functionality was implemented.
To achieve this, we first decided a specific target environment, that allowed us to use
simplified easy to implement local autonomy functionality. The implementation of
the local autonomy functionality was then tailored so that the operator’s experience
of the system in the test scenario was the same as if he had been using a general, full
fledged implementation. This included both implementation of a simple path genera-
tor and path tracking controllers for the vehicle on-board computer, see Figure 3.3, as
well as an update of the OPS to enable activation/de-activation of the local autonomy
functionality and to display the calculated path, see Figure 3.4.

Despite the simplified implementation the test course that was located in a real
underground mining environment was designed to cover all the standard driving situ-
ations for the domain: following a tunnel; driving through an intersection; and turning
in an intersection, see Figure 3.5. The most important metric of the test was the time
it took for the operators to drive along the test course in each mode. With the purpose
of differentiating the impact of local autonomy between different driving situations
the 2x225 m long test course was divided in sections. The time was thus measured
separately for the driving situations: (1) following a tunnel including driving through
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Figure 3.5: Map of the test area including test path. Start point is marked with a circle and end
point with a square, section limits are marked with red lines perpendicular to the path. Gray
represents simulated ditches.

an intersection; and (2) turning in an intersection. The two driving situations are here
referred to asTunnel andTurn respectively.

In addition to measuring the time to finish the test course, the number of events
related to wear of the machine were also counted. The purpose of this was to enable
comparison of the wear between the two modes. The wear events include e.g. all types
of contact between the machine and the tunnel walls. These collisions were extracted
from audio feedback. Since the operator’s station was located in a small cabin inside
the test area and collisions give a significant audio impulse, relevant collision events
were easy to notice.

For a detailed description of the experiment design and setup see PAPER VI.

3.3.2 Result of the user study

Five subjects with previous experience in driving the target vehicle in tele-operation
mode were enrolled for the experiment. Learning effects were further reduced by let-
ting the subjects practice driving the different test modes for up to 30 minutes before
starting the test. During the test each subject drove the test course ten consecutive
times in each mode, and the order in which the test modes were driven was changed
to minimize exhaustion effects. Unfortunately the hydraulic system of the target ve-
hicle required unplanned maintenance after the initial runs in manual tele-operation
of the fifth subject, and local autonomy mode could therefore not be evaluated for all
subjects.

The measured time for the different operators to traverse the Tunnel (tTunnel)
and Turn (tTurn) sections in both modes are displayed as box plots in Figure 3.6.
In order to provide a reference to the performance of a manual on-board driver, the
figure also displays the result from five runs along the test course of an experienced
manual operator driving the machine in on-board mode.

The figure clearly show that the subjects were able to drive the machine faster
with assistance of local autonomy than in normal manual tele-operation mode. By
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Figure 3.6: tTunnel (left) andtTurn (right) for all the 10 runs of each subject and mode. The
result from the runs in Manual tele-operation are displayed to the left (blue) and runs in tele-
operation with Local Autonomy in the middle (red). The right column shows the result of the
5 runs in on-board mode (black).

using ANOVA analysis of the results it was confirmed with a very high degree of
confidence(p < .0001) that there is a significant difference in the measured times
between the two modes for the respective driving situation.

Likewise there was a significant difference in the number of wear events between
the two modes. On average each subject had three wear events during the 10 runs in
Manual mode, while as expected no wear events occurred in local autonomy mode.
ANOVA analysis of the result shows with a high degree of confidence(p < .002)
that there is a significant difference, confirming our assumption that local autonomy
has the potential to reduce the maintenance cost of tele-operated vehicles.

Another important lesson learned from the experiment was that it is important
that the system can never change from local autonomy mode to manual tele-operation
mode, other than on a direct command from the operator. In the implementation of
the user study the local autonomy was switched off when the operator changed the
direction of movement of the machine from either forward to reverse or the opposite.
This behavior caused a lot of problems for the operator as the machine from the op-
erators point of view spontaneously went from a state where he just had to command
a general direction, to a state where he had to avoid driving into the tunnel walls. The
conclusion from this is that any tele-operation system with local autonomy cannot
have normal tele-remote operation as fall back if the local autonomy fails, but instead
has to go to a safe state and then let the operator switch to manual mode to clear the
situation.

On average the time required for the operators to drive the test course in Manual
mode was almost 50% higher than the time required with assistance of local auton-
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omy. This means that the productivity of a tele-operated LHD can be significantly
improved by use of local autonomy. Even in cases where the loading and dumping
parts of the work cycle requires equally long time as the tramming, a productivity im-
provement of 10 — 20% can be expected. In combination with the fact that the events
contributing to increased maintenance costs arecompletely eliminatedwith the use
of local autonomy, this is a very strong argument for implementing a general local
autonomy functionality that can operate in arbitrary environments.

For further details of the result see PAPER VI.

3.4 Task 3, Design and implementation of local

autonomy

In this section we describe our method for local autonomy that allows semi-autonomous
operation of LHD vehicles in arbitrary underground environments. The functionality
described here is mainly related to the path generator running on the on-board vehicle
controller, see Figure 3.3. For a description of the path tracking controller used, see
PAPER VII.

None of the methods for local autonomy found in the literature were suitable
for navigating a large vehicle at high speed in narrow tunnels. Instead relevant re-
lated work was found in the emerging technologies for autonomous navigation of
cars in urban and rural environments. The local autonomy functionality described in
this section and in PAPER VII is thus based on previous work of von Hundelshausen
et al. [11] that describes algorithms for autonomous navigation of a car along roads
and in cluttered environments. Major changes have however been made to extend the
method to the tele-operation application, to the performance and precision require-
ments of our domain, as well as to adapt the algorithms to the sensory and compu-
tational capabilities of a LHD operating in a harsh mining environment. Our method
relies on input from sensors such as laser range scanners, odometer and articulation
sensor to calculate a safe trajectory that corresponds to the commands given by the
tele-remote operator. Here we only give a brief introduction to the algorithms, but a
detailed description is provided in PAPER VII.

The idea of the method is to use circular arcs, referred to as “tentacles”, to probe
the environment ahead of the vehicle for drivable paths. In our case a 2D laser range
scanner is used to provide information about the environment around the vehicle. A
number of tentacles starting at the same position but with varying length and radius
form a tentacle set, see Figure 3.7. On evaluation the tentacles are (simplified) later-
ally expanded to the width of the vehicle plus a safety distance, Figure 3.8. The safety
distance is used to ensure that the vehicle will not collide with any obstacles despite
uncertainties in the laser data and small deviations from the planned path. Based on
the distance along the tentacle to the first laser reading within the expanded area, and
the distance required by the vehicle to slow down to a complete stop from the current
speed, some tentacles are dismissed as non-drivable.
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Figure 3.7: Machine with laser data (red) and a tentacle set (blue).

For the remaining drivable tentacles three key utility values are calculated based
on the obstacle length, lateral distance to laser readings and how well the tentacle
curvature corresponds to the current operator steering command. From these utility
values and three corresponding arbitration parameters that control the gain of each
utility value, the best tentacle is selected and used to generate a path that the vehicle
follows until a new tentacle set is evaluated. By repeating this cycle at a high rate, in
our case 20Hz, the algorithm is able to guide the vehicle along narrow mine tunnels
and in other complex environments.

In order to enhance the algorithm’s ability to successfully guide the machine
through narrow mine environments and to improve the calculations of a safe maxi-
mum longitudinal velocity, the tentacle evaluation is performed a short distance ahead
on the predicted path of the vehicle.

3.4.1 Experimental system

In order to evaluate the implementation of the local autonomy functionality before
integration with Atlas Copco’s tele-operating system, the algorithms were evaluated
in simulations. The purpose of these simulations was threefold: first, to assess the
optimal arbitration parameter settings for the algorithms in various driving situations
and mining environments; secondly, to verify that the implemented functionality with
these parameters has good enough performance to assist a tele-remote operator in
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Figure 3.8: Machine with laser data (red) and one tentacle (blue) expanded to the relevant
evaluation width (gray).

high speed tramming of a LHD vehicle in mining environments; thirdly, to verify that
the path generator and path tracking controller can handle all the driving situations
that can occur in an underground mine.

The simulator used was developed as a part of the thesis and consists of two
main parts, the environment model and the vehicle model. By using 2D environment
models built from real sensor data recorded in real mines, we are assured that the ex-
teroceptive sensor readings, i.e. laser data, used in the simulations, have a high degree
of similarity to the readings that would have been received in the corresponding real
mine environment. Figure 3.9 displays maps of the four different environments used
in the experiment.

The vehicle model is based on a well know kinematic model for articulated ve-
hicles [1, 8, 2], that has been extended to enable simulation of skidding. In addition
to the kinematic model the simulator also includes dynamic models of the steering,
engine and transmission. The parameters for these models have been identified by
analyzing recorded data from the target vehicle.

3.4.2 Results of evaluation in simulation

To verify the functionality of the algorithms and to find the optimal arbitration param-
eters, thousands of simulations using different parameter combinations were run in all
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Figure 3.9: Maps of the four different environments used in the experiment.A andB indicate
the two locations between which the vehicle was run in respective environment. All maps have
the same scale.

four environments. The two main metrics used in the evaluation were: (a) the ability
to successfully guide the machine from the start to the end point; (b) the maximum lat-
eral deviation from the trajectory planned by the local autonomy functionality. Using
the best arbitration parameter settings, the maximum path deviation in all evaluated
environments was less than 0.20 m, a figure that is well below the safety distance
0.5 m used in the trajectory generation. The algorithms are robust to changes in the
arbitration parameters, and it is mainly when the parameter for the operator input be-
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comes too large in relation to the other parameters the algorithms systematically fail
to guide the machine to the target.

The average vehicle speed in the simulations varied depending on the environment
to be between 25% and 110% higher than the average vehicle speed in standard tele-
operation mode measured in the prestudy described in Section 3.3.

3.5 Task 4, Integration and evaluation in a real

tele-operation system

The last step of the development was to integrate the new full fledged local autonomy
functions to Atlas Copco’s tele-operation system. This integration mainly affected
the software on the machine, since the system from the user study (see Figure 3.3 and
PAPER VI) was reused but had the simplified path generator replaced with the new
one described in Section 3.4 and PAPER VII.

When local autonomy is activated this means that the operator is effectively dis-
connected from the output signals that control the hydraulic valves controlling the
steering cylinders. Instead the local autonomy functionality filters the input from the
operator so that his commands will only be executed if they result in the vehicle
driving along a safe collision free path. If the current operator command is not safe,
the local autonomy will effect a steering command that are as close as possible to
the command required by the operator, but that will satisfy the requirement to move
along a collision free path. For example, if the operator tries to steer into the left wall
of the tunnel, this command will be ignored until the machine reaches an intersection
where it will turn to the left, given that the operator still indicates that he wants the
machine to steer left.

Similarly the operator throttle command will be executed as long as the vehicle
speed is below the maximum speed that is considered safe by the local autonomy
functions. Otherwise the control system on the machine will limit the throttle output
to the engine to prevent the vehicle speed from exceeding the calculated maximum
speed, that is dependent on e.g. curvature of the path and lateral distance to obstacles.
The operator brake input is also filtered via the local autonomy, but here it is the larger
value of the operator or control system that is executed.

3.5.1 Experimental Setup

To verify the local autonomy functionality an experiment was prepared and executed
using a real LHD in a real underground mine environment. The available area in
the test mine is however relatively small, only has perpendicular intersections, and
the lion’s share of the drifts are wider than the drifts in most other mines. To cope
with these limitations an experiment was designed that would: (a) show that the local
autonomy functionality was able to guide the real LHD in the particular test scenarios
of the experiment; (b) allow us to extend the conclusions about the applicability of
the implemented functionality to arbitrary mine environments.
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Figure 3.10: Model of the three test courses evaluated in the experiment. A and B are start and
end points for the runs in the narrow drift. The runs in the wide drifts start at C and ends at D
respective E.

This was achieved by not only evaluating a set of test cases of the real LHD in
the test mine environment, but also by evaluating the same test cases in the simulator
using a model of the test mine. By comparing the results from the runs with the real
vehicle with the corresponding runs in the simulator, we get a means to evaluate the
reliability of the simulator. If there is a high correspondence between the simulator
and the real vehicle in the test environment, it is likely that there is a similar corre-
spondence between the results from the simulations described in Section 3.4 and how
the real LHD would behave in the corresponding real environments.

For the experiment three different test courses were designed, one in a slightly
curved narrow drift, one containing a90◦ turn and a long straight tram in a wide
drift, and finally one including a180◦ turn in a wide drift. Before initiating the test
on the real vehicle, data was recorded with the test vehicle and used to create the
model of the test mine to use in the simulations, see Figure 3.10.

3.5.2 Results and discussion of evaluation on target system

During the evaluation in the test mine the vehicle was run more than 20 times for
each of the prepared courses. All in all this summed up to more than 130 runs since
the slightly curved course was run in both directions and at two different speeds. For
each run with the real vehicle a corresponding run was made in in the simulator.
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Figure 3.11: Measured steering rate for all runs of caseC → E with real vehicle (green) and
in simulation (black).

In all runs the vehicle performed well with an absolute maximum path tracking
deviation of 0.32 m, a figure that is well below the used safety distance. The path
tracking deviations of the runs in the narrow drifts were generally smaller with an
absolute maximum of 0.23 m.

In the simulations the system behaved equally well in the narrow drifts, with an
absolute maximum path tracking deviation just below 0.20 m. For the wide drifts the
maximum path tracking deviation in the simulations was significantly larger.

The differences in path tracking deviation between the real vehicle and the sim-
ulator are small, showing that the performance in simulation is representative of the
performance of the real vehicle in the corresponding environment. Moreover the ex-
periment showed that the real vehicle is better at suppressing large path tracking errors
than the simulator, since the maximum steering rate is slightly higher for the real ve-
hicle than what is modeled in the simulator, see Figure 3.11. Therefore we argue that
this experiment not only shows that the local autonomy functionality is able to guide
a real LHD in this particular mine, but also that the results from the simulations of
other environments are representative of the behavior of a real tele operated ST14 ve-
hicle with local autonomy in the corresponding real environments. For further details
see PAPER VII Section VI:B



Chapter 4

Empirical evaluation

methodology

In all research the methodology for evaluation of novel functionality and of hypothe-
ses is crucial. Common to the algorithms and functions presented in this thesis is that
they are parts of a larger system. It is therefore hard to evaluate all aspects of the
performance of these components in the intended target application.

Throughout the work presented in this thesis careful empirical evaluation has been
applied to verify both the algorithms and functions developed, as well as hypotheses.
In several cases this has resulted in the introduction of methods that are new to the
domain, and that can be used by others in the evaluation of similar functionality.
Examples of this are for instance the evaluation of the corridor extraction algorithm
and the “Wizard of Oz” approach to evaluate the impact of local autonomy.

Due to the difficulties to control all variables in the target applications, we used
a two step approach for evaluation of each developed functionality. In the first step,
we evaluate as much as possible in either off-line analysis using data recorded with
the target sensors in the target environments, or in simulations keeping the number
of uncontrolled variables to a minimum. In the second step the same functionality is
verified as an integrated component of the target application, where the target applica-
tion is dependent on the new functionality to successfully perform a task on a higher
level. In the rest of this chapter we motivate and discuss the different methodologies
for empirical evaluation that have been used in our work.

4.1 Using recorded data

The use of recorded data in the development and evaluation of new feature detection
algorithms is extremely valuable. First, analysis and debugging is much simpler when
performed off-line on a desktop environment as compared to if the algorithms run on
the target environment. Secondly, by using real data instead of simulated data there
is no risk that unmodelled aspects of the environment or sensor affect the work. In
the work described in this thesis, recorded data have been used mainly in the devel-
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opment and evaluation of the feature detection algorithms described in PAPER II and
III, but also in the initial development and tests of the local autonomy functionality
described in PAPER VI and VII. As an example of this methodology, we discuss here
the evaluation of the two feature detection algorithms using recorded data.

For the evaluation of the feature detection algorithms four data sets representing
different relevant target environments were recorded using similar types of laser range
scanners that are intended for the target application, see Section 2.1.4. The data sets
used in the evaluation are described in PAPER II : Section 4.1 for a description of
the data sets. It was however not only the environment that varied over the data sets.
The different data sets were recorded using different robots equipped with different
sensors and SW-drivers for the sensors, see Figure 4.1. The usage of different robots
and sensors turned out to be valuable, e.g. was it found that the real detection range
in the mine environment differed more based on the sensor type (SICK PLS vs SICK
LMS) than on the configured sensor range.

The experiments were designed to evaluate the abilities of the corridor and in-
tersection detection algorithms to extract the attributes of a possible corridor or in-
tersection in a given set of data. Thus we compare the result of the algorithm with a
set of reference attributes. Here the ground truth attributes are manually determined
from the data sets and a coarse map of the environment, i.e. the correctness of the
data related to the environment where the data were collected were not a part of the
evaluation. The two main reasons for using this approach were: First, the ground truth
of the corridor/tunnel and intersection attributes in the mine environment is impossi-
ble to determine with high accuracy due to the appearance of the walls that are often
slightly curved and have rough surfaces. Secondly, the data from the laser scanner is
highly accurate with a typical maximum error in range measurement of±4 cm, an
error that at least in the mine environment is insignificant.

Yet another benefit of using recorded data for the evaluation is the possibility to
evaluate the algorithm’s ability to handle disturbances in the data. In a mine environ-
ment the sensor error (of the sensor used) is insignificant in relation to the roughness
of the walls in the mine. Instead the main source of disturbances are areas of low
reflectance which cause “lost readings”, i.e., range readings of infinite (= maximum
range) length. To assess the algorithm’s ability to cope with this type of error, distur-
bances were added to the data by changing randomly distributed valid range readings
to maximum readings. This type of noise is similar to thesalt & pepper noise[3]
used in computer vision and image processing. We considered four cases, in which
the probability of each range value to be corrupted was 0.1, 0.2, 0.33 and 0.5, respec-
tively. Notice that the base case, with no corrupted readings, still contains real data
which is affected by the real noise of our environment.

The systematic assessment of the corridor detection algorithm is as far as we know
novel, and our approach can be reproduced by others to evaluate similar perceptual
algorithms.
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Figure 4.1: The three research robots used in the experiments.

4.2 Using lab equipment instead of target vehicle

In the work related to autonomous navigation presented in this thesis, the algorithms
and functions implemented were also assessed in on-line experiments using research
robots, see Figure 4.1. These evaluations were performed in both in indoor environ-
ments (PAPER I), a simplified scale model of the target environment (PAPER IV) and
in a real mine (PAPER I).

The reasons to use small research robots in parts of this work were several. First,
during the first one and a half years of this research no real LHD vehicle was avail-
able. Second, it was much easier, faster and cheaper to perform experiments and tests
in an office environment than to bring all necessary research equipment to a mine.
Third, it is generally easier to perform tests and experiments even in a mine with a
small research robot, than it is with large machines that need qualified service and
maintenance to be available and drivable when required. Fourth, the research robots
available at AASS, Örebro University were well tested and had a quite stable con-
figuration which is beneficial when evaluating new software. The target vehicle, the
ST1010C, available late at the first phase of the work on the other hand, was a one-
of-a-kind prototype vehicle which was frequently updated with new hardware, and to
be honest: quite moody as well.

Using this approach was meaningful, since it was the corridor detection and lo-
calisation functions that were emphasized in the first phase, while the size and shape
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of the vehicle carrying the necessary sensors were less important. On the other hand
this approach would have been inappropriate if the focus of the evaluation was on the
interaction between the controllers and the robot, or the robot and the environment.

To further motivate the usage of the research robots, the framework for autonomous
navigation that was used as a basis for the research in the first phase were already im-
plemented and supported on the research robots. It was thus possible to quickly get up
to speed and evaluate the implemented feature detection algorithms in a complete au-
tonomous navigation system without spending too much time on basic functionality.
As a comparison the integration of the feature detection algorithms to the autonomous
navigation system on the research robots were performed in a few days, while several
months were spent on developing software to enable tunnel following on the target
vehicle, see PAPER IV.

4.3 Using a simplified implementation in a user

study

In the second phase of the work with focus on improving the performance of tele-
operated LHDs, the conclusions of the literature survey were that augmenting the
tele-operation system with local autonomy would be the best approach. However,
before deciding to allocate the resources needed to develop such functionality it was
desirable to know that the impact on the tele-operation performance would be worth
the effort. The empirical way to evaluate the gain achieved by such new functionalities
is to implement them and run a comparative case study.

There was however a major problem with this approach: no local autonomy func-
tionality suitable for guiding a LHD under relevant conditions was available. The
requirements for such functionality was that it should enable high speed tramming in
unknown environments while maintaining a predefined minimum safety distance to
the walls. Since the available test area had very wide drifts, one could argue that a less
competent function that was able to assist the operator in driving along a wide drift
with large safety margins would have been sufficient. This approach would on the
other hand have undermined the purpose of the study: to compare the performance
of a vehicle operated by a manual tele-remote operator, and a tele-remote operator
assisted by local autonomy functionality. For the study to be relevant the conditions
for the two systems should of course be the same, and with four meters of clearance
to the tunnel walls on each side of the vehicle the operator would be able to drive
significantly faster than in a situation where the clearance to the walls are one meter
or less.

To cope with this problem we used an approach inspired by the “Wizard of Oz”
methodology, extensively used for evaluations in the field of human-computer inter-
action [5]. The idea behind the “Wizard of Oz” method to evaluate user interaction
with a new system, is to have a hidden operator that interprets user input and “fakes”
system response accordingly. With this approach, the usefulness of software systems
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that are expensive or difficult to implement, can be evaluated without the need for full
implementation.

Our strategy was to first decide a specific, fixed test environment, and then create
anad-hocimplementation of the target functionalities tailored to work on this envi-
ronment. This allowed us to make a number of assumptions that greatly simplified the
implementation. To make the results meaningful, the assumptions and the implemen-
tation were such that: (1) the operator’s experience of the system in this specific test
was the same as if he had been using a general, full fledged implementation; and (2)
the functionalities could in principle be implemented with the assumptions relaxed.

At the end of the day this turned out to be a very successful strategy. By us-
ing a simplified implementation we could perform the case study, and got relevant
data showing that local autonomy can significantly improve the performance of tele-
operated LHDs. As a side effect, the test setup was also used as a hands-on demon-
strator of the benefits with local autonomy, thus creating a highly positive attitude
among the people involved at Atlas Copco.

4.4 Use of simulation for preliminary evaluation of

new techniques

During the development of the local autonomy functionality described in Section 3.4
and PAPER VII, lots of data recorded in different real mines were available from
LHD vehicles equipped with the autonomous navigation system described in PAPER
V. This recorded sensor data, containing hundreds of thousands of laser scans from
various mine environments were in a first stage used to validate and debug the path
generation of the local autonomy. Although this type of validation works well for re-
active algorithms where the output is solely dependent on the inputs, it is not sufficient
for functions depending on an internal state such as the local autonomy developed in
this work.

Instead we have systematically evaluated the performance of the implemented
local autonomy functionality using a simulator. This simulator mainly consists of a
vehicle model operating in different 2D environment models, where the used envi-
ronment models have been created from the authentic recorded sensor data.

The benefits from using this approach are several. First, debugging of the evalu-
ated functionality is a lot easier in a simulator that can be run on a desktop computer.
Second, much faster iterations are possible when the code is updated since the appli-
cation can be run directly and does not have to be downloaded to a dedicated target
system. Third, it is much easier to recreate specific conditions in the analysis of un-
expected behavior. Fourth, on a powerful computer each simulation can be run at a
higher pace that what is achievable in the real world, thus multiple runs can be per-
formed in simulation on the same time it would take for one test run in the real world.

However, the most important benefit in this work was the ability to evaluate the
local autonomy functionality in a much larger variety of environments and situations
that would otherwise have been possible. The alternative to evaluation of the devel-
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oped functionality in simulation, was to move around the 38 tonnes target vehicle
and the operator station to different mine sites, requiring installation of communi-
cation capabilities at each location. This is just not feasible, and the importance of
evaluations of the target functionality in a simulator with environment models corre-
sponding to real mine sites for can therefore not be overestimated.

In this work the simulator has thus been used for empirical evaluations in multiple
environments of both: the optimal parameter combinations controlling the behavior
of the local autonomy; as well as the performance of the system using these optimal
parameters.

4.5 Use of simulation for generalization of empirical

results from evaluations on the target vehicle

In addition to the preliminary evaluation of the local autonomy functionality applied
to different environments, as described in Section 4.3, the simulator was also used
for posterior generalization of empirical results. As mentioned above, moving the
entire tele-operation system including the machine between different mine sites in
order to empirically validate the local autonomy functionality in different environ-
ments and driving situations is simply not feasible. On the contrary, only one real
mine environment was available for evaluation of the tele-autonomy system. Unfor-
tunately, this mine is not particularly representative of the target environments for a
LHD tele-operation system, since it has very wide drifts compared to what is com-
mon in underground mines. Only a few relatively short tunnels in the available test
area have widths comparable to normal mines, and none of the driving situations re-
lated to intersections can be evaluated under representative conditions in this mine. It
is thus difficult to generalize any conclusions from empirical evaluations of the per-
formance of the local autonomy in this environment, at least to predictions about the
performance of the system in environments with normal drift width.

By using a hybrid Target/Simulator approach we claim that it is possible to gen-
eralize the results from the empirical evaluations of the target functionality, on a real
tele-operated LHD in the test mine, to arbitrary mine environments. In this approach
empirical evaluations are used to measure the performance of the local autonomy
functionality on the target vehicle in a real mine. The result from this evaluation is
then compared to empirical evaluations of the performance of the same functionality
in the simulator, using a model of the tunnels in which the real vehicle was tested.
Given that the performance of the local autonomy applied to a real vehicle is equal to
or better than the performance achieved with the same functionality in the simulator,
we argue that the results from empirical evaluations of the performance of the local
autonomy in any environment in the simulator, can be generalized to the represent the
performance of the same functionality on the real vehicle in the corresponding real
environment.



Chapter 5

Conclusions

This final chapter summarises the scientific contributions presented in this thesis,
discuss the limitations of the described algorithms and suggest directions for future
work.

5.1 What has been achieved

We have described the development, implementation and evaluation of feature detec-
tion algorithms to be used for topological navigation in corridor–like environments.
These algorithms have also been integrated into an existing framework for mobile
robot navigation as well as the framework has been extended to support navigation
based on a topological map.

We have also shown that applying local autonomy to assist a tele-remote operator
can significantly improve the productivity of tele-operated LHD vehicles. To bring the
mining industry one step closer to removing people from the dangerous environments
found close to the ore extraction areas in the mines, we have also developed and
evaluated local autonomy functionality that can be used to assist tele-remote operators
in arbitrary mine environments.

The main technical contributions of the work presented in this thesis are: the
laser based feature detection algorithms for detection of corridors and intersections,
the functions enabling local autonomy of tele-operated vehicles, as well as the sys-
tematic evaluation of these algorithms to verify and evaluate their performance and
robustness. The systematic assessment of the corridor detection algorithm is as far
as we know novel, and our approach can be reproduced by others to evaluate simi-
lar perceptual algorithms. Likewise is our approach to evaluate the benefits of local
autonomy, by using a fixed test environment and a tailor-made implementation of
the target functionalities for this environment, new to the mobile robotics domain,
and can be used for validation of hypotheses before the actual functionality has been
developed.

Notable is also that all of the algorithms and functions developed are determin-
istic with respect to CPU time, i.e. there is an upper limit to the time required for
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calculation of the output, something that is crucial for algorithms intended to run in
the embedded control system of any heavy machinery that moves at high speed.

Autonomous navigation

In the work related to autonomous navigation the feature detection algorithms have
been evaluated in two different approaches. Quantitatively in experiments performed
off–line on recorded laser data, and qualitatively on a mobile robot navigating in
tunnel-like environments. The quantitative off–line evaluation of the corridor detec-
tion algorithm was performed on data recorded in four different environments rep-
resenting both ordinary indoor and real mine environments, while only the two data
sets recorded in the mine was used for the assessment of the intersection detection
algorithm.

Both the off–line experiments and the qualitative evaluation show that the nav-
igation system is capable of autonomous navigation in corridor–like environments.
Moreover, the quantitative off–line experiments show that the corridor detection al-
gorithm is tolerant to moderate levels of noise in the mine environment and medium
to high levels of noise in indoor environments. It should be emphasized that this noise
was added on the top of the natural one already present in the (real) data.

Tele-operation

In the work related to tele-operation we have performed a user study to verify that
local autonomy can improve the tramming speed an thus the productivity of tele-
operated LHD vehicles. The user study was performed using a real tele-operated
LHD driven by experienced operators in a real mine, comparing the performance
between manual tele-operation and tele-operation augmented with local autonomy
functionality.

In addition, the local autonomy functionality developed has been evaluated in both
simulations and on a real tele-operated LHD in a real mine to validate the applicability
of the developed functionality to arbitrary mine environments. The simulations were
performed using environment models created from data recorded in real underground
mines, and are representative for most of the driving situations that can be expected
for a LHD in an underground mine. To validate the relevance of the simulations, the
local autonomy functionality was also evaluated on a real tele-operated LHD in a real
mine environment. The results from the real target environment were then compared
with results from simulations in the same environment to verify the correspondence
between the performance of the real and simulated vehicles.

From the user study we conclude that by enhancing a normal LHD tele-operation
system with local autonomy, the productivity can be significantly increased while
also reducing the wear on the machine. Moreover, the simulations and tests on the
real vehicle show that our local autonomy functionality is applicable to the evaluated
environments, which are representative of most underground mines. Thus we have
shown that local autonomy can improve the productivity of tele-operated vehicles,
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and developed such a local autonomy functionality that can be used in most under-
ground mine environments.

5.2 Limitations and future work

The main limitation of the topological navigation system developed in the first phase
of this work is that using only a corridor following behavior is not enough to suc-
cessfully navigate in even a simple indoor environment. In one of the experiments it
was revealed that the navigation system developed had limited capabilities to cope
with situations where the corridor to follow passes through a room, even though the
center lines of the corridors on both sides of the room coincide. As the robot enters
the room, the walls of the room are detected as the corridor walls and the robot tries
to adjust its lateral position toward the new center line. This often resulted in a lateral
offset from the real corridor center line that violates the condition in the corridor de-
tection algorithm that the robot has to be inside the corridor, and the corridor on the
opposite side of the room could therefore not be detected, causing the navigation to
fail. Similar situations are not unlikely to appear in underground environments, and
any behavior based navigation system thus has to have behaviors that are able to cope
with this situation.

One of the limitations of the local autonomy functionality is that the vehicle dy-
namics are not considered in the evaluation of the drivable paths. This does not have
any relevant negative impact of the performance in normal mine environments, as
shown by the simulations and experiments on the real tele-operation system. How-
ever, in unconstrained environments this has a larger impact as indicated by the sim-
ulations performed in wide mine environments. Here, the lateral path tracking error
reaches significant values, even though it is small in relation to the size of the environ-
ment. If the system is used in a combined environment, with both tunnels of normal
width and wide tunnels or even large open areas, the settings have to be adjusted to
the normal tunnel conditions. With these settings without the geometrical constraints
inferred by the narrow tunnels, the lack of vehicle dynamics modeling would result in
lateral path tracking errors similar to or exceeding the used safety distance, resulting
in the internal safety functions stopping the machine.

To compensate for this problem, the evaluation of drivable paths can be performed
at the current vehicle position instead of at a predicted position ahead of the machine.
This would result in slightly lower performance in narrow environments, but would
enable usage of the local autonomy functionality in large scale, or combined normal
and large scale, environments. An example of such an environment is an open sky
mining application where the ore is dumped in a shaft accessed from a tunnel at the
bottom of the pit where the ore is extracted.

Another limitation is the applicability of the approach to domains where the driv-
able areas can not be detected by a 2D sensor, e.g. for a car on a road where there are
no walls to guide the vehicle. However, any information about non-drivable areas that
can be transformed to sample points of a horizontal plane representing limitations in
the drivable areas can be used as input for the algorithm, one example is extracting
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sample points from edges detected in image analysis to use as input to the algorithm
to guide a car traveling on a narrow road.

For the future, the most urgent task is to commercialize the tele-autonomy func-
tionality, so that it can be used to improve the safety and performance in mines all
over the world. A task that is also in conjunction with the purpose of a industrial Ph.D.
project, to contribute to new or improved products or processes within industry.
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