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Abstract 
The goal of this project was to evaluate the viability of a mass-spring-damper based model for 
modeling of biological tissue. A method for automatically generating such a model from data 
taken from 3D medical imaging equipment including both the generation of point masses and 
an algorithm for generating the spring-damper links between these points is presented. 
Furthermore, an implementation of a simulation of this model running in real-time by 
utilizing the parallel computational power of modern GPU hardware through OpenCL is 
described. This implementation uses the fourth order Runge-Kutta method to improve 
stability over similar implementations. The difficulty of maintaining stability while still 
providing rigidness to the simulated tissue is thoroughly discussed. Several observations on 
the influence of the structure of the model on the consistency of the simulated tissue are also 
presented. This implementation also includes two manipulation tools, a move tool and a cut 
tool for interaction with the simulation. From the results, it is clear that the mass-spring-
damper model is a viable model that is possible to simulate in real-time on modern but 
commoditized hardware. With further development, this can be of great benefit to areas such 
as medical visualization and surgical simulation. 

Sammanfattning 
Målet med detta projekt var att utvärdera huruvida en modell baserad på massa-fjäder-
dämpare är meningsfull för att modellera biologisk vävnad. En metod för att automatiskt 
generera en sådan modell utifrån data tagen från medicinsk 3D-skanningsutrustning 
presenteras. Denna metod inkluderar både generering av punktmassor samt en algoritm för 
generering av länkar mellan dessa. Vidare beskrivs en implementation av en simulering av 
denna modell som körs i realtid genom att utnyttja den parallella beräkningskraften hos 
modern GPU-hårdvara via OpenCL. Denna implementation använder sig av fjärde ordningens 
Runge-Kutta-metod för förbättrad stabilitet jämfört med liknande implementationer. 
Svårigheten att bibehålla stabiliteten samtidigt som den simulerade vävnaden ges tillräcklig 
styvhet diskuteras genomgående. Flera observationer om modellstrukturens inverkan på den 
simulerade vävnadens konsistens presenteras också. Denna implementation inkluderar två 
manipuleringsverktyg, ett flytta-verktyg och ett skärverktyg för att interagera med 
simuleringen. Resultaten visar tydligt att en modell baserad på massa-fjäder-dämpare är en 
rimlig modell som är möjlig att simulera i realtid på modern men lättillgänglig hårdvara. Med 
vidareutveckling kan detta bli betydelsefullt för områden så som medicinsk bildvetenskap och 
kirurgisk simulering. 
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1 Introduction 

1.1 Background 
At Örebro University Hospital, Medicinskt Tekniskt Forskningscentrum (MTFC), research is 
conducted on the topic of visualization and data processing methods with the purpose of 
improving pre-surgical diagnosing of heart diseases. For this purpose, a number of methods 
for extracting and filtering 3D and 4D volumetric images of the heart have been developed as 
well as methods for carrying out the heavy computations that this entails using Graphics 
Processing Units (GPUs). [1] 
The idea of using the data generated from this research to automatically build a model based 
on a mass-spring-damper system was proposed. Could the simulation of such a system be 
implemented as a computer program using OpenCL and provide meaningful results? 

1.2 Project 
The focus of this project was to evaluate the viability of the mass-spring-damper model for 
simulation of biological tissue for the purpose of medical visualization. This model was to be 
implemented as a computer simulation running in real-time by utilizing modern GPUs via the 
standardized API OpenCL. The goal of the project was not to build a finished product but a 
proof-of-concept implementation that documents and demonstrates the viability of this model. 
The simulation was intended to be used as an aid in visualization, not as an accurate 
representation of the real physical behavior of the tissue that was scanned. However the 
graphical presentation of the simulation was not included in the scope of this project. The 
project only concerned itself with the particular problems involved in the simulation. The 
visualization methods implemented are simple in nature and only serve the purpose of 
visualization for demonstration and development. 

1.2.1 Impact 
This project serves as a proof-of-concept on the viability of the proposed model. Future work 
may build upon the results presented. Examples of work that may benefit from this include 
medical visualization and surgical simulation software. MTFC intends to continue research on 
this topic and build upon the experience gained from this prototype. 

1.3 Objective 
The goal of the project was to evaluate the viability of a mass-spring-damper model based on 
volumetric images as a useful and practical visualization aid. There were two main questions 
that this project sought to answer: 

• Accuracy - Does the approximation that the mass-spring-damper model represents 
provide a meaningful visualization aid? Such a model can obviously not be expected to be 
even close to the complex properties of the different kinds of tissue that make up the 
human heart. Can such a model still provide a meaningful visualization aid? 

• Performance - A common test image had the dimensions 116 x 200 x 117 which yields 
over 2.7 million data points. Even for simple simulation methods, this is a non-trivial 
amount of data to process. Is it possible to implement the simulation in a way that yields 
enough performance on today's hardware using OpenCL? 



 

  5 (28) 

1.4 Previous work 
Much research has been done on the topic of using mass-spring-damper models for simulation 
of cloth [2][3]. In that research, a two-dimensional structure with no volume is simulated in 
three-dimensional space. This project extends this model to a three-dimensional structure 
simulated in three-dimensional space. 
Ijiri et al. [4] describes a kinematic approach for the specific purpose of simulating the beating 
motion of the heart. However, the model used in that article is not automatically generated 
and also not physics-based. 

Mosegaard describes in his PhD thesis [5] the use of a mass-spring-damper model very 
similar to this one for use in surgical simulation. That thesis, however, is much bigger in 
scope and focuses on many other related aspects of simulation. Mosegaard describes the use 
of OpenGL to offload computations to the GPU since neither OpenCL nor CUDA (a 
competing but conceptually similar API to OpenCL) was available at the time. Mosegaard 
recommends the use of implicit addressing as opposed to explicit addressing of linked points 
due to performance concerns. Because OpenGL is a special purpose API for graphics 
rendering, several special tricks are employed to allow general-purpose computations. In a 
book chapter by Rasmusson, Mosegaard and Sørensen from 2008 [6], an alternative 
implementation that uses CUDA instead is presented. The use of a framework specifically 
designed for General Purpose Graphics Processing Units (GPGPU) makes the use of explicit 
link addressing more efficient allowing for arbitrary link structures. However, both of these 
works use the Verlet integration method while this project makes use of the fourth order 
Runge-Kutta method providing better accuracy and stability for a given step size [5][6]. 

1.5 Requirements 
At the start of the project, the following hard requirements were set: 

• Data import - The software should be able to import data from a suitable format and 
visualize this as a 3D point cloud. 

• Model - A mass-spring-damper based model shall be developed. 

• Simulation - A simulation of this model shall be implemented using OpenCL. 
If time permitted, the following soft requirements were also set: 

• Manipulation tools - Interactive tools for manipulating the model, i.e. cutting, pulling, 
bending and similar should be implemented. 
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2 Methods and tools 

2.1 Methods 

2.1.1 Spring-damper model 
This project makes use of a mass-spring-damper model. A mass-spring-damper system 
describes a mass that is connected to both a spring and a viscous damper. The total amount of 
force applied to the mass is thus the sum of the force applied by the spring and the force 
applied by the damper. 
The spring force can be calculated as 

𝐹! = −𝑘𝑥 

where 𝑘 is the spring constant and 𝑥 is the displacement from the rest length of the spring. 
The damper force can be calculated as 

𝐹! = −𝑐𝑥′ 
where 𝑐 is the damping coefficient. The total force of the spring-damper thus becomes [3] 

𝐹 = −𝑘𝑥 − 𝑐𝑥! 
Higher values of 𝑘 make for a stiffer spring and higher values of 𝑐 gives more damping. 

In the description above, it is assumed that the spring-damper has one end connected to the 
mass and the other end connected to a fixed point that does not move. In the model 
implemented in this project, tissue is modeled as a number of point masses. Each point mass 
is connected to several other point masses with spring-damper links. These will simply be 
referred to as a “links”. 

In this case, x no longer represents an absolute position but instead represents the distance 
between the two connected points and the force will be directed along the axis of the spring-
damper link. The force applied by the spring-damper to the points to which it is connected 
will be equal in magnitude but opposite in direction. This model has been used to simulate 
cloth [2][3] but there have also been experiments with using it to simulate soft bodies [5][6]. 
One of the main obstacles in this project has been to make the simulated tissue seem rigid 
enough. In this model, there are two main factors that determine the rigidness: 

• Coefficients - The spring constant and the damping coefficient are what determine 
how links behave and thus has a great influence on how the simulated structure 
behaves. In particular, increasing the spring constant increases the rigidness. However, 
high spring constants present significant problems when using standard numerical 
methods as will be shown later. 

• Link and point structure - The number of points and links and the way they are 
structured is very important in determining the overall consistency and rigidness in the 
same way that molecular structures are important to real-world matter. 
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2.1.2 Numerical methods for solving differential equations 
Showing the behavior of a mass-spring-damper system amounts to solving an initial value 
problem. Consider the following example: 

−𝑥!!(𝑡)− 3𝑥!(𝑡)− 45𝑥(𝑡) = 0,   
𝑥 0 = 5 

𝑥′(0) = 0 

This describes a one-dimensional mass-spring-damper system with a single mass with 𝑚 = 1 
connected to a spring-damper with 𝑘 = 45 and 𝑐 = 3. The mass starts at 𝑥 = 5 and it has zero 
initial velocity. To describe the motion of the mass, we want to solve for the function 𝑥(𝑡). In 
this trivial example, the solution can be found analytically. While the steps for solving are 
omitted here, the general solution is 

𝑥(𝑡) = 𝑐!𝑒
(!!!!

! !"
! !)! + 𝑐!𝑒

(!!!!
! !"
! !)! 

and the particular solution is given by setting 

𝑐! =
5 19+ 𝑖
2 19

 

𝑐! =
5
2−

5𝑖
2 19

 

Solutions such as this one can be found using standard analytical methods. Unfortunately, as 
soon as the number of points grows, this becomes unfeasible since the equations become very 
complex due to the interdependencies between different points. Because of this, a numerical 
method is required. 
However, the high spring constants required makes the use of standard numerical methods 
problematic. According to Richard. L. Burden and J. Douglas Faires [7]: 

Significant difficulties can occur when standard numerical techniques are applied to 
approximate the solution of a differential equation when the exact solution contains 
terms of the form 𝑒!" where 𝜆 is a complex number with negative real part. This term 
decays to zero with increasing 𝑡, but its approximation generally will not have this 
property unless restrictions are placed are placed on the step size of the method. ... 
Problems involving rapidly decaying transient solutions occur naturally in a wide 
variety of applications, including the study of spring and damping systems, the 
analysis of control systems, and problems in chemical kinetics. These are all examples 
of a class of problems called stiff systems of differential equations, due to their 
application in analyzing the motion of spring and mass systems having large spring 
constants. 

When standard numerical methods are applied to a stiff equation with a step size that is not 
sufficiently small, the error may come to completely dominate the result. A dampened spring 
system, which in reality should lose all of its kinetic energy given enough time, can instead 
indefinitely gain kinetic energy. The simulation can be said to "blow up" or "explode". 

Three different methods were evaluated and what follows is a discussion of each.  

2.1.2.1 Euler's method 
Euler's method is an explicit single-step method (meaning each new step is a function of only 
the previous step) and is perhaps the simplest method of them all.  



 

  8 (28) 

Given the initial value problem 

𝑦! = 𝑓 𝑡,𝑦 , 𝑦 𝑡! = 𝑦! 

 

Euler's method can be described recursively as 

𝑡!!! = 𝑡! + ℎ 

𝑦!!! = 𝑦! + ℎ𝑓 𝑡,𝑦 𝑡  

In words, each new step is calculated by looking at the derivatives at the current step and 
adding those multiplied by the step size to the current state. In this example, y(t) is a scalar 
function but Euler's method can also be applied to vectors in the same way. 

Euler's method is a first order method meaning the convergence rate of Euler's method is 
𝑂(ℎ). This means the error decreases linearly as the step size is decreased. [8] 

Figure 1 shows the results of using Euler's method to simulate the example given in section 
2.1.2. As can be seen, for ℎ = 0.1  and ℎ = 0.4, the simulation quickly becomes unstable and 
does not even converge to zero. For ℎ = 0.01, the simulation does not explode but it is still 
visibly inaccurate. 
Initial implementations used Euler's method for the simulation. This gave acceptable results 
for low values of the spring constant and damping coefficient. However, when raising the 
spring constant to increase the rigidity, the simulation would explode. Decreasing the 
simulation step size improves the stability but the poor convergence rate of 𝑂(ℎ) compared to 
more advanced methods requires the step size to be unfeasibly low. Also, low step sizes may 
introduce other problems related to numerical precision. 
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Exact
Euler, h = 0.001

Euler, h = 0.01
Euler, h = 0.1
Euler, h = 0.4

Figure 1: Results of using Euler's method to simulate a simple mass-spring-damper system along 
with the exact solution. 
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2.1.2.2 Verlet integration 

Verlet (a.k.a. Störmer-Verlet) integration, is a numerical method for solving differential 
equations of the form 

𝑦′′ = 𝑓(𝑦) 
Given such an equation, Verlet integration can be described recursively as 

𝑡!!! = 𝑡! + ℎ 

𝑦!!! = 2𝑦! − 𝑦!!! + ℎ!𝑓 𝑦!  
As can be seen in this definition, the velocity is not explicitly given by the Verlet method and 
this is one of the drawbacks of this method. The velocity is assumed to be constant so that the 
difference in position between the current step and the next step is the same as the difference 
between the previous step and the current step save for the effects of acceleration. There are, 
however, modifications to the Verlet method that allow the velocity to be derived. 
Verlet integration is not more computationally expensive than Euler's method but the 
convergence rate is still improved. Verlet integration is a second order method and thus has a 
convergence rate of 𝑂 ℎ! .  [9][10] 
Figure 2 shows the results of using Verlet integration to simulate the example given in 
Section 2.1.2. Just like with Euler's method, ℎ = 0.4 makes the simulation explode. However, 
the improved accuracy means that ℎ = 0.1 is stable and both ℎ = 0.01 and ℎ = 0.001  give 
reasonable approximations of the exact solution. 

2.1.2.3 Fourth order Runge-Kutta method 
The fourth order Runge-Kutta method (often simply referred to as RK4) is the most 

-4
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Exact
Verlet dt = 0.001

Verlet dt = 0.01
Verlet dt = 0.1
Verlet dt = 0.4

Figure 2: The results of using Verlet integration to simulate a simple mass-spring-damper system 
along with the exact solution. 
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commonly used method of the Runge-Kutta family of methods. RK4 has the advantages of 
being relatively easy to program while (being a fourth order method) providing a convergence 
rate of 𝑂 ℎ! .  

Given the initial value problem 

𝑦! = 𝑓 𝑡,𝑦 , 𝑦 𝑡! = 𝑦! 
the fourth order Runge-Kutta method can be described recursively as 

𝑡!!! = 𝑡! + ℎ 

𝑦!!! = 𝑦! +
1
6 𝑘! + 2𝑘! + 2𝑘! + 𝑘!  

where 

𝑘! = ℎ𝑓 𝑡!,𝑦!   

𝑘! = ℎ𝑓 𝑡! +
ℎ
2 ,𝑦! +

𝑘!
2   

𝑘! = ℎ𝑓 𝑡! +
ℎ
2 ,𝑦! +

𝑘!
2   

𝑘! = ℎ𝑓 𝑡! + ℎ,𝑦! + 𝑘!   
Described in words, 𝑘! is calculated first, just like in Euler's method. 𝑘! is then calculated by 
evaluating 𝑓(𝑡,𝑦) at the midpoint between the current step and the next step assuming 𝑘! 
describes the change in 𝑦 during a single step. 𝑘! is calculated the same way but this time 
using 𝑘! instead of 𝑘!. Finally, 𝑘! is calculated using 𝑘! but now using a full time step. The 
result uses a weighted average of these values with 𝑘! and 𝑘! given higher weights. Just like 
Euler's method, RK4 can be applied to vectors. [8] 
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Rk4 dt = 0.4

Figure 3: The results of using RK4 to simulate a simple mass-spring-damper system along with 
the exact solution. 



 

  11 (28) 

Figure 3 shows the results of using RK4 to simulate the example given in section 2.1.2. Here, 
the simulation does not explode for any of the step sizes used. While the curve for ℎ = 0.4  is 
an extremely crude approximation of the exact solution, it at least converges to zero. All of 
ℎ = 0.1, ℎ = 0.01 and ℎ = 0.001 give reasonable approximations of the exact solution due to 
the improved convergence rate of RK4 as compared to Euler's method and Verlet integration. 
RK4 was chosen for the final implementation for the reasons described above. While RK4 is 
computationally more expensive than both Verlet and Euler's, it is not prohibitively more 
expensive using modern GPU hardware. The computational cost of RK4 is only a constant 
factor of that of both Euler and Verlet integration, thus RK4 also has a complexity of O(n). 

2.1.3 OpenCL 
OpenCL is a an open standard maintained by the Khronos Group for taking advantage of 
parallel computation devices (most notably, the GPU) in modern computers in an abstracted 
way. OpenCL is what allows the massive number of computations in the simulation to be 
carried out in real-time. [11] 

In an OpenCL application, a program running on the CPU is responsible for scheduling 
kernels to run on the OpenCL device. A kernel is a subroutine that is compiled to machine 
code that is specific to the device on which it will be run. The CPU program may written in 
any programming language that can make calls to the OpenCL API (i.e. C, C++, Objective-C 
or other languages for which bindings exist) but kernels must be written in OpenCL C. 
OpenCL C is a domain specific language based on a subset of C99 with additions to make it 
more suitable for parallelism. 

The OpenCL execution model is designed for highly parallel computing applications. When a 
kernel is scheduled to execute, computation is divided into many parts where each part of this 
computation is carried out by a separate instance of the kernel subroutine. Each kernel 
instance is referred to as a work-item and each work-item is assigned a unique ID so that an 
instance can identify which part of the computation to carry out. As an example, here is the 
source code for a kernel which calculates the sum of the square roots for two elements read 
from two arrays a and b and the result is written to the array c: 

 
Notice how this subroutine only calculates a single result based on the ID returned by the 
function get_global_id, hence the term work-item. When scheduled in OpenCL, a number 
of instances equal to the number of elements in a, b and c would be spawned and these would 
be executed in parallel as the device permits. 
In the case of a GPU device, input data must be placed in device memory and output is also 
written to device memory. The main bulk of this memory is referred to as global memory and 
is shared by all work-items. Work-items are grouped into work-groups where work-items in a 
work-group are executed in parallel and share what is referred to as local memory. Local 
memory is faster but much smaller than global memory and is only shared by work-items 
within a particular work-group. Each work-item also has access to memory that is unique to 
that particular work-item and this is referred to as private memory (or in GPU terminology, 
registers). This is where local variables are stored. 
If a problem can be broken down into parts where the calculation of any given part is 
independent of the calculation of any other part (not every problem can), there may be large 

kernel void sumOfSqrt(global float *a, global float *b, global float *c) 
{ 
 int id = get_global_id(0); 
 c[id] = sqrt(a[id]) + sqrt(b[id]); 
} 
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amounts of performance to be gained from applying OpenCL to the problem. 

Alternatives to OpenCL include CUDA from NVIDIA Corporation and DirectCompute from 
Microsoft Corporation. Unfortunately, both of these APIs are limited to either certain devices 
(as with CUDA) or certain platforms (as with DirectCompute). OpenCL is an open standard 
that works on devices from multiple vendors as well as on multiple platforms. For this reason, 
OpenCL was the obvious choice. 

2.1.4 Other APIs and libraries 
OpenGL was chosen as the API for visualizing the simulation because of its broad support 
across platforms. The main alternative, DirectX, is only available for Microsoft Windows. 
This was seen as a major disadvantage and because of this, DirectX was not considered. 
GLFW is a free software library for creating OpenGL contexts, managing windows, handling 
input and other related tasks in a platform-independent manner [12]. GLFW was used to 
allow the software to run on both Linux and Mac OS X, the platforms used for development. 
GLFW also supports Microsoft Windows. 
GLM is a linear algebra C++ library with semantics modeled after the OpenGL Shading 
Language making it easy to use for anyone who is familiar with OpenGL [13]. GLM was 
used to simplify linear algebra calculations in C++ code. 

2.1.5 Programming language 
Since OpenCL and OpenGL are C APIs, a programming language compatible with C was 
preferred. C++ was chosen for all of the CPU side code because the object-oriented features 
that C++ adds over C simplified the structuring of the software. Objective-C was also initially 
considered since development began on Mac OS X but was not chosen because poor support 
across platforms other than Mac OS X was seen as a major disadvantage. 

GPU side code was written in OpenCL C. 

2.2 Tools 

2.2.1 Version control 
Git is a free distributed version control system [14], which has become massively popular in 
both free software development and commercial software development. Git was chosen as the 
version control system over alternatives like Mercurial and Subversion for several reasons: 

• Because of its wide use in the free software community, lots of guides and information 
can easily be found on the Internet. 

• The powerful and accessible branching and merging tools greatly simplifies 
experimentation with different ideas and implementations in projects like this one. 

2.2.2 Build system 
CMake is a tool which generates platform specific Makefiles from a platform independent 
description of the project [15]. CMake was used as the build system to enable the software to 
compile on both Mac OS X and Linux. CMake is simpler to use than the main alternative, 
autotools, and provides better support for Microsoft Windows if required in the future. 

2.3 Other resources 
Since the model is built from actual scanned data sets, examples were needed for 
development. Anonymized data sets from a healthy volunteer were provided by MTFC. These 
data sets were scanned using 3D ultrasound and were provided both in raw form and in a form 
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filtered using the adaptive filtering methods developed by Broxvall et al. [1]. 
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3 Implementation 

3.1 Model 
The model describes the tissue as points that are linked to each other with spring-damper 
links. The source data sets, however, describe tissue as a 3D raster image where each voxel 
has a floating-point intensity. For the purposes of this implementation it is assumed that high 
intensity voxels represent volume that is more solid than volume represented by low intensity 
voxels. While this is not strictly true for most scanning methods, the complex problem of 
interpreting data from medical scanning equipment is outside the scope of this project. 
To enable simulation, the raster image must be converted to a representation that fits the 
mass-spring-damper model. This is done in two separate phases. The first phase concerns 
itself with generating a number of point masses (a point cloud) from the volumetric image. 
The spring-damper links between these points are generated in the second phase. 
To convert this image to a point cloud representation, a point is created for each voxel where 
the position of the point depends on the position of the voxel in the image. A point 𝑝!,!,! will 
be located at (𝑥,𝑦, 𝑧) with an offset added to center the image at origin. This creates a three-
dimensional grid of points. The intensity of the source voxel may be used to vary the physical 
properties of the point and its links. However, there is simulation performance to be gained if 
points whose source voxels fall below a certain threshold are simply dropped. This was done 
in this implementation and all points were assumed to have a mass of one unit. 
When setting up the link structure, two different approaches were evaluated. The first is a 
naive approach where every point has a maximum of six links. Each point is simply given 
links to its direct neighbors along each of the axes. Given a point whose source voxel is 𝑝!,!,!, 
this point will be linked to the points whose source voxels are  𝑝!!!,!,!, 𝑝!!!,!,!, 𝑝!,!!!,!, 
𝑝!,!!!,!, 𝑝!,!,!!! and 𝑝!,!,!!! assuming that none of these were dropped in the point 
generation phase. The problem with this approach given a regular grid of points is that it 
provides poor rigidity. Springs apply forces to maintain a particular distance (the rest length) 
between points but do not apply forces to maintain the angles between links or similar 
constraints. In the case of a regular grid, the model can easily be deformed in such a way that 
restoring spring rest lengths is not enough to restore the model from deformation. This 

d

d

dd

d

d

dd

Figure 4: Illustration of how springs only apply forces to maintain distances between points. The right 
hand figure shows a deformed version of the right hand version but since the spring links are still at 
rest length, it will not return to its original shape. 
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principle is illustrated in Figure 4. 

This problem can be somewhat alleviated by introducing positional noise when the points are 
created. This also has the benefit of removing Moiré patterns from the rendering. Increasing 
the spring constant also gives higher rigidity albeit at the cost of performance or stability 
since the step size needs to be reduced to prevent simulation instability. 

The second approach uses an algorithm that supports an arbitrary number of links. The 
number of maximum links, 𝑛, is decided beforehand. For each link, a set consisting of the 𝑛 
closest points are selected. When this has been done for every point, each of the selected sets 
are examined. If the point A exists in the set for point B and the point B exists in the set for 
point A, a link is created between these points. Every point in a set for which this does not 
hold true is ignored.  

Increasing the number of links using this method showed a clear improvement over the first 
approach. Using the first method, the consistency of the simulated tissue was very loose and 
lacked in rigidity. When deforming a model built using this method, the object is never 
returned to its original shape. Using the second method showed marked improvements in all 
of these areas. However increasing the number of links has the same kind of detrimental 
effect on simulation stability that is associated with high spring constants although not to the 
same extent.  
Experimentation showed that the application of positional noise to the created points made a 
large difference in rigidity when using the second approach. Without noise, the link structure 
would follow a certain regular pattern leaving the structure vulnerable to certain kinds of 
deformation. Adding noise introduces randomness to this pattern and the structure becomes 
more uniform. Because of how the link generation algorithm works, the addition of noise also 
has the side effect of generating more links. However, tests showed that adding too much 

...

Rest length: 1.0
Partner index: 0

Physics state
Point 1

...

Rest length: 2.5
Partner index: 2

Rest length: 1.0
Partner index: 1

Physics state
Point 0

Rest length: 2.5
Partner index: 0

Physics state
Point 2

Figure 5: Illustration of the point structure 
array with links also drawn as arrows. 
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noise could also reduce the rigidity. 

3.2 Simulation 
For simulation using OpenCL, the information about each point is stored as an array of point 
structures. Each point structure consists of a physics state structure and an array of link 
structures. The physics state structure contains the position and velocity vectors of the point. 
The point structure also contains other information about the point such as the intensity. Such 
auxiliary data may be used to vary the physical properties of each point but this was not done 
in this implementation where intensity is only used to determine the color of the point when 
visualized. The point structure array is stored in an OpenCL buffer. 
The link structures are what represent the spring-damper links of the model. Each link 
structure contains the index of the point on the opposite end of the link as well as a real 
number specifying the rest length of the spring. Since the size of the point structure is fixed 
(and thus also the number of elements in the link structure array), the index may also be set to 
a special value indicating that the link is to be ignored. This way of representing links 
specifies each link explicitly, which allows for arbitrary link structures as long as the link 
structure contains enough elements. 

Worth noting here is that a link structure only specifies how this point is affected by another 
point, not how that point is affected by this point. To create a complete spring-damper link, 
the other point must have a link structure with the same rest length referring to this point. This 
is illustrated in Figure 5. The reason for this arrangement is that OpenCL has no facilities for 
synchronizing access to global memory. Because of this, only the work-item associated with a 
certain point may modify the output element or otherwise concurrency issues would occur. 
Because of this, the force applied by each link must be calculated twice, once for each of the 
points in a link. To do this, both work-items must have complete information about the link. 

3.2.1 Fourth order Runge-Kutta method 
RK4 is usually described in terms of a scalar function 𝑦(𝑡) which describes the state at a time 
𝑡 and a function 𝑓(𝑡,𝑦) which gives the derivative of 𝑦(𝑡). However, the state the system 
described here cannot be represented by a single scalar. Fortunately, RK4 also works for 
vector valued functions in which case 𝑦, 𝑓(𝑡,𝑦) and 𝑘! are simply replaced with vector valued 
equivalents. Using the vectorized version of RK4, the difference between a given step and the 
following step is a weighted average of four different values referred to as 𝒌𝟏, 𝒌𝟐, 𝒌𝟑 and 𝒌𝟒 
[8]: 
 𝒚𝒏!𝟏 = 𝒚𝒏 +

1
6 𝒌𝟏 + 2𝒌𝟐 + 2𝒌𝟑 + 𝒌𝟒  (1) 

Given a step size of ℎ, the calculation of these can generalized as 

 𝒌𝟎 =
𝒌𝒊 =

𝟎
ℎ𝒇 𝑡! + 𝑟!ℎ,𝒚𝒏 + 𝑟!𝒌𝒊!𝟏

 (2) 

where 𝑟!, 𝑟!, 𝑟! and 𝑟! have the values 0, !
!
, !
!
 and 1 respectively. If we redefine Equation 1 as 

 𝒚𝒏!𝟏 = 𝒚𝒏 +
ℎ
6 𝒌𝟏 + 2𝒌𝟐 + 2𝒌𝟑 + 𝒌𝟒  (3) 

we can also redefine Equation 2 as 
 𝒌𝟎 =

𝒌𝒊 =
𝟎
𝒇 𝑡! + ℎ! ,𝒚𝒏 + ℎ!𝒌𝒊!𝟏

 (4) 
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with ℎ!, ℎ!, ℎ! and ℎ! being 0, !
!
, !
!
 and ℎ respectively. 𝒌𝟏, 𝒌𝟐, 𝒌𝟑 and 𝒌𝟒 now express four 

different derivatives. The derivative 𝒌𝒊 is calculated for a state that is based on the state of the 
current time step and the derivative 𝒌𝒊!𝟏. 

Since the calculation of 𝒌𝒊 depends on the entire vector 𝒌𝒊!𝟏 and not just a single component, 
the calculation of 𝒌𝒊 cannot begin before the calculation of 𝒌𝒊!𝟏 is complete. OpenCL has no 
facilities for global synchronization within kernels [11] so the calculations must be split 
across multiple kernel invocations. 

In this implementation, 𝒌𝟏, 𝒌𝟐, 𝒌𝟑 and 𝒌𝟒 are represented by arrays of derivatives. Each 
element in theses arrays contains the calculated derivative (velocity and acceleration) of the 
state (position and velocity) for each point. To calculate each of these arrays, a kernel named 
evaluate is invoked. This kernel maps in concept to Equation 4 and it takes the following 
parameters expressed in terms of the symbols above: 

• 𝒚𝒏 - A pointer to the buffer containing the array of point structures describing the 
current state of the system 

• 𝒌𝒊!𝟏 - A pointer to the buffer containing the array of derivatives calculated in the 
previous step 

• ℎ! - The step forward in time for the current step 
• 𝒌𝒊 - A pointer to the buffer in which to put the result 

evaluate calculates 𝒌𝒊 in parallel where each work-item calculates the derivative for a 
particular point. A given work-item does this as follows: 

1. The point structure for the associated point is read from 𝒚𝒏 as well as the 
corresponding derivative from 𝒌𝒊!𝟏 if it is not null.    

2. The state 𝒚𝒏 + ℎ!𝒌𝒊!𝟏 is calculated for this point if 𝒌𝒊!𝟏 is not null. Otherwise 𝒚𝒏 is 
used as is. 

3. The force applied by each link is summed. For a given link, the force is calculated as 
follows: 

a. The corresponding point is read from 𝒚𝒏 as well as the corresponding 
derivative from 𝒌𝒊!𝟏 if it is not null. 

b. The state 𝒚𝒏 + ℎ!𝒌𝒊!𝟏 is calculated for that point if 𝒌𝒊!𝟏 is not null. Otherwise, 
𝒚𝒏 is used as is. 

c. Using the new states for both the associated point and the linked point, the 
force applied by the link is calculated according to the spring-damper model.  

4. The velocity and acceleration for the new state can now be calculated. The velocity is 
taken directly from the new state calculated in step 2 and the acceleration is calculated 
from the force. 

5. The velocity and acceleration are written to 𝒌𝒊. 
Using the evaluate kernel, it is possible to calculate all of 𝒌𝟏, 𝒌𝟐, 𝒌𝟑 and 𝒌𝟒: 

• 𝒌𝟏 is calculated by invoking evaluate with 𝒌𝒊!𝟏 set to a null value and ℎ! =   0. 
• 𝒌𝟐 is calculated by invoking evaluate with 𝒌𝒊!𝟏 = 𝒌𝟏 and ℎ! =

!
!
. 

• 𝒌𝟑 is calculated by invoking evaluate with 𝒌𝒊!𝟏 = 𝒌𝟐 and ℎ! =
!
!
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• 𝒌𝟒 is calculated by invoking evaluate with 𝒌𝒊!𝟏 = 𝒌𝟑 and ℎ! = ℎ. 

With these values calculated, it is trivial to finally calculate the next simulation step. A kernel 
named integrate is invoked with 𝒚𝒏, 𝒌𝟏, 𝒌𝟐, 𝒌𝟑, 𝒌𝟒 and ℎ as parameters. This kernel simply 
calculates the next step according to Equation 3 and writes the result back to the point 
structure array 𝒚𝒏. 

Figure 6 illustrates the order of kernel invocations and the flow of data when calculating a 
new simulation step. 

3.3 Visualization 
As visualization of the simulation itself is outside the scope of this project, the basic rendering 
method draws the points as GL_POINTS (regular OpenGL points) using an ordinary 
perspective projection and no shading. 

An alternative mode of rendering was also implemented where each link is drawn as a line 
using GL_LINES. This is accomplished by generating an index buffer and drawing using 
glDrawElements. This index buffer only needs to be regenerated when the link structure 
changes and because of this it does not incur a performance penalty. 

OpenCL extensions are available that makes sharing of buffers between the OpenCL context 
and the OpenGL context possible [11]. This allows OpenGL to access and draw from the 
point buffer object created by OpenCL directly. Without this extension, point data would need 
to be read from OpenCL to CPU memory and then uploaded to OpenGL manually. This is 
inefficient since OpenCL and OpenGL is most likely running on the same device anyway. 

3.4 Interactive manipulation 
The manipulation tools that were implemented are all based on using a standard computer 
mouse to click and drag on the screen. Since what is shown on the screen is actually a 3D 
space projected on to a 2D space, a reverse mapping for any point on the screen needs to be 
found to allow the original 3D model to be manipulated. Since this projection loses a 
component of the original space, a 2D point on the screen does not map to a 3D point but to a 
vector space. This space is described by a ray where any point on this ray can be expressed as 
𝒖+ 𝑑𝒗 where 𝒖 is a vector describing the start of the ray, 𝒗 is a vector describing the 
direction and 𝑑 is a scalar satisfying 𝑑 ≥ 0 (i.e. anything behind the camera is not included). 
If 𝒗 is of unit length then 𝑑 describes the actual distance from the start of the ray to the point. 

k1 k2 k3 k4

Point array

evaulate integrate

1 2 3 4 5
evaulate evaulate evaulate

Figure 6: Illustration of the invocation of OpenCL kernels and flow of data in the RK4 implementation. 
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If the standard model with a model-view matrix and a projection matrix is used, the simplest 
method for finding 𝒖 and 𝒗 is to simply apply the inverse of these matrices. The model-view 
matrix describes the transformation from world space to camera space so the inverse of the 
model-view matrix describes the transformation from camera space to world space. Since the 
position of the camera in camera space is always at origin and the start of the ray is always at 
the camera position, 𝒖 can be calculated as 𝐓!!! ∙ 0,0,0,1 . This is equivalent to simply 
taking the fourth column (the translation) of the inverse model-view matrix. 

𝒗 is known to be of the form (𝑥,𝑦, 𝑧, 0) and given a projection matrix of the form 
1 0 0 0
0 1 0 0
0 0 −𝐴 −𝐵
0 0 −1 0

 

where 𝐴 and 𝐵 are constants, we can see that the projection of such a vector results in a vector 
of the form (𝑥,𝑦,−𝐴𝑧,−𝑧). After perspective division, this becomes − !

!
,− !

!
,𝐴, 1 . If the 

screen point is expressed in this form, the inverse projection matrix can be applied to get the 
original vector. The length of the vector is irrelevant since unit length can be achieved by 
normalizing the resulting vector. Because of this, 𝑧 can be chosen arbitrarily but is chosen to 
be 𝑧 = −1 as this makes calculations simple. Including the model-view matrix as well, v can 
be calculated as 𝐓!𝐓! !! ⋅ 𝑥,𝑦,𝐴, 1 . 

3.4.1 Move tool 
The move tool allows the user click and drag on a section of the model to simulate the action 
of grabbing that part and moving it. Moving can be done by simply applying an affine 
transform to the affected points. To do this, it first has to be determined what points are 
affected by the operation. The affected points are said to be part of the selection. 

When the user clicks a point on the screen, a hit test is first performed. The screen ray for this 
point is determined and an infinite cone is cast along the direction of the ray. Every point that 
falls within this cone is projected onto the ray and the closest projection is selected. This 
becomes the selection origin. Every point that falls within a given radius (the selection radius) 
of the selection origin is added to the selected set. Whether a point is selected or not is 
indicated by a Boolean member of the point data structure. 

When the user then drags the cursor from one point on the screen to another, a transform has 
to be applied to the selection to reflect this. The original position and the new position both 
represent rays with the same origin but different direction. The selection origin lies on the 
original ray and the transform is selected to be a translation of the selection so that the 
selection origin (which is transformed along with the selection) lies on the new ray but 
maintains the same distance to the origin of both rays. This translation can be expressed as 
𝒖+ 𝒔− 𝒖 ∙ 𝒗𝟐 − 𝒔 where 𝒔 is the selection origin and 𝒗𝟐 is the direction of the second ray. 
This translation is expressed as an affine transform 

The selection model can be replaced with that of a fuzzy set to make the moving operation 
more organic. The Boolean selection property is replaced by a real number 𝛼 that may take on 
values from 0 to 1. Instead of ignoring unselected points and transforming selected points, 
every point is assigned a new position that is calculated as 𝛼𝐓𝒑+ (1− 𝛼)𝒑 where 𝐓 is the 
transform and 𝒑 is the original position of the point. This describes a linear interpolation 
between the original position and the transformed position. 
A problem with the method described above is that all points within the selection radius are 
selected around the selection origin regardless of the structure of the object. If two 
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disconnected structures are located close to each other, clicking on one of them will select 
points from both structures if the radius is large enough. An alternative method of expanding 
the selection origin was implemented. The algorithm is changed so that points are recursively 
selected through links using the distance to the selection origin as a stop condition. The 
recursion stops when this distance is larger than the selection radius. The recursion starts at 
the point that is closest to the selection origin. 

3.4.2 Cutting 
The cutting tool allows the user to click and drag across the model to cut the tissue under the 
cursor. In a model such as this, cutting is analogous to removing spring-damper links. The 
algorithm used here is trivial to implement as an OpenCL kernel. An infinite cone like the one 
used for the move tool is also cast here. For each point: 

• If the point falls within the cone, the index of every link for this point is set to the 
special value indicating that they should be ignored. 

• If the point is outside the cone, the links are iterated over. Links that link to points 
which are inside the cone are set to the special ignore value. 

In this implementation, points inside the cone are not removed but are instead hidden. 
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4 Result 

4.1 Performance 
Performance of the implementation was evaluated on a machine with an AMD Radeon 
HD7970 with 3GB GDDR5 RAM, an Intel Core i7 920 running at 2.66 GHz and 6 GB of 
RAM running Ubuntu Linux 12.10. 

Figure 7 shows the execution time as a function of the number of points for different numbers 
of links. This was evaluated by running 1000 steps and measuring the time it took. It is 
obvious from this graph that the execution time scales linearly with the number of points. 
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Figure 7: Results of evaluating the performance of the implementation with 
varying number of points and links. 
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Figure 8, on the other hand, shows the execution time as a function of the number of links. 
While the computational complexity with regards to the number of links is 𝑂(𝑛), this graph 
clearly does not strictly reflect this. The explanation lies most likely in the idiosyncrasies of 
graphics hardware. When the point structure is read by a work item, it is stored in private 
memory. Increasing the number of links increases the size of this structure. When the size of 
the structure exceeds a certain threshold, the GPU can no longer fit as many structures in 
private memory at the same time and must reduce the number of work-items executed 
concurrently. Because of this, the execution time increases linearly until this threshold where 
there is a jump and the slope becomes steeper until the next threshold where the pattern 
repeats. 
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Figure 8: Execution time as a function of the number of links. 



 

  23 (28) 

 

4.2 Visual result 
Figure 9 shows the result of using the cutting tool to first cut the tissue and then the move tool 
to pull the incision apart. The points affected by the move tool are colored red. The data set 
used in this image (although difficult to see when not in motion) is taken from a 3D 
ultrasound scan of human heart. Each point has a maximum of 12 links, each with a spring 
constant of 10000 and a damping coefficient of 3.0. The timestep used is 0.006 seconds 
giving a stable simulation during normal use. 
Figure 10 shows the effect of the introduction of positional noise on the behavior of the 

Figure 9: Result of using the cut tool to cut the tissue and then the move tool to pull the incision apart. 
The left image shows the structure before manipulation and the right image shows the structure after 
manipulation. 

Figure 10: The result of manipulating a cube structure without noise (left) and a cube structure with 
noise (right). 



 

  24 (28) 

model. In this figure, a 20x20x20 point cube is manipulated with the move tool. The left side 
of the figure shows the effect of manipulating a cube without noise. In the right side of the 
figure, a positional noise of 0.1 in magnitude in all dimensions (the size of the source voxels 
are 1.0). In both cases, a spring constant of 10000 and a damping coefficient of 3.0 was used. 
As can be seen, the right structure appears more rigid and better resists deformation. This is 
both because of the structure of the generated links but also due to the fact that the 
introduction of noise yields more links from the link generation algorithm. 

Figure 11 shows the effect of the spring constant on the rigidity of the structure. As in the 
previous example, a 20x20x20 cube is used. Both sides of the figure use the same simulation 
parameters with the exception of the spring constant. The structure on the left uses a spring 
constant of 100 while the structure on the left uses a spring constant of 10000. It is evident in 
these examples that increasing the spring constant increases the rigidity of the structure. 

4.3 Stability vs. simulation parameters 
Simulation stability is an important issue when working with models involving high spring 
constants. The stability was evaluated by running the simulation with a 10x10x10 point cube 
and 8 links. A static force was applied to a part of the cube and the simulation was run for 2 
seconds. During the simulation, the system was checked for explosion by looking at the 
velocities of the points. If the velocity was greater than a set threshold the simulation was 
deemed to have exploded since such high velocities were unlikely to have occurred otherwise. 
This simulation was run for different step sizes with exponentially increasing spring constants 
until the simulation exploded. The spring constant at which the simulation exploded was 
recorded. The result of this test is shown as a graph in Figure 12 displaying the threshold 
spring constant at which the simulation explodes as a function of the simulation step size. 

Figure 11: Manipulation of two identical structures with different spring constants. The right structure 
uses a spring constant of 100 and right uses a spring constant of 10000. 
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Increasing the number of links has a similar effect on the stability of the simulation. Because 
of this, a similar test was run where instead of increasing the spring constant, the number of 
links was increased. This is shown in Figure 13. 

 0

 200000

 400000

 600000

 800000

 1e+06

 1.2e+06

 1.4e+06

 0  0.002  0.004  0.006  0.008  0.01  0.012  0.014  0.016  0.018  0.02

Sp
rin

g 
co

ns
ta

nt

Timestep (s)

Figure 12: The threshold spring constant at which the simulation explodes as a 
function of the timestep for a test simulation. 
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5 Discussion 
This project has achieved a working proof-of-concept implementation demonstrating that the 
simulation can be performed in real-time with enough data points to give a reasonable 
approximation of the actual volume. When the simulation is manipulated using the 
implemented tools, the results are very promising. With further development to improve 
aspects of the model generation, the spring-damper-model can become a very useful 
visualization tool. 

Furthermore, all of the soft requirements stated at the start of the project have been satisfied. 
Two manipulation tools, the move tool and the cut tool have been implemented successfully. 

It was clear to me from the beginning of this project that I would need to expand my 
knowledge to produce meaningful results. Going in, I had no previous experience in OpenCL 
but through research and experimentation I have become comfortable with reasoning about 
parallelization and implementing algorithms for GPU devices. I also quickly realized that 
simulation stability was going to be a major concern. This prompted me to research the field 
of numerical solutions to differential equations and numerical stability. 

The recent developments in GPU devices and standards such as OpenCL have opened up new 
possibilities. Algorithms that were previously impractical to apply due to processing time 
constraints can now be implemented using OpenCL possibly reducing the processing time by 
several orders of magnitude. This is particularly interesting in the case of this project where 
this speedup is the difference between a real-time simulation and non-real-time simulation. 
GPU manufacturers continue to improve hardware and future developments are likely to open 
up even more possibilities in this field. 
Through the entirety of the project, I have had weekly meetings with my supervisor Mathias 
Broxvall who is part of MTFC. During these meetings, I have demonstrated how the project 
has progressed. We have also discussed solutions to problems that occurred during 
development as well as generally exchanging ideas and thoughts about the project. 

5.1 Future work 
This proof-of-concept implementation is just a starting point for further research. Future work 
may focus on a number of areas: 

• Performance - As shown in the results section, decreasing the time step size allows 
the use of higher spring constants and a higher number of links. This allows the 
simulation of more rigid structures. Increasing the performance allows the simulation 
step size to be lowered accordingly. It is possible that there are optimizations that can 
be implemented to gain more performance. However, introduction of newer and more 
powerful hardware is likely to give the biggest performance boost. For instance, the 
bulk of the development was carried out on a laptop with an NVidia GeForce 330M 
graphics card. When running on a desktop machine with an AMD Radeon HD7970 
graphics card, performance increased by several orders of magnitude. 

• Model generation - The model is automatically generated from a scanned data set. 
Tests have shown that the way this model is generated has major impact on the 
behavior of the simulation. Future work may focus on developing more sophisticated 
algorithms to generate points and the links between them from the data set. 

• Collision detection and response - Collision detection and response was intentionally 
left outside the scope of this project. In this implementation, collisions between points 
are not detected and have no effect on the simulation. Structure is maintained only by 
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spring forces. Future work may develop a model for detecting and handling collisions 
between points in a way that can be implemented in OpenCL. 

• Manipulation tools - The manipulation tools implemented here are rather simple. For 
example, the cutting tool has no stopping distance which means it cuts through tissue 
no matter how thick. Future work may refine the behavior of these tools to be more 
like real life surgical tools. 

• Visualization - The visualization methods implemented here only render the model as 
either a point cloud or a wireframe based on the link structure. Visualization 
developments should focus on rendering the model as a solid object. Possible methods 
include ray casting algorithms or generating a triangle surface from the points. Using 
triangles has a performance advantage since an index buffer similar to the one 
currently used for drawing links can be used. 
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Appendix A - OpenCL kernel code 
/** 
 * Represent the physics state of a point. 
 */ 
typedef struct { 
 float4 position; ///< The position of the point. 
 float4 velocity; ///< The velocity of the point. 
} PhysicsState; 
 
/** 
 * Represents a link. 
 */ 
typedef struct { 
 unsigned int partnerIndex; ///< The index of the parter point. 
 float restLength;  ///< The rest length of the link. 
} Link; 
 
/** 
 * Contains information about a point such as its intensity and link information. 
 */ 
typedef struct { 
 PhysicsState state; ///< The point physics state. 
 float intensity; ///< The point intensity. 
 float selectance;    ///< Weird name but this describes "how selected" a point is. 
 Link links[N_LINKS]; ///< The point links. 
 char padding[PADDING]; 
} PointElement; 
 
/** 
 * Calculates the spring-damper force between the two specified with regards to 
 * the first point. 
 * 
 * @param p1          The first point. 
 * @param p2          The second point. 
 * @param restLength  The spring rest length. 
 * 
 * @return The calculated force. 
 */ 
float4 calculateSpringForce(PhysicsState p1, PhysicsState p2, float restLength) 
{ 
 float ks = SPRING_SCALE; 
 float kd = DAMPER_SCALE; 
  
 float4 forceDirection = normalize(p2.position - p1.position); 
  
 float springForce = (distance(p2.position, p1.position) - restLength) * ks; 
 
 float damperForce = (dot(forceDirection, p2.velocity) - 
  dot(forceDirection, p1.velocity)) * kd; 
  
 return forceDirection * (damperForce + springForce); 
} 
 
/** 
 * Calculates the derivatives for all points after time \c dt has passed assuming the 
specified initial derivatives. 
 * 
 * @param points           The global point data. 
 * @param initDerivatives  The initial derivatives to assume or \c NULL. 
 * @param result           The resulting derivatives. 
 * @param nPoints          The number of points. 
 * @param dt               The time delta. 
 */ 
kernel void evaluate( 
 global PointElement *points, 
 global PhysicsState *initDerivatives, 
 global PhysicsState *result, 
 int nPoints, 
 float dt, 
 float t) 
{ 
 int id = get_global_id(0); 



 

   

 if (id >= nPoints) 
  return; 
 PointElement point = points[id]; 
 
 PhysicsState futureState; 
 futureState.position = point.state.position; 
 futureState.velocity = point.state.velocity; 
  
 if (initDerivatives != 0) { 
  PhysicsState initDerivative = initDerivatives[id]; 
  futureState.position += initDerivative.position * dt; 
  futureState.velocity += initDerivative.velocity * dt; 
 } 
  
 float4 force = (float4)(0.0f); 
 force += -futureState.velocity * DRAG; 
  
 for (int i = 0; i < N_LINKS; i++) { 
  unsigned int partnerIndex = point.links[i].partnerIndex; 
  if (partnerIndex != NO_POINT) { 
   PointElement partner = points[partnerIndex]; 
   PhysicsState partnerFutureState = partner.state; 
   if (initDerivatives != 0) { 
    PhysicsState partnerDerivative = initDerivatives[partnerIndex]; 
    partnerFutureState.position += partnerDerivative.position * dt; 
    partnerFutureState.velocity += partnerDerivative.velocity * dt; 
   } 
    
   force += calculateSpringForce(futureState, partnerFutureState,  
    point.links[i].restLength); 
  } 
 } 
  
 PhysicsState derivative; 
 //Don't apply force on selected points. 
 derivative.position = futureState.velocity * (1.0f - point.selectance); 
 derivative.velocity = force * (1.0f - point.selectance); 
 result[id] = derivative; 
} 
 
/** 
 * Calculates the weighted average for the specified derivatives and integrates each point. 
 * 
 * @param points   The global point buffer. 
 * @param d1       The derivative #1. 
 * @param d2       The derivative #2. 
 * @param d3       The derivative #3. 
 * @param d4       The derivative #4. 
 * @param nPoints  The number of points. 
 * @param dt       The time delta. 
 */ 
kernel void integrate( 
 global PointElement *points, 
 global PhysicsState *d1, 
 global PhysicsState *d2, 
 global PhysicsState *d3, 
 global PhysicsState *d4, 
 int nPoints, 
 float dt) 
{ 
 int id = get_global_id(0); 
 if (id >= nPoints) 
  return; 
  
 PointElement point = points[id]; 
 PhysicsState pd1 = d1[id]; 
 PhysicsState pd2 = d2[id]; 
 PhysicsState pd3 = d3[id]; 
 PhysicsState pd4 = d4[id]; 
  
 PhysicsState derivative; 
 derivative.position = (pd1.position + (2.0f * pd2.position) + (2.0f * pd3.position) + 
    pd4.position) / 6.0f; 
 derivative.velocity = (pd1.velocity + (2.0f * pd2.velocity) + (2.0f * pd3.velocity) + 
    pd4.velocity) / 6.0f; 



 

   

  
 PhysicsState newState; 
 newState.position = point.state.position + (derivative.position * dt); 
 newState.velocity = point.state.velocity + (derivative.velocity * dt); 
 points[id].state = newState; 
} 


