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Abstract 
 
Sepideh Pashami (2015): Change Detection in Metal Oxide Gas Sensor Signals for 
Open Sampling Systems. Örebro Studies in Technology 66. 
 
This thesis addresses the problem of detecting changes in the activity of a 
distant gas source from the response of an array of metal oxide (MOX) gas 
sensors deployed in an Open Sampling System (OSS). Changes can occur due 
to gas source activity such as a sudden alteration in concentration or due to 
exposure to a different compound.  Applications such as gas-leak detection in 
mines or large-scale pollution monitoring can benefit from reliable change 
detection algorithms, especially where it is impractical to continuously store 
or transfer sensor readings, or where reliable calibration is difficult to 
achieve. Here, it is desirable to detect a change point indicating a significant 
event, e.g. presence of gas or a sudden change in concentration. The main 
challenges are turbulent dispersion of gas and the slow response and recovery 
times of MOX sensors. Due to these challenges, the gas sensor response 
exhibits fluctuations that interfere with the changes of interest. 

The contributions of this thesis are centred on developing change detec-
tion methods using MOX sensor responses. First, we apply the Generalized 
Likelihood Ratio algorithm (GLR), a commonly used method that does not 
make any a priori assumption about change events. Next, we propose TRE-
FEX, a novel change point detection algorithm, which models the response of 
MOX sensors as a piecewise exponential signal and considers the junctions 
between consecutive exponentials as change points. We also propose the 
rTREFEX algorithm as an extension of TREFEX. The core idea behind 
rTREFEX is an attempt to improve the fitted exponentials of TREFEX by 
minimizing the number of exponentials even further. 

GLR, TREFEX and rTREFEX are evaluated for various MOX sensors 
and gas emission profiles. A sensor selection algorithm is then introduced 
and the change detection algorithms are evaluated with the selected sensor 
subsets. A comparison between the three proposed algorithms shows clearly 
superior performance of rTREFEX both in detection performance and in 
estimating the change time. Further, rTREFEX is evaluated in real-world 
experiments where data is gathered by a mobile robot. Finally, a gas disper-
sion simulation was developed which integrates OpenFOAM flow simulation 
and a filament-based gas propagation model to simulate gas dispersion for 
compressible flows with a realistic turbulence model. 
 
Keywords: metal oxide sensors; Open Sampling System; change point detection; gas 
dispersion simulation;  environmental monitoring. 
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Chapter 1
Introduction

Equipping a mobile robot with artificial gas-sensing devices is a necessary
step to create a gas-sensitive robot. Gas-sensitive robots can be used instead
of humans in tasks that involve gases which are harmful to humans health.
Moreover, these robots can deal with gases which are not detectable by the
human nose. Gas-sensitive robots can also be used in monitoring, surveillance
and exploration tasks. An example is the robot ’Curiosity’ that is equipped with
gas sensors to measure simple inorganic compounds, organic compounds and
noble gases on the surface of Mars [5]. For continuous monitoring, artificial
gas-sensing devices can also be deployed in stationary gas sensor networks
[6]. Moreover, gas-sensing devices are carried by fire-fighters for odour impact
assessment [7]. To have a spatially dense number of measurements, gas-sensitive
devices can be connected to various mobile platforms such as cars [8] and
mobile phones [9].

The measurements collected by artificial gas-sensing devices can be used
to detect the presence of a target gas. Moreover, analysing the measurements
can discriminate the particular type of gases [1]. Artificial gas-sensing devices
can also find the emission source of a gas [10] and represent the observed gas
distribution in the form of a map from spatially distributed gas sensors or a
mobile gas-sensing device [11]

The specific research problem addressed in this thesis is the detection of
sudden and significant changes in the gases of a given environment. Many
locations of interest for monitoring dangerous gases suffer from difficulties
in wireless communication, such as, in coal mines where the radio signal is
often unstable and of poor quality [12, 13]. This poses problems in transferring
lengthy data streams, such as gas sensor signals collected via a wireless sensor
network or by mobile robots. For such scenarios, transferring small amounts
of data representing only significant events, as opposed to all sensor readings is
a more suitable option. When gas sensors are mounted on a mobile robot,
the detection of change points in the signal is also important for detecting
when the mobile robot enters or exits an odour plume, or when the sensed
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2 CHAPTER 1. INTRODUCTION

chemical compound changes [14]. Rapidly detecting the border of the odour
plume avoids losing track of the odour plume. The connection between two
consecutive change points creates a segment with an approximately constant
emission rate and constant mixture of compounds. This segmentation can be
used as an input for the task of gas discrimination [1]. Finally, large-scale
pollution monitoring projects such as CitiSense [9] and Air Quality Egg [15]
consider personal air-quality devices all around the world. Accurate change
point detection running locally on these devices can decrease the energy
consumption (since the continuous transfer of sensor readings is not necessary,)
and also help to address calibration issues [16].

In applications such as gas-leak detection in coal mines [12, 13] and
pollution monitoring [15], gas sensors are directly exposed to the environment
without having control over environmental parameters such as humidity
and temperature. Such a setup is called Open Sampling System (OSS) [1].
On the other hand, in Closed Sampling Systems (CSS), the gas sensors are
usually enclosed in test chambers with a controlled airflow, volatile exposure
times, temperature and humidity, etc. [17]. Deploying gas sensors in OSS
configuration provides a quick and continuous response which is often crucial
for continuous monitoring. Moreover, it is often desirable to expose sensors
directly to the environment since the dynamic response of the gas sensors
contains crucial information on the gas plume and in particular on the location
of the gas source [18].

One of the essential elements of gas-sensing is the choice of the particular
gas sensor. Among the different types of gas sensors, Metal Oxide (MOX) gas
sensors are popular [19] and widely used in a range of applications, such as
large-scale pollution monitoring [15, 6]. MOX sensors measure the change of
a sensor’s conductance. The changes in the sensor conductance are result from
the interaction between a gas and the sensing surface. The gas interacts with
the surface of the metal oxide film (generally through surface adsorbed oxygen
ions), which results in a change in the material’s charge carrier concentration
[20]. The MOX gas sensors are popular because they are inexpensive and
commercially available. They have a relatively long lifetime and respond to a
wide range of compounds such as air pollutants, alcohols and volatile organic
compounds (VOCs). Finally, MOX sensors are both small and lightweight
sensors, which can be deployed in many applications that require to carry a
gas sensor.

Up to now, most of the work with gas sensors in an OSS has been
carried out under simplified assumptions, such as a steady air flow and a
gas source emitting a single compound with a constant emission rate for the
entire duration of the experiments. However, these assumptions rarely hold
in scenarios of interest for practical applications, such as the monitoring of
industrial production plants [21], landfills [22] and demining [23]. In this thesis,
change detection methods are presented in order to relax common assumptions
made in previous work.
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1.1 Objectives

The goal of this research is to detect changes in the emissions of a distant gas
source by analysing the responses of an array of metal oxide (MOX) gas sensors
deployed in an Open Sampling System configuration. The changes considered
here are the sudden exposure of the sensors to a gas, a sudden change in the
concentration of a gas or a change in the intensity or mixture of gases to which
the sensors are exposed. The proposed change detection methods balance the
trade-off between maximizing the number of truly detected change points and,
simultaneously, minimizing the number of falsely detected change points. A
further important criterion is that the methods should detect change points
quickly and accurately. Since MOX sensors are often deployed in arrays in
order to achieve a level of selectivity that cannot be attained with a single sensor,
the desired change detection algorithm should be applicable to a single sensor
as well as to a combination of sensors in the sensor array.

The developed change detection methods proposed in this dissertation do
not aim to deduce high level information such as the position of the gas
source. Instead, the change detection methods aim at providing a meaningful
segmentation of the sensor response, in which the detected change points can
then be used as inputs by higher level estimation algorithms or decision systems.

1.2 Challenges

The problem addressed in this thesis is that of detecting change points from the
response of a MOX sensor or a sensor array in Open Sampling System (OSS)
configuration. The main challenges are the nature of OSS and the response
dynamics of MOX gas sensors. An example response of three MOX gas sensors
collected in an experiment with OSS configuration is shown in Figure 1.1.

Operating MOX sensors in Open Sampling Systems pose challenges because
the sensor response deviates strongly from the "clean" signal that can be
obtained in a controlled environment. The gas transport mechanisms in natural
environments are dominated by turbulence and advection. This causes the
sensor response to fluctuate continuously [1]. Since true changes have to be
distinguished from fluctuations in the sensor response as a result of turbulent
gas dispersion, detecting changes is particularly challenging. In addition,
external factors such as humidity and temperature also influence the sensor
readings [24]. Humidity and temperature are not explicitly discussed in this
thesis. However, the change detection methods presented in this thesis can cope
to some degree with the influence of external parameters such as humidity and
temperature on the sensor readings, since they are adaptive methods.

The characteristics of MOX gas sensors, such as long response and recovery
times, poor selectivity and a drift in sensor response also cause challenges. The
first challenge is the fast detection of change, as MOX sensors have a slow
response time (rise time) and an even slower recovery time (decay time). In
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Figure 1.1: The response of MOX gas sensors in Open Sampling System configuration.

OSS, gas sensors are continuously exposed to fluctuation concentrations of the
gases in the environment. There is thus not enough time for the gas sensor
to reach a steady state. Because of the slow response of the MOX sensors,
the gas sensor will not react quickly to a gas it is exposed to and will not
recover completely to reach a steady state. In addition, the MOX gas sensors
suffer from poor selectivity, i.e. a MOX gas sensor responds to a wide range of
gases. To compensate for their poor selectivity, a MOX gas sensor is replaced
by an array of distinct MOX gas sensors. An array of olfactory sensors and a
signal processing unit creates an electronic nose (e-nose) [19]. An increase in the
selectivity of the sensor array depends on the correlation of sensor responses
with respect to the target gases. Developed change detection methods should
thus be designed to work with a single sensor as well as with a combination
of sensors (sensor array). In the long-term, sensor response drift is common in
MOX sensors because of seasonal changes and ageing. Sensor response drift is
a challenge for change detection algorithms, especially those based on threshold
values. The effect of the drift in sensor response is implicitly addressed in the
designed methods, since they are build to find changes relative to the recent
past.

1.3 Contributions

This thesis addresses the problem of change detection in MOX gas sensor
responses deployed in an Open Sampling System. In order to tackle this
problem, first a commonly used change detection method called Generalized
Likelihood Ratio (GLR) algorithm is investigated. Then, a TREnd Filtering
with EXponentials (TREFEX) algorithm based on the exponential behaviour
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of the MOX sensor response is developed. Following this, the rTREFEX
(reweighted TREFEX) method is developed which is an improved version of
the TREFEX, in order to reduce the false detection of change points. The
three proposed change detection algorithms (GLR, TREFEX and rTREFEX)
are validated and compared through indoor experiments which provide ground
truth using precision, recall and F-measure as the performance measures. The
performance of the algorithms is analysed by considering a single gas sensor.
Then, the scope is extended by applying the algorithms to multiple sensors.
Finally, one of these algorithms is applied to outdoor experiments for which no
ground truth is available. The contributions of this thesis can be summarized
as follows.

• First of all, the thesis provides a gas dispersal simulation engine which
integrates a filament-based dispersion model introduced by Farrell et.
al. [25] with flow simulation from the OpenFOAM Computational
Fluid Dynamics package. The gas dispersal simulation engine provides
simulated data with ground truth for an Open Sampling System.
Simulated data can thus be used to evaluate olfaction related algorithms.
Since indoor experiments with ground truth exist for the evaluation of
developed change detection methods, the simulated data is not used in
the evaluation of the change detection methods. The simulation was used
outside of this Ph.D. thesis for the evaluation of gas distribution mapping
and sensor planning methods.

• The thesis applies the Generalized Likelihood Ratio (GLR) algorithm
[26] to address the change detection problem for MOX gas sensors. The
GLR algorithm is an online algorithm which looks for level changes in
the mean of the signal. GLR is a statistical change detection method
which locates a change point based on the deviations in the mean of the
signal before and after a hypothetical change point. The GLR algorithm
is implemented for both univariate and multivariate settings.

• The thesis proposes a TREnd Filtering with EXponentials (TREFEX)
algorithm, which takes into account the exponential behaviour of metal
oxide gas sensor responses. The algorithm models the underlying trend
of a sensor response as a piecewise exponential function and considers
a connection point between two consecutive exponentials as a change
point. The TREFEX algorithm is an optimization technique which is
developed for a single sensor or multiple sensor responses.

• The thesis improves the proposed TREFEX algorithm and proposes a
novel method called the rTREFEX algorithm. The rTREFEX algorithm
was found to refine the fitted piecewise exponential trend of the TREFEX
algorithm and decreases the number of falsely detected change points.
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• Finally, the thesis presents an approach for selecting a subset of sensors
in order to satisfy a trade-off between relevance and redundancy of the
sensors. The selected subsets of sensors are used in the evaluation of the
GLR, TREFEX and rTREFEX algorithms.

1.4 Outline

This section outlines the structure of the thesis and briefly explains the content
of each chapter.

Chapter 2 starts by briefly describing the nature of gas dispersion and then
explains the sensing mechanisms of metal oxide gas sensors.

Chapter 3 discusses related change detection approaches in the time series
domain. It also provides an overview of the relationship between change
detection and artificial olfaction applications, specifically in mobile robot
olfaction and air quality monitoring.

Chapter 4 describes three experimental setups for the Open Sampling System.
These experimental setups provide simulated datasets, indoor datasets
and outdoor datasets. The designed change detection algorithms are
tested in indoor and outdoor experiments. In addition, the simulated
datasets were used in the evaluation of gas distribution mapping and
sensor planning approaches outside of the scope of this thesis.

Chapter 5 proposes three algorithms (GLR, TREFEX and rTREFEX) for
change detection given a signal of MOX sensor responses. This
chapter also explains the parameter selection strategy and the extension
to the sensor array configuration. Additionally, this chapter reviews
the algorithmic distinction between the proposed change detection
algorithms.

Chapter 6 evaluates the proposed algorithms, first, for the case of single sensor
change point detection and then considering change point detection using
multiple sensors. The parameter selection results are also presented. The
proposed algorithms are analysed using the indoor dataset. Finally, the
numeric results provide a ranking of the algorithms based on the defined
performance measures.

Chapter 7 discusses the challenges of applying the designed change detection
methods in the real-world. More specifically, the variation of change
detection methods in order to deal with massive sensor readings and
the evaluation of change detection methods are discussed. This chapter
presents the results of the proposed algorithms in both indoor and
outdoor experiments where data is collected by a mobile robot.
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Chapter 8 concludes the thesis with a summary of the contributions and the
achieved results. It also discusses directions for future research.

1.5 Publications

Parts of the contents and results presented in this dissertation have been
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Chapter 2
Background

Air pollution in urban areas has a substantial impact on the environment
and human health. Urban air pollutants are mainly caused by industrial,
power plant and vehicle exhaust gases. Some of the produced pollutants are
sulphur dioxide (SO2), nitrogen oxides (NOx) (nitric oxide (NO), nitrogen
dioxide (NO2)), ozone (O3), particulate matter (PM) and carbon dioxide
(CO2). According to a report of the Organisation for Economic Co-operation
and Development (OECD) in 2012, the number of annual deaths as a result
of ambient air pollution is more than 3.5 million people across the world
[27]. It is thus necessary to monitor air pollution in order to avoid, for
example, exceeding the emission limits defined by the European Union [28].
The pollutants can be solids, liquids and gases. Air pollutant gases are the focus
of this section. Gas pollutants can remain in the atmosphere and be transported
by air flow over long distances. Moreover, chemical reactions between the gases
can produce further pollutants.

Pollutant and toxic gases are detectable by gas sensors. Commonly used
gas sensors for air pollution monitoring specifically considered in this thesis
are Metal OXide (MOX) gas sensors. Before analysing the MOX gas sensor
response in later chapters, it is necessary to understand the physical principles
of gas dispersion and how MOX gas sensors work.

2.1 Gas Dispersion

Patches of gas are transported and dispersed by air flow. Alongside air flow,
humidity, temperature, pressure, viscosity and the geometry of the environment
affect the transport of gases through the air. The patches of gas advectively
transport due to average wind flow. The transport of gases is also influenced by
turbulence. Turbulent air flow fragments the gas emanating from a source into
intermittent patches of high concentration with steep gradients at their edges
[29]. Moreover, gases also mix with their surrounding atmosphere in a longer
period due to molecular diffusion. The slow diffusion rate of gas molecules

9
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Figure 2.1: shows laminar and turbulence flow in the smoke of a burning candle. 1

implies that advection and turbulence are the dominating effects in comparison
with molecular diffusion in gas dispersion. For example, ethanol diffusion is
0.119 cm2/s at 25 °C and 1 atm [30] . Gas dispersion in natural environments
is thus dominated by turbulence and advection.

Gas transport can be decomposed into three regimes: a laminar regime,
a transition from laminar to turbulent or a fully turbulent regime. A laminar
flow occurs when the gas moves in layers without fluctuations so that successive
particles passing the same point have the same velocity [31]. In contrast with
the laminar flow, turbulence flow occurs when the particles of the gas move in
a disordered manner in irregular paths, and their velocities change randomly in
magnitude and direction [31]. Gas transport regimes can be quantified by the
Reynolds Number. Laminar and turbulent flows are characterised respectively
with low and high Reynolds numbers. Figure 2.1 shows the smoke from a
burning candle. In figure 2.1, the smoke has a laminar regime close to the wick.
As the smoke rises higher, it turns into a turbulence regime due to a increase
in speed of the rising hot smoke. When the speed and therefore the Reynold
number is sufficiently high, the laminar flow turns into the turbulent [32].

Air flow is described by the Navier Stokes equations [33]. An accurate
approach to solve the Navier Stocks equations is the Direct Numerical
Simulation (DNS). Because of the high computational cost of the DNS
approach, it is not feasible to apply it in real-world situations. Large
Eddy Simulation (LES) is another approach to simulate air flow and
gas dispersal. LES simulates large turbulent structures and the remaining
challenge is to model the smaller scale turbulence. Yet another approach of
modelling turbulence is Reynolds-averaged Navier-Stokes equations (RANS).
The computation cost of RANS is low and as such it is used widely. Before
solving the RANS equations, an additional Reynolds stress terms need to be

1This figure is an inverted version of the one available at ����������	�
���
����������

�����������������������
���	
�
����
����.
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modelled. Various models of Reynolds stress terms lead to the creation of
different turbulence models such as the k− ε turbulence model.

The mechanisms of gas dispersion cause unpredictable fluctuations in the
concentration profile. The fluctuations in concentration induce fluctuation in
the gas sensor response. Further, the lack of control over the environmental
conditions results in a low reproducibility of experiments with gas sensors.

2.2 Metal Oxide (MOX) Gas Sensors

Metal OXide (MOX) gas sensors are widely used in a variety of real-world
applications such as environmental monitoring. The advantages of metal oxide
gas sensors are that they are inexpensive, commercially available, and have a
relatively long lifetime. Moreover, MOX gas sensors are sensitive to a wide
range of gases, including Volatile Organic Compounds (VOCs), CO, NO2, O3,
H2S, and CH4. Further, MOX sensors are small in size.

MOX sensors contain a sensing surface consisting of a semiconductor metal
oxide film. Depending on the sensing surface, a heater brings the temperature
to between 200 ◦C and 500 ◦C. MOX sensors have also electrodes that
measure the conductance or resistance of the sensing surface. The resistance
or conductance measured over time creates a sensor response time series of
MOX sensors (MOX sensor signal). Conductance and resistance have an
inverse relationship to each other. The changes in sensor response are the
result of interaction between a gas and the sensing surface. MOX sensors is
an in-situ sensor that measure the presence of gases at the sensor location
and cannot detect gases which are far from the sensor. There are two types
of semiconductor MOX sensors, n-type and p-type sensors [34]. In a certain
temperature range, oxygen molecules in the atmosphere attract electrons from
the semiconductor and form oxygen adsorbed on the surface. Oxidizing gases
such as NO2 and CO2 close to the metal oxide surface react to pre-adsorbed
oxygen and to the sensing surface itself. The result of these reactions is a
reduction in the number of electrons on the sensing surface. The reducing gases
such as NO and CO react with pre-adsorbed oxygen and release electrons.
This results in decreased resistance in the n-type MOX sensors and increased
resistance in the p-type MOX sensors [35]. The Taguchi Gas Sensor (TGS) [36]
and e2v MiCs sensors [37] used in this thesis are n-type semiconductor sensors.
Since the rate of redox reactions is dependent on the surface’s temperature and
its material, it is clear that the doping material of the sensing surface and the
operating temperature considerably affect the characteristics of the sensor [38].

The change in conductance is approximately linearly proportional to the
logarithm of the concentration of the gas over a range of concentrations [38].
That is a reason that the response of metal oxide gas sensor can be modelled
by a sum of exponential functions [39]. Figure 2.2 [1] shows the response
and recovery time in a closed sampling system without disturbances such as
turbulence and air flow advection. The MOX sensor was exposed to a pulse
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of ethylene and the sudden variation in the exposure of the sensor generates
exponentials in the response. Those exponentials have different time constants
depending on whether the sensor is suddenly exposed to gas or whether gas is
removed.

Figure 2.2: The response of a Figaro TGS2600 MOX sensor to a pulse of 250 ppm of
ethylene obtained in a closed sampling system. The figure is adapted from [1].

One of the drawbacks of MOX sensors is their slow response time and their
even slower recovery time. Further drawbacks are their sensitivity to changes
in humidity and temperature, poor selectivity and drift in sensor response.



Chapter 3
Related Work in Change
Detection

This dissertation is about detecting changes in the response of Metal OXide
(MOX) gas sensors. Related research to the problem addressed in this
dissertation can be studied from two different perspective: an algorithmic point
of view and an application points of view. From an algorithmic point of view,
the problem addressed in this dissertation is a special case of the more general
problem of change detection in the time series domain. The state-of-the-art
change detection methods in the time series domain are thus categorized.
Further, each category of methods is related to the approaches used in this
dissertation. From the application point of view, this dissertation is related
to research in the artificial olfaction domain. Thus, this thesis will discuss an
overview of the change detection applications in the artificial olfaction domain
and to briefly describe the benefits of having a change detection method in
mobile robot olfaction and air quality monitoring.

3.1 Change Detection in Generic Time Series

The detection of changes in the activity of a gas source based on the response
of an array of MOX gas sensors is a special case of change point detection in a
multivariate time series. This is because the response of an array of gas sensors
sampled at constant intervals can be considered as a multivariate time series.
MOX sensors are characterized by slow response dynamics and by an even
slower recovery. Sudden changes in the exposure of a MOX sensor therefore
manifest themselves as an exponential rise or decay in the sensor response.
Moreover, fluctuations in the MOX sensor response do typically occur as
a result of turbulent gas dispersion. These characteristic define a particular
change detection problem. Methods to detect changes in the response of MOX
sensor will be discussed in Chapter 5.

13
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Change detection in a time series is applied to a wide range of applications
such as quality control [40], climatology [41], image edge detection [42],
detection of land-cover change [43] and biomedical signal processing [44].
The change point detection problem can be addressed in different ways.
Variations range from online to offline algorithms, model-based or model-free
algorithms, multivariate or univariate algorithms, and whether they detect
additive or multiplicative changes [26]. An online method processes new
measurements sequentially. An offline method analyses previously collected
data and usually needs all available data or segments of data as input. A method
is called real-time when the computation process completes before the next
measurement arrives. According to these definitions, not all online methods
can be considered as real-time methods. Online methods often try to detect
change points close to recent measurements, making such methods suitable for
continues monitoring tasks such as water-quality monitoring [45]. On the other
hand, offline methods are suitable for studying long term processes, such as the
annual rate of coal-mining disasters [46]. Offline methods can also be used
to identify the parameters of a method for their later use in online form [47].
Change detection methods which decide on a change point at each iteration, are
called single change point methods. Offline change detection methods which
consider a whole time series at once to detect all change points together are
known as batch methods or multiple change point methods.

Model-based change detection methods assume a model for a given time
series. On the other hand, model-free change detection methods do not assume
any model for the time series [48]. Detecting changes based on a single
time series leads to univariate change detection, whereas multivariate change
detection considers multiple time series simultaneously. For instance, an online
univariate change detection method presented in [49] identifies changes of
mean and variance in the C + G structure of human DNA. Xuan and Murphy
developed a multivariate change detection method to detect the changes of
correlation structures in finance time series [50]. Change detection problems
can be classified into two categories. (1) changes in the mean value of a time
series and (2) changes in the behaviour around the mean level. The changes in
the mean value of a time series are called additive changes. The changes that
occur in the variance, correlations, spectral characteristics and dynamics of a
time series are called multiplicative changes [26].

3.1.1 Change Detection Methods

Several methods have been proposed in order to address the change detection
problem in generic time series. In this section the change detection methods
are categorized into the five following categories from the algorithmic
point of view: threshold-based methods, hypotheses-testing methods, Bayesian
methods, kernel-based methods and trend-detection methods. The following
sections briefly describe each of these categories and discuss the advantages and
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disadvantages associated with applying them to the problem presented in this
dissertation. Since the mentioned categories are not mutually exclusive, some
methods belong to more than one category.

Threshold-based Methods

Historically, sequential change detection in a time series gained attention in the
area of quality control studies with control charts. The control charts display
the time series data or the statistical parameters of the time series data. These
quality control studies detected changes by applying thresholds, for example
related to the standard deviation (σ) of the time series on the control charts. The
Shewhart approach [51] is a well-known control chart method which monitors
changes in industrial production processes. Changes in Shewhart’s control chart
are detected when the deviation of the local average of the time series data y(b)
from an expected mean μ0 exceeds a certain threshold (η).

y(b) − μ0 � η (3.1)

where

y(b) =
1
w
Σbw
i=(b−1)w+1yi (3.2)

where η is the control limit set as κ ∗ σ/√w. w ∈ N is a window size, b is the
window number and κ is the tuning parameter of the Shewhart control chart.

Due to the simplicity of the threshold-based methods, they are often used in
real-world applications such as object tracking [52]. This simplicity leads to a
hardware implementation of these methods. Moreover, the low computation
time of the threshold-based methods provides the possibility of detecting
changes in real time. However, selecting an optimal threshold is challenging,
since a high threshold leads to missed detections of change points and a low
threshold leads to false change detections. In addition, threshold-based methods
only detect changes in the magnitude of time series data, not changes in the
underlying pattern.

Hypotheses-Testing Methods

One of the statistical methods for change detection is the hypotheses-testing
method [26]. Assume that for a given set of hypotheses, a portion of time series
data follows one of the hypotheses. The hypotheses-testing method decides
which hypothesis gets accepted for the considered portion of data. For change
detection problems, the decision is between accepting the hypothesis of having
a change point (H1) and the hypothesis of not having a change point (H0).
The hypothesis of having a change point gets accepted if there exists a point
in which the behaviour of the data before and after that point are statistically
distinct. Figure 3.1 shows an exemplified time series with two change points,
which are detectable with a hypothesis-testing method since the behaviour of
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Figure 3.1: An exemplified time series with two change points at 100 and 200. The
change points are marked with two dotted lines. At 100, the variance of the parameter
is changed. At 200, the mean of the data is changed. Both of the changes are detectable
by a hypothesis testing method such as the Generalized Likelihood Ratio (GLR) method.

the data changes in both mean and variance parameters. However, the detection
of both change points with a threshold-based method is difficult.

The Sequential Probability Ratio Test (SPRT) developed by Wald
[53] formulates hypotheses-testing for change detection inspired by the
Neyman-Pearson lemma [54]. SPRT decides between the two hypotheses H0

and H1 defined above by comparing the likelihood ratio an upper and lower
threshold values. If the likelihood ratio exceeds the upper threshold value, the
method accepts hypothesis H1. Similarly, if the likelihood ratio is below the
lower threshold value, the method accepts hypothesis H0. If the likelihood ratio
is between the threshold values, then the method does not decide and more
measurements are observed. One of the famous extensions of the SPRT method
is Cumulative SUM (CUSUM) charts by Page [55]. The key distinction between
SPRT and CUSUM is that the CUSUM method sets the lower threshold value to
zero. Since the likelihood is always a positive value, setting the lower threshold
to zero ensures that the CUSUM method either accepts hypothesis H1 or it
observes more measurements. Later, the optimality of the CUSUM algorithm
was proved by Lorden [56]. In the CUSUM algorithm, the distribution of
data before and after the change point is assumed to be known. For more
complicated cases when the distribution after a change point is unknown,
the Generalized Likelihood Ratio (GLR) algorithm was developed by Lorden
[56] as an extension of the CUSUM algorithm. The GLR algorithm replaces
the unknown distribution after a change point by an estimated distribution
calculated using maximum likelihood estimation. The Marginalized Likelihood
Ratio (MLR) method by Gustafsson [57] is based on the GLR method. The
MLR method improves the GLR method by automatic threshold selection,
increasing its robustness to modelling errors and its complexity. To decrease
the computation time of the GLR algorithm, a sliding window to limit test and
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reference interval is applied [26]. Another attempt to improve GLR was made
by estimating the likelihood ratio directly instead of estimating the probability
density of test and reference intervals [58].

For change detection, the hypotheses-testing methods perform a hypothesis
test and decide whether to accept or reject a hypothetical change point.
Hypotheses-testing methods are usually considered as model-based methods,
due to using assumptions to formulate the hypotheses. Using hypotheses-testing
methods provides the possibility of detecting changes in the mean of the time
series, in the variance and in both. The most common algorithms in this
category are the GLR test [26] and the CUSUM algorithm [26]. The advantages
of the GLR and CUSUM methods are:

1. they are generally applicable as they do not make strong assumptions for
an input time series;

2. they are online;

3. they not only trigger an alarm when they detect a change point but
also provide an estimate of the detected change point’s position. In fact,
detecting a change in an online manner occurs after the actual change
point.

The drawbacks of the GLR and CUSUM methods are:

1. they are computationally expensive for large-scale or multidimensional
data;

2. they depend on the threshold selection in order to decide on a
hypothetical change point.

Bayesian Methods

Bayesian methods use a prior distribution of statistical parameters to infer
a posterior distribution. This posterior distribution is calculated using Bayes’
rule:

P(A|B) =
P(B|A)P(A)

P(B)
(3.3)

where A represents statistical parameters and B is the given observed data.
Here, P(A) is the prior distribution and P(A|B) is the posterior distribution.

Bayesian methods are considered for the change detection problem when
a prior distribution is available. The prior distribution could be determined
on the basis of the number and position of the change points. Then, the
posterior distribution of change point positions is calculated using Bayes’ rule,
by considering the prior distribution and the input time series data.

Historically, Bayesian methods for change detection were mainly univariate
and offline. As an example, Punskaya et al. [59] applied an offline Bayesian
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method for signal segmentation. On the other hand, online Bayesian methods
for change detection received attention following the work of Adams and
Mackay [60], and Fearnhead and Liu [49]. The framework developed by
Adams and Mackay [60] is called Bayesian Online change point Detection
(BOCPD). BOCPD defines a hazard function in a way that takes into account
the prior assumption on the time since the last change point (the run length). It
then calculates the posterior probability of the time between the change points.
Turner et al. [61] improved the BOCPD method by learning the parameters
of the hazard function. Multivariate Bayesian methods were developed to
detect not only changes in the mean and the variance but also changes in the
correlation of the time series, which are useful for financial applications [50].

Although Bayesian methods and hypotheses-testing methods are both
statistical approaches, they have particular differences. Hypotheses-testing
methods examine the likelihood ratio of the conditional probability of the
data before and after a hypothetical change point given the parameters
of distribution. However, Bayesian methods calculate the conditional
probability of the parameters of distribution given the data. In other
words, hypotheses-testing methods consider the input data as a random
variable and the parameters as fixed, whereas in Bayesian methods, the
parameters are random variables and the data is considered as constant.
Furthermore, hypotheses-testing methods do not need to be based on strong
prior assumptions, whereas Bayesian methods assume a prior distribution in
order to compute the posterior distribution. Since the aim of this dissertation
is to develop change detection methods for MOX sensor signals without any
strong assumptions (such as assuming a priori on the position of the change
point), Bayesian methods have not been investigated.

Kernel-based Methods

More recently, the machine learning community adapted kernel-based methods
to address the change point detection problem [62], [63]. Desobry et al.
[62] used the One-class Support Vector Machine (OSVM) method for change
detection called online Kernel Change Detection (KCD). The KCD method uses
a dissimilarity measure to decide between the hypothesis of having a change
point versus the hypothesis of having no change point in the fixed-size sliding
window. The dissimilarity measure is defined in feature space in a way that
the KCD method does not need to assume a statistical model of the underlying
distribution. The main advantages of this method are that it is a model-free
framework and that it is able to handle high dimensional data. However, the
challenges associated with it are that it is necessary to estimate the parameters
such as window size and the decision threshold.

As mentioned above, hypotheses-testing methods decide between two
hypotheses based on the likelihood ratio of probability densities, while
kernel-based methods make a decision based on a dissimilarity measure. Canu
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Figure 3.2: An exemplified time series with a single change point at 100. The dotted line
describes the position of change point. This change is detectable by a trend-detection
method using piecewise linear segmentation.

and Smola [64] prove that the dissimilarity measure in the KCD method can be
retrieved by using the exponential family model from the generalized likelihood
ratio in the GLR method.

Trend-Detection Methods

Changes can be detected by estimating the underlying trend of a signal as a
piecewise function and then considering the connections between consecutive
pieces as change points. Trend-detection methods are clearly model-based
methods and rely on the assumption that the shape of the trend is known.
Two examples of these methods are piecewise linear segmentation [65, 66]
and piecewise-constant segmentation [67]. Vert and Bleakley [68] extend a
piecewise-constant segmentation of a single signal to a multivariate setting by
reformulating the problem as a group Lasso problem [69]. Group Lasso finds
the shared change points within the selected dimensions of the input signal. So
far most of the change detection methods that belong to the trend-detection
category are offline.

Trend-detection with a piecewise constant function detects the level changes
in the mean of the signal. Trend-detection using a piecewise linear function is
more complicated. Figure 3.2 shows an example of a change point which is
detectable by a linear function. Methods such as GLR and KCD are not able to
detect changes in linear functions. The trend-detection functions are not limited
to constant or linear function, they can detect changes in the parameters of any
functions, such as exponential and polynomial and this property will be used
in Chapter 5.
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3.2 Change Detection in the Artificial Olfaction
Domain

This section reviews the application of change detection to MOX gas sensors
in the artificial olfaction domain and discusses how change detection can
contribute to address problems in mobile robot olfaction and air pollution
monitoring.

There are very few studies related to change detection in the domain of
artificial olfaction. Bordignon and Scagliarini in [70] use the GLR method for
monitoring the air pollution caused by the ozone when the data is missing and
inaccurate. Another work deals with a sensor network, detecting anomalies in
the distribution of gases in coal mines [12]. A Bayesian Network is proposed
to trigger alarms in case the sensor response at different nodes is anomalous.
However, the approach in [12] is mainly concerned with the spatial distribution
of the gas concentration and neglects many problems associated with chemical
sensing, including cross correlation in the response of different types of gas
sensors. Moreover, a non-threshold based event-detection approach is used in a
coal mine [71]. Events are modelled as spatio-temporal data patterns, which are
matched to the data acquired from the sensor network. However, this approach
does not provide any information about the challenges of change detection at
each sensor node. The proposed change detection methods in this thesis are
designed to address the challenges associated with chemical sensing for a single
location. This is not addressed in any of the works mentioned above.

Perera et al. [72] proposed an adaptive algorithm for change detection of
the responses of gas sensors. This method aims to detect oil vapour leakage
events based on the method of recursive dynamic principle component analysis
(RDPCA). The idea of using an adaptive method like RDPCA is to develop an
approach which is robust to sensor drifts. This change detection method detects
the presence of a gas. The change detection methods presented in this thesis not
only detect the presence of a gas but also changes in its concentration, as well
as changes in gas compounds.

3.2.1 Change Detection and Mobile Robot Olfaction

Equipping a mobile robot with gas sensors is the core idea of research in mobile
robot olfaction. Using mobile robots instead of humans to carry gas sensors can
be beneficial in many situations including the following: when gases harmful
to human health have been dispersed in the area of investigation; when a
human nose is not capable of detecting the target gas, and when the process of
investigation becomes easier, faster, or more accurate through the use of mobile
robots. In the field of mobile robot olfaction, the main olfactory tasks include
gas detection, gas discrimination, plume tracking, gas distribution mapping
and gas source localization. Gas detection detects the presence of volatile
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chemical compounds. Gas discrimination identifies distinct volatile chemical
compounds [1]. Plume tracking involves a robot following the plume in order
to locate the source emission of a gas [10]. Gas distribution mapping in a given
environment provides a representation of the observed gas distribution in a
form of a map of the environment [11]. Gas source localization, also known
as odour localization, is the act of finding the location of a volatile chemical
source in the environment [10]. Further information about robotic olfactory
tasks is available in the review papers [73], [10] and [74].

The necessity of applying a change detection method to identify the
activity of a gas source becomes evident when robotic olfactory tasks such as
gas discrimination, plume tracking, gas distribution mapping and gas source
localization need to be applied in the real world. The following list explains the
connection between change detection and the robotic olfactory tasks as well as
how change detection can improve these tasks:

• Gas detection is the task of detecting the presence of volatile chemical
compounds [75]. Instead of continuously analysing a measured sensor
reading to find the presence of a specific gas, change detection can trigger
an alarm when a change has occurred and then gas detection can look for
the presence of a specific gas.

• Gas discrimination is the task to identify distinct volatile chemical
compounds [1]. Gas discrimination methods [76] classify the sensor
readings which are between one rise and decay of the gas sensor response.
The interval between a rise and decay provides a segment as an input
for gas discrimination method. A segmentation for gas discrimination
should be calculated according to the changes in compounds. However,
segmentation based on the rises and decay of data is not robust because
some of the rises and decays in sensor response occur due to fluctuations
caused by the chaotic nature of turbulence. Change detection methods
can provide segmentation based on the changes in compounds. In
fact, two consecutive change points in a time series data divide the
time series into a meaningful segment. According to the definition of
change detection, each segment between two consecutive change points
is the result of constant combination of the chemicals. Using change
detection for better segmentation can thus improve the results of gas
discrimination.

• Plume tracking is the task of detecting the borders of the gas plume.
Bio-inspired plume tracking methods try to find a plume and keep the
robot around the plume while the robot navigates upwind to the source.
These methods [77] need a threshold to decide if the robot is within
the plume or not. Due to fluctuation in the sensor response and the
potential presence of multiple gas plumes, the threshold might not be
able to correctly identify the plume edges. Moreover, the slow dynamic of
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MOX gas sensors has to be taken into consideration if it is to be correctly
identified when and where the robot enters or exits a plume. With
change detection capabilities, plume tracking methods can distinguish to
a reasonable extent between noise and a real increase of the measurement
and simultaneously locate changes in the compound and mixture.

• Gas distribution mapping in an environment aims at deriving a truthful
representation of the observed gas distribution from a set of spatially and
temporally distributed sensor readings of relevant variables. The relevant
variables mainly include gas concentration, but also wind, pressure and
temperature [11].

One of the extensions of gas distribution mapping is time-dependent gas
distribution mapping [78] which takes the time of the sensor reading
into its calculation. Time-dependent gas distribution mapping assumes
that more recent sensor readings carry more important information
when it comes to predicting future sensor readings. The definition of
the recent sensor readings specifies how much the old sensor readings
should influence the representation of the environment and which part
of the sensor readings should be taken into account in which part of
the environment in order to predict future sensor readings. Assuming
that a gas distribution map is represented in an area with a network of
stationary sensors. Based on the definition of the change detection, the
behaviour of the signal before and after a change point are not the same
at each sensor position. Time-dependent gas distribution mapping should
thus not rely heavily on the sensor readings before the last change point in
comparison to the sensor readings after the last change point. In this way,
by knowing the positions of the change points, the sensor readings after
the last change point can be considered as recent sensor readings. The
definition of the recent sensor readings using change detection methods
can improve time-dependent gas distribution mapping in situations where
there is a way to connect the detected change points and sensor readings
to regions in the environment.

Change detection algorithms can be also integrated with an event-based
gas distribution mapping [79]. An example of an event-based gas
distribution mapping is Bayesian Spatial Event Distribution (BASED)
method [79], which models the spatial distribution of events of detection
and non-detection of a target gas. Change detection methods can identify
events for event-based gas distribution mapping methods in case the event
definition is sufficiently similar. In this way, event-based gas distribution
mapping can take into account more complicated definition of an
event than a simple threshold-based approach for event detection. More
importantly, an event-based gas distribution mapping can be applied to
heterogeneous data using various change detection methods.
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• Gas source localization approaches aim to locate the emission source of
a gas. Localizing the source using MOX sensors is often done through
plume tracking or gas distribution mapping. Change detection can thus
indirectly improve gas source localization by integrating with plume
tracking or gas distribution mapping methods.

3.2.2 Change Detection and Air Quality Monitoring

Traditionally, air quality monitoring was limited to a few accurate but
expensive sensors. Nowadays, for air quality monitoring, inexpensive sensors
can be used. Projects like Air Quality Egg [15], Copenhagen Wheel [80],
OpenSense [81] and CitiSense [9] are examples of recent air quality monitoring
projects. In these projects sensors are either deployed in a stationary or a mobile
manner (attached to a cell phone, for example). Measurements of air pollution
are transferred from sensors to a device connected to the internet. Then data can
become available in real-time on databases. These projects can provide huge
amounts of data in a large-scale environment in real-time. The new generation
of air quality monitoring projects addresses a number of challenges associated
with traditional air quality monitoring such as using inexpensive sensors and
having more sensors in urban areas. At the same time, they face important
challenges such as calibrating the sensors and power management.

In the remainder of this section, four sample projects of current technology
development and applications of a new type of air quality monitoring will
first be presented. Then, common challenges of the projects will be explained
and ideas of addressing some of these challenges by using a change detection
method will be discussed.

The Air Quality Egg [15] is a project for pollution monitoring in towns. The
underlying idea is a sensor network system designed to collect measurements
outdoors or indoors. The idea is to transfer the sensor’s collected measurement
through the egg base station to the internet. The design of the sensors is
inexpensive and DIY (Do-It-Yourself). Figure 3.3(a) shows sensors which are
placed into an egg base station. The Air Quality Egg is designed to measure the
carbon monoxide (CO) and nitrogen dioxide (NO2) gases using metal oxide gas
sensors (MiCS 2710, MiCS 5525, MiCS 2610). It also measures dust, humidity
and temperature. The Air Quality Egg is developed to address mainly the design
process from issues in sensor boards to provide publicly available data. One of
the issues that the Air Quality Egg did not address is the calibration of the gas
sensors. The calibration of the gas sensors is difficult due to the non-linearity
of the MOX gas sensor responses and the huge number of sensors across the
world. Moreover, analysing the data provided by the Air Quality Egg project is
difficult using not calibrated sensors.

The rest of the projects follow a similar idea of installing inexpensive sensors
(on a large-scale for air pollution monitoring), but instead of being stationary,
they are connected to mobile platforms. The Copenhagen Wheel [80] equips
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bikes with a motor, a 3-speed internal hub gear, batteries, a torque sensor, GPRS
and sensing capabilities (see Figure 3.3(b)). A feature of these bikes is that they
can compensate with additional power whenever needed during pedalling. The
Copenhagen Wheel measures carbon monoxide (CO), nitrogen oxides (NOx),
noise, temperature and humidity. After the data is measured, it is transferred
through a smart phone to the Internet. OpenSense (Open sensor networks for
air quality monitoring) [81] is another project for air pollution monitoring
which places the sensors on public transport. The transfer of sensor data to
the internet is achieved through a wireless sensor network. The target gases
in the OpenSense project are nitrogen dioxide (NO2), carbon monoxide (CO),
and ozone (O3). Figure 3.3(c) shows the installation of a measurement station
on top of a tram in Zurich. The CitiSense [9] project has been developed on the
basis that mobile phones are widely available. The small and wearable sensors
(including gas sensors and the humidity, temperature and pressure sensors) can
connect to a mobile phone via Bluetooth and transfer data to the Internet.
Figure 3.3(d) shows the participation of people in the CitiSense air pollution
monitoring campaign. A mobile phone is equipped with electrochemical gas
sensors to assess nitrogen dioxide(NO2), carbon monoxide(CO), ozone (O3).

(a) Air Quality Egg [15] (b) Copenhagen Wheel [80]

(c) OpenSense Project [81] (d) CitiSense Project [9]

Figure 3.3: Air pollution monitoring projects in which sensors are deployed on (a) egg
basef stations, (b) bikes, (c) public transport, and (d) smart phones.

A summary of the Air Quality Egg, Copenhagen Wheel, OpenSense and
CitiSense is given in Table 3.1, which also provides the types of the sensors
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and their target gases in the projects mentioned. The sensors are either metal
oxide or electrochemical gas sensors. The target gases are NO, NO2, CO,
CO2, and O3. In all of the projects, there are sensors to measure humidity and
temperature. Besides humidity and temperature, some of the projects measure
dust, noise, ultrafine particles, and barometric pressure.

Project name Gas sensors Target gases Sensor
node status

Other
information

Air quality
egg [15]

MiCS 2710,
MiCS 5525,
MiCS 2610

NO2, CO,
O3, dust,
humidity and
temperature

Static Wireless sensing
- currently 715
eggs in the
world

The
Copenhagen
Wheel [80]

- CO, NOx,
noise,
temperature
and humidity

Mobile Boosts power

OpenSense
[81]

KWJ
Engineering
SNL-NO2,
City
Technology
A3CO,
MiCS-OZ-47

NO2,
CO, O3,
temperature
and humidity,
ultrafine
particles

Mobile Wireless sensing

CitiSense [9] Electrochemical
sensors

NO2,
CO, O3,
temperature,
humidity, and
barometric
pressure

Mobile Wearable
sensor

Table 3.1: Gas sensors and target gases of four air pollution monitoring projects. The
websites of these projects are accessed on February 5, 2015.

Currently, the focus of all of these projects is on developing a platform for
air pollution monitoring. However, many challenges must be overcome before
analysing the sensor data. The projects run on inexpensive sensors such as
metal oxide sensors and electrochemical gas sensors. These sensors need to
be frequently calibrated because of the variations in humidity and temperature
and the effect of ageing. However, performing calibration is difficult due to
the high number of sensors and the specification of the sensors itself. The gas
sensors are also not designed to detect compounds in low concentrations. The
cross sensitivity of the sensors is another challenge which makes analysing the
compound of interest difficult. Finally, the data does not provide any ground
truth, which makes analysis and evaluation hard.
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Change detection can alleviate the need for calibration and also reduce
power consumption. A robust change detection method to calibration decides
based on trends (patterns) in the sensor response rather than the sensor
response value alone. Moreover, transferring only change points instead of an
entire signal can reduce power consumption.

3.3 Discussion

The first part of this chapter provided an overview of off-the-shelf change
detection algorithms. A categorization of the change detection algorithms
was presented, which covered threshold-based methods, hypotheses-testing
methods, Bayesian methods, kernel-based methods and trend-detection
methods. This raises the question of which of the categories can be used to
address the change detection problem in metal oxide gas sensors?

The mechanism for the transport of gases in natural environments is
dominated by turbulence and advection. This causes the sensor response to
fluctuate continuously [1]. In addition, external factors such as humidity and
temperature also influence sensor readings [24]. Consequently, change point
detection cannot be achieved by using threshold-based methods. Further, since
prior information about the position of change points is typically not available,
Bayesian methods cannot be used to address the change detection problem in
metal oxide gas sensors. When changes are defined according to the changes
in the mean or the variance of the signal, hypotheses-testing and kernel-based
methods can be applied. Trend-detection methods can be considered for change
detection in situations where a model for gas sensor response is assumed, such
as the exponential behaviour MOX gas sensor.



Chapter 4
Experiments

This dissertation discusses three experimental designs for Open Sampling
Systems (OSS) that can be used in the artificial olfaction domain. Experiments
were carried out in simulation, as well as in real-world, controlled and
uncontrolled scenarios. The different experimental designs complement each
other. Simulation experiments provide datasets with dense measurements and
enable comparisons with the ground truth. The controlled experiments have
almost reproducible uniform air flow and nearly constant humidity and
temperature in a closed environment. Controlled experiments allow the study
of some of the real-world effects and ground truth information is also available
to some degree. Finally, uncontrolled experiments gather data in real-world
situations through a mobile robot.

The major contribution in this chapter is the development of a gas dispersal
simulation engine. Controlled and uncontrolled scenarios are used in order to
evaluate the change detection methods presented in the next three chapters.

4.1 Simulation

Inexpensive sensors such as metal oxide semiconductors are to a certain degree
unspecific, which means that they respond to a range of chemicals. Dense sensor
networks can be operated economically with inexpensive and consequently
unspecific sensors. These sensors usually do not respond immediately to an
increased gas concentration (the response time is in seconds, the recovery
time is in tens of seconds). As a consequence of the delayed response, the
absolute value reached by the sensors depends on the gas concentration but
also on the time the sensors were exposed to the gas, which is a hidden
variable. Under real-world conditions in OSS, gas sensors are virtually never
exposed long enough to a constant concentration of a gas so as to reach a
steady state response [82]. However, standard gas sensor calibration assumes
that the sensors are, under stable conditions, exposed to a single gas for a
sufficiently long time to reach the steady state [83]. Thus the gas sensors which

27
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could realistically be used in a dense sensor network cannot be considered to
be fully calibrated: the response does not directly reflect the immediate gas
concentration.

Simulating gas dispersal can be used in evaluation of many applications,
such as gas distribution modelling approaches. Evaluating gas distribution
modelling approaches requires a sufficient number of sample measurements
over a certain period of the time, as well as reliable ground truth information.
Due to the difficulty of collecting concentration measurements and the
respective ground truth data in real-world experiments, it is very important to
complement real-world measurements with data from a realistic gas dispersal
simulation. Besides the availability of ground truth information, simulations of
gas dispersal have additional advantages: they enable repetition of experiments
under identical conditions, relatively effortless testing in various scenarios and
avoid the intricate calibration issues which typically occur when gas sensors are
used in dense sensor networks. Moreover, simulations of gas dispersal eliminate
the economical constraints and technical difficulties in deployment of sensors
for various experiments.

The gas dispersal simulation engine presented in this section integrates the
filament-based dispersion model introduced by Farrell et al. [25] with flow
simulation from the OpenFOAM Computational Fluid Dynamics package [84].
The filament-based dispersion model [25] is a computationally efficient plume
simulation model in a turbulent flow which is commonly used for simulating
gas dispersion. The gas dispersal simulation engine has been implemented
in 2D. Jiang et al. [85] recently developed a simulation which merges the
filament-based dispersion model with CFD flow simulation which is similar
to the work presented in this dissertation. The filament-based plume model
has been extended to a 3D simulation with the presence of multiple chemical
compounds by Sutton et al. [86]. Another possibility to simulate gas dispersion
is to use a commercial computational fluid dynamics (CFD) software such as
FLUENT to simulate both air flow and gas concentrations [87]. Moreover, in
the field of mobile robot olfaction, gas dispersal simulations are merged with
the robotic simulation platforms such as player/stage simulation framework
[88] and the Robot Operating System (ROS) framework [2]. Among the robotic
simulation platforms, ROS is an open source system which is widely used in
robotics research [89]. Implementation of the gas dispersion simulator in ROS
framework enables integration of it with a set of software libraries and tools
such as sensing mechanisms (e.g. odometry), hardware property of the robot.

In what follows, the theory behind the gas dispersal simulation is sketched,
including filament based dispersion modelling and turbulent flow models.
Then, the actual implementation of the flow model is detailed and also the
odour propagation model is explained. This will be followed by snapshots of
simulated gas dispersal and a presentation of the derived data-driven statistical
gas distribution models. Moreover, a short explanation about 3D simulation
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is presented. Finally, the future directions of simulation in the field of artificial
olfaction are discussed.

4.1.1 Theory

In this section, the governing equations for modelling compressible flow and
the propagation of gas in filaments are discussed. A basic assumption we make
is that air flow affects gas propagation but gas propagation does not affect
the flow. Any numeric simulation of fluid dynamics must satisfy conservation
equations: the conservation of mass, momentum and energy. In the following,
the type of the turbulent flow model and details of gas propagation are
discussed.

Turbulent Flow Models

Fluid flows can be either laminar, in transition from laminar to turbulent,
or fully turbulent. Turbulent flow models are mostly based on Reynolds
Averaged Navier-Stokes (RANS) equations, which can be classified as either
Eddy-viscosity or Reynolds stress models. Different turbulence models can be
used in order to model a turbulent flow. Sklavounos and Rigas [90] showed
that a good agreement between simulated and measured gas dispersion can be
achieved using a k − ε turbulence model (an eddy-viscosity model). Another
turbulence model that can be used is k − ω model. In comparison to k − ε
model, the k −ω model simulates the flow with higher accuracy for boundary
layers with adverse pressure gradient [91]. However, the k − ω model is
not suitable for applying to flow with free-stream boundaries (e.g. jets) [92].
The k − ω − SST model combines the advantages of both k − ε and k − ω
models. The k −ω − SST turbulence model avoids the necessity of employing
damping functions and a strong sensitivity to the free-stream value of ω [92].
Furthermore, the k − ω − SST formulation switches to a k − ε behaviour in
the free-stream. We chose the k−ω− SST turbulence model for simulation of
turbulence. Generally, the gas dispersal package presented here is independent
of the turbulence model and different models can be used. The equations of
k −ω − SST turbulence model are the same as k −ω − SST turbulence model
used in OpenFOAM. These equations are explained in [93].

Gas Propagation Model

The complex interaction of gas with its surroundings is typically dominated by
three physical effects. First, over a long time scale, molecular diffusion mixes
the gas with the surrounding atmosphere to achieve a homogeneous mixture
of both. Second, turbulent air flow fragments the gas emanating from a source
into intermittent patches of high concentration with steep gradients at their
edges [29]. Third, flow advectively moves these patches. Due to the effects
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of turbulence and advection, it is possible to observe high concentrations in
locations distant from the source location.

The filament-based dispersion model takes into account all three effects
mentioned above. Gas is represented by a sequence of puffs and each puff
is composed of a number of filaments. The filaments are gas patches with a
predefined spherical shape. A chemical released at a source location is affected
by turbulent and molecular diffusion along its path, while being transported by
advection with the wind.

The simulation model decomposes into two processes, (1) the transport
of the filament and (2) the changing shape of the filament. The transport
of the filaments takes into account relative diffusion and advection. The
relative diffusion represents the intermediate range of eddy scales that transport
filaments within the body of the plume. The relative diffusion is modelled as a
random process. The advection transports filaments using the direction of the
wind. In the implementation, the advection is obtained from OpenFOAM. The
effect of the turbulent diffusion is simulated by increasing the filament size and
change in shape.

The advected and dispersed filaments create the concentration map of the
environment. At every query position p = (x,y, z), the concentration at time
t is calculated as a sum over the concentrations at the location contributed by
each filament,

C(p, t) =
Nf∑
i=1

Ci(p, t) (4.1)

where Nf is the number of filaments currently being simulated. The unit of the
concentration is molecules

cm3 and each filament i contributes

Ci(p, t) =
q

R3
i,t

exp(
|p− pi,t|

R2
i,t

) (4.2)

to the concentration. The parameter q represents the number of molecules per
filament, Ri,t is a parameter controlling the width (see also Equation 4.6), and
pi,t is the current position of the i-th filament. The value of Ri,t increases over
time. In the implementation, filament growth is defined by Equation 4.6.

According to Equation 4.2, the concentration of each filament is normally
distributed relative to the filament center and decays exponentially with
increasing distance from its center. Integrating the concentration of the i-th
filament over the (infinite) spatial extent of the filament gives the number q of
molecules in the filament. Therefore, Mass is conserved as the filament size Ri,t
changes.

In order to simulate the measurements process, the measured concentration
at each gas sensor position is modelled as the thresholded, low pass filtered
instantaneous concentration according to the differential equation:

dc(t)

dt
= −φc(t) + φC(ps(t), t) (4.3)
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Figure 4.1: Schematic of the implementation of the gas dispersal simulation engine.

where φ is the filter bandwidth, c(t) is the internal state of the filter (its current
response), and ps(t) is the sensor position (which varies over time). The input
to the filter is the instantaneous concentration at the sensor location C(ps(t), t).
Using the sensor threshold ξ the output value f(t) at time t and position ps(t)
is computed as

f(t) =

{
c(t) if c(t) > ξ,
0 otherwise.

(4.4)

Similarly, a more realistic model of metal oxide gas sensors can apply two
different bandwidths for response and decay of a sensor.

An alternative way to the gas dispersal simulation proposed in this work
is to simulate the movement of the gas particles directly with OpenFOAM. To
decrease the computational demands, sets of physical particles are abstracted
into computational particles, which are called parcels. All physical particles
within a parcel are assumed to have the same properties. The movement of the
parcels is computed by the Langrangian solver and Gaussian noise is added
after each time step. The parcels are similar to the filaments in a filament-based
model. However, the size of a parcel does not change over time. Accordingly,
the effect of diffusion on the shape of gas patches is not modelled. So, the
filament-based gas propagation method has been used in this thesis for gas
dispersion simulation.

4.1.2 The Filament-based Gas Dispersion Model

The implementation of the proposed gas dispersal simulation method is divided
into two parts: flow simulation with OpenFOAM and a filament model. The
details of the implementation are shown in figure 4.1.
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OpenFOAM Flow Model

OpenFOAM is an open source CFD simulation tool, which numerically solves
the governing equations of fluid flow. It offers different CFD algorithms to
model laminar or turbulent flow. As with other CFD tools, flow simulation in
OpenFOAM involves three steps: the pre-processing step, the actual solver and
the visualization of the results.

The pre-processing step consists of defining the environment, including
specifying the geometry in the form of a mesh. The BlockMesh tool has been
used to design the geometry and mesh of the environment. Designed geometries
cover the environment, that is the walls, obstacles, inlets and outlets. Designing
a mesh also includes choosing the mesh type (for instance a hexahedral type)
and grid refinement through a grid generation process.

The solver can be chosen from the available OpenFOAM solvers. Currently,
OpenFOAM has thirteen sets of solvers. A list of solvers for a compressible flow
model in order to model the air flow is presented below [84]:

• rhoCentralFoam: A density-based compressible flow solver based on the
central-upwind schemes of Kurganov and Tadmor.

• rhoSimpleFoam: A steady-state, semi-Implicit Method for
Pressure-Linked Equations (SIMPLE) solver for laminar or turbulent
Reynold Averaged Navier-Stokes (RANS) flow of compressible fluids.

• rhoPisoFoam: A transient Pressure-implicit Split-Operator (PISO) solver
for compressible, laminar or turbulent flows.

• rhoPimpleFoam: A transient solver for laminar or turbulent flow in
compressible fluids for Heating, Ventilating, and Air Conditioning
(HVAC) and similar applications (merged PISO-SIMPLE).

For the relatively slow flow is easier to solve with incompressible and
turbulent solver, like simpleFoam. Compressible solvers should be used if the
flow speeds are high or there are heat transfer effects.

The initial conditions required to be set are the same for all these solvers,
so they can be used interchangeably. Each of these solvers can apply either
Eddy-viscosity or Reynolds stress models. Both Eddy-viscosity and Reynolds
stress models approximate the Reynolds stress parameter of RANS equations.
However, the computational cost of the Reynolds stress models is higher than
Eddy-viscosity models. In the developed simulation package an Eddy-viscosity
model is applied.

For visualization, ParaView is used [94], which is an open-source
visualization application provided with OpenFOAM.
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Filament-based Gas Dispersion

In the developed gas dispersal simulation package, gas propagation is modelled
using the filament-based approach introduced by Farrell et al. [25] in a time-
and memory-efficient way. Gas is simulated as a set of filaments (i = 0, . . . ,
Nf), with each filament containing a constant amount of molecules or particles
q = 8.3 × 109. Filaments are defined by their positions, pi,t and their widths,
Ri,t.

In each time step t, the position of every filament is updated according to
the wind flow vpi,t and a stochastic process:

pi,Δt = pi,t + vpi,tΔt+ εp (4.5)

where vpi,t is the wind vector at position pi,t. The stochastic component εp is
a white noise process.

To model molecular diffusion, filaments become wider with time while their
peak concentration decreases. The width of a filament evolves as

Ri,t+Δt = Ri,t +
γ

2Ri,t
(4.6)

where γ is a constant value that affects the filament growth rate with the m2

s

unit.
The visualization tool for odour propagation is implemented 2D using

OpenGL.

4.1.3 Evaluation of the Gas Dispersal Simulation

This section presents the results obtained with the proposed simulation package
simulating gas dispersal in a wind tunnel. The wind tunnel environment was
selected to match available data from experiments at the DISAL lab, EPFL,
Lausanne [95]. The original experiments were carried out at room temperature
with largely laminar airflow (approximately 1m/s). A single gas source was
located at the position (1m,1.5m) from the bottom left corner of the 16 × 4
m2 wind tunnel. The measurements were collected with a metal oxide sensor
mounted on a Cartesian robot arm. Accordingly, the simulation environment is
a rectangular area of 16× 4 m2 and the chosen thermo-physical properties are
the same as the properties of air at room temperature. In all trials, there is one
outlet located at one end of the tunnel. The gas source releases 100 filaments
per second and each filament has 8.3 × 109 molecules that makes a week gas
source. The number of molecules per filament is selected based emission rate
of the pheromone by a female gypsy moth [25]. Initial release position of gas
source is uniformly distributed over the circular area of the source. An example
simulation in which an obstacle was placed in the tunnel is illustrated in Figure
4.2. For the experiment shown in Figure 4.2, one of the compressible solvers
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Figure 4.2: Gas dispersal simulation: Flow intensity (top), direction (middle) and a
snapshot of the gas dispersal model (bottom). The top and middle panels are results
from OpenFOAM, while the bottom panel is a result of gas dispersal simulation engine,
including the OpenFOAM results. The colors in the top and middle panel represent the
flow velocity (increasing velocity from blue to orange). The source location is indicated
by a circle in the bottom panel.

known as the rhoPisoFoam solver with the k − ω − SST turbulence model
was used. Flow intensity and direction are shown in the top and middle of the
Figure 4.2 respectively. The snapshot at the bottom (Figure 4.2) illustrates the
gas dispersion model created by the proposed filament-based simulation.

Evaluation of Statistical Gas Distribution Models by Gas Dispersal Simulation
Data and Real Measurements Data

For the challenging task of building gas distribution models from a set
of spatially and temporally distributed gas sensor measurements, statistical
modelling methods are used. A statistical approach to gas distribution
modelling treats gas sensor measurements as random variables and tries to find
a truthful statistical representation of the observed gas distribution from a set
of localized measurements. One aim is to provide comprehensive information
about a large number of gas sensor measurements, highlighting, for example,
areas of unusual gas accumulation. A statistical gas distribution model can also
help to locate gas sources and to plan where future measurements should be
carried out.

The gas dispersal simulation proposed in this work provides input data with
ground truth knowledge which can be used when evaluating gas distribution
modelling.

Here, the Kernel DM+V method by Lilienthal et al. [11] is applied, which
estimates the predictive distribution mean and variance over a discretised grid.
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Figure 4.3: Predictive mean (left) and variance (right) obtained with Kernel DM+V for
real experimental data (top), and simulated data (bottom). The source locations are
indicated by the white circles.

In the next subsection, an extension of Kernel DM+V is applied that considers
the recency of measurements in order to compute the distribution model.

Figure 4.3 shows a comparison of the statistical gas distribution model
obtained by applying Kernel DM+V to 1) the data from real measurements
collected in the experiment in the wind tunnel and 2) simulated data obtained
with the proposed filament-based approach. In both cases, the collection of data
began sufficiently long after the source was activated so that the gas distribution
reached a steady state. Figure 4.3 shows the distribution model of the real
sensor data in the top panels and the distribution model of the simulated data
in the bottom panels. The distribution models are shown as the predictive mean
(on the left) and the predictive variance (on the right).

The general similarity between the models is visible but there are also
noticeable differences. First, the plume shape is not exactly aligned with the
tunnel in the real experiment. This is a characteristic feature that was observed
in many experiments in the wind tunnel. Second, the variance map is rather
different with the maximum of the variance map closer and more clearly
localized around the location of the gas source. In this respect it is important
that the data in the real experiment were collected over several hours in which
the robot arm traversed the whole wind tunnel. Since the gas sensors are
to some degree sensitive to the temperature and to humidity, the map also
reflects variations in these parameters, which can undergo substantial changes
over the long period of measurement. Third, the mean map created for the
simulation experiment shows higher values closer to the source’s location.
It is not straightforward to explain this observation. A likely explanation is
that in the real experiment the sensors might not be at the same height as
the gas source, thus the maximum concentration is measured further away
from the source’s location. Generally the gradient along a plume is shallow.
Small changes in the sensitivity of the sensors around a certain time during the
measurement process, eventually caused by varying environmental parameters,
could therefore be responsible for the very different location of the peak in the
mean distributions.
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Figure 4.4: Consecutive snapshots of gas dispersion simulated over a period of 4
seconds(From the 7th second to the 10th second).

Gas Dispersal Simulation for the Evaluation of Statistical Time-Dependent Gas
Distribution Models

Kernel DM+V estimates the average gas distribution under the assumption that
the distribution is generated by a time-independent random process. While
this assumption is valid under certain circumstances, it is also clear that it
is desirable to estimate a random process which can change over time. If
the assumption of a time-independent random process is not valid, younger
measurements should intuitively have a bigger influence on the created model.
This is implemented using recency-weighting in the time-dependent extension
of the Kernel DM+V algorithm (TD Kernel DM+V). Since the proposed
simulation package can be used to generate snapshots of the evolution of a
gas plume, the simulated data was used to evaluate TD Kernel DM+V.

Figure 4.4 shows the consecutive snapshots over a period of 4 seconds taken
from the simulation of gas dispersion in the wind tunnel. The evolution is also
visible in the corresponding models, in other words the predictive mean (left)
and variance (right) obtained using TD Kernel DM+V (Figure 4.5). The results
show that the time-dependent extensions are more accurate compared with
the time-independent models in terms of the predictive likelihood of unseen
measurements [78].

4.1.4 3D Gas Dispersal Simulation in ROS

The conversion of the presented gas dispersal simulation engine to 3D and its
integration into mobile robot platforms was carried out under my supervision
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Figure 4.5: Predictive mean (left) and variance (right) obtained with TD Kernel DM+V
for simulated data corresponding to the simulation snapshots shown in Figure 4.4 (from
top to bottom).

by Khaliq [2] as a master thesis entitled "Gas Dispersal Simulation in
ROS". Again, filament-based atmospheric gas dispersion is integrated with
OpenFOAM flow simulation. This method also considers the density of
the gases when calculating the effect of acceleration in the 3rd dimension.
Moreover, the metal oxide gas sensor response in a form of resistance is
simulated using the concentration received from the gas dispersal simulation.
The simulated sensor responses belong to TGS2600, TGS 2611 and TGS 2620.
The gas sensor response is simulated by fitting a bi-exponential curve onto
the concentration data received from the gas dispersal simulation. Finally, this
simulation is integrated into the Robot Operating System (ROS) platform
[89]. The service-oriented architecture of the ROS platform facilitates the
synchronization of simulation and robotic applications, such as gas source
localization. An example of a visualization of 3D gas simulation with three
robots equipped with gas sensors is shown in Figure 4.6. This figure is produced
by Khaliq in [2].

4.1.5 Future Directions of Simulation

The gas dispersal simulation as presented in this dissertation leaves room
for further development. The environmental geometry needs to be defined
separately in OpenFOAM and the filament gas propagation model. This
implementation is not efficient and prone to error. Next, the number of
molecules in each filament and the release rate of the filament should be
adjusted for different compounds in different experiments based on the
biological impacts of, for instance, being toxic or above the limit of smell.
Currently, the number of molecules in one filament is set to 8.3 × 109 and
one source releases 100 filaments per second. These values are constants and
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Figure 4.6: The 3D gas dispersal simulation which is integrated with the Robot
Operating System (ROS) platform. The robot bases are shown by three small squares.
The sensors attached to the robot bases are shown by yellow spheres [2].

the same as the values which were used in Farrell et. al’s [25] paper. Future
work can also focus on flow simulation, so the effect of the size and motion
of the robot as well as gas propagation should be considered. Furthermore,
the simulation can be extended to a more realistic simulation with multiple gas
sources and a mixture of gases.

Table 4.1 provides an overview of recent developments of the gas dispersal
simulations in the field of artificial olfaction. Since simulation was not the main
contribution to most of these papers, many simulations have been reproduced
with almost the same properties, for example a 2D simulation using CFD
flow simulation and filament based gas dispersion. Moreover, there are other
challenges that have not been sufficiently addressed. For example, having
resistance as a sensor response has only been simulated by Khaliq [2]. The
challenge of fluid interaction with robots has only been addressed by Rhodes
and Anderson [96]. Rhodes and Anderson used simplified Navier-Stokes
computational fluid dynamics as well as some collision detection methods to
simulate the fluid. Other CFD methods with collision detection, such as those
of Lattice Boltzmann (LBM), can be considered as a future possible solution to
fluid interaction with robots as well. Moreover, the simulated chemicals were
so far limited to hydrogen sulphide (H2S) and ethanol (C2H6O). Another issue
is the lack of a comparison between the available simulations in the form of
a thorough performance evaluation. Other than in this dissertation, were the
simulation is a by-product of the thesis work, it is time to address the problem
of gas dispersal simulation as a research direction of mobile robot olfaction in
its own right.
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Year Fluid Gas dispersion 2D/ Chemical Measure FRImethod method 3D

Sutton & Li 2008 Laminar Statistical: 3D - Conc. No[86] Flow Filament-Based
Liu & Lu 2008 CFD: CFD: 2D H2S Conc. No[87] Fluent Fluent
Cabrita 2010 CFD: Statistical: 2D C2H6O Conc. Noet al. [88] Fluent meandering
Pashami 2010 CFD: Statistical: 2D C2H6O Conc. No
et al.1 [93] OpenFOAM Filament-Based
Zarzhitsky 2010 CFD Statistical: 2D C2H6O Conc. Noet al. [97] Filament-Based

Khaliq [2] 2011 CFD: Statistical: 3D C2H6O Conc. & NoOpenFOAM Filament-Based Resis.
Awadalla 2012 CFD: CFD: 3D H2S Conc. Noet al. [98] Fluent Fluent
Rhodes & 2012 CFD: CFD: 2D - Conc. YesAnderson [96] MSAfluid MSAfluid
Jiang et al. 2012 CFD: Statistical: 2D - Conc. No[85] Fluent Filament-Based

Table 4.1: Gas dispersal simulations for artificial olfaction related applications. In this
table, CFD, Conc., Resis. and FRI stand for computational fluid dynamic, concentration,
resistance and fluid-robot interaction respectively.

4.2 Controlled Experiments

Experiments that happen in real-world situations under controlled conditions
are called controlled experiments. An indoor experiment with a reproducible
uniform air flow and constant humidity and temperature across the entire room
and a known rate of gas release is considered to be a controlled experiment.
Controlled experiments usually provide ground truth data in addition to the
data itself. These types of experiments are useful for developing and evaluating
a method in the artificial olfaction domain.

The data explained in this section was recorded to investigate gas
discrimination and the quantification of analytes in a turbulent environment
with the Open Sampling System gathered by Wada et al. [99]2. The change
detection methods, which are presented in this thesis, are developed and
evaluated in the controlled experiments. This dataset provides ground truth
in the form of the change in concentration, change in compound and change in
mixture of the gases.

Experiments were carried out with static sensors in a 5 × 5 × 2 m3 closed
room in which an artificial airflow of approximately 0.05 m/s was induced
(see Figure 4.7). The airflow is created using two arrays of fans (standard
microprocessor cooling fans). One is placed on the floor and another one on the
wall. The gas source is an odour blender, a device developed by Nakamoto et al.
[100], which allows fast switches in between different mixtures of compounds

2The author would like to express her gratitude to Yuta Wada, Marco Trincavelli, Yuichiro
Fukazawa and Hiroshi Ishida for collecting the dataset.
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Figure 4.7: (a) A picture of the gas source and the sensor array [3]. The device in
the middle of the picture is a Photo Ionization Detector (PID), which has not been
considered in this work. (b) The schematics of the experimental room.

with a variable concentration. The outlet of the olfactory blender is placed
on the floor 0.5 m upwind with respect to an array of 11 commercial metal
oxide gas sensors from Figaro Engineering [36] and e2v Technologies [37].
Table 4.2 presents a list of the gas sensor models together with the nominal
target compounds as declared by the producer on each sensor’s data sheet. The
selected sensors have overlapping sensitivity and they respond to a wide range
of target compounds. The airflow at the outlet of the odour blender is set to
1 l/min. The sensors are sampled at 4 Hz. Figure 4.7 shows a picture of the
described experimental setup.

Gas Sensor Indoor Static
Target Gases

Model Sensors

e2V MiCS 2610 1 Ozone
e2V MiCS 2710 1 Nitrogen Dioxide
e2V MiCS 5521 2 Carbon Monoxide, Hydrocarbons, VOCs
e2V MiCS 5121 1 Carbon Monoxide, Hydrocarbons, VOCs
e2V MiCS 5135 1 Carbon Monoxide, Hydrocarbons, VOCs
Figaro TGS 2600 2 Hydrogen, Carbon Monoxide
Figaro TGS 2611 1 Methane
Figaro TGS 2620 1 Carbon Monoxide and Organic Solvents
Figaro TGS 2602 1 Ammonia, Hydrogen Sulphide, VOCs

Table 4.2: Metal Oxide gas sensors used in the controlled experiments.

The two compounds selected for these experiments are ethanol and
2-propanol. Both ethanol (molecular weight 46 g/mol) and 2-propanol
(molecular weight 60 g/mol) are heavier than air (average molecular weight
29 g/mol), and therefore will tend to create a plume at ground level.
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The two substances have a similar saturated vapor pressure, namely 5.8 kPa
for ethanol and 4.2 kPa for 2-propanol, which means that they have a
similar tendency to evaporate. Moreover, MOX gas sensors have a comparable
sensitivity to the two substances. This is important in order to obtain similar
sensor responses for both analytes, thus avoiding to address a trivial instance
of the change detection problem.

In order to create a database that allows to study the dynamic behaviour
of the sensors when consecutively exposed to different analytes, seven different
odour emitting profiles have been applied. For all these profiles the gas source
first emits clean air for two minutes and the signal of sensors during this period
is assumed as a baseline. At the end of all the experiments, the source emits
clean air for 2 minutes. Figure 4.8 shows the emission profiles. Steps, Ascending
Stairway, Descending Stairway and Random Stairway are designed to study
the detection of changes in concentration. The Random Switching profile is
designed to investigate the detection of changes in compound. Further, the
Mixture Stairway and Random Mixture profiles include changes in compound
and concentration. 54 experimental runs have been performed in total. The
number of experiments per emission profile is presented in Table 4.3.

Strategies Experimental runs

Steps 6
Ascending Stairway 6
Descending Stairway 6

Random Stairway 10
Random Switching 10
Mixture Stairway 6
Random Mixture 10

Table 4.3: The number of experiments carried out with each emission profile.

The control signal of the odour blender is used as the ground truth for the
change point and provides the time at which the source changes the emission
modality. However, in order to know the change point at the sensors’ location,
it is necessary to estimate the time it takes the gas to travel from the gas source
to the sensors. Since the sensors are placed 0.5 m away from the location of
the source outlet and a steady air flow of 0.05 m/s is induced, the delay is
estimated to be 10 seconds. The estimation of the delay has been validated
through a cross-correlation analysis between the control signal of the odour
blender and the signal of the MOX sensors in the Steps experiments (see Figure
4.8(a)).
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(a) Steps (b) Ascending Stairway

(c) Descending Stairway (d) Random Stairway

(e) Random Switching (f) Mixture Stairway

(g) Random Mixture

Figure 4.8: Gas-source emission profiles used in this thesis. Strategies (a–d) are displayed
only for ethanol (they were repeated identically with 2-propanol as a target gas as well).
For the randomized strategies (d), (e), and (g), one exemplary instance is displayed.
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4.3 Uncontrolled Experiments

Both indoor and outdoor uncontrolled experiments gather data in real-world
situations. Usually, there is no ground truth available for data from
uncontrolled experiments. In this section, the explained data is gathered by
a mobile robot indoors and outdoors in an Open Sampling System [4] 3.

The indoor experiments are carried out in a room and the outdoor
experiments are carried out in an outdoor courtyard.A fan introduces forced
ventilation to generate advective airflow. The gaseous sources are placed on
the floor in front of the fan. The robot is pre-programmed to follow a random
exploration trajectory and then to stop to collect measurements for 30 seconds.
Afterwards, the same procedure is repeated.

An ATRV-JR all terrain robot was used in these experiments. This robot
is equipped with a laser range scanner (SICK LMS 200), an electronic
nose (e-nose) composed of four commercially available MOX sensors, an
anemometer (WindSonic, Gill Instruments) and a photo-ionization (PID) gas
detector (ppbRAE 3000, RAE Systems). Localization the robot’s location is
performed by using the laser range scanner. The e-nose is composed of MOX
sensors of types TGS 2600, TGS 2602, TGS 2611 and TGS 2620 enclosed
in an acrylic box. The respective target gases of these sensors are listed in
Table 4.2. The e-nose is horizontally mounted to the front side of the robot
at a height of 0.1 m. The gas sensors are sampled at 4 Hz. The e-nose is
connected to the PID’s suction pump through a plastic tube. The PID sensor
provides calibrated gas concentration readings at a sampling frequency of 1Hz.
Wind information is measured by the anemometer with sampling frequency of
2 Hz. In these experimental setups also bubblers were uses as gas source to
increase the evaporation of the emitted gas. Figure 4.9 shows snapshots of the
uncontrolled experiments.

The considered substances are Ethanol, 2-Propanol and Acetone. The
indoor experiments were carried out with each of the gases and in the presence
of two of the three gases. In the outdoor experiments 5 experimental runs
have been performed in total. In a similar fashion to the indoor experiments,
three of the experiments have one gas source which emits Ethanol, Acetone or
2-Propanol. The other two experiments have two gas sources which on one
occasion emit Acetone and Ethanol and on the other occasion Ethanol and
2-Propanol.

4.4 Discussion

Performance evaluation is key to efficiently implement different methods. The
evaluation of the methods is usually a challenging matter because of the

3The author would like to express her gratitude to Victor Pomareda, Victor Hernández and Ali
Abdul Khaliq for collecting the dataset.
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difficulty in obtaining ground truth data and the complex task of calibrating
gas sensors in OSS. Simulated and controlled datasets with ground truth
can be used during development of proposed algorithms in this thesis and
then the uncontrolled datasets can be used to test them. The gas dispersal
simulation engine provides full ground truth data. However, there is always
the risk that the simulated data does not capture some of the real-world
effects. The controlled gas sensor data has thus been used in order to both
develop and evaluate the algorithms. Since these controlled experiments are
simplified versions of the real-world system, the algorithm has been tested using
uncontrolled datasets.
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(a)

(b)

(c)

Figure 4.9: (a) An example experiment carried out by a mobile robot in an uncontrolled
indoor environment. (b) A similar experiment in an uncontrolled outdoor environment.
(c) The setup of the fans and gas sources in the experiment involving two different gas
sources. The figures are adapted from [4]





Chapter 5
Change Detection Methods

The problem addressed in this dissertation is the detection of changes in the
activity of a distant gas source from the response of an array of metal oxide
(MOX) gas sensors deployed in an Open Sampling System. Several methods
have been proposed for solving the change detection problem in a generic time
series, which have been reviewed in Chapter 3. This chapter presents three
methods for detecting changes in responses of MOX gas sensors in an Open
Sampling System.

The changes considered in this dissertation result from (1) a change in the
intensity of the gas source, (2) a change in the chemical compound to which
a gas sensor is exposed, or (3) a change in the gas mixture. These different
types of changes are visualized and shown together with corresponding, typical
sensor response in Figure 5.1. Notice the fluctuations in the sensor response,
which are due to the turbulent dispersion and not due to the changes in the
emission modality of the gas source. This is a key reason, for which change
point detection is non-trivial.

The first method proposed is based on hypotheses-testing.
Hypotheses-testing methods decide between the hypothesis of having a
change point or not. A popular hypotheses-testing algorithm is the Generalized
Likelihood Ratio (GLR) algorithm [26]. Its advantages are general applicability,
the fact that it has no strong prior assumptions and that it is available in both
online and offline variants. The first algorithm presented below is derived from
the GLR algorithm. It is implemented in an online manner for a single and
multiple gas sensors (sensor array).

The second method proposed, TREnd Filtering with EXponentials
(TREFEX), is a trend-detection method. Generally, trend-detection methods
estimate the underlying trend of a signal as a piecewise function and then
consider the connections between consecutive pieces as change points. The
TREFEX algorithm is inspired by the observation that a sudden change in the
exposition of MOX sensors appears as an exponential function due to their
long response and recovery times. This method explicitly takes into account the

47
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Figure 5.1: Three experimental runs that show changes in gas concentration (top),
compound (middle), and mixture ratio (bottom) at the gas source. The three figures
at the left show the emission profile of the gas source, while the three figures at the right
show the response of a MiCS2610 sensor at a distance of 0.5m from the source.

exponential behaviour of MOX gas sensors and tries to model the underlying
trend of a sensor response as a piecewise exponential function. The number of
exponentials is determined automatically as a result of l1-norm optimization.
TREFEX is very efficient from a computational viewpoint since it is formulated
as a convex optimization problem. It has one regularization parameter to be set
by the user. However, it is also possible to automatically set the regularization
parameter, and a method is proposed here, which requires a few iterations of the
algorithm over different values of the regularization parameter. Finally, since
MOX sensors are often deployed in arrays to achieve a level of selectivity that
cannot be achieved with a single sensor, the TREFEX algorithm is formulated
to be also able to deal with a sensor array.
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The third algorithm proposed, reweighted TREFEX (rTREFEX), is an
extension of the TREFEX algorithm. Similar to the TREFEX method,
rTREFEX interprets the sensor response by fitting piecewise exponential
functions with different time constants for the response and recovery phase.
While the estimated trend has to represent the signal, the number of
exponentials has to be kept as low as possible. The number of exponentials
is determined automatically using an iterative approach that solves a sequence
of convex optimization problems. Each of the convex optimization problems
is formulated as l1-norm minimization. Thus, the rTREFEX algorithm is
an iterative approach based on reweighted l1-norm minimization [101]. The
rTREFEX algorithm converges after a few iterations (usually 4 or 5). Since
rTREFEX is an extension of the TREFEX algorithm, rTREFEX is designed for
both a single sensor and sensor array.

Additionally, an efficient approach is proposed to select a subset of the
available sensors in order to maximize change point detection performance.
The sensor selection policy is based on a trade-off between the accuracy and the
ease and speed of detection, which can be controlled through two parameters.

This chapter is organized as follows. Section 5.1 explains the process of
preparing data for the algorithms (data pre-processing). Section 5.2 details
the online generalized likelihood ratio algorithm. The TREFEX algorithm, its
parameter selection strategy, and its extension for sensor arrays are explained
in Section 5.3. Section 5.4 introduces rTREFEX algorithm and discusses the
reason why using reweighted norm minimization can improve the TREFEX
algorithm. Section 5.5 compares the presented algorithms. Section 5.6 then
describes the sensor selection policy which is used in the evaluation of
the multivariate change detection methods. The results of the three change
detection methods on MOX gas sensor signals are then presented in the next
chapter, first for change point detection using a single sensor and then for
change point detection using multiple sensors.

5.1 Data Pre-processing

In this thesis, a low pass filter and a normalization operation are used for
preprocessing the metal oxide sensor measurements. The low pass filter is
used in order to dampen electronic noise comes along with metal oxide gas
sensor response. The normalization makes the dynamic ranges of metal oxide
gas sensors comparable. The GLR algorithm (Section 5.2) uses both, low pass
filter and normalization. The TREFEX (Section 5.3) and rTREFEX (Section
5.4) algorithms only apply normalization on the raw sensor measurements.

5.1.1 Exponential Smoothing (Low Pass Filter)

Gas sensor response contains noise due to the electronics involved in the
acquisition system. To dampen this noise, the sensor response is filtered using



50 CHAPTER 5. CHANGE DETECTION METHODS

an Exponential Moving Average (EMA) filter [102]. The EMA filter is an
infinite impulse response filter that applies weighting factors which decrease
exponentially. For a time series y0, . . . ,yN the EMA response can be calculated
recursively using the following equations:

r0 = y0, (5.1)

rt = ψrt−1 + (1 −ψ)yt, ∀t > 0 (5.2)

where y0,yt is the raw sensor signal, r0...N is the smoothed sequence and ψ is a
smoothing factor. The factor ψ is always between 0 and 1. Values of ψ close to
0 result in an aggressive smoothing while values of ψ close to 1 almost preserve
the original time series. A value of ψ = 0.9 was selected in our experiments.
This value corresponds to a cut-off frequency for the filter of 0.44 Hz. Since
this cut-off frequency is higher than the one applied by the MOX sensors
themselves, the EMA filter mainly removes electronic noise without affecting
the actual response of the sensors.

5.1.2 Normalization

Due to differences in the sensing surface, different models of MOX sensors
exhibit a different dynamic range. This means that some of the sensors, when
responding, change their resistance value only a few Ohms while others vary
hundreds or even thousands of Ohms. Thus, before running change point
detection algorithms, the dynamic ranges of the sensors are made comparable
by normalizing the response y0...N of each sensor to the interval [0, 1] using the
following linear transformation [19]:

ýt =
yt − min0...N yi

max0...N yi − min0...N yi
(5.3)

where ý0...N is the normalized sensor response.

5.2 Online Generalized Likelihood Ratio (GLR)
Algorithm

Since the aim of this dissertation is to develop an approach to detect changes
from response of gas sensors in real-world applications, no prior information
is assumed about the position of the change points. Further, no information
is assumed about the length of the monitoring process. Therefore an online
version of the well-known Generalized Likelihood Ratio (GLR) algorithm has
been chosen to serve as baseline for the change detection performance that
can be achieved without taking the specific behaviour of MOX sensors into
account [26]. The GLR algorithm is schematically shown in Figure 5.2 and
described in the following sub-sections: first for a single sensor and then for
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a sensor array. Before running the GLR algorithm to detect change points,
the raw sensor measurements are preprocessed using the low pass filter and
normalization described in Section 5.1.

Figure 5.2: Block diagram explaining the online GLR algorithm.

5.2.1 GLR Algorithm for a Single Sensor

Given the smoothed and normalized sensor response ŕs...k where s is the start
time index and k is the current time index, the GLR algorithm calculates the
likelihood ratio Λk

j between the hypotheses of having a change point at sample
j versus the hypothesis of not having a change point:

Λk
j =

∏j−1
i=s Pθ0(ŕi)

∏k
i=j Pθ1(ŕi)∏k

i=1 Pθ0(ŕi)
=

k∏
i=j

Pθ1(ŕi)

Pθ0(ŕi)
. (5.4)

The likelihoods are based on a parametric probability distribution function Pθ,
which is governed by a set of parameters θ. Since no prior information on
the sensor noise is available, the most natural choice for Pθ is the Gaussian
distribution, which is governed by two parameters, namely the mean and
the variance. θ0 denotes the mean/variance estimated using all samples in the
time interval to be checked for change points. θ1 denotes the mean/variance
estimated using only the samples collected after a hypothetical change point j.
Figure 5.3 visualizes the reference and test time intervals. This work is focused
in detecting level shifts in the response of one or more gas sensors and therefore
the variance over reference and test intervals is assumed to be constant and is
estimated considering all the samples in the reference interval.

For numerical reasons, it is more convenient to calculate the log-likelihood
value Skj instead of the likelihood Λk

j itself:

Skj =

k∑
i=j

ln
Pθ1(ŕi)

Pθ0(ŕi)
. (5.5)

where,

Pθ(ŕi) =
1

σ
√

2π
e
−

(ŕi−μ)2

2σ2 (5.6)
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Figure 5.3: The visualization of the reference and test intervals where j is a hypothetical
change point, s is the start time and k is the current time. The iteration of j between
s and k effects the time interval after the hypothetical change point and respectively
parameter θ1.

Substituting 5.6 into log-likelihood equation 5.5 yields,

Skj =

k∑
i=j

ln
σ0

σ1
e

(ŕi−μ0)
2

2σ2
0

−
(ŕi−μ1)

2

2σ2
1 (5.7)

=

k∑
i=j

ln
σ0

σ1
+

k∑
i=j

(
(ŕi − μ0)

2

2σ2
0

−
(ŕi − μ1)

2

2σ2
1

)

The decision function gk is obtained by taking the maximum with respect
to possible change point times j:

gk = max
i�j�k

Skj (5.8)

If gk is above a pre-selected threshold h, then a change point is declared
and the data collected before the change point are not considered any longer to
detect new change points. In case a change point is detected, k is the alarm time
and ĵ, which is the value of j for which Skj attained its maximum, corresponds to
the estimated time of change. Otherwise, a new sample is acquired, the indexes
are updated, and the change point detection process is repeated. Pseudocode of
the GLR algorithm is given in Algorithm 1.

5.2.2 GLR Algorithm for Sensor Array

Changes may be easier and more reliably detected with the GLR algorithm in
the signal of a sensor array, rather than from a single sensor signal. Extending
the GLR algorithm using multiple sensors leads to detect changes appearing in
more than one sensor response. The response of a sensor array or a subset of
sensors in the sensor array constitutes a multivariate time series. Thus, the GLR
algorithm for multi-dimensional sensor input considers multivariate instead of
univariate Gaussian distributions. Equation 5.7 to compute the log-likelihood
value Skj is therefore modified in the following way:
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Algorithm 1: GLR algorithm
Input:
ŕ: smoothed and normalized sensor response,
s: start time index,
k: current time index,
h: preselected threshold.
Output: In case a change point is detected returns the estimated time of

change (ĵ)
gk = 0;
μ0 ← mean of ŕs...k;
σ0 ← unbiased estimator of the variance of ŕs...k;
for j = k Downto s+ 1 do

μ1 ← mean of ŕj...k;
σ1 ← unbiased estimator of the variance of ŕj...k;
calculate Skj by using equation 5.7;
if Skj > gk then

gk ← Skj ;

ĵ← j;

if gk � h then
declare ĵ as the change point;

Skj =

k∑
i=j

ln

√
det cov0

det cov1
(5.9)

+
1
2

k∑
i=j

(
(ŕi − μ0)

Tcov−1
0 (ŕi − μ0) − (ŕi − μ1)

Tcov−1
1 (ŕi − μ1)

)

where ŕi is a vector of the sensor array responses at time i. Mean μ

and covariance matrix cov are the parameters of the multivariate Gaussian
distribution and cov−1 is the inverse covariance matrix, while detA calculates
the determinant of matrix A. Similar to the calculation of the GLR for a single
sensor, gk is calculated based on the Equation 5.8.

5.2.3 Computation time of GLR

One of the essential shortcomings of the GLR algorithm is that it is
time-consuming. This is particularly the case for high dimensional multivariate
data and long time windows for reference intervals. GLR algorithm scales
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quadratically with the length of the data and cubic with the dimension of the
data. To overcome high complexity of GLR, one solution is to limit the size
of the reference interval. The choice of size of the reference interval should
balance a trade-off between performance and time complexity. Poor selection
of the size of the reference interval results in the presence of frequent changes
or equivalently short segments [26]. The GLR algorithm would scale linearly
with the length of the data assuming the size of the reference interval is fixed.

Another solution suggests using relative density-ratio estimations instead
of using a ratio of estimated densities [58]. While the calculation of relative
density-ratio estimations does not include the density estimation, it has
to estimate tuning parameters by cross validation, which is again a time
consuming method.

Finally, computation time of the GLR algorithm can be reduced by
decreasing the dimensions of the multivariate data. In this thesis, the number
of sensors specifies the number of dimensions. Thus, a sensor selection method
can be used to decrease the number of dimensions (Section 5.6). The sensor
selection method is useful since the sensor responses are highly correlated.

The analysis of the GLR on controlled experiments presented in this thesis
does not apply limitations to the window size and does not use relative
density-ratio estimation. This is because the size of controlled experiments
allows the execution of the GLR algorithm without any approximation. On the
other hand, sensor selection was used in the evaluation of GLR on controlled
experiments, see Section 5.6.

5.3 Trend Filtering with Exponentials (TREFEX)
Algorithm

The key idea behind TREFEX is that a change in the emission modality of a
gas source appears as an exponential trend in the response of MOX sensors.
MOX sensors can be modelled as a first order system whose step response
is indeed an exponential [103, 104]. TREFEX interprets the sensor response
by fitting piecewise exponential functions with different time constants for
the response and recovery phase. The number of exponentials is determined
automatically using an approximate method based on l1-norm regularization.
This asymmetric exponential trend filtering problem is formulated as a convex
optimization problem, which allows an efficient computation of change points.
Subsection 5.3.1 presents an introductory discussion on piecewise linear trend
filtering based on [65], Subsection 5.3.2 presents the change point detection
algorithm for a single sensor, Subsection 5.3.3 presents a strategy for selecting
the regularization parameter of the algorithm and Subsection 5.3.4 extends the
algorithm to cases where a sensor array data are available.
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5.3.1 Piecewise Linear Trend Filtering

This subsection introduces the main ideas behind piecewise linear trend filtering
proposed in [65]. Linear trend filtering is the basic idea of the TREFEX
algorithm presented in the following sections. The piecewise linear trend
filtering method falls within the framework of regularized regression and solves
the following optimization problem

minimize
x

‖x− y‖2
2 + λ‖DDx‖1 (5.10)

where y is the sensor response, x is the trend to be estimated, and D is the
N×N matrix operator that calculates first-order differences:

D =

⎡
⎢⎢⎢⎢⎢⎣

−1 1
−1 1

. . .
. . .
−1 1

−1

⎤
⎥⎥⎥⎥⎥⎦

λ � 0 is a regularization parameter used to control the trade-off between the
deviation of the estimated trend from the signal ‖x − y‖2

2 and the smoothness
of the trend encoded by ‖DDx‖1. In the case of piecewise linear filtering,
smoothness is encoded as minimization of the second derivative, which for
a line (assumed in linear trend filtering) is exactly equal to zero. The use
of the l1-norm in the regularization term is the main difference between the
trend filtering method proposed in [65] and the well known Hodrick–Prescott
filtering [105] that uses instead an l2-norm regularizer. The l1-norm is used to
induce sparsity in the smoothness term, in other words, a solution for which
the smoothness term is exactly zero for most of the points and greater than
zero in few points. This results in a trend that is “mostly linear” with few
sharp kink points, opposed to the trend found with a l2-norm regularizer
that intuitively never “bends too much” but is not a perfect line either (the
l2-norm does not induce sparsity). Figure 5.4 presents a toy problem that gives
a practical example of this concept. Notice how the trend obtained with the
l1-norm preserves the piecewise linear shape, with clear kink points between the
lines, while the l2-norm trend is a smoothed-out version of the original trend
where the break points between the line pieces are not clear. This is reflected
in the residuals ‖DDx‖ that are equal to zero except at the kink points for the
l1-norm regularization, while for the l2-norm regularization they are always
very small but rarely exactly equal to zero. This makes l1-norm regularization
more suited to detect change points, as the change points can be detected by
the non-zero elements in the kinks vector.
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Figure 5.4: Toy example that illustrates the difference between l1-norm and l2-norm
trend filtering. Sub-figure (a) illustrates a signal that is characterized by a piecewise
linear trend with superimposed white Gaussian noise. Sub-figure (b) shows the true trend
and the estimated trends using l1-norm and l2-norm regularization (the regularization
parameter is set to λ = 50 in both cases). Sub-figures (c) and (d) show the residuals of
the regularization term DDx obtained respectively for the l2-norm and l1-norm. Notice
that the scale of the ordinate axis is different for the plots in sub-figures (c) and (d).
(a) Signal and underlying piecewise linear trend; (b) Trend and estimated l1-norm and
l2-norm trends; (c) l2-norm residuals DDx; (d) l1-norm residuals DDx.

5.3.2 TREFEX for Single Sensor

The proposed TREFEX algorithm models, instead of a piecewise linear trend,
a piecewise exponential trend for capturing the sensor response induced by
abrupt changes in the emission of the gas source. This is motivated by the
response characteristics of MOX sensors.

Figure 2.2 [1] in chapter 2 shows that a MOX gas sensor response in a
closed sampling system has a form of exponential functions. The exponential
functions for increasing sensor signal and decreasing sensor signal have
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different time constants. This observation forms the foundation of the proposed
algorithm, that we also apply to Open Sampling System (OSS) in which quickly
changing concentrations and additional disturbances affect the signal. The
input of the TREFEX algorithm is a normalized sensor response using the
normalization method explained in subsection 5.1.2.

Exponential functions considered by the TREFEX algorithm are
characterized by the following relationship:

dn−1x

dtn−1 = −τ
dnx

dtn
(5.11)

where τ is the time constant of the exponential function. The first and second
derivatives are used in this thesis only, since higher order derivatives tend to
be noisy. In matrix notation, the relationship 5.11 for first and second order
derivatives and discrete time is:

Dx = −τDDx (5.12)

where D is again the matrix operator that calculates first-order differences. The
optimization problem for detecting piecewise exponential trends can therefore
be defined in the following way:

minimize
x

‖x− y‖2
2 + λ‖(I+ τD)Dx‖1 (5.13)

The regularization term now encodes the tendency to fit an exponential by
rewarding trends that comply with Equation (5.12). However, this formulation
is not suitable for MOX sensors that are typically considerably slower in the
recovery phase than in the response phase. Exponentials with different time
constants, namely τ+ and τ−, are therefore introduced for the response and
recovery phase. These constants are known or determined experimentally for
each sensor. The optimization problem then takes the following form:

minimize
x,d+,d−

‖x− y‖2
2 + λ

(
‖(I+ τ+D)d+‖1 + ‖(I+ τ−D)d−‖1

)
(5.14)

subject to d+ � Dx

d+ � 0

d− 	 Dx

d− 	 0

d+ + d− = Dx

where τ+ and τ− are the time constants of the response and decay phase
respectively. The variables d+ and d− and the corresponding linear inequality
constraints were introduced to distinguish between the derivatives of the trend
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for response and decay phases. The role of the equality constraint d+ + d− =
Dx is to select either one of the response phases and not both at the same
time. Exploiting the equality constraint d+ + d− = Dx the variable d− can
be eliminated, and therefore the problem can be written in the following, more
compact, form:

minimize
x,d+

‖x− y‖2
2 + λ

(
‖(I+ τ+D)d+‖1 + ‖(I+ τ−D)(Dx− d+)‖1

)
(5.15)

subject to d+ � Dx

d+ � 0

The vector of kinks K between subsequent exponentials can be calculated
as the sum of the arguments of the two l1-norms in Equation (5.15):

K = ‖(I+ τ+D)d+‖1 + ‖(I+ τ−D)(Dx− d+)‖1 (5.16)

The non-zero elements in the vector K represent change points. A threshold
for defining the non-zero elements for the values in vector K is heuristically
set to 0.01. once the signal is changing, multiple alarms would be triggered
for slight imperfections in the estimated trends. To avoid this, when a change
point has been declared, no more change points will be declared until Dx <
0.0001. These two values are heuristically chosen small numbers introduced
to cope with numerical inaccuracies and with the fact that the l1-norm is an
approximation of the l0-norm that would make the values of K exactly zero for
samples that are not considered change points.

The optimization problem (5.15) is a convex optimization problem that
can be reformulated as a Quadratic Program (QP). This QP can be solved with
standard convex optimization methods that are implemented by optimization
packages available online such as CVX [106] or Gurobi [107].

5.3.3 Parameter Selection of TREFEX Algorithm

The regularization parameter λ � 0 is used to control the trade-off between
how close the estimated trend reproduces the signal (‖x − y‖2

2) and the fitting
of exponential functions to the signal encoded by the regularization term
‖(I+τ+D)d+‖1+‖(I+τ−D)(Dx−d+)‖1. If λ = 0, the estimated trend xwould
be exactly equal to the signal y, while if λ → ∞ the estimated trend x would
be the best fit (single) exponential to the signal y. Clearly, the appropriate
values for λ lie between these two extrema. Figure 5.5(a) shows the curve
obtained by plotting the two terms of the objective function for an experiment
using the MiCS2610 sensor for various values of λ. An appropriate selection
criterion for the parameter λ is to choose the λ for which the trade-off curve
attains the minimum Euclidean distance (δ) to the origin. Euclidean distance
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(δ) is a distance measure that calculates the length of the path connecting two
points. Indeed, if for a value of λ the trade-off curve would pass through the
origin, it would mean that there exists a trend of exponential functions that
passes through all the data points. As can be seen in Figure 5.5(b), there is
a hyper-parameter λ which corresponds to the minimum Euclidean distance.
This λ is an appropriate choice to balance between the minimized regularization
terms. In Figure 5.5, the values of the hyper-parameter λ are heuristically chosen
in a form of 2n to have high granularity of hyper parameter values around
the balancing hyper-parameter and to cover both trade-off extremes with a
reasonable number of hyper parameter values.
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Figure 5.5: Trade-off curve for an experiment with the Random Stairway strategy,
considering the response of the MiCS 2610 sensor for λ = [2−6, 212]. The selected value
for this experiment, λ = 22, is highlighted with a red square.

In order to limit the search interval of the hyper-parameter λ, the maximum
value of the λ (λMAX) for TREFEX is calculated. λMAX was previously
calculated for a piecewise linear l1-trend filtering by Kim et. al. [65]. A trend
estimated by a piecewise linear l1-trend filtering using λMAX is a constant line.
Similarly, in case of TREFEX, there exists a λMAX at which the estimated
trend becomes a single exponential. The solution does not change for values
of λ beyond that point (this appears as a constant value for sufficiently large
values of λ in Figure 5.5(b)). To derive λMAX, problem (5.15) is rewritten as
an equivalent QP and then makes use of the KKT optimality conditions [108]
in order to derive the following equation:

λMAX = min((MT
+M+)

−1M+y, (MT
−M−)

−1M−y) (5.17)

M+ = (I+ τ+D)D

M− = (I+ τ−D)D
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Given an interval [0, λMAX] that contains the optimal value of lambda λ∗, a
standard bracket baseline search method like bisection or golden search [109]
can be used to minimize the distance of the trade-off curve from the origin. For
the TREFEX method, the golden search method is chosen since it has the best
worst case performance. This constitutes an efficient method for automatically
selecting the only parameter of the algorithm, which implies the solution of few
convex optimization problems. The proposed algorithm is then parameter free,
which is a great advantage from the point of view of the user.

This parameter selection method gives a suitable heuristic to select a
hyper-parameter λ for each experiment, when there is no ground truth available
to evaluate the fitted exponential trends.

5.3.4 TREFEX for Sensor Array

Given their comparatively poor selectivity, MOX sensors are rarely deployed
individually, but often they are included in a sensor array that can provide the
desired selectivity as a whole. The sensor array data is a an N ×M matrix
including the responses of M sensors in N number of measurements (time
indices). The goal of this section is to extend the TREFEX algorithm to perform
on a sensor array. By applying an optimization technique, TREFEX aggregates
the responses of sensors at each time index and it fits a trend of exponential
functions for each sensor response. To achieve these trends, the Equation 5.15
is extended for a sensor array in the following way:

minimize
x,d+

N∑
t=1

‖xt − yt‖2
2 (5.18)

+ λ
( N∑

t=3

‖(I+ τ+D)d+t‖p +

N∑
t=3

‖(I+ τ−D)(Dxt − d+t)‖p
)

subject to d+ � Dx

d+ � 0

where d+ is an N × M matrix (N number of measurements, M number of
sensors), yt is the vector of M sensor responses at measurement t (yt∈RM, t =
1, . . . ,N) and xt is the vector of M estimated trends at measurement t (xt ∈
R

M, t = 1, . . . ,N). Equation 5.18 involves the computation of second order
differences, hence the summations in the second term of the objective function
starts from t = 3. In Equation 5.18, the regularization term is written in general
form using lp-norms, where p � 1. The summations of lp-norms over t indices
in the second term of objective function are equivalent to the calculation of
an l1-norm along the measurements (time dimension). Using l1-norm in time
dimension leads to preserve the sparsity of the kink points.
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Different choices of the lp-norm induce various ways of aggregating
the sensor responses. In this study, three different lp-norms are selected in
particular:

l1-norm This norm forms the foundation of the well-known LASSO regression
[110]. As already pointed out previously, the l1-norm induces sparsity,
which in this case means the change point decision is based on the sparse
number of sensors. It is worth noticing that with this norm the trend
components of the individual sensors can be estimated separately.

l2-norm This norm is connected to the Group LASSO regression [69]. using
l2-norm in Equation 5.18 couples the sensors for estimating the trends,
rather than selecting a sparse set of sensors.

l∞-norm This norm corresponds to taking the maximum of the regularization
residuals obtained at the same time index. using ∞-norm in Equation
5.18 encourages combining of the sensors more than l1-norm and
l2-norm for estimating the trends.

To analyse sensor array data (multidimensional data), the lp-norm
combines sensor responses at the same time index, and, the l1-norm finds
the common trend and common kink points along the time dimension. The
combination of the lp-norm with the l1-norm makes a group norm which is
called l1/lp norm. The geometric interpretation of l1/lp norm for p = 1, 2,∞
is given in Figure 5.6. Figure 5.6 compares the unit balls of l1/lp norms,
p = 1, 2,∞. A unit ball defines as the set of points of distance equal to 1
from a fixed central point. It is shown that the l1/l1-norm encourages sparsity
in sensors and time direction. The l1/l2-norm and the l1/l∞-norm, on the other
hand, merely encourage sparsity in time direction.

The l1-norm selects a sparse subset of sensors by encouraging sparsity.
The l2-norm does not encourage sparsity. Further, the l∞-norm encourages
combinations of sensors rather than a sparse subset of sensors. Besides, group
norms l1/l1, l1/l2 and l1/l∞ encourage sparsity in time dimension which in
this work means all group norms look for a minimum number of exponentials.

To understand the effect of the different aggregations of sensor responses
with three given norms (l1/l1, l1/l2 and l1/l∞), a toy example is presented
in Figure 5.7. In this example the aim is to fit a piecewise linear trend to
a multivariate signal. The example considers two different input signals with
three change points. One of the input signals is designed to be a combination
of non-linear pieces (Figure 5.7(a) top signal). The second input signal is
a combination of linear pieces (Figure 5.7(a) bottom signal). In this way,
the piecewise linear trend filtering algorithm tries to fit linear pieces into a
non-linear two-dimensional problem. The difference between norms becomes
clear by studying how they handle the trade-off between minimizing the
number of linear pieces and the closeness of the fitted trend to the input signal.
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Figure 5.6: Comparison between the different unit balls of group norms l1/l1, l1/l2
and l1/l∞. The axes labelled "Sensor 1" and "Sensor 2" produce the aggregated sensor
response which is later analysed in "time dimension" to find the change points. Shadows
are presented for a better understanding of the unit balls.

The length of the signal is 800 and change points are placed at positions 200,
400 and 600. No noise is considered for the input signals. In this example, the
parameter λ is set to a same constant value for l1/lp norms, p = 1, 2,∞.

(a) Input signals (b) Estimated trends

Figure 5.7: Toy example of group norms l1/l1, l1/l2 and l1/l∞ to piecewise linear trends.

Figure 5.7(b) shows the trend estimated with these three group norms.
Since one of the input data dimension is not a piecewise linear signal, fitting
the piecewise linear trend is challenging for the group norms. The l1/l1-norm
provides sparse solutions in both sensor level and time level. It means that the
trend estimated by the l1/l1-norm cooperates few sensors (sparsity in sensor
level) and has few sharp kink points (sparsity in time level). However the
estimated trend using l1/l1-norm is a piecewise linear trend, the trend does
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not look like the input signal. On the other hand, l1/l2 and l1/l∞ can fit the
trend with a better estimation of the input signal. The reason is that l1/l2 and
l1/l∞ have the flexibility to not be sparse in sensor level. The drawback of
l1/l2 and l1/l∞ is that in some parts of their estimated trend they fit too many
small lines, which is more like fitting a curve. This drawback is more evident in
the l1/l∞ norm. This example can be seen as an extreme case for highlighting
the differences between proposed group norms. If, both input signals were
piecewise linear, the results obtained with different group norms were almost
the same.

Indeed, this example (Figure 5.7) does not analyse the effect of the
regularization parameter λ, the effect of the fluctuations in sensor response or
the effect of correlation between input signals for group norms. This example is
designed to bold the differences between group norms with respect to enforcing
sparsity.

5.4 Reweighted TREFEX (rTREFEX) Algorithm

rTREFEX is an improvement on the previously proposed TREFEX algorithm
(Section 5.3). The TREFEX algorithm considers that a sudden change in the
exposition of the sensors appears as a switch between exponential function
in the response of MOX sensors. Therefore, the change point detection
problem can be seen as the problem of fitting the minimum number of
exponential functions to the sensor response and considering the kinks between
exponentials as change points. However, since this problem requires finding
the minimum number of exponentials, it is a cardinality problem, which is
known to be NP-hard. In order to tackle this problem, TREFEX approximates
the l0-norm involved in cardinality problems with the l1-norm, which makes
the problem convex and therefore tractable from the computational viewpoint.
In order to limit the number of false alarms, TREFEX refines the solution by
conducting a post-processing step, which depends on two parameters that have
to be arbitrarily set. rTREFEX uses a closer approximation to the l0-norm than
the l1 norm, in order to improve the quality of the solution [101].

5.4.1 rTREFEX for Single Sensor

As previously explained, the problem of fitting a signal with the minimum
number of exponential functions can be cast as a cardinality problem, in other
words a problem involving l0-norm. It is well known that cardinality problems
are NP-hard [111] and therefore computationally intractable. A common
approach of dealing with these kinds of problems is to use an approximation to
the l0-norm in order to make the problem tractable. The most commonly used
relaxation of the l0-norm is the l1-norm that results in convex relaxations of
the original cardinality problem [65]. An l1-norm based algorithm (TREFEX)
for piecewise exponential trend filtering to detect change points in the response
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of a MOX sensor (or an array of them) has been presented in Section 5.3. The
TREFEX is formulated in Equation 5.15. Along the lines of [101], rTREFEX
enhances the TREFEX algorithm by using a penalty function that approximates
better the l0-norm than the l1-norm. This is beneficial for sharply identifying
the change points. Figure 5.8 presents the penalty functions associated with
the l0-norm (f0(t) = 1|t �= 0), l1-norm (f1(t) = |t|), and the penalty function
that will be used in the extension proposed here (flog,ε(t) = log(1 + |t|/ε)).
The penalty function f0(t) equally penalizes all the values t �= 0, while the
function f1(t) applies a penalty which is proportional to the magnitude of
t, which is undesirable when solving cardinality problems. To alleviate this
problem, the proposed algorithm uses the flog,ε(t) as a better approximation of
the l0-norm than the l1-norm. The flog,ε(t) function penalizes sharply already
small values of t, while the penalty for large values is less than for l1-norm.
However, the flog,ε(t) penalty is not convex and therefore the resulting
optimization problem is non-convex. In general, solving non-convex problems
is difficult and computationally demanding. This non-convex problem can
still be approximated with a convex approach, as proposed in [101], through
solving iterations, a small number, of convex optimization problems.
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Figure 5.8: Penalty functions f0(t), f1(t) and flog,ε(t) for scalar magnitude t

corresponding to the l0-norm, l1-norm and reweighted l1-norm.

This method belongs to the family of Majorization-Minimization
(MM) [112] algorithms, where the minimization of a generic function is
performed by iteratively minimizing a convex majorizer function. In order
to achieve this, the TREFEX algorithm (Equation 5.15) is modified in the
following way:
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minimize
x,d+

‖x− y‖2
2 (5.19)

+ λ‖W(I+ τ+D)d+‖1

+ λ‖W(I+ τ−D)(Dx− d+)‖1

subject to d+ � Dx

d+ � 0

where y is the normalized sensor response, x is the underlying trend to be
estimated, D is the matrix operator that calculates first order differences, and
λ � 0 is a regularization parameter used to control the trade-off between the
magnitude of the residuals ‖x − y‖2

2 and the smoothness of the signal encoded
by ‖W(I + τ+D)d+‖1 + ‖W(I + τ−D)(Dx − d+)‖1. The parameters τ+ and
τ− are the time constants of the response and recovery phases of the signal.
The variable d+, and the corresponding inequality constraints, are introduced
to model the derivative of the trend differently for the response and recovery
phase. W is a diagonal matrix that contains weights that are initially set to 1
and then updated at each iteration l as follows:

W
(l+1)
i,i = 1/(|K|+ ε), i = 1, ..,n (5.20)

where K is the kink vector obtained in the previous iteration as the solution
of:

K = ‖W(l)(I+ τ+D)d+‖1 (5.21)

+ ‖W(l)(I+ τ−D)(Dx− d+)‖1

and ε is a small value used to modulate the shape of the flog,ε(t) penalty
function. ε = max{0.1∗σ{K>10−3}, 10−3} is set according to heuristic presented
in [101]. At each iteration, after the update through Equation 5.20, the weight
matrixW(l) is normalized so that the weights add up to the number of samples
in order to avoid changing the magnitude of the regularization term.

W
(l+1)
i,i =

nW
(l+1)
i,i∑n

j=1W
(l+1)
j,j

(5.22)

This weight update strategy corresponds to perform a first order Taylor
expansion of flog,ε(t) at the solution of the previous iteration. From a practical
perspective, Equation 5.20 updates the weights in such a way that entries in
the kink vectors which are close to zero receive a higher weight and large
entries in the kink vector receive a smaller weight. Hence, the importance of the
magnitude of the entries in the kink vector K decreases with the iterations, and
the result using the reweighted l1-norm will be more similar to the l0-norm then
the l1-norm. Pseudocode for the rTREFEX algorithm is given in Algorithm 2.
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Algorithm 2: Iterative reweighted l1-norm (rTREFEX)
Input: Normalized sensor response(y), time constants (τ+ and τ−),

maximum number of iterations (lmax)
Output: Estimated trend(x), kink vector(K)
l← 1;
W(1) ← I;
while l � lmax do

Solve Equation 5.19 to calculate x and K;
Update the weights using Equation 5.20;
Normalize the weights using Equation 5.22;
l← l+ 1;

5.4.2 rTREFEX for Sensor Array

The reweighted l1-norm for a single sensor can be extended to a sensor array
by adding a weight matrix to the multivariate l1-norm method (Equation 5.18),
which is presented in the TREFEX Section 5.3.4, in the following way:

minimize
x,d+

N∑
t=1

‖xt − yt‖2
2 (5.23)

+ λ

N∑
t=3

W(l)‖(I+ τ+D)d+t‖p

+ λ

N∑
t=3

W(l)‖(I+ τ−D)(Dxt − d+t)‖p

subject to d+ � Dx

d+ � 0

where d+ is an N ×M matrix (N is the number of measurements, M is the
number of sensors), yt is the vector of M normalized sensor responses at
measurement t (t = 1, . . . ,N) and xt is the vector of the estimated trend for
each sensor at measurement t(t = 1, . . . ,N). p � 1 specifies the norm type.
Here, p = 1, p = 2 and p = ∞ are used. W(l) is the weight matrix at iteration
l, which is updated in the same way as the Equation 5.20.

Figure 5.9 presents a toy example of multivariate rTREFEX. This example
considers two different input signals with three change points. The length of the
signals are 800 and change points are placed at 200, 400 and 600. These signals
are superimposed onto white Gaussian noise. In this example, the parameter λ
is assumed to be constant and the same value for λ was used for l1/lp norm
for p = 1, 2,∞. By adapting the weights iteratively, a clear improvement in
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the fitted trend is observable. Notice, how the results obtained with different
norms converge in their estimation of the underlying trend. It can be further
observed, in Figure 5.9, that the number of kink points (non-zero values)
decreases after each iteration. This means that the sparsity gradually improves
after each reweighting iteration.
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(a) Input signals

(b) 1st iteration (c) 1st iteration

(d) 2nd iteration (e) 2nd iteration

(f) 3rd iteration (g) 3rd iteration

Figure 5.9: Toy example to illustrate the improvement in trend estimation and the
increase in sparsity of their corresponding kinks vectors after each iteration of the
rTREFEX algorithm using a reweighted l1/lp norm for p = 1, 2,∞. (a) two input
signals and their underlying trends. (b,d,f) Estimated trends calculated as a result of the
reweighted l1/lp norm for p = 1, 2,∞. (c,e,g) Kink vectors correspond to the estimated
trends.



5.5. COMPARISON OF GLR, TREFEX AND RTREFEX 69

5.5 Comparison of GLR, TREFEX and rTREFEX

As previously mentioned, the proposed algorithms (GLR, TREFEX, rTREFEX)
are designed to identify events such as the sudden exposure of the sensors to a
gas, a sudden change in the concentration of a gas or a change of gas to which
the sensors are exposed. The proposed algorithms are applied to signals of a
single gas sensor and multiple sensors (sensor array). A comparison between
TREFEX and rTREFEX on one hand and the GLR algorithm on the other
hand is given in Table 5.1.

Table 5.1: Comparison of TREFEX and rTREFEX algorithms with GLR algorithm

TREFEX and rTREFEX GLR

change points correspond to
the kinks between exponential
functions fitted to the sensor
response.

change points correspond to
changes in the mean and variance
of the sensor response.

Offline algorithm. Online algorithm.
Decide about multiple change
points together.

Decide about a change point at a
time.

TREFEX and rTREFEX provide
an estimate of change points.

when GLR triggers an alarm, it
provides an estimate of a change
point.

Parameter free algorithms. They
use golden search to estimate
hyper-parameter λ.

Need to estimate the threshold
h. GLR iteratively increases the
threshold h till the number of
false alarms becomes less than a
constant value.

The sampling interval of input
data should be than exponential
time constants (τ)of the sensors.

GLR does not imply any
limitation on sampling interval.

Assumption that sensor response
can be approximated by a
first order sensor model with
exponential segments.

Extendible to most of the
datasets since it does not make
strong assumptions.

The major differences between TREFEX and rTREFEX are summarized
below.

• rTREFEX does not need the post-processing step that was needed in
TREFEX in order to reduce the number of false alarms. The TREFEX
post-processing step has two parameters to be set heuristically, and
therefore removing it has the beneficial effect of removing two parameters
from the algorithm.
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• The TREFEX algorithm requires less computation time than the
rTREFEX algorithm. This is because the rTREFEX needs to run for a
number of TREFEX-like iterations.

5.6 Sensor Selection

MOX gas sensors are characterized by high correlation in their response [113].
This implies that the information provided by an array of MOX sensors is
highly redundant. As an example, Figure 5.10 shows the response of five of the
sensors in an array to a series of compound switches. This plot evidently shows
the high correlation among the responses of the sensors.

Figure 5.10: Normalized Response of five MOX sensors to a series of compound
switches.

In order to reduce power consumption and the risk of suffering from the
curse of dimensionality, it is necessary to select the minimum number of sensors
that gives optimal performance. Among the various ways proposed in literature
for selecting an optimal subset of features, or sensors in our case [114, 115], the
Quadratic Programming Feature Selection (QPFS) method suggested by Lujan
et al. in [116] is theoretically well founded and computationally very efficient,
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since it is based on convex optimization. The QPFS method attempts to solve
the following optimization problem

minimize
x

(1 − α)x ′Qx − αE ′x (5.24)

subject to x � 0 (5.25)

e ′x = 1

If a problem with M sensors is considered, x is a vector of length M that
represents the importance of each sensor for the problem at hand, Q is an
M ×M matrix that measures the redundancy of each pair of sensors, E is a
vector of length M that measures the relevance of each sensor for the task at
hand, and e ′ is a vector of ones of length M. QPFS ranks the sensors trading
off maximum relevance and minimum redundancy. The parameter α ∈ [0, 1]
acts as a regulator of this trade-off.

In this work, the matrix Q measures redundancy by calculating the
Pearson’s coefficient between each pair of sensors which is the linear correlation
among the sensor responses. The sensor responses of the Steps experiments of
the controlled setup (Section 4.2) are used for computation of the matrix Q.
The vector E has to express the relevance of each sensor which is a trade-off
between the ease in detecting change points and the speed of detection. As a
measure for the ease of detecting change points, the average Fisher Index of the
sensor response is used considering as classes the sensor response to different
gas source emission rates (0%, 20%, 40%, . . . , 100%; See Section 4.2). The
separation between two classes defined by Fisher Index is calculated as:

J =
(μ1 − μ2)

2

σ2
1 + σ

2
2

(5.26)

where μ1 and μ2 are the means of two classes. σ1 and σ2 represent the standard
deviations of two classes. The average Fisher Index for each sensor is the
average of Fisher indices calculated for each combination of emission rates. As
a measure of the speed of each sensor, the average of the inverse time constant
is estimated in the decay phases of the Steps experiments. The time constants
of the decay phase are used since they are much larger than the ones of the rise
phase. Therefore, the vector E can be expressed by the following equation:

E = (1 − β)
EFI

e ′EFI
+ β

EITC

e ′EITC
(5.27)

where EFI is a vector containing the average Fisher Index for each sensor, EITC

is a vector containing the inverse time constant for each sensor, e ′ is a vector
of ones of length M, and β is a parameter for controlling the trade-off between
the speed of the sensor and the change of the sensor response in association
with the change of ground truth.
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Different values of the parameters α and β result in different selections of
sensor subsets. α and β are chosen in a way to provide possibility of comparing
the result of the algorithms for correlated, fast and distinctive sensors, as well
as combination of two of the three and combination of all three parameters
(see Table 6.8).

5.7 Summary

In this chapter, three methods (GLR, TREFEX and rTREFEX) have been
proposed to detect changes in the response of MOX gas sensors. These three
methods are compared from the algorithmic point of view in Section 5.5.
Moreover, a sensor selection strategy is introduced to use in the evaluation
of the multivariate version of the three proposed algorithms. The following list
describes the change point detection algorithms discussed in this chapter:

• A method for change point detection, which is inspired by the well known
Generalized Likelihood Ratio (GLR) algorithm [26]. The GLR algorithm
detects changes in the mean or variance of the sensor response. The GLR
algorithm decides between the hypothesis of having a change point versus
the hypothesis of not having a change point. The GLR algorithm can be
applied using either the output of a single sensor or the output of a set of
sensors.

• The TREnd Filtering with EXponentials (TREFEX) method, which is a
novel change point detection algorithm, specifically designed for MOX
gas sensors in an Open Sampling System. TREFEX models the response
of a MOX sensor as a piecewise exponential signal and considers the
junctions between consecutive exponentials as change points. TREFEX
can be used for single MOX sensors or for arrays of MOX sensors.
Moreover, since TREFEX is designed to detect exponential trends, it can
be applied to any kind of first order sensor. Along with the proposed
TREFEX algorithm, a parameter selection method for choosing the
regularization parameter is introduced.

• The algorithm rTREFEX extends the TREFEX algorithm. rTREFEX is
based on reweighted norm minimization. The idea behind rTREFEX is
to use an iterative approach to model a non-convex penalty function
which closely approximates the l0-norm. rTREFEX does not require the
post-processing step and correspondingly the choice of two thresholds,
which was needed in TREFEX in order to limit the number of false
alarms. Similar to the TREFEX algorithm, the rTREFEX algorithm can
be applied to any sensor that can be modelled as a first order system and
can be used for single sensors or a subset of sensors in sensor arrays.

Finally, it is necessary to discuss the effect of the drift in sensor response
on the proposed algorithms (GLR, TREFEX and rTREFEX). The proposed
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algorithms are designed in a way that they do not have a global threshold
on the sensor response value. Since long-term sensor response drift caused by
seasonal changes and ageing gradually affects the value of the sensor reading,
the proposed algorithms can detect change points relative to the sensor readings
in the near past.





Chapter 6
Change Detection Results

The previous chapter of this dissertation proposed three methods for detecting
the changes in the response of MOX gas sensors: Online Generalized
Likelihood Ratio (GLR), TREnd Filtering with EXponentials (TREFEX) and
reweighting TREFEX (rTREFEX) for detecting the changes in the response of
MOX gas sensors. These methods were compared from an algorithmic point
of view (Section 5.5). In this chapter, the proposed methods are evaluated and
compared on the basis of their numerical results. Results are presented for both
a single gas sensor and input from multiple sensors (sensor array).

In the following sections, numerical evaluations of the rTREFEX, TREFEX
and GLR algorithms are performed and the algorithms are compared to each
other. The performance measures used are presented in Section 6.1. Sample
outputs of the algorithms are then shown in Section 6.2. Section 6.3 presents
the overall results obtained with the proposed change detection algorithms
when considering a single sensor at a time. The strategies for selecting the
parameters of the algorithms are evaluated in Section 6.4. Further, Section 6.5
presents the results of the explained sensor selection strategy and the results
obtained with the selected sensor combinations. Finally, section 6.6 concludes
with a summary of the achieved results.

6.1 Performance Measures

To evaluate and compare the change detection algorithms, two performance
measures were used: F-measure and Average Distance (AD). These performance
measures have been selected since ground truth is available for the indoor,
controlled experiments. Ground truth is the estimated time of actual change
points calculated on the basis of the time at which the source changes its
emission modality. This estimation is possible because the airflow is controlled
to be almost constant. Before providing a definition of the performance
measures, the concepts of alarm, true alarm and false alarm are defined for

75
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each of the algorithms. Then, the statistical measures including true positive,
false negative and false positive, followed by precision and recall are explained.

The proposed change detection methods return a list of change points
called alarms. An alarm that correctly identifies an actual change point is
called a true alarm. An alarm which was incorrectly triggered is called a false
alarm. Because of the algorithmic differences between GLR with TREFEX and
TREFEX, specific definitions of true and false alarms are provided as follows.
Since the GLR method analyses the data sequentially, a true alarm is defined
as the first alarm after an actual change point. Any other alarm coming after
the true alarm, and before the next actual change point, is defined as a false
alarm. For all the true alarms, the GLR algorithm provides an estimation of the
change point called estimated time of change. On the other hand, as TREFEX
and rTREFEX analyse batch data, a true alarm is defined as the closest alarm
to an actual change point. An alarm that is not a true alarm is a false alarm. An
estimated time of change for TREFEX and rTREFEX algorithms is provided by
the position of true alarms. Note that instead of defining a true alarm (as a first
or closest alarm) within a threshold, the distance of true alarm to the actual
change point will be considered as a performance measure. Figure 6.1 shows
a graphical representation of these concepts for GLR as well as TREFEX and
rTREFEX algorithms.

(a) GLR

(b) TREFEX and rTREFEX

Figure 6.1: Graphical representation of the concepts of true alarm, false alarm and
Average Distance (AD) for GLR, TREFEX and rTREFEX algorithms. Shown are
examples in which one true alarm and one false alarm we triggered.

According to these definitions, true positive (TP) is given by the number of
true alarms. False positive (FP) is given by the number of false alarms. False
negative (FN) is the number of actual change points which are not detected by
the algorithm. FN is given by the number of change points minus the number
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of true alarms. From these numbers, the well-known performance metrics
precision and recall are computed:

Precision =
TP

TP + FP
, Recall =

TP

TP + FN
(6.1)

The maximum precision value is achieved when all the detected alarms are
true alarms. The maximum recall value means that no actual change point was
missed by the algorithm. The perfect algorithm maximizes both values, which
is to say that it detects all change points without raising any false alarms.

The values of the parameters of the algorithms, the threshold value h for
GLR and the regularization parameter λ for TREFEX and rTREFEX, control
the trade-off between precision and recall. A common method to formalize this
trade-off is the harmonic mean of precision and recall, known as F-measure
[117]:

F = 2× precision× recall
precision+ recall

(6.2)

The F-measure can be used to compare the points on the precision-recall
curve, obtained for different values of parameter h or parameter λ. In
particular, higher values of F-measure correspond to a better performance.
The F-measure is used as an evaluation criterion for the presented change
detection methods because of the small number of change points in comparison
to the length of the sensor response. Alternatives to the precision-recall curve
and F-measure are Receiver Operating Characteristics (ROC) curve and Area
Under the ROC Curve (AUC). For an unbalanced dataset, the F-measure is
preferred in compare to AUC. Another reason that we used the F-measure is
that the F-measure does not need the true negative (TN) value in its calculation.
This is preferable because the definition of the TN in the change detection
problem is difficult since a true alarm does not necessarily occur at the position
of an actual change point. A true alarm can thus be triggered at a sensor
measurement that is not an actual change point and this sensor measurement
counts in TP. At the same time, if a sensor measurement that is not an actual
change point is not detected as an alarm, then the sensor measurements count
in TN. A sensor measurement can thus potentially be part of the TP and part
of the TN, which is inconsistent with the general definition of TP (correctly
identified as a change point) and TN (classified correctly as not a change point).

Another evaluation criterion is based on how close (in time) the estimated
change points, the estimated time of changes in GLR and detection time of true
alarms in TREFEX and rTREFEX algorithm, are to the actual change points.
In this respect, the Average Distance (AD) performance measure is defined
as the sum of the distances between the true alarms and the corresponding
change points divided by the number of true alarms for TREFEX and rTREFEX
algorithms.

AD =

∑TP
i=1 |t

ta
i − tcpi |

TP
(6.3)
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t
cp
i indicates the time at which i-th change point occurred and ttai is the

time of a true alarm associated to the i-th change point.
Similarly, the Average Distance (AD) performance measure for GLR

algorithm is defined as the sum of the distance between the estimated time
of changes and the corresponding change points divided by the number of true
alarms.

These two performance measures (F-measure and Average Distance) will be
used in the evaluation of single sensor and sensor array results.

6.2 Example of Change Detection Results

To exemplify the proposed algorithms, Figure 6.2 shows the response of a MiCS
2610 sensor and the result of GLR, TREFEX and rTREFEX. In the depicted
experiment, ethanol was emitted according to the Descending Stairway Strategy
(see Figure 4.8 (c)). The six actual change points are marked in the figure
with black dots. The true alarms and false alarms are indicated in the figure
by green dots and red dots, respectively. Since the rise in sensor response is
faster than the decay in sensor response, detecting a change in the emission
rate of a gas source from a high value to a smaller value (for example 100%
to 80%) is more difficult than detecting a change in the emission rate from a
small value to a higher value (for example 80% to 100%). Detecting changes
in the experiment with the Descending Stairway Strategy (0%, 100%, 80%,
60%, 40%, 20% and 0% of the gas source’s strength) therefore represents
a very difficult instance of the change detection problem. This experiment is
selected here to highlight the differences between the methods. The parameters
of the methods are those corresponding to the best overall results with respect
to the maximum F-measure for the MiCS 2610 sensor (see Table 6.1). The
selected parameters are h = 90 for GLR algorithm, λ = 8 for the TREFEX
algorithm and λ = 16 for rTREFEX algorithm. Moreover, the selected number
of iterations is equal to 5 for rTREFEX algorithm.

In Figure 6.2(a), some of the changes in Descending Stairway Strategy are
not visible in the sensor response, especially between an emission rate of 100%
to 80%. Value of the threshold in GLR algorithm adjusts sensitivity of the
GLR algorithm for identifying changes. In this example that h = 90, the GLR
algorithm correctly identified three of the six change points. There is no other
false alarm in this example. On the other hand, the change points at 238 s, 358
s and 478 s were not detected. For smaller values of the threshold, more true
alarms will be detected and more false alarms will be triggered.
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(a) GLR
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(b) TREFEX
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(c) rTREFEX

Figure 6.2: Results of the execution of the proposed algorithms for an experiment where
the concentration of the gas source was changed using the Descending Stairway Strategy
(0%, 100%, 80%, 60%, 40%, 20% and 0% of the gas source’s strength). The threshold
for the GLR method is set to h = 90. The regularization parameter for TREFEX and
rTREFEX method is set to λ = 8 and λ = 16, respectively. The number of iterations of
rTREFEX is 5.
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In Figure 6.2(b), the TREFEX algorithm correctly identified five of the
change points. Besides these five correctly identified change points, two errors
are observed. On one hand, the change from 100% to 80% emission rate (at
238 s) is missed by the algorithm. A smaller value of λ would allow this change
point to be detected as well. On the other hand, a false alarm is raised at 691
s (marked by the red dot). This error could be avoided by setting a larger λ.
This is an example of the trade-off when selecting an appropriate value of the
regularization parameter λ.

In Figure 6.2(c), the rTREFEX algorithm correctly identified five of the
change points without triggering any false alarms. Please observe that the
trend obtained using the reweighted l1-norm more accurately estimates the kink
points among the exponential trends, since it tends to favour sharper changes,
as opposed to multiple small changes. This is reflected in a much higher
precision, with a comparable recall. For the example experiment, rTREFEX
provided the best results among the proposed methods.

6.3 Single Sensor Results

The evaluation presented in this section includes the results considering a single
sensor at the time. A precision-recall analysis of the proposed algorithms (GLR,
TREFEX and rTREFEX) has been conducted considering 54 experiments with
11 individual sensors using maximum F-measure and Average Distance as the
performance measures. It should be noted that all three proposed algorithms
use the normalized sensor response since the range of the gas sensor response
might vary from a few Ohms to hundreds or even thousands of Ohms.

In Figure 6.3 an example of average precision-recall curves comparing
GLR, TREFEX and rTREFEX for the MiCS 2610 sensor obtained from 54
experiments is shown. Qualitatively, similar graphs were obtained for the other
sensors. The precision-recall curve shows how the F-measure varies for different
values of parameter h or parameter λ. The maximum F-measure is attained at
a point of the precision-recall curve that is closest to the upper right corner. It
is clear from the figure that the maximum F-measure attained by the rTREFEX
is the closest to the upper right corner and the maximum F-measure of the
TREFEX algorithm is closer than the one obtained by GLR to the upper right
corner.

Table 6.1 provides comparison of three proposed approaches using the
maximum F-measure for each of the considered sensors. The results confirm
that rTREFEX outperforms TREFEX and GLR for each of the sensors.

Additionally, the ranking of the sensors with respect to the F-measure
provided in Table 6.1 shows that all three approaches achieve the
best results with the same three sensors (MiCS 2710, MiCS 5135
and MiCS 2610). The values of the selected parameters (λ for rTREFEX and
TREFEX, h for GLR) corresponding to the maximum F-measure are given in
Table 6.1.
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Figure 6.3: Precision-recall curves for the results of the GLR, TREFEX and rTREFEX
algorithms. The considered sensor is the MiCS 2610.

Next, a similar evaluation has been conducted using average distance (AD)
as a performance measure. Table 6.2 shows the average distance (AD) across all
the 54 experiments for the results with maximum F-measure. Also with respect
to this performance measure, rTREFEX and TREFEX clearly outperform GLR,
since the true alarms of rTREFEX and TREFEX are in all cases much closer
(on average only half of the deviation of GLR) to the actual change points.
The principle behind the GLR algorithm is to accumulate enough evidence of
change before declaring an alarm, but the first steps after a change intuitively
look no different to the old signal plus noise. Hence, the change is detected
somewhere on the slope of the exponential sensor response and this introduces
some offset. In contrast, by fitting exponentials to the signal, rTREFEX and
TREFEX are able to pinpoint the time of the change more accurately. The
average distances (AD) (in seconds) for rTREFEX and TREFEX are very
similar.

It should be noted that the MiCS 2610 and MiCS 5135 sensors have the
minimum average distance for all three algorithms. Specifically, using rTREFEX
to find change points in the MiCS 2610 and the MiCS 5135 sensor responses
provide the most accurate estimation of the change points. It is important
to keep in mind that these two mentioned sensors have a high maximum
F-measure and they also have fast response times.

Table 6.3 presents the best sensors chosen based on the maximum
F-measure values of the change in concentration, compound and mixture of
compounds categories (the category of the experiments are explained in Section
4.2). The MiCS 5121 and MiCS 2710 sensors provide the best results for
detecting changes in concentration for all the proposed methods. The MiCS
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Table 6.1: A comparison of the rTREFEX, TREFEX and GLR algorithms. rTREFEX
outperforms TREFEX and TREFEX outperforms GLR in terms of the maximum
F-measure. The values of the selected parameters (λ for rTREFEX and TREFEX, h
for GLR) are belonged to the maximum F-measure. The ranking of the sensors with
respect to maximum F-measure shows a good agreement between the three algorithms
regarding which of the sensors is most suitable to detect change points for the given
problem.

Model
rTREFEX TREFEX GLR

Rank Maximum
λ Rank Maximum

λ Rank Maximum
hF-measure F-measure F-Measure

MiCS 2610 3 0.94 16 3 0.90 8 3 0.85 90
MiCS 2710 1 0.96 16 1 0.95 16 2 0.87 120

MiCS 5521(1) 11 0.82 16 11 0.77 8 10 0.70 88
MiCS 5121 4 0.91 16 4 0.88 16 4 0.82 91
MiCS 5135 2 0.95 16 2 0.92 8 1 0.87 93

MiCS 5521(2) 8 0.86 16 8 0.81 16 6 0.77 82
TGS 2600(1) 6 0.87 8 6 0.83 4 7 0.72 107

TGS 2611 5 0.89 16 5 0.84 16 5 0.79 93
TGS 2620 9 0.86 8 9 0.80 4 8 0.72 93

TGS 2600(2) 7 0.87 8 7 0.83 4 9 0.72 93
TGS 2602 10 0.83 8 10 0.78 0 11 0.56 65

5135 and MiCS 2710 sensors provide the best results for detecting changes in
compound and changes in the mixture of compounds for all proposed methods.

6.4 Parameter Selection

As explained in Chapter 5, the three proposed methods (GLR, TREFEX and
rTREFEX) include parameters in their algorithms. The strategies for selecting
the parameters of the GLR, TREFEX and rTREFEX algorithms are explained
in this section. The GLR algorithm needs to estimate the threshold h. The
TREFEX algorithm need to estimate the regularization parameter λ. And the
rTREFEX algorithm has two parameters, the regularization parameter λ and
the number of iterations. It has been shown that after a few numbers of iteration
the algorithm converges.

6.4.1 Parameter Selection of GLR Algorithm

The parameter of the GLR algorithm is the threshold h. The value of the
threshold is greater than 0. Figure 6.4 shows false alarms and true alarms of
the proposed algorithm when varying the threshold value h. As expected, the
selection of the threshold value governs a trade-off between the number of true
alarms (prioritized by low threshold values) and the number of false alarms
(prioritized by high threshold values). By increasing the threshold, the number
of true alarms and the number of false alarms decreases. The best threshold
maximizes the number of true alarms while also keeping the number of false
alarms low.
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Table 6.2: Comparison between the rTREFEX, TREFEX and GLR algorithms based on
the average distance of the alarms. rTREFEX and TREFEX outperform GLR both in
terms of the maximum F-measure and the average distance (AD) of the alarms from the
change points.

Model
rTREFEX TREFEX GLR

Maximum Average Maximum Average Maximum Average
F-measure Distance(s) F-measure Distance(s) F-Measure Distance(s)

MiCS 2610 0.94 3.69 0.90 3.72 0.85 7.85
MiCS 2710 0.96 4.14 0.95 4.78 0.87 11.12

MiCS 5521(1) 0.82 5.55 0.77 5.59 0.70 11.52
MiCS 5121 0.91 4.74 0.88 5.19 0.82 9.82
MiCS 5135 0.95 3.72 0.92 4.17 0.87 8.60

MiCS 5521(2) 0.86 5.48 0.81 5.05 0.77 11.61
TGS 2600(1) 0.87 7.02 0.83 6.05 0.72 11.14

TGS 2611 0.89 6.09 0.84 5.51 0.79 11.52
TGS 2620 0.86 6.46 0.80 5.89 0.72 12.26

TGS 2600(2) 0.87 6.99 0.83 6.40 0.72 11.63
TGS 2602 0.83 8.54 0.78 6.57 0.56 13.42

Table 6.3: The best sensors chosen based on the maximum F-measure for the different
categories.

Category rTREFEX TREFEX GLR
Ethanol 2-Propanol Ethanol 2-Propanol Ethanol 2-Propanol

Change in MiCS 5121, MiCS 2710 MiCS 2710 MiCS 2710 MiCS 5121 MiCS 2710Concentration MiCS 2710
Change in MiCS 5135, MiCS 2710 MiCS 2710 MiCS 5135, MiCS 2710Compound
Change in MiCS 5135 MiCS 2710 MiCS 2710Mixture

Figure 6.4: Changes in the number of true alarms and false alarms for a varying
threshold h. In the left plot, TAR is the number of true alarms divided by the number
of change points. In the right plot, FAR is the number of false alarms divided by the
number of change points. Lines are the mean values of the TAR and FAR across the
54 different experiments, while shaded areas in both plots represent plus/minus one
standard deviation.
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Therefore, a way to choose a threshold is by gradually increasing the
threshold until the number of false alarms becomes less than a constant value.
Another way is to look for a threshold using binary search [118]. The lower
bound is initialized with zero and the upper bound is initialized with a large
value that is selected heuristically. The middle point is exactly between the
upper bound and the lower point. At each step, a binary search algorithm
compares the result of the middle point with stopping criterion. If the result
of the middle point fulfil the stopping criterion, then the algorithm returns the
middle point as a selected threshold. Otherwise, if the result of the middle point
is less than the stopping criterion, then the algorithm continues searching on the
data between the middle point and the upper bound. And, if it is greater, then
the algorithm continues searching on the data between the lower bound and
the middle point. The stopping criterion can be a constant value based on the
number of false alarms.

6.4.2 Parameter Selection of TREFEX Algorithm

Before the TREFEX algorithm can be applied, the time constants (τ+ and
τ−) for each sensor need to be estimated. For this purpose, a set of 6 Steps
experiments (see Figure 4.8 (a)) per sensor was used. The specifications of Steps
experiments are explained in Section 4.2. The parameters are calculated by
fitting an exponential to the observed transients. Since no significant variation
of the time constants with respect to the concentration are observed, the mean
of all the experiments is considered as a reliable estimator for the time constant
of the sensors. Since this observation was limited to 2-propanol and ethanol,
studying the variation of the time constants for other analyts requires further
investigations. For reference, the obtained values are shown in Table 6.4. The
same time constants are used in the rTREFEX algorithm. The time constants
in Table 6.4 were also used in the sensor selection algorithm (Section 5.6) as
indicators of the speed for each of the sensors.
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Table 6.4: The calculated time constants (in seconds) of the rise and decay phases of
each sensor.

Sensor T.C. Response (s) T.C. Decay (s)

MiCS 2610 4.96 14.92
MiCS 2710 17.18 23.69

MiCS 5521(1) 2.43 5.54
MiCS 5121 5.97 10.72
MiCS 5135 5.37 14.65

MiCS 5521(2) 3.13 5.20
TGS 2600(1) 5.22 19.31

TGS 2611 3.52 7.36
TGS 2620 3.29 15.58

TGS 2600(2) 5.19 19.74
TGS 2602 4.84 36.25

The only tuning parameter for the TREFEX algorithm is a regularization
parameter λ. Figure 6.5 shows how the regularization parameter λ controls the
trade-off between preserving the signal in the estimated trend and representing
it by a small number of exponential functions. In case of λ = 0.125 the
estimated trend is very similar to the signal, making the identification of change
points difficult. For λ = 512 the estimated trend misses many of the change
points. With the parameter selection method discussed in Section 5.3.3 the
selected λ for this experiment is set to 4. This value results in a trend that
does not miss any of the change points and raises three false alarms.

Directly selecting the λ based on the F-measure is not possible for most
applications, since it requires ground truth knowledge about the change
points. It is shown that minimizing the distance δ in the trade-off curve (see
Section 5.3.3) is highly correlated to maximizing the F-measure. This means
that points close to the origin in the trade-off curve (see Figure 5.5) correspond
to a high F-measure. Using the available data, we compute the distance δ and
the F-measure for 13 different values of λ (λ = [2−4, 2−3, . . . , 28]). As can
be seen in Table 6.5, we perform linear correlation analysis between δ and
λ using the Pearson coefficient1 and linear correlation analysis exhibits a strong
negative correlation. Hence, it can be concluded that the distance to the origin
in the trade-off curve is a suitable heuristic to select the hyper-parameter λ.

1The Pearson coefficient is also called correlation coefficient. For two time series u0, . . . , uN

and v0, . . . , vN, the Pearson coefficient measures the degree of a linear relationship between the
two time series and returns a number between [−1, 1]. The formula for the Pearson coefficient (ρ)
when applied to two time series is:

ρ =

∑
i (ui −u)(vi − v)√∑

i (ui −u)2
√∑

i (vi − v)2
(6.4)

Two time series are called correlated when |ρ| is close to 1.
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Figure 6.5: Estimated trends for the response of the MiCS 2610 in an experiment where
the gas source was changing the emitted concentration. Corresponding regularization
parameters for the illustrated trends are λ = 0.125, λ = 4, λ = 32 and λ = 512.

Table 6.5: Pearson correlation coefficients between the Euclidean distance δ of the
trade-off curve to the origin and F-measure for each sensor. The strong correlation shows
that the distance to the origin is a suitable heuristic to select the hyper-parameter λ.

Sensor Correlation coefficient

MiCS 2610 −0.88
MiCS 2710 −0.81

MiCS 5521(1) −0.69
MiCS 5121 −0.79
MiCS 5135 −0.81

MiCS 5521(2) −0.50
TGS 2600(1) −0.84

TGS 2611 −0.73
TGS 2620 −0.88

TGS 2600(2) −0.86
TGS 2602 −0.73
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6.4.3 Parameter Selection of rTREFEX Algorithm

In a similar fashion to the TREFEX algorithm, the rTREFEX algorithm uses
the estimated time constants (τ+ and τ−) for each sensor which are presented
in Table 6.4. In addition to the time constants, the rTREFEX algorithm needs
to tune two other parameters. The first is the regularization parameter λ and
the second is the number of iterations.

Selecting the Regularization Parameter

Since the rTREFEX algorithm tries to optimize the number of exponential
functions based on the regularization parameter λ in Equation 5.19, the
estimated trend clearly depends on the choice of the regularization parameter λ.
In Section 5.3.3 an unsupervised strategy for λ selection has been proposed for
the TREFEX algorithm that does not rely on knowing the true change points.
The λ selected with this unsupervised strategy is found as a good estimation of
λ also in the case of rTREFEX. This means that the regularization parameter
can be selected just by performing one iteration (no reweighting) and then the
subsequent iterations will be performed only for the selected λ, leading to a
considerable saving of computation time.

The Number of Iterations

Figure 6.6 shows the precision-recall curves (averaged over all the experiments)
for the MiCS 5135 sensor attained by the proposed algorithm after each
iteration. According to Figure 6.6, it is clear that most of the improvements are
obtained during the first 3-4 iterations, while after that the performance of the
algorithm stabilizes. This fast convergence is most probably due to the fact that
the result of the first iteration (l1 norm regularized problem) is already a good
starting point for searching the solution of the flog,ε(t) penalized problem.

Table 6.6 presents the maximum F-measure for all the sensors in the array
with respect to the iteration number. This information confirms the fact that
after 3-4 iterations the performance of the algorithm does not significantly
improve. To be on the safe side, the number of iterations that we use for
rTREFEX is set to 5.

6.5 Sensor Array Results

The results presented in this section include the extension of the proposed
algorithms to consider the response of the sensor array or a subset of sensors
in the sensor array instead of considering the sensors individually. In general,
the combination of multiple sensors aims at increasing the robustness and
reliability of the overall change point detection performance.

In this section, the results of acquired subsets of sensors based on the
Quadratic Programming Feature Selection (QPFS) method [116] is presented.
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Figure 6.6: Precision-recall curves for the rTREFEX at various iterations.

Table 6.6: Maximum F-measure at different iterations

Sensor
Iteration Number

1 2 3 4 5 15
MiCS2610 0.77 0.91 0.92 0.93 0.94 0.94
MiCS2710 0.81 0.91 0.95 0.94 0.96 0.96
MiCS55211 0.67 0.78 0.81 0.81 0.82 0.82
MiCS5121 0.77 0.87 0.90 0.91 0.91 0.93
MiCS5135 0.79 0.92 0.94 0.95 0.95 0.95
MiCS55212 0.68 0.82 0.84 0.85 0.86 0.87
TGS26001 0.74 0.84 0.87 0.87 0.87 0.88
TGS2611 0.75 0.85 0.87 0.88 0.89 0.90
TGS2620 0.72 0.82 0.85 0.85 0.85 0.86
TGS26002 0.75 0.83 0.86 0.87 0.87 0.87
TGS2602 0.70 0.79 0.83 0.82 0.83 0.82

Further, the proposed change detection algorithms are examined for the selected
subsets of the array and all sensors in sensor array. The results of the change
detection algorithms are also compared.

6.5.1 Selecting Subsets of Sensors

As previously explained in Section 5.6, the proposed sensor selection method
tries to identify a minimal subsets of sensors by balancing the trade off between
the redundancy of each pair of sensors and the relevance of each sensor
for change detection. Redundancy is expressed using the Pearson’s coefficient
between each pair of sensors. The relevance of sensors for change detection is
defined as a trade-off between the ease in detecting change points and the speed
of detection. As a measure of the ease of detecting change points, the Fisher
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Indices are calculated for each of the sensors. Fisher Indices are a measure for
the separation between classes. A larger Fisher index corresponds to an easier
classification problem. The calculated Fisher Indices are shown for the different
gas sensors in Table 6.7. The average of the inverse of exponential time constant
is used to measure the speed of each sensor. Table 6.4 reports the time constants
for each of the sensors.

Table 6.7: Fisher Indices calculated for each sensor based on Steps experiments.

Sensor Fisher Index

MiCS 2610 13.22
MiCS 2710 46.83
MiCS 5521(1) 2.65
MiCS 5121 19.59
MiCS 5135 17.23
MiCS 5521(2) 4.57
TGS 2600(1) 32.85
TGS 2611 10.99
TGS 2620 16.36
TGS 2600(2) 30.09
TGS 2602 38.10

The proposed sensor selection method in Section 5.6 has two parameters
that need to be selected. The parameter α governs the trade-off between
relevance and redundancy of the selected sensor set, while β defines the
relevance of a sensor as a trade-off between the speed and the ease of
detecting change points. Figure 6.7 shows the importance of sensors for various
configurations of α and β. It is worth noticing how for high values of α only
the most relevant sensor is selected, which is the quickest sensor when β is high,
or the most discriminative sensor when beta is low. On the other hand, when
α is small, sets of uncorrelated sensors are preferred, and the value of β that
governs the trade-off of the relevance term is much less influential. Different
subsets of sensors are selected based on the combination of these parameters.
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Figure 6.7: Results of the sensor selection algorithm for various configurations of α
and β. Each sub-figure corresponds to a different value of α, where large values of α
favour subsets of relevant sensors while small values of α favour subsets of uncorrelated
sensors. Low values of β favour sensors that detect change points easily, while high
values of β favour quick sensors.

Table 6.8 lists the different sensor subsets selected for different values of
the parameters α and β. It should be noted that the configurations containing
a single sensor, in other words, those for which α = 0.9 and β ∈ [0, 0.5] ∪
[0.6, 1], have been omitted since they fall into the single sensor case. It is also
worth noticing how all the sensor subsets contain a very low number of sensors,
maximum three, compared with the eleven sensors present in the array. This is
likely due to the high correlation among the responses of MOX gas sensors.
Using more than two or three sensors only increases the redundancy of the
array without increasing relevance.

α β Specification Selected Sensors

0.9 0.5 fast, discriminative MiCS 2710-MiCS 5521(2)
0.66 0.5 fast, discriminative, uncorrelated MiCS 2710-MiCS 5521(2)-TGS 2602
0.5 1 fast, uncorrelated MiCS 5521(2)-TGS 2602-MiCS 2610
0.5 0 discriminative, uncorrelated MiCS 2710-TGS 2602
0.1 - uncorrelated MiCS 2610-TGS 2611-TGS 2602

Table 6.8: Selected sensor subsets for the various parameters configuration.
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6.5.2 Results for The Selected Sensor Subsets

This subsection offers a comparison of the results of the three proposed
algorithms for selected subsets of the sensor array. The selected subsets are the
same as in Table 6.8. The measure of comparison is the maximum F-measure
and Average Distance (AD) described in Section 6.1. The F-measures and
average distances (AD) are calculated for all indoor experiments by averaging
over all 54 indoor experiments.

First, the numerical results of change detection algorithms considering the
maximum F-measure are shown in Table 6.9 for different subsets of sensors,
the three proposed algorithms and various versions of the algorithms.

Table 6.9: Maximum F-measure calculated by multivariate rTREFEX, multivariate
TREFEX and multivariate GLR for selected subsets of the array.

Model rTREFEX TREFEX GLR
L1/L1 L1/L2 L1/L∞ L1/L1 L1/L2 L1/L∞

Mi CS 2710-MiCS 5521(2) 0.87 0.89 0.90 0.91 0.91 0.91 0.87
MiCS 2710-TGS 2602 0.93 0.95 0.94 0.90 0.92 0.91 0.84

MiCS 2710-TGS 2602-MiCS 5521(2) 0.84 0.91 0.91 0.89 0.90 0.91 0.86
MiCS 5521(2)-TGS 2602-MiCS 2610 0.83 0.89 0.90 0.83 0.86 0.86 0.84

MiCS 2610-TGS 2611-TGS 2602 0.87 0.91 0.91 0.86 0.88 0.88 0.85
11 sensors 0.83 0.90 0.92 0.83 0.89 0.88 -

The sensor selection strategy provides various combinations of the sensors
with specification such as fast, discriminative and uncorrelated (see Table
6.8). The best combination result, according to the Table 6.9, is achieved
with the rTREFEX algorithm by the subset "MiCS 2710, TGS 2602", which
is the combination of the uncorrelated and discriminative sensors. Also the
subset of "MiCS 2710, MiCS 5521(2)", which is the combination of fast and
discriminative sensors, attains a relatively high maximum F-measure specifically
for TREFEX and GLR algorithms. In contrast, the subset "MiCS 5521(2),
TGS 2602, MiCS 2610" as a combination of fast and uncorrelated obtains the
lowest F-measure for all three algorithms. Considering the mentioned analysis,
it seems that having a discriminative sensor (for example the MiCS 2710) in
the subset results in a high F-measure. Consequently, high F-measures lead to a
high detection rate. Moreover, comparing the results of 11 sensors with other
subsets of sensors shows that considering all the sensors will not improve the
results due to the curse of dimensionality.

The results presented in Table 6.9 are also used to compare three
proposed change detection algorithms. The multivariate rTREFEX method on
subset "MiCS 2710, TGS 2602" using L1/L2-norm achieves the best results
considering the maximum F-measure among all three algorithms. Moreover,
the best result of TREFEX algorithms outperforms the best result of the GLR
algorithm with respect to the maximum F-measure.
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Next, we compared the multivariate change detection algorithms (see Table
6.9) to univariate change detection (see Table 6.1) using the F-measure. The best
result of the multivariate change detection algorithms is achieved by the subset
"MiCS 2710, TGS 2602" using the rTEREFEX algorithm with L1/L2-norm.
This result is slightly worse than the best performing sensor (MiCS 2710,
see Table 6.1) using the rTREFEX method and better or equal to the rest
of univariate results. The results for a selected subset of the sensor array are
slightly worse than the best results obtained with a single sensor. A likely reason
for the TREFEX and rTREFEX algorithms is that the p-norm couples the
individually detected change points in a specific way that may either discard
correct individual change point detections or consider too many erroneous
change detections. Although a single sensor provides the best results, using
a set of sensors is advantageous for the experiments that include multiple
compounds or unknown target compound.

Table 6.9 also shows how the different norms (L1/L1-norm, L1/L2-norm
and the L1/L∞-norm) modify the results. The results of the L1/L2-norm and
L1/L∞-norm are better than the results of the L1/L1-norm for each subset of
the sensors and for each of TREFEX and rTREFEX algorithms. Combining
the sensors using l1-norm, which corresponds to the sum of the individually
calculated kink vectors, does not perform well in general, because it aggregates
all the false alarms. This leads to lower precision values and thus lower
F-measures.

The multivariate analysis of the GLR algorithm considering the 11 sensors is
not possible in reasonable time due to the computation time of the algorithm.
The GLR algorithm has to calculate many times the inverse of the 11 by 11
covariance matrix at each iteration which is a time consuming task. Thus, the
result of the GLR algorithm using all 11 sensors in Table 6.9 does not have any
value.

Further, the numerical results of the change detection algorithms
considering the average distance are presented in Table 6.10. Low values for
the average difference between detected and ground truth change point time
are achieved for TREFEX and rTREFEX algorithms in comparison to the GLR
algorithm.

Table 6.10: Comparison between multivariate rTREFEX, multivariate TREFEX and
multivariate GLR algorithms based on the average distance (AD) of the alarms
corresponding to the maximum F-measure (Table 6.9) for selected subsets of the array.

Model rTREFEX TREFEX GLR
L1/L1 L1/L2 L1/L∞ L1/L1 L1/L2 L1/L∞

MiCS 2710-MiCS 5521(2) 3.53 3.58 3.68 3.90 4.23 4.31 9.13
MiCS 2710-TGS 2602 4.01 4.30 4.89 4.48 4.37 4.57 12.41

MiCS 2710-TGS 2602-MiCS 5521(2) 3.66 3.61 4.60 3.88 4.11 4.35 8.68
MiCS 5521(2)-TGS 2602-MiCS 2610 3.48 3.39 3.92 3.31 3.43 3.52 8.08

MiCS 2610-TGS 2611-TGS 2602 4.04 4.21 4.17 3.96 3.81 3.83 8.16
11 sensors 3.95 3.64 3.61 4.20 3.98 3.92 -
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The selection of the subset of the sensors also affects the accuracy of the
detected change points (see Table 6.10). Although the subset "MiCS 5521(2),
TGS 2602, MiCS 2610" as a combination of fast and uncorrelated sensors
obtains the lowest F-measure, it earns the lowest (best) average distance for all
three algorithms. This means that it estimates the change points accurately.
However, the reason for this accurate estimation in this case is due to the
existence of multiple alarms around an actual change point. Multiple alarms
around an actual change point provide a better estimation of the change point
(improving the AD value) while triggering many false alarms (worsening the
F-measure). Besides, the best AD result obtains with the subset of sensors is less
(better) than the best AD result obtains with the single sensors.

6.6 Conclusion

The performances of the three proposed change detection algorithms are
evaluated based on a substantial number of indoor controlled experiments
considering a single sensor or a set of sensors. The three proposed change
detection algorithms are GLR, TREFEX and rTREFEX described in Chapter
5. The details of the experiments are explained in Section 4.2.

The numerical results show that addressing the change detection problem
for MOX gas sensors with the rTREFEX algorithm is advantageous when
compared with the TREFEX and GLR methods. First, this is because the
maximum F-measure is higher for rTREFEX algorithm among all considered
single sensors and all considered sets of sensors. Second, because the estimate
that rTREFEX provides about the position of the change points in time
(AD) is within the same range as the TREFEX algorithm and much more
accurate than the GLR algorithm. GLR requires accumulating enough evidence
before declaring a change, while rTREFEX and TREFEX, since they consider
the whole signal, are able to detect the position of the change points more
accurately.

It is also interesting to note that the best result of the proposed change
detection algorithms for a single sensor achieves a higher F-measure than
the best result of the proposed change detection algorithms in terms of a set
of sensors. However, using a set of sensors is still recommended in case of
accurately detecting change points and in the presence of multiple compounds
or unknown compounds.





Chapter 7
Towards Change Detection for
Real-World Applications

The previous two chapters of this dissertation proposed and evaluated solutions
to the change detection problem. Three change detection methods (GLR,
TREFEX and rTREFEX) designed for Metal OXide (MOX) gas sensors in
an Open Sampling System (OSS) were presented in Chapter 5. Further, these
methods were evaluated in indoor controlled experiments in Chapter 6. This
chapter reports about the application of the developed change detection
methods in both indoor and outdoor uncontrolled experiments. Experimental
setups of uncontrolled experiments are described in Section 4.3 in which the
data is collected by a mobile robot.

In the uncontrolled environments, the sensor responses fluctuate more
strongly than in the controlled experiments. In uncontrolled experiments, it is
thus more difficult to distinguish between changes in the emission of a distant
gas source and fluctuations in the sensor response.

Gas-leak detection in mines [12, 13] and large-scale pollution monitoring
[6] are examples of real-world applications. For such applications, it is
impractical to continuously store or transfer the sensor readings. It is also
difficult to achieve a reliable calibration for gas sensors. Both issues can
be addressed using change point detection where change points indicate a
significant event (e.g. the presence of gas or a sudden change in concentration).
In real-world applications, the number of sensor readings is increased over
time, which generates a massive and unbounded amount of data. For the sake
of the limitation in computation time and computation memory, scalability of
algorithms becomes important. Another challenge is the evaluation of methods
developed for real-world applications. Since it is not possible to entirely control
outdoor environments, mainly because of the behaviour of gas dispersion,
ground truth provides limited information in these applications such as when
and where a gas source was active.
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CHAPTER 7. TOWARDS CHANGE DETECTION FOR REAL-WORLD

APPLICATIONS

The following sections address two of the challenges in real-world
applications in particular: (1) the variation of change detection methods in
order to deal with massive sensor readings; (2) the evaluation of change
detection methods.

7.1 Sliding Window for Large-scale Datasets

Any large-scale and unbounded dataset of a real-world application poses a
challenge for change detection methods due to the limitation in computation
time, storage and capacity. In this thesis, we use sliding window prior to the
change detection algorithm’s execution to discretize the sensor reading signals.
The reason for using a sliding window for the scalability of the change detection
methods is because the change detection problem aims at detecting recent
changes in the environment.

According to the results presented in the previous chapter, the rTREFEX
algorithm provides the best result among the methods compared. So far, all the
available data in one experiment are considered as an input to the rTREFEX
algorithm. Despite the rTREFEX algorithm being computationally efficient,
dealing with massive data in real-world applications makes the calculation
of rTREFEX within a reasonable time infeasible. Moreover, applying the
rTREFEX method to real-world applications requires that it is online. We
thus suggest the use of a sliding window approach to discretize the signals
in order to be able to deal with massive data and the online execution of the
rTREFEX algorithm. The first choice among sliding windows approaches is
a fixed-size window. The fixed-size window is considered with an overlap in
order to avoid missing change points placed at the edges of the window. The
considered overlap for a fixed-size window is set to half of the window size. For
the overlap between two consecutive shifts of the sliding window, the former
change points are kept. Algorithm 3 presents the rTREFEX algorithm using a
fixed-size window.

Algorithm 3: rTREFEX algorithm using a fixed-size window
Input: Normalized sensor response(y), window size (w), a window

starting at s with size w (yws )
Output: Detected change points
s← 1;
while s is less than the length of y do

Run multivariate rTREFEX algorithm (Section 5.4) with input signal
yws and save the detected change points;
s← s+ (w/2);

Since the window shifts constantly with a fixed size, it may occasionally
cut the signal in the middle of a rise or decay in sensor response. We propose
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an adaptive window as an alternative to adapt the window size and shift the
window corresponding to the exponential behaviours of the sensor response.
The adaptive window starts with an initial window size (w0). The size and shift
of the adaptive window are adjusted based on the results of the execution of
the rTREFEX for the current window. If at least one change point is detected,
the adaptive window shifts its starting point to the most recent detected change
point and size of the window is reset to an initial value (w0). If no change point
is detected, then the size of the window increases from its ending point with a
constant value (w1). The algorithm 4 presents the rTREFEX algorithm using
an adaptive window. The benefit of using an adaptive window is that shifting
the sliding window will not cut an exponential rise or decay of the signal.

Algorithm 4: rTREFEX algorithm using adaptive window
Input: Normalized sensor response(y), initial window size (w0), a

constant for increasing the window size (w1), a window starting at
s with size w (yws )

Output: Detected change points
s← 1;
while s is less than length of y do

Run multivariate rTREFEX algorithm (Section 5.4) with input signal
yws and save the detected change points;
if there is any detected change points then

s← position of most recent detected change point;
w← w0;

else
w← w+w1;

It is worth noting that in the worse case, the size of the adaptive window
may get rather big due to not detecting any change points. This could be
handled by moving the window when it reaches a certain maximum size.
Graphical representations of the definition of the fixed-size window and the
adaptive window are shown in Figure 7.1.

The rTREFEX algorithm is executed for various configurations of sliding
windows such as types of window and window size, in order to study the
usage of the sliding window. Table 7.1 shows the result of the rTREFEX
method when there is (1) no window, (2) a fixed-size window and (3) an
adaptive size window using indoor controlled experiments (See Section 4.2).
The controlled experiments have been chosen because of the availability of
ground truth, which makes a comparison possible. The presented results of
the multivariate rTREFEX method in Table 7.1 are investigated on all 11
sensors using L1/L2-norm using the F-measure as the performance measure.
For a given λ, the calculated F-measure is averaged over 54 experiments.
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(a) Fixed-size Window

(b) Adaptive Window

Figure 7.1: Graphical representation of the definition of a fixed-size window and an
adaptive window.

The initial window size (w0) for the adaptive window is shown in Table 7.1,
which is equal to the constant value for increasing the window size (w1).
A fixed-size window with a window size of 500 seconds achieves the best
F-measures results among all various configurations. Although the best result
belongs to the fixed-size window with the window size of 500 seconds, it does
not mean that the fixed-size window has the best results for each of the 54
experiments. Actually, the fixed-size window achieves better results than the
adaptive window in 17 experiments, equal results in 30 experiments, and worse
results in 7 experiments when the window size is 500 seconds. In contrast, the
adaptive window achieves better results for a small window size (125 seconds)
since the window size can increase if the algorithm does not find any change
point.

rTREFEX is a global trend filtering method that detects change points for
the input sensor responses. When the input of the rTREFEX method is the
whole signal at once, rTREFEX finds the global trend. In contrast, it is expected
that rTREFEX using a sliding window will return worsen results because of the
local optimization of the trend.

While selection of the window size, there is a trade-off between computation
time and the performance of the algorithm. Table 7.1 confirms this trade-off
by presenting the results and computation time of rTREFEX considering 3
window sizes for both fixed-size and adaptive windows. The computation time
is the average of computation times of all experiments.

Computation time =

∑Nexp

i=1 ti

Nexp
(7.1)

where, ti indicates the computation time of rTREFEX for the i-th experiment
and Nexp is the number of experiments. The average length of the experiments
is 1238 seconds. According to Table 7.1, the computation time of the rTREFEX
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Table 7.1: Comparison of the multivariate rTREFEX’s results when there is no window,
a fixed-sized window and an adaptive window. The rTREFEX’s results are on all 11
sensors based on the maximum F-measure. The results are averaged over 54 indoor
controlled experiments. λ = 64 has been used in the calculation of the maximum
F-measure for all the cases.

No Window Fixed-size Window Adaptive Window
Window

- 125 250 500 125 250 500
Size (s.)

Maximum
0.90 0.66 0.87 0.90 0.74 0.82 0.88

F-measure
Computation

384 233 258 330 349 250 228
Time (s.)

with a fixed-size window increases by enlarging the window size. In contrast,
the computation time of the rTREFEX with the adaptive window decreases
by enlarging the window size. The computation time of the rTREFEX with an
adaptive window is higher for small window sizes, because there the window
size is smaller than the rate of change points and the algorithm often has to
run again with a larger window size. However, by further increasing the size of
the window as big as the length of the signal, the rTREFEX algorithm with
an adaptive window will be the same as the rTREFEX algorithm with no
window, which means that the computation time of the rTREFEX algorithm
with adaptive window will be increased. The best trade-off of the window size
for the adaptive window depends on the rate of the change points. Among the
three window sizes presented for an adaptive window in Table 7.1, the result
for the window size of 500 seconds is reasonably close to the result of the
rTREFEX with no window, whereas the computation time of rTREFEX using
an adaptive window is lower than rTREFEX without a window.

It is worth noting that the size of the overlap affects the computation
time because of the recalculation time of overlapping parts. The rTREFEX
algorithm using a fixed-size window will have a faster computation time when
there is less overlap. In current settings, the computation time of rTREFEX
using an adaptive window with window size of 500 seconds is lower than
rTREFEX using a fixed-size window. However, rTREFEX with fixed-sized
windows achieves more accurate results with respect to the F-measure. Depends
on the preferences of the user, each of these sliding window approaches can be
applied.

Up to now, the idea of utilizing the rTREFEX method with a sliding
window has been discussed. The TREFEX and GLR methods can also be
utilized with a sliding window. Particularly, since both TREFEX and rTREFEX
fit exponentials to the signal, the similar sliding windows proposed for the
rTREFEX method can be applied to the TREFEX algorithm. A version of
the GLR method involving a sliding window has been previously proposed
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in the literature [119, 120]. In addition to the sliding window, alternative
approaches such as [121] and [57] were also proposed in order to reduce the
GLR algorithm’s computation time.

7.2 Evaluation of Change Detection in Uncontrolled
Experiments

In real-world applications, evaluating the performance of change detection
methods is challenging due to the difficulty of obtaining ground truth data.
Ground truth for change detection problems can be information concerning
the emission of the gas source and the type of emitted gases. Alternatives to
ground truth for evaluating change detection methods include:

• Additional sensors with a different sensing principle can be used to
estimate ground truth information. For example, a Photo Ionization
Detector (PID) can be used alongside MOX gas sensors and the PID
measurements can be interpreted as ground truth. PID estimates of
concentrations are more accurate.

• Instead of assessing a change detection method itself, the result of its
integration into an embedding application can be evaluated. As an
example, the known location of a gas source is often used as a ground
truth for evaluating a gas source localization algorithm. The integration
of the change detection method and a gas source localization method, e.g.
[4], can be evaluated instead of change detection alone.

• The results of a method can be compared to a reference method,
which has been evaluated before. For example, the results of the change
detection method can be compared to the results of the previously
evaluated gas discrimination method which has been developed by
Hernandez Bennetts et al. [122]. Gas discrimination method identifies
between compounds and borders between each two compounds are
changes in compound. The rest of this section discusses this option in
detail.

Here, the results of the proposed change detection method (rTREFEX) are
compared with the previously evaluated gas discrimination method [122]. The
gas discrimination method in [122] was developed to distinguish between two
substances for an Open Sampling System using metal oxide gas sensors. Based
on MOX gas concentration measurements the method estimates class posterior
probabilities. The classification success rates of the method are quite high,
which make the gas discrimination method a suitable reference method for
rTREFEX.

The change detection method detects both changes in the concentration
of the gas and changes in compound of the gas. On the other hand, the gas
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discrimination method considered determines only the type of compound. A
connection point between two different types of compounds can be considered
as a change in the compound. Accordingly, change points detected by the gas
discrimination method should be a subset of the change points detected by
the change detection method because changes in the concentration are not
detectable by the gas discrimination method. Evaluating the change detection
method by comparing its results with those of the gas discrimination method
has been conducted for data of an indoor experiment collected by a mobile
robot (Section 4.3). The indoor experiment does not provide ground truth
except for the position of the gas sources.

Figure 7.2 compares the results of the multivariate rTREFEX method using
a fixed-size window with the results of the gas discrimination method for an
indoor experiment. The sensors considered in this experiment are TGS 2600,
TGS 2602, TGS 2611 and TGS 2620. The results of the multivariate rTREFEX
method are presented using the mentioned four sensors. Figure 7.2(a) shows
the results of both methods representing using the TGS 2600 sensor response.
The changes detected by the multivariate rTREFEX are marked with red dots.
The three compounds (air, ethanol and 2-propanol), as distinguished by the
gas-discrimination method, are coloured black, blue and green respectively.
Likewise, Figure 7.2(b) shows the same results on the robot’s trajectory in
the environment. The results of the rTREFEX method are consistent with the
results of the gas discrimination method. There exist correspondences for most
of the changes in the compound detected by gas discrimination with changes
detected by rTREFEX. The corresponding changes may vary by a distance due
to the differences between methods. rTREFEX returns the joint between two
exponentials as a change point regardless of the actual value of that change
point, while gas discrimination classifies based on the actual values of sensor
response. In Figure 7.2, black squares mark the distance between corresponding
changes.

Another observation shows a change in compound detected by the gas
discrimination but not by the change detection algorithm. In Figure 7.2, this
interval is marked with a pink square. By looking at the sensor response
and total results shown on the robot’s trajectory, this interval seems a
misclassification for the gas discrimination method.

The rTREFEX method correctly identified changes in compounds which are
marked by the gas discrimination method. The achieved results showed that the
rTREFEX algorithm is carried out in indoors uncontrolled experiments.
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(a)

(b)

Figure 7.2: Comparison of the multivariate rTREFEX results with the gas discrimination
results in an indoor experiment. The ethanol and 2-propanol source locations are
indicated by the blue and green squares. The results of the gas discrimination method
for air, ethanol and propanol are shown with black, blue and green colors, respectively.
The red dots are change points detected by the change detection algorithm. The squares
highlight change points that correspond to changes in compound detected by-product
of the gas discrimination method. The pink square shows a misclassification of the
gas discrimination method. Change points with distance from their corresponding are
marked with black squares.
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7.3 Change Detection Results in an Outdoor
Experiment

To move further towards real-world scenarios, this section presents the result
of the rTREFEX method applied in an outdoor uncontrolled experiment. The
experimental setup of the outdoor uncontrolled experiment is explained in
Section 4.3. In this experiment, two gas sources are placed in an environment
where ethanol and 2-propanol are emitted. The data is collected by a mobile
robot equipped with a set of gas sensors.

Similarly to the previous section, the results of the multivariate rTREFEX
using a fixed-size window is compared with the results of the gas discrimination
method for the outdoor experiment. The multivariate rTREFEX and gas
discrimination methods consider four sensors (TGS 2600, TGS 2602, TGS
2611 and TGS 2620) in their calculation. Figure 7.3(a) shows the results of
both methods representing using the TGS 2600 sensor response. Besides, Figure
7.3(b) shows the same results on the trajectory of the robot in the environment.
It is not intuitive to interpret the results of both change detection and
gas discrimination methods. Discriminating between ethanol and 2-propanol
using the given four sensors is difficult for the gas discrimination algorithm.
For example the result of the gas discrimination is not consistent with the
position of the gas sources. Consequently the quality of the results of the
change detection method cannot be evaluated through a comparison with gas
discrimination results in this case. Further evaluation of rTREFEX algorithm
in such challenging uncontrolled environments remains an open problem for
future work.

7.4 Summary

This chapter has discussed two of the practical challenges of applying change
detection methods in real-world applications. These challenges include (1)
dealing with a massive and unbounded amount of data and (2) evaluating
change detection in a real-world environment without ground truth. To deal
with massive and unbounded data, the utilization of the rTREFEX method with
a sliding window was proposed. To evaluate the change detection algorithm, a
comparison between the results of the change detection method and the gas
discrimination method was suggested. The results have shown that changes in
compounds are correctly detected in the indoor experiment. While a meaningful
evaluation of the outdoor experiment was not possible, a good correspondence
between detected change points and compound changes identified by the gas
discrimination method was observed.
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Figure 7.3: Comparison of the multivariate rTREFEX results with the gas discrimination
results of an outdoor experiment. The ethanol and 2-propanol source locations are
indicated by the blue and green squares. Measurements with black, blue and green
colours are discriminated by the gas discrimination method as air, ethanol and
2-propanol, respectively. The red dots are change points detected by the change detection
algorithm.



Chapter 8
Conclusions

In this thesis, the change detection problem has been addressed in the field
of artificial olfaction. More specifically, this thesis has tackled the problem of
detecting changes in the activity of a distant gas source from the response of
an array of Metal Oxide (MOX) gas sensors deployed in an Open Sampling
System (OSS). The considered changes in the activity of the gas source include
(1) changes of the concentration of the analyte to which the sensors are
exposed, (2) changes of the compound, and (3) changes in the mixture ratio
of two or more compounds.

The contributions of this thesis include (1) developing methodologies for
change detection in OSS and (2) proposing a gas dispersion simulation. The
proposed change detection methods have been developed to deal with the
challenges imposed by gas dispersion. These methods address the change
detection problem without considering simplifying assumptions. Further,
applying the change detection methods leads to a quick and accurate
segmentation of the data collected from a single sensor or a combination of
sensors.

A gas dispersal simulation engine has been proposed which integrates
OpenFOAM flow simulation and the filament-based gas propagation model
of Farrell et al. [25]. The simulated data provided by the gas dispersal
simulation engine offer several advantages for evaluation of olfactory-related
tasks, including the availability of ground truth information, the repetition of
experiments with the exact same constraints, and the avoidance of the intricate
issues which are associated with the use of real gas sensors. The simulation
results have been used outside the scope of this thesis in the evaluation of gas
distribution mapping [123].

Three methods have been explored in Chapter 5 to address the change
detection problem. The first method is a statistical method known as the
Generalized Likelihood Ratio (GLR). The GLR algorithm assumes that the
distribution of the data between two consecutive change points remains
unchanged. The GLR algorithm declares a change point by calculating the
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likelihood ratio between the hypotheses of having a change point and not
having a change point. The advantages of the GLR algorithm are general
applicability, that it makes no strong prior assumption, and its availability in
online and offline manners.

The second method is a trend detection method called Trend Filtering
with Exponentials (TREFEX). Since the rise and decay in MOX sensor
response can be modelled with an exponential function, TREFEX fits an
exponential function between two consecutive change points. The TREFEX
method estimates the underlying trend of a signal as a piecewise exponential
function and then considers the connections between consecutive pieces as
change points. It is worth noting that, although the proposed algorithm
has been designed explicitly for MOX sensors, it is potentially applicable
to any sensor response that can be modelled as a first-order system. Along
with the TREFEX algorithm, a parameter selection method for choosing the
regularization parameter has been proposed in this thesis.

The third method is called rTREFEX which is an improved version of the
TREFEX method. Similarly to the TREFEX method, rTREFEX fits piecewise
exponential functions to the sensor response. The rTREFEX method uses
reweighted norm minimization to increase the sparsity of the fitted underlying
exponential trend which results in a better estimation of the change points. The
introduction of reweighted minimization makes redundant the post-processing
step that was required in TREFEX to limit the number of false alarms.
Correspondingly, the two thresholds required for TREFEX are not necessary
in rTREFEX. All the above methods can be applied using either the output of a
single sensor or the selected subsets of sensors. The sensor subsets were selected
using a novel and efficient sensor selection strategy (Section 5.6) that governs a
trade-off between the redundancy of each pair of sensors and the relevance of
each sensor to change detection.

The evaluation of the GLR, TREFEX and rTREFEX methods was done
based on a substantial number of experiments with seven different emission
profiles in an indoor controlled environment (Section 4.2). The availability of
ground truth in the controlled experiments enables a comparison of the GLR,
TREFEX and rTREFEX methods. The F-measure and Average Distance (AD)
have been used as evaluation criteria for the rate and accuracy of the detected
changes, respectively. According to the results of the evaluation, the rTREFEX
algorithm was demonstrated to outperform TREFEX and GLR. The highest
maximum F-measure was obtained with the rTREFEX method for both a
single sensor and a sensor array. In addition, the accuracy of the estimates
is evaluated using AD. rTREFEX also provides an accurate estimation of the
position of the change points. However, the computation time of the rTREFEX
algorithm is higher than the TREFEX algorithm. Further, an online version
of the rTREFEX method using a sliding window has been proposed in order
to apply change detection to real-world applications. The online rTREFEX
method has been tested in experiments where a sensor array is mounted
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on a mobile robot in indoor and outdoor environments. This method has
been evaluated by comparison with a previously proposed gas discrimination
method [122]. The rTREFEX was found to be the reasonable in indoor and
uncontrolled experiments. However, evaluating the detected changes with the
rTREFEX algorithm in outdoor and uncontrolled experiments is not a trivial
task and remains an open problem for future work.

8.1 Limitations

In this section, the limitations of the proposed gas dispersal simulation are
discussed. In addition, the limitations of the change detection algorithms
(rTREFEX, TREFEX and GLR) proposed in Chapter 5 should be emphasised
for further investigations that apply change detection in the field of artificial
olfaction. Some of these limitations are related to the change detection methods
themselves and others belong to thier evaluation.

The gas dispersal simulation engine presented in Chapter 4 is in its initial
phase in the sense that the proposed simulation has not taken into account
multiple gas sources and a mixture of gases. Furthermore, the effects of the size
and motion of mobile robots in simulating the wind flow and gas propagation
have not been considered. Finally, the gas dispersal simulation has several
parameters that should be adjusted, such as the number of molecules in each
filament and the release rate of the filaments.

A limitation of the TREFEX and rTREFEX methods is the sampling rate of
the experiments, which should be less than or equal to the time constants of
the sensors (defined in Section 6.4.2). For example, the metal oxide sensors for
the air quality eggs [15] dataset are the same as the sensors used in this thesis.
However, TREFEX and rTREFEX could not be applied on this dataset, because
the data sampling rate (one second) in air quality eggs is lower than the time
constant of the sensors (less than a second) which we calculated in this thesis.

The main drawback of the GLR algorithm is its high computation time.
This is because GLR considers each point in a time series at least once as a
hypothetical change point. Moreover, other reasons for the high computation
time of the GLR algorithm are high dimensional multivariate data and long
time windows for reference intervals. Suggestions for addressing this limitation
are presented in Section 5.2.3.

There are also some limitations related to the evaluation of change detection
methods. The TREFEX and rTREFEX methods do not provide a general
change detection solution for all types of gas sensors, since they model the
exponential trends of the metal oxide gas sensors. Additionally, the evaluation
of change detection was mostly limited to experiments that include ground
truth. In real world applications of gas sensing, ground truth is not available.
In Chapter 7, some suggestions for how to evaluate the change detection
methods in real world environments were discussed. However, only one of these
suggestions has been tested in two real world experiments.
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8.2 Future Work

The change detection methods proposed in this thesis aim to detect changes
in the response of MOX gas sensors in an OSS. However, there are several
research directions which require further consideration. One of the directions
is the investigation of the connections between change detection and olfactory
tasks. Other possible directions for future work are the extensions of the
proposed change detection methods and gas dispersion simulation.

Future work on the gas dispersion simulation should aim at considering
the effects of the size and motion of robots during the flow simulation.
Computational fluid dynamic methods with collision detection, such as Lattice
Boltzmann (LBM) methods [124], can be investigated as a future possible
solution to fluid interaction with robots. Further, the simulation should be
extended to more realistic simulations with multiple gas sources and a mixture
of gases. The follow-up of this simulation has recently been published in [125]
which is a 3D gas dispersal simulation for mobile robot olfaction.

Future research should consider the integration of change detection with
other robotic olfactory tasks, such as gas discrimination, gas distribution
mapping and gas source localisation. Change detection methods provide a
signal segmentation which can be used to enhance various robotic olfactory
tasks, especially in order to apply them in real world scenarios. For example,
signal segmentation is useful for gas discrimination since it indicates that
each segment between two consecutive change points includes a constant
combination of chemicals. Another possible application of signal segmentation
achieved with change detection can be the detection of the borders of a gas
plume [77]. The integration of change detection and other robotic olfactory
tasks was discussed in Section 3.2.1.

Considering the proposed TREFEX and rTREFEX methods, estimating
the time constants of the MOX gas sensors needs to be explored with other
approaches. Another investigation regarding TREFEX and rTREFEX would
be to consider an alternative way of extending TREFEX and rTREFEX to the
online version based on the work in the area of continuous-time trend filtering
[65].

An advantage of the proposed sensor selection approach (Section 5.6) is the
identification of minimal subsets of sensors which have a specified property.
This advantage can be applied to determine which sensors should be included
in the sensor array.

Another important direction for future work is the evaluation of the change
detection methods. First, the change detection methods need to be tested in
larger data sets that reflect real world conditions. Such data sets provide the
opportunity to test the robustness level of change detection with respect to
the environmental conditions, such as humidity, temperature, and sensor drift.
Further, change detection should be evaluated for experimental setups including
various sensor types and target gases.
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